Using *a priori* knowledge to align sequencing reads to their exact genomic position

René Böttcher\(^1,2\), Ronny Amberg\(^2\), F.P. Ruzius\(^3\), V. Guryev\(^3\), Wim F.J. Verhaegh\(^1\), Peter Beyerlein\(^1,2\), P. J. van der Zaag\(^1\)

\(^{1}\)Philips Research Laboratories, High Tech Campus 11, 5656 AE Eindhoven, The Netherlands
\(^{2}\)University of Applied Sciences Wildau, Bahnhofstraße, 15475 Wildau, Germany
\(^{3}\)Hubrecht Institute and University Medical Center Utrecht, KNAW, Uppsalalaan 8, 3584 CT Utrecht, The Netherlands

Abstract

The use of *a priori* knowledge in the alignment of targeted sequencing data is investigated using computational experiments. Adapting a Needleman-Wunsch algorithm to incorporate the genomic position information from the targeted capture, we demonstrate that alignment can be done to just the target region of interest. When additional use is made of direct string comparison, an improvement of up to a factor of 8 in alignment speed compared to the fastest conventional aligner (Bowtie) is obtained. This results in a total alignment time in targeted sequencing of around 7 minutes for aligning approximately 56 million captured reads. For conventional aligners such as Bowtie, BWA or MAQ, alignment to just the target region is not feasible as experiments show that this leads to an additional 88% SNP calls, the vast majority of which are false positives (\(~\)92%).
1 Introduction

Since the introduction of so-called next generation sequencing in 2005, developments in the field of DNA sequencing proceed at a very rapid pace [1]. Initially, in the newer sequencing technologies based on massively parallel sequencing [2], the time required to complete a sequencing study was around three weeks, equally divided among sample preparation, the actual sequencing and the bioinformatics analysis. New sequencing technologies are emerging, which promise to reduce the actual sequencing time from the present one week to much shorter. Ultimately, nanopore based sequencing methods may reduce sequencing run time to matters of seconds [3]. Hence, it would be desirable to speed up also the time required in the sample preparation as well as the bioinformatics analysis.

Sequence alignment is a challenge in biology since the first DNA sequences have been determined in the 1970s, with the earliest approaches utilizing dot plots to compute the optimal alignment of the sequences [4]. Because of their complexity, dot plots were replaced by the dynamic programming (DP) approach developed by Bellman and Viterbi, first implemented for biological use by Needleman and Wunsch [5, 6]. Since then, the Needleman-Wunsch algorithm has been modified several times to adapt it to other problems and to improve its performance [7, 8]. Nevertheless, DP requires too much computation time and space to handle the increasing amount of sequencing data. Therefore, heuristic approaches for searching sequence databases such as BLAST and FASTA were developed to overcome this problem [9, 10]. Though these programs and their successors are still commonly used, the upcoming of next generation sequencing requires new software [11] to process the immense amount of short reads created, which lead to the development of hash table based aligners, as for example ELAND and MAQ [12, 13]. Since then, considerable further effort has been made to reduce the alignment time. One of the most successful ones is the implementation of a Burrows-Wheeler transform to index the genome and speed up the alignment [14]. Common examples of aligners utilizing the Burrows-Wheeler transform are Bowtie and BWA [15, 16].

In many branches of electronic data processing the use of a priori information is a proven method to improve data analysis. Thus far such an approach has not been adopted in the field of DNA sequencing, although it is conceivable that information arising from so-called targeted sequencing [17, 18] could be used to this effect. Typically in targeted sequencing, the fragments of the DNA sample are hybridized to a microarray with probes designed to capture the fragments of interest. After washing away any non-bound fragments, the DNA fragments of interest for the biological or clinical question at hand are eluted from the array and are further processed to be sequenced. In current practice the resulting eluate is a random mixture of the captured DNA fragments. Moreover, the subsequent alignment of the sequencing reads is done to the whole genome as, at the current specificity of the enrichment methods, aligning to just the target region introduces an unacceptable high error rate, as we will show. In targeted sequencing, one in principle can retain the capture probe information of the micro-genomic selection array, for instance by conducting the sequencing step directly on the capture spot [19] or by using labeled capture beads. Specifically, the very recently proposed oligonucleotide-selective sequencing (OS-Seq) by Myllykangas and et al. [19] enables this approach. In this method of targeted resequencing target-specific oligonucleotides are used to create ‘primer-probes’. These primer-probes are immobilized on the surface of a flow cell and serve both as capture probes and sequencing primers i.e. after capturing the complementary targets from the library, these primer probes are extended. Subsequently, bridge PCR cluster formation is performed. These clusters can be sequenced twice to determine the captured target and subsequently the OS-Seq primer probe sequence [19]. This enables the identification of the exact OS-Seq primer that mediated the targeting. Myllykangas et al. have used this approach to facilitate the assessment of the performance of individual primer probes.

Here, we would like to investigate the potential benefit of this approach to improve the speed of sequence alignment. To do so we have performed computational experiments to investigate what benefit such an approach of using a priori information might bring to sequence alignment and to see whether this can reduce the still sizeable part of the time needed to perform DNA analysis. This investigation has been done by computer-generating a set of sequencing reads that contain the a priori known genomic position of their capture probes. These reads are then aligned with an implementation of the Needleman-Wunsch algorithm that uses the a priori information to map only to the corresponding sequence fragment. The required
alignment time is compared to the time needed by a number of state-of-the-art aligners, which do not use this prior knowledge and which align to the whole genome. Although one could argue that conventional aligners would also be speeded up by aligning only to the target region, we will first show that this is not a viable option by analysis of real enrichment sequencing data, as this yields many false positive SNP calls.

2 Methods

2.1 Evaluation of the error introduced by alignment to just the target region by conventional aligners

In targeted sequencing, capture arrays are used to reduce the total amount of bases to be sequenced. This reduction is achieved by capturing only the sequences of interest, known as target region. Since enrichment methods do not have a specificity of 100% but typically of around 70% [17, 18, 20], a considerable amount of off-target reads are generated. Consequently, data from targeted sequencing are aligned to the whole genome, using aligners such as Bowtie, BWA or MAQ, and not just to the target region. To evaluate the error introduced by aligning only to the target region, data/reads from a previously published study [20] were used.

The sequencing reads were aligned against the whole genome as well as to the target regions (including 100bp flanks) to evaluate the errors introduced. Subsequently, SNP calling was performed using filtering with the following criteria:

1. Positions with lower than 20x and higher than 2000x coverage were excluded.
2. Bases with quality below 10 were excluded from SNP calling.
3. No more than 5 reads that have identical mapping position and strand were included.
4. Each of the non-reference alleles has to be supported by reads mapping to the forward as well as by reads mapping to the reverse strand of the reference genome.
5. The non-reference allele should be observed in 20% or more reads covering the polymorphic position.
6. Sites with more than 4 alleles were excluded as representing positions with increased error rate.

Positions that passed this filtering were called as candidate SNPs (or small indels).

2.2 Including a priori knowledge in sequence alignment

As the capture probes of hybridization arrays are designed to catch specific sequences, their position on the genome must be known in advance. Therefore, if the location of a capture probe on the array as well as its position on the genome are known, the corresponding sequencing read of the captured fragment can be associated with the sequence of its expected mapping position within the target region, provided that this information is retained during the sequencing process. Hence, the read can be aligned against this associated ‘reference sequence’ instead of the whole genome.

To computer-generate reads containing information about the genomic position of their capture sequence and their associated reference sequence, first several different target sequences on the genome were selected to construct a target region of interest (Figure 1). For each of these target sequences, a number of capture probes is assumed which would be present on a hybridization array and act as primers for sequencing. Therefore, the genomic position of a sequencing read as well as its associated reference sequence is located behind the capture probe. To cover the complete target sequence with sequencing reads, the capture probes need to be shifted along the genome, which results in the reference sequences being shifted as well to form a tiling of the target sequence with a constant offset (Figure 1A). Taking the reference sequences as templates, we next introduced errors, SNPs and Indels to simulate the sequencing reads (Figure 1B). The resulting reads
were used as input for the computations to determine the speed performance of our approach compared to a regular alignment. The regular alignment against the whole genome was performed with Bowtie, BWA and MAQ (Figure 1C). For the alignment using the position information, different implementations of the Needleman-Wunsch algorithm were used (Figure 1D). These consist of a regular Needleman-Wunsch (NW) and a pruned version of the Needleman-Wunsch algorithm following the beam search paradigm [21]. We refer to the latter implementation as 'banded' Needleman-Wunsch algorithm (NWB). Additionally, both algorithms were implemented using exact matching prior to the alignment to increase the computation speed (NWem and NWBem), as we describe further in Section 2.3.

Fig. 1: Overview of the workflow. A) A target region was chosen from which the reference sequences were created. B) Each reference sequence was then used to create the associated reads. To simulate realistic data, errors, SNPs and Indels were introduced. The resulting reads were then aligned to the whole genome (C) or to their associated reference sequence (D).

2.3 Different alignment approaches

The first implementation of alignment using position information was realized through a regular Needleman-Wunsch algorithm (NW), that aligns each read to its associated reference sequence. Since the reads are expected to be very similar to the reference sequence, we realized that a direct string comparison might be applicable to skip the alignment for exactly matching sequences. This insight led to a second implementation (NWem), which performs the alignment in two steps. First, the information included in the header of each read is used to look up and identify the reference sequence associated to the read being processed, and subsequently the aligner checks whether the compared sequences match exactly. If so, the maximum alignment score is assigned; otherwise, a regular alignment is performed for the two sequences (as has been described in [10,21]; allowing up to two Indels for the beam search approach). Since the Needleman-Wunsch algorithm can be optimized for similar sequences, a banded version was also implemented (NWB, as described in 2.2) and exact matching was added (NWBem), which works similarly to NWem.

To compare the new approaches with established alignment methods, the reads were also aligned against the whole human reference genome using Bowtie (0.12.7), BWA (0.5.9-r16) and MAQ (0.7.1). Default settings were used for MAQ (map) and BWA (aln & samse). Bowtie was run using ‘-a -n 2 -q -solexa1.3-quals -quiet’ settings. The calculations were executed on a grid of 1648 cores divided over 206 Dell PowerEdge
M600 blade servers, each utilizing two Intel Xeon L5420 Quadcore CPUs @ 2.5Ghz with 16, 32 or 64 GB of random access memory (BiG Grid, see www.biggrid.nl).

2.4 Generation of sequencing data

The data necessary to determine the gain of the new alignment approach by comparison to the regular alignments was obtained from reference human genome GRCh37 and a recent gene annotation (Ensembl database, release 62; http://www.ensembl.org) [22]. In total, 7368 exons were chosen as the target region, representing approximately 3 million bases (Mb) based on previous microarray genomic enrichment experiments [20]. Exons originating from the X and Y chromosomes as well as extrachromosomal DNA were excluded. A subset of the chosen exons was taken to create also a 300 kb target region (784 exons), whilst a 30 Mb target region was also assembled to compare the performance for larger data sets (72,943 exons).

![Fig. 2: Principle of data generation. A) Capture sequences (dark green) are complementary to the designed capture probes present on the array. These probes are designed in such a way that the following reference sequences (light green) form a tiling of the target sequence (continuous black) with a constant offset. Each reference sequence is therefore directly created from the target sequence. B) For each reference sequence a number of associated reads (blue) is created, introducing different errors (red) in the process. The number of created reads per reference sequence is referred to as read redundancy (two in this example).](image)

Figure 2 shows the principle of the data generation based on the captured sequences (dark green) which are complementary to the capture probes present, for instance, on a hybridization array. The capture probes would be designed in such a way that the reference sequences (light green) following the captured sequences form a tiling of the target sequence (continuous black). This target sequence is a part of the target region, and might be an exon of interest. To generate the sequencing data, each associated reference sequence was created by selecting a substring from the target sequence, whilst the starting base of the next reference sequence was shifted by an offset of 10 bases, covering the target sequence in the process (Figure 2A). This procedure was repeated until the remaining target sequence was too small to create a new reference sequence with the required length.

The associated reads were then created from their associated reference sequences, with a number of copies referred to as the read redundancy (Figure 2B). As indicated in red in Figure 2, sequencing errors and incorrectly captured reads were introduced into the data set. SNPs and Indels were additionally introduced to the sequencing data with probabilities corresponding to typical occurrences mentioned in literature [23]. After the read sequence was prepared, the assembly of the read was finished by including the genomic position information.

In the above approach, the length of the reference sequences influences the number of total reference sequences and associated reads, as with increasing length of the reference sequences, fewer complete sequences can be fitted into the target sequences, e.g. the exons chosen. As shown in Table 1, the number of reference sequences decreases for each step of 25 bases. To determine the number of sequencing reads for each
combination of target region and read length, the number of reference sequences has to be multiplied by the read redundancy.

Tab. 1: Number of reference sequences for the different target regions, depending on the length of each reference sequence (as described in Section 2.4). The decrease in number is due to the fact that fewer complete sequences cover the same target if the length of each generated sequence is increased.

<table>
<thead>
<tr>
<th>target region</th>
<th>25 base sequences</th>
<th>50 base sequences</th>
<th>75 base sequences</th>
<th>100 base sequences</th>
</tr>
</thead>
<tbody>
<tr>
<td>0.3 Mb</td>
<td>28,163</td>
<td>26,218</td>
<td>24,243</td>
<td>22,298</td>
</tr>
<tr>
<td>3 Mb</td>
<td>283,042</td>
<td>264,616</td>
<td>246,202</td>
<td>227,776</td>
</tr>
<tr>
<td>30 Mb</td>
<td>2,857,844</td>
<td>2,676,092</td>
<td>2,493,129</td>
<td>2,311,377</td>
</tr>
</tbody>
</table>

2.5 Parameter space

To evaluate the influence of various parameters on the alignment time, we varied the values of five parameters:

- the size of the target region (0.3, 3 and 30 Mb),
- the length of the reads (25, 50, 75, 100 bases),
- the percentage of sequencing error per base (0.5%, 1%, 2%),
- the read redundancy (1, 2, 5, 10, 20) and
- the amount of reads off-target but still captured and sequenced (0%, 5%, 10%, 20%, 40%).

3 Results and discussion

3.1 Introduction of errors by aligning solely to the target region

As mentioned, the alignment speed of conventional aligners in targeted sequencing could perhaps be improved by aligning just to the target region instead of to the whole genome, which is the current practice [20], because this could seriously reduce the computational effort. To test whether this is a viable option, we first examined the effectiveness of sequence alignment to just the target region, using conventional aligners. Sequencing data from a previous experiment [20] was used for this study.

When using common enrichment methods, two classes of reads are generated, the first one consisting of all reads that originate inside the target region (referred to as ITR) and the second one comprising all reads that originate outside of the target region (referred to as OTR). When all these reads are aligned solely to the target region, two possible errors may occur that influence subsequent analysis (e.g. SNP calling). Firstly, OTRs that now align uniquely inside the target region are falsely classified as uniquely matching reads (UMRs) to the target, as they align at a position from which they do not originate (Type 1 error). Secondly, all reads (ITR and OTR) that align uniquely inside the target region, but would also align one or more times outside the target region (known as multiple matching reads - MMR) and that would normally be excluded from analysis, are falsely classified as UMRs as well (Type 2 error).

We compared mapping strategies where reads were aligned to the full genome reference or only to the target. The previously published set [20] features 13.24 million mapped reads of which 8.36 million were uniquely mapped to the target region of genome reference NCBI36. Using the same analysis methods as described in [20], but mapping only against the target region, 8.48 million UMRs were obtained. From these, 0.78% uniquely mapped to a different location (Type 1 error) and 0.83% were originally MMRs (Type 2 error) when the whole genome was used as a reference.

Subsequently, we evaluated the number of mismatches that were observed in reads that map consistently and in those that correspond to erroneous mappings. The result of this analysis is given in Figure 3. The
data show that reads which erroneously map to the target region typically have several mismatches, while the vast majority of consistently mapped reads contains one or no mismatches with the target sequences. However, the distributions overlap and cannot be distinguished easily. For instance, accepting only reads with at most two mismatches to capture most of the consistently mapped reads, would still result in the inclusion of about half the erroneously mapped reads. Setting the threshold to 1 or 0 would on the other hand greatly reduce the information needed for SNP calling. Moreover, the use of a lower threshold to reduce type 1 and 2 errors is not feasible, since an analysis of the distance between SNPs (i.e. SNPs called when mapped against the full reference genome) showed that a third of all SNPs have neighboring SNPs not further than 50 bases apart (see Figure 3b). Hence we conclude that allowing fewer than 2 mismatches per read would reduce the reliability of SNP calling for a substantial part of the exome.

To test the effect of the additional 1.61\% UMRs generated, supposedly uniquely mapping to the target region, on genomic analysis, SNP calling was performed (in the same way as done in [20]). A direct comparison was made for sets mapped against the full genome reference and only to the target region. A total of 1,886 SNPs were found in both sets, while an additional 1,651 SNPs were specific to the set where mapping was done solely against the target region. Thus aligning to just the target region produces an additional 88\% SNPs. These two different SNP sets exhibit different overlap with a known SNP database: 78.8\% and 8.4\%, respectively (exact numbers: 1486 and 138, source Ensembl database v.54). The latter percentage implies that nearly 92\% of these additionally found SNPs are false positives. In addition, both SNP sets have dissimilar distributions of percentage of non-reference calls, which are given in Figure 4. Figure 4a shows the histogram of the non-reference frequency for the overlapping SNPs in both data sets, while in Figure 4b this histogram is given for the SNPs which are unique to the mapping to the target only. The histogram in Figure 4a exhibits the expected profile with a peak at 100 (homozygous SNPs) and a secondary maximum a bit below 50\% expected for heterozygous SNPs. Interestingly the frequency spectrum in Figure 4b exhibits a \(1/f\) trend with the frequency, \(f\), which is indicative of noise [24] and suggests in line with the low overlap with the SNPs known in Ensembl database – that nearly all of these SNPs are false positives. Therefore we conclude that, despite the small proportion of reads with ‘paralogous origin’ (1.61\%) by mapping just to the target region, they are more divergent from the target sequences and therefore can have a significant contribution to false positive SNP calls when detecting sequence variants, in an enrichment experiment when aligning just to the target region.

Consequently, this validates the practice in targeted sequencing to perform whole genome alignment to avoid introducing additional errors during alignment. Thus, comparisons to determine the gain in alignment speed using \textit{a priori} knowledge will be made by comparing the alignment speed of implementations of the Needleman-Wunsch algorithm, which align to just the target region, to the speed of conventional aligners (Bowtie, BWA, MAQ), which align to the whole genome.

### 3.2 Comparison of alignment speed

To evaluate the alignment speed of the new approach, the computation times required for aligning targeted sequencing experiments were compared to the performance of regular aligners (Bowtie, BWA and MAQ). These latter aligners do not use any \textit{a priori} genome position information and align to the whole genome. Figure 5 shows the results of such a comparison for a 3 Mb target region, a read length of 75 bases, a sequencing error of 1\% and with 10\% reads off-target. These settings correspond to a total of 246,202 reference sequences. Four different implementations of the Needleman-Wunsch algorithm (NW, NWem, NWB and NWBem, see Section 2.3) were used.

As can be seen, MAQ (red) is the slowest of the aligners used in this comparison, with its computation time ranging from 8,713 seconds up to 69,768 seconds depending on the read redundancy. The two Burrows-Wheeler transform based aligners perform the same calculations much faster, requiring 661 – 9,419 seconds (BWA, violet; \textasciitilde6.86x faster than MAQ) and 139 – 2,791 seconds (Bowtie, black; \textasciitilde22.9x faster than MAQ) respectively. These results confirm previous observations concerning the alignment speed of Burrow-Wheeler transform based aligners [15,16]. Nevertheless, the Needleman-Wunsch algorithms using position information lead to considerably shorter alignment times. Compared to Bowtie, the computation time is decreased by a
factor of $\sim$1.4 for NW (blue; 106 – 1,949 sec.), whilst NWem (light blue; 73 – 1,244 sec.) even gains a factor of $\sim$2.2. This gain increases further for NWB (dark green; 32 – 491 sec. or $\sim$5.7x faster than Bowtie) and NWBem (green; 30 – 430 sec. or $\sim$6.6x faster than Bowtie). Concluding, the total computation time for approximately 49.2 million reads of 75 bases length can be reduced from 46.5 to approximately 7 minutes when adapting a pruned Needleman-Wunsch algorithm to use the *a priori* information and comparing to the fastest regular aligner Bowtie.

Figures 6–8 show a more extensive comparison of computational experiments, regarding only two of the Needleman-Wunsch implementations (NW and NWBem) with a sequencing error of 1% per base in Figures 6 and 7, as well as 2% in Figure 8 respectively. Figure 5 is a subplot of Figure 6 and can be found in the second row and the third column. When investigating over a broader range of conditions, Bowtie (black) shows to be the fastest of the tested common aligners, outperforming MAQ (red) and BWA (violet) in every tested parameter combination. Though the use of the position information still leads to a considerable reduction in alignment time, NW shows limitations for longer reads lengths (due to the time complexity of the regular Needleman-Wunsch algorithm being $O(\max(n,m)^2)$), which are overcome by NWBem by pruning the alignment matrix.

For example, in Figure 6, at a length of 100 bases and 40% reads off-target, Bowtie (164 – 2,765 sec.) and NW (158 – 2,750) compute at comparable speeds, whilst NWBem outperforms both (32 – 447 sec.). When considering shorter reads of 25 bases, both NW (42 – 583 sec.) and NWBem (29 – 396 sec.) are able to outperform Bowtie (106 – 1,836 sec.). Concerning the amount of reads off-target, the exact matching shortcut of NWBem is skipped less often at 0% reads off-target and therefore fewer reads have to be aligned regularly (since NW performs no preselection, it is not influenced by this). Still the overall influence on computation time is only marginal, reducing alignment time to 32 – 445 seconds.

We also investigated the performance of the aligners for the 3 Mb target region (Figure 7) as well as the 300 kb target region (data not shown), which resulted in similar outcomes. In case of the 3 Mb target region, the performance gain varies between a factor of $\sim$1.0 to $\sim$4.3 for NW (average: $2.2\pm1.2$) and a factor of $\sim$5.0 to $\sim$7.7 for NWBem (average: $6.8\pm0.8$) when comparing to Bowtie. Similar results were observed for the 300 kb target region (NW: $2\pm0.9$; NWBem: $6.5\pm1.1$).

When investigating the influence of 2% sequencing error per base for the 30 Mb target region at a length of 100 bases and 40% reads off-target, the results are consistent to previous observations (Figure 8). Compared to 1% sequencing error (see Figure 6 and above), NW (158 – 2,758 sec.) and NWBem (33 – 460 sec.) alignment times seem largely unchanged, whilst Bowtie (196 – 3,311 sec.) requires $\sim$20% more computation time. Hence, for 2% sequencing error and the 30 Mb target region, the average gain for NWBem increases to $7.8\pm0.8$ compared to Bowtie, whereas for the 3 Mb target region it even reaches a factor of $8\pm0.8$. Also compared to Bowtie, BWA exhibited a similar behaviour, whilst MAQ’s performance remained stable.

As expected, the amount of reads processed has the biggest impact on the computation time for all of the aligners, with our new approach showing a behaviour similar to Bowtie and BWA. The percentage of sequencing error (in our tests up to 2%) influences the computation time of the common aligners (except for MAQ), whilst it has only a minor effect on the computation time of both NW and NWBem. Nevertheless, this gain in speed is sensitive to the similarity of the aligned sequences to the expected sequences, as it influences the number of exactly matching sequences. Therefore, both implementations using preselection by exact matching (NWem and NWBem) will benefit from a high specificity in enrichment and a low sequencing error.

Concerning the amount of reads off-target, Figure 6 shows that variations in the percentage influence the computation time of both implementations (NW and NWBem) only marginally, with NWBem having the performance of NWB as an upper limit for the computation time when all of the reads need to be aligned in case no exact matches are found (compare Figure 5). This can be understood as for NW, no preselection is performed and therefore all reads are aligned regardless of their origin, whilst for NWBem the biggest gain in computation time is achieved due to the use of the pruned Needleman-Wunsch algorithm.
3.3 Implementation aspects

To investigate whether there is room to improve NW even further, the time consumption of different parts of the Needleman-Wunsch implementations were analyzed. As shown in Table 2, I/O makes up a major part of the total computation time, up to a fraction of 83.3%. Improvements should be possible by using a binary data format instead of the text format used in this study. In summary it can be said that our approach generally benefits from short reads with high quality, as the alignment time for dynamic programming implementations increases with the length of the reads. Furthermore, high-quality reads that match perfectly do not need to be aligned at all.

We next note that BWA and Bowtie benefit from using multiple computer cores, as they can perform their computations multithreaded. MAQ as well as the presented Needleman-Wunsch aligners are not implemented in a multithreaded form (yet) and therefore did not gain from multiple cores.

Furthermore, the memory requirements for the different aligners vary, making great amounts of RAM advantageous or in case of MAQ necessary for the regular aligners when aligning large numbers of reads. As shown in Table 3, NW and NWBem require only a fraction (7.5% to 16.6%) of the memory necessary for the other aligners to perform the calculations when aligning approximately 5 million reads from a 3 Mb target region. These low hardware requirements combined with the overall speed of the computations would allow one to include the alignment within the sequencing device, making this kind of postprocessing of the sequencing data obsolete in clinical applications.

Tab. 2: Time consumption of alignment and input / output of the NW and NWBem aligners, for different read redundancies. The time was measured in seconds, percentages resemble the fraction of total computation time per program part. Settings: target size 3 Mb, read length 50 bases, 1% sequencing error, 10% reads off-target.

<table>
<thead>
<tr>
<th>Program part</th>
<th>1x</th>
<th>2x</th>
<th>5x</th>
<th>10x</th>
<th>20x</th>
</tr>
</thead>
<tbody>
<tr>
<td>NW - alignment</td>
<td>3.8 (60.7%)</td>
<td>7.92 (66.4%)</td>
<td>19.07 (68.9%)</td>
<td>39.93 (70.84%)</td>
<td>75.75 (69.82%)</td>
</tr>
<tr>
<td>NW - I/O</td>
<td>2.47 (39.3%)</td>
<td>3.99 (33.6%)</td>
<td>8.61 (31.1%)</td>
<td>16.43 (29.16%)</td>
<td>32.75 (30.18%)</td>
</tr>
<tr>
<td>NWBem - alignment</td>
<td>0.47 (16.71%)</td>
<td>0.92 (19.32%)</td>
<td>2.28 (21.83%)</td>
<td>4.7 (23.15%)</td>
<td>9.03 (22.7%)</td>
</tr>
<tr>
<td>NWBem - I/O</td>
<td>2.33 (83.29%)</td>
<td>3.85 (80.68%)</td>
<td>8.15 (78.17%)</td>
<td>15.59 (76.85%)</td>
<td>30.77 (77.3%)</td>
</tr>
</tbody>
</table>

Tab. 3: RAM requirements (MB) of the different aligners when aligning approximately 5 million reads. Physical memory required is part of the whole virtual memory required by the program. Settings: target size 3 Mb, 20x read redundancy, read length 50 bases, 1% sequencing error, 10% reads off-target.

<table>
<thead>
<tr>
<th>Aligner / Algorithm</th>
<th>NW</th>
<th>NWBem</th>
<th>Bowtie</th>
<th>BWA</th>
<th>MAQ</th>
</tr>
</thead>
<tbody>
<tr>
<td>Virtual memory required</td>
<td>200</td>
<td>200</td>
<td>1,202</td>
<td>2,333</td>
<td>2,666</td>
</tr>
<tr>
<td>of which is physical memory</td>
<td>145</td>
<td>145</td>
<td>904</td>
<td>2,322</td>
<td>2,654</td>
</tr>
</tbody>
</table>

4 Conclusions

In this paper we have investigated the use of a priori information in sequence alignment, based on a new implementation of current enrichment methods for targeted sequencing. For this purpose, sequencing reads were computer generated from the human genome whilst varying five parameters to evaluate their impact on alignment time. The presented alignment algorithms are based on straightforward dynamic programming and use a priori knowledge to map each read to the expected part of the genome. These implementations
prove to be faster than Bowtie, BWA and MAQ. The latter three algorithms align against the whole human genome, since alignment solely to the target region using conventional aligners introduces falsely classified uniquely matching reads (UMR). We investigated this and found that 1.61% of a total of 8.48 million of the UMRs were incorrectly classified as UMR by aligning just to the target region. This seemingly small percentage of incorrectly classified UMR leads to a significant increase of around 88% more SNP calls, close to 92% of which are false positives.

The gain in computation speed was investigated for a total of 900 parameter variations and was observed to range from an average of 6.2 ± 0.8 for a 30 Mb target region to an average of 8 ± 0.8 for a 3 Mb target region when comparing the fastest Needleman-Wunsch implementation (NWBem) to Bowtie. As the alignment itself consumes only a fraction of the total computation time, using a binary format to process the reads should give additional benefits. For example, speeding up the I/O by a factor of 3 would decrease the alignment time from ~40 seconds to approximately 20 seconds for the ~5 million reads of a 3 Mb target at 20x read redundancy, which is ~16 times faster than Bowtie. Furthermore, since the alignment algorithm can be exchanged easily and the computations do not require sophisticated hardware, using *a priori* information proves from a bioinformatics point of view to be a flexible and efficient approach to minimize alignment efforts in targeted sequencing and to enable a clinical use of sequencing information without the necessity of large computing facilities. Finally, the alignment time of around 7 minutes or less for a targeted resequencing run of approximately 49 million reads would be very attractive for clinical use.

Acknowledgements

We would like to thank Peter van Hoof and Jurgen Rusch for their support concerning grid computing facilities and massive parallelized computations. Part of this work was performed using the WIOS pipeline [11]. Therefore, we also thank the other WIOS team members, Steffen Pallarz and Anika Tillich for their support. Moreover we would like to thank Harma Feitsma for stimulating discussions and constructive feedback on the manuscript.

References


Fig. 3: a) Number of mismatches that were observed in reads that map consistently and in those that correspond to erroneous mappings. Reads which erroneously map to the target region typically have several mismatches, while the vast majority of consistently mapped reads have one or no mismatches with target sequences. b) Distribution of distances between neighboring SNPs that map to the same target region of exome. Percentage of between-SNP ranges (Y axis) that are below a certain distance (base pairs, X-axis) shows that one third of the between-SNP distances are 50 bp or less.
Fig. 4: Distributions of percentage of non-reference calls for both SNP sets: a) histogram of the non-reference frequency for the overlapping SNPs in both data sets, b) histogram for the SNPs which are uniquely mapping to the target only.
Fig. 5: Comparison of the alignment speed of different aligners versus read redundancy. Bowtie, BWA and MAQ aligned against the whole genome; the Needleman-Wunsch implementations used the position information to align to the associated reference sequences. Settings: target size 30 Mb, read length 75 bases, 1% sequencing error, 10% reads off-target. Note that both axes are in logarithmic scale.
Fig. 6: Comparison of different aligners for different read lengths, percentages of reads off-target and read redundancies. MAQ (red), BWA (violet) and Bowtie (black) aligned against the whole genome, NW (blue) and NWBem (green) used the position information to align to the associated reference sequence. Settings: target size 30 Mb, 1% sequencing error.
<table>
<thead>
<tr>
<th>Reads off-target [%]</th>
<th>Redundancy [x times]</th>
</tr>
</thead>
<tbody>
<tr>
<td>0</td>
<td>0</td>
</tr>
<tr>
<td>5</td>
<td>1</td>
</tr>
<tr>
<td>10</td>
<td>2</td>
</tr>
<tr>
<td>20</td>
<td>5</td>
</tr>
<tr>
<td>40</td>
<td>10</td>
</tr>
</tbody>
</table>

**Fig. 7:** Comparison of different aligners for different read lengths, percentages of reads off-target and read redundancies. MAQ (red), BWA (violet) and Bowtie (black) aligned against the whole genome, NW (blue) and NWBem (green) used the position information to align to the associated reference sequence. Settings: target size 3 Mb, 1% sequencing error.
Fig. 8: Comparison of different aligners for different read lengths, percentages of reads off-target and read redundancies. MAQ (red), BWA (violet) and Bowtie (black) aligned against the whole genome, NW (blue) and NWBem (green) used the position information to align to the associated reference sequence. Settings: target size 30 Mb, 2% sequencing error.