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Abstract. Spiking neural networks (SNNs) are inspired by the 
continuous-time dynamics of biological neurons, yet their practical imple-
mentations typically rely on discrete-time approximations to accommo-
date digital hardware and time-stepped neuromorphic systems. This dis-
cretization, while necessary, introduces numerical errors that may affect 
training dynamics and model performance, especially in systems where 
precise spike timing encodes critical information. Recent work has pro-
posed gradient-based training methods that treat spike times as dif-
ferentiable continuous variables, enabling temporally precise learning. 
However, the impact of discretizing these spike times during deployment 
remains poorly understood. In this paper, we systematically investigate 
the effects of spike time discretization using a representative multi-spike 
model as a case study. We propose a causal discretization scheme and 
analyze its quantization error both theoretically and empirically. Our 
results show that this error depends not only on the time step size 
Δt but also on the temp oral structure of the input. We demonstrate
that certain structured inputs can produce local minima in discretiza-
tion error, and we explore whether such minima correspond to optimal
choices of Δt for real datasets. Experiments on MNIST, Fashion MNIST,
and EMNIST reveal that discretization can influence both classification
accuracy and network sparsity. Finally, we compare training and evalu-
ation under mismatched and aligned time regimes, examining how con-
sistency in spike time discretization affects performance and sparsity in
spike-timing-based SNNs.

Keywords: Spiking Neural Networks · Spike time discretization ·
Classification tasks

1 Introduction 

Spiking Neural Networks (SNNs) are a class of artificial neural networks that 
more closely mimic the operational principles of biological brains, transmitting
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information through discrete, temporally sparse events known as spikes [1,14,20]. 
This event-driven computation enables SNNs to operate with high efficiency 
and low energy consumption, especially when implemented o n neuromorphic
hardware optimized for sparse and asynchronous processing [2,7,15,21,27]. 

A common approach to encode information via spikes in SNNs is rate coding, 
where the average firing rate of a neuron over time is used to represent input 
features or signal intensity. This approach offers a robust and practical mecha-
nism for input encoding and align closely with how computations are performed 
in conv entional (non-spiking) Artificial Neural Networks (ANNs). It has also
enabled SNNs to achieve competitive performance on standard machine learn-
ing and computer vision benchmarks such as MNIST [18], FashionMNIST [26], 
and CIFAR-10 [17]. Therefore, most SNN models rely primarily on rate-based 
representations, where the precise timing of individual spikes is of secondary 
importance and spike times are often randomized using s tochastic encodings like
Poisson spike trains [8,24]. Yet, this approach does not fully exploit the sparsity 
and energy efficiency that spiking neural networks can offer, and it often relies
on generating a large number of spikes.

Also, despite the continuous-time formulation underlying most SNN models, 
where membrane potentials and synaptic currents evolve according to differen-
tial equations, practical implemen tations typically rely on numerical discretiza-
tion schemes, such as Euler integration [11,22]. This choice ensures compatibil-
ity with conventional digital computation and time-stepped neuromorphic sys-
tems, which operate on fixed clock cycles [7,15]. Consequently, most SNN models 
deployed on neuromorphic platforms are discretized in time, even though t hey
are inspired by the analog dynamics of biological systems.

At the same time, there is growing evidence from neuroscience and machine 
learning that precise spike t iming can serve as a powerful computational
resource [12,16,25]. In many real-world applications, such as processing ev ent-
based sensor data [19], modeling temporal patterns, and performing time-series 
analysis, timing is a core component of the signal. Leveraging the full expres-
siveness of time as a continuous variable offers the potential f or significantly
more efficient and temporally accurate information processing. Recent mod-
els such as [3,28]  and [13], building on early work like SpikeProp [5], explore 
this regime by deriving and deploying closed-form expressions for precise spike 
times and computing gradients with respect to these continuous variables. These 
approaches treat time itself as a differentiable quantity, allowing the network to 
harness the structure embedded in temporal dynamics. However, while such 
mo dels are defined and operate in continuous time, the hardware they typi-
cally run on, whether conventional CPUs/GPUs or digital neuromorphic chips,
remains discrete [7,15,23]. This inevitably introduces numerical errors and dis-
crepancies between the theoretical model and its practical implementation. To 
the best of our knowledge, there have been no studies investigating how this spike
time discretization, and the resulting discretization errors, affect the model’s
behavior and performance.
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For this reason, in this work we examine the effects of discretizing precise 
spike times, using as a case study the model proposed in [3], which extends the 
framework introduced in [13] by allowing multiple spikes per neuron. We make 
the following cont ributions and address the corresponding research questions:

– We introduce a causal spike time discretization scheme and handle its non-
different iability to enable effective training.

– We analytically characterize the discretization error introduced by mapping 
continuous spike times to discrete time bins, showing that it scales with the 
time step size Δt, but also depends on the temporal structure of the input. 
Using synthetic patterns, we show that structured spiking inputs, such as
bursts, can lead to local minima in the quantization error. We then investigate
whether similar effects are observable in real-world datasets.

– Building on our analysis of the discretization error, we examine how varying 
time bin sizes affect network training across three different datasets, focusing 
on key metrics such as accuracy and network sparsity.

– We investigate how aligning the spike time representations (discrete or con-
tinuous) between training and inference affects t he network performance and
behavior.

2 Methods 

We start by introducing the spiking neuron model in Sect. 2.1, followed by our 
approach to incorporating time discretization into this model in Sect. 2.2. 

2.1 The Neuron Model 

Consistently with the formulation in [3], we consider a neural network composed 
of CuBa (Current-Based) LIF (Leaky Integrate-and-Fire) neurons with a soft 
reset of the membrane potential. The membrane potential represents the neu-
ron’s internal state, which evolves over time in response to incoming signals. Its 
dynamics are governed by a system of linear o rdinary differential equations:

du(l,j)

dt
= −1

τ
u(l,j)(t) + g(l,j)(t) − ϑδ u(l,j)(t) − ϑ (1) 

dg(l,j) 

dt 
= − 1 

τs 
g(l,j)(t)  +  

N (l−1) 

i=1 

w (l) i,j 

n(l−1,i) 

z=1 

δ t − t(l−1,i)
z (2) 

δ(x)  =  
+∞ if x = 0
0 otherwise

(3) 

Here, u(l,j) denotes the membrane potential of the j-th  neuron  in  layer  l.  The  
term n(l,j) indicates the number of spikes emitted by the j-th neuron in layer
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l,  and  N l is the number of neurons in layer l. The variable g(l,j) represents the 
post-synaptic current resulting from incoming spikes. Each spike received from 
a pre-synaptic neuron increases g(l,j) by an amount equal to the correspond-
ing synaptic weight w (l) i,j . The function δ(x) denotes the Dirac delta function, 
which satisfies +∞ 

−∞ δ(x),  dx  =  1. We refer to pre-synaptic and post-synaptic 
connections as those between adjacent layers. The parameters τ and τs are the 
membrane and synaptic time constants, respectively, governing the exponential 
decay of the membrane potential and post-synaptic current over time. When 
the m embrane potential u(l,j) reaches the threshold ϑ, the neuron emits a post-
synaptic spike at time t

(l,j)
k , where k denotes the index of the emitted spike.

Immediately following this event, u(l,j) is reset to zero by an instantaneous neg-
ative current equal in magnitude to the threshold ϑ.

As shown in [13]  and [3], the CuBa LIF neuron can be mapped to a more 
general formulation known as the Spike Response Model (SRM) [9]. By assuming 
that the membrane time constant is twice the synaptic time constant (τ =  2τs), 
this mapping allows for the analytical derivation of the exact spike time t (l,j) k . 
This eliminates the need for perpetual numerical integration, enabling event-
driven computation, which means that computations only happen when a spike
is generated from a neuron.

2.2 Spike Time Discretization 

As discussed in Sect. 2.1, the model described in [3] admits a closed-form solution 
for spike timing, enabling precise computation of spike events. However, when 
deployed on clock-based hardware such as GPUs, CPUs, or digital neuromor-
phic chips, time must be discretized. This enforced discretization can int roduce
numerical errors and potential instabilities, leading to discrepancies between the
theoretical model and its practical implementation.

To investigate the impact of these effects, rather than relying on numerical 
integration, we introduce a novel time discretization scheme using fixed time 
steps Δt during both inference and backpropagation. Spike times, originally 
computed in continuous time, are then aligned to these discrete steps. Specifi-
cally, each spike is delayed to the nearest subsequent multiple of Δt, preserving 
causality and the model’s core dynamics. Let t

(l,j)
k denote the k-th spike time

of neuron j in layer l. Its discretized counterpart, t̃
(l,j)
k , satisfies the alignment

condition:
0 ≡ t̃

(l,j)
k (mod Δt) (4) 

Because spikes in discrete time cannot occur before their continuous counter-
parts, each spike is delayed to the nearest future multiple of Δt: 

t̃ (l,j )
k = t

(l,j)
k + Δt − mod(t(l,j)k ,Δt) (5) 

We define the discretization function as: 

d(t (l,j) k )  =  t (l,j) k + Δt − mod(t (l,j )
k ,Δt) = t̃

(l,j)
k (6)
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This function is non-differentiable with respect to t (l,j) k , implying that gradients 
from the original model cannot be directly reused. Different strategies have been 
proposed to handle the non-differentiability of activation functions during back-
propagation both for ANNs and SNNs, including surrogate gradients and biased
estimators [4,22,28,29]. For our experiments, which use a single hidden layer, 
we adopt the straight-through estimator (STE) [4], a simple yet effective biased 
gradient estimator that performs well in shallow networks. The STE is used to
approximate the non-differentiable spike time discretization function (Eq. 6)  as  
an identity during backpropagation: 

∂t̃ (l,j) k

∂t
(l,j)
k

≈ 1 (7) 

Thus, the chain rule simplifies to: 

∂L 
∂t (l,j) k 

≈ ∂L 
∂t̃ (l,j) k 

In practice, we apply the estimator as follows: the forward pass uses discretized 
spike times to compute outputs and propagate post-synaptic effects, while the 
backward pass uses the original cont inuous spike times to compute gradients.
This allows us to retain the benefits of discrete-time execution without modifying
the gradient flow.

3 Experiments 

The following sections expand on the points outlined in Sect. 1. In Sect. 3.1, 
we define the discretization error and examine its dependence on the temporal 
structure of the input, using both synthetic patterns and real-world datasets.
Section 3.2 analyzes how different time bin sizes affect classification accuracy and 
network sparsity. Finally, Sect. 3.3 explores whether using a consistent spike time 
representation, either discrete or continuous, during b oth training and testing
has a beneficial impact.

3.1 Quantization Error in Spike Time Discretization 

As explained in Sect. 2.2, in order to preserve causality, our approach maps 
the precise time stamp of each spike to the discretized time stamp correspond-
ing to the endpoint of each time bin. While we call it time discretization, we 
assume a setting in which precise spike times encode information within the 
network. Thus, from a signal processing perspective, the deviation between the 
original continuous-valued time stamps and their discretized counterparts can
be interpreted as quantization error. In deep networks, this quantization error
might compound to disrupt the representation and transmission of information
between layers.
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Under typical conditions, quantization error depends linearly on the quanti-
zation step size, which, in our case, is the time bin Δt. For instance, assume that 
the quantization error, EQ, is defined as the root mean square error (RMSE) 
between the original and quantized time stamps. In the typical s cenario of a
uniform quantizer, where the original time stamps are mapped to the middle
point of each time bin, it is easy to show [10] that the quantization RMSE 
ERMSE 

Q = Δt/
√
12. For our case of causally mapping each time stamp to the 

endpoint of the time bin, we can write the quantization RMSE as

ERMSE
Q =

1
Δt

Δt

0

[g(t)]2dt =
Δt√
3
, (8) 

where 
g(t)  =  −t + Δt (9) 

is the deviation of the discretized time stamp within one time bin. However, this 
calculation assumes a uniform distribution of time stamps within each time bin. 
When this assumption is violated, for example, when spikes occur in ‘bursts’ 
with periodic intervals, i t is possible to find time bins Δt > 0 which locally
minimize the quantization RMSE. As a demonstration, we consider a stochastic
ramp input. Figure 1a shows spike times drawn from a uniform distribution in the 
interval [0, 1] (blue) and their discretized values (red). For discretization, we use 
Δt =  0.05. In contrast, if we generate spikes with periodic bursts, it is possible
to find Δt which agree well with the characteristic time scale of the bursts
(Fig. 1b). Figure 1c shows the quantization RMSE for both cases as a function 
of Δt. As expected, the numerically computed quantization RMSE QRMSE 

E of 
the uniformly drawn spikes (green) follows the theoretical value given in Eq. 8 
(dashed gray line), while the bursts lead to local minima of the quantization
RMSE (orange).
This comparison between the uniformly distributed and ‘burst’-like spike trains 
shows that with a data-driven approach to choosing Δt, it might be possible to 
achieve a smaller quantization error than what would be theoretically expected 
with a prior uniformity assumption. Here, our underlying assumption is that real-
world data will have some periodicity with characteristic time scales. Therefore, 
we hypothesize that it might b e possible to use a larger Δt, reducing computa-
tional load and improving sparsity, while achieving a similar quantization error,
and potentially a similar task accuracy, compared to using a smaller Δt.

We then extend this analysis to real-world datasets by computing the mis-
match between precise and discretized spike t imes at the input layer for three
image datasets: MNIST [18], Fashion MNIST (FMNIST) [26] and Extended 
MNIST (EMNIST) [6]. Pixel intensities are converted to spike times using 
latency coding, where brighter pixels (higher intensities) produce earlier spikes. 
Each normalized pixel intensity Ip (relative to the maximum intensity Imax) is
scaled by the simulation window Tmax:

tspike = Tmax 1 − Ip

Imax
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Fig. 1. Quantization RMSE for spike times generated using two different mechanisms: 
(a) sampling from a uniform distribution, and (b) periodic “burst” patterns charac-
terized by a non-stationary firing rate with a specific time scale. Sampled exact spike 
times are shown in blue and the corresponding discretized value is shown in red. (c)
When sampling is uniform, quantization RMSE QRMSE

E decreases linearly (green) with
quantization step Δt, following Eq. 8 (dashed gray line). However, when spikes are 
emitted in periodic bursts, quantization RMSE displays local minima (orange) when 
Δt matches the burst frequency well. This means a smart, data-driven choice of Δt 
can yield a lower QRMSE

E than would be expected from a ramp function. (Color figure
online)

For the real-world datasets, we report the mean squared error (MSE), instead of 
the RMSE, to improve visibility. For each sample in the dataset, we compute the 
MSE between original and discretized spike times and average o ver the dataset.
We then repeat this for different time bin sizes Δt in the range [0.0, 0.01]. Figure 2 
shows both the theoretical MSE (orange), derived from Eq. 8, and the empirical 
MSE (blue). For MNIST, the MSE increases roughly linearly with the time step 
size. However, for Fashion MNIST, and even more prominently for Extended 
MNIST, the MSE exhibits clear local minima and maxima, suggesting that the 
underlying structure of spike patterns can in teract with the discretization scale
to reduce quantization mismatch at specific time bin sizes. This phenomenon
becomes noticeable only at sufficiently large values of Δt.

3.2 Training Under Varying Time Bin Sizes 

In this section, we investigate how varying the time bin size affects network 
training. As discussed previously, while the model in [3] is defined and operates in 
continuous time, its deployment on conventional hardware requires discretization 
in fixed time steps. The size of these time bins can vary and plays a critical role in
bridging the gap between theoretical models and their practical implementations.

In Sect. 3.1, we showed that smaller time bins Δt result in a smaller quanti-
zation error under the assumption that spikes are uniformly distributed within 
each bin. Yet, this assumption often does not hold in practice, as real datasets 
may exhibit non-uniform temporal structures such as burstiness or periodicity. In
such cases, it is possible to find non-zero time bin sizes Δt > 0 that locally mini-
mize the quantization error (Fig. 2b). Here, we extend that analysis to investigate 
whether selecting a time bin size that locally minimizes quantization error, when 
allowed by the dataset’s structure, also leads to improved training performance.
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Fig. 2. Comparison of theoretical MSE (orange) and empirical MSE (blue) between 
precise and discretized spike times at the input layer for MNIST (a), Extended 
MNIST (b), and Fashion MNIST (c). The theoretical MSE is computed analytically 
based on spike time quantization, while the empirical MSE is measured by compar-
ing actual spike trains before and after discretization. Across datasets, MNIST shows 
a roughly linear increase in MSE with time s tep size, whereas Fashion MNIST and
especially Extended MNIST exhibit local minima and maxima, suggesting that the
temporal structure of spike patterns might interact with discretization to reduce quan-
tization error at specific time bin sizes. (Color figure online)

For our experiments, we again considered t hree different datasets: MNIST
[18], Fashion MNIST (FMNIST) [26] and Extended MNIST (EMNIST) [6]. The 
MNIST and FMNIST datasets each consist of 60,000 training samples and 10,000 
test samples, where each sample is a 28×28 pixel grayscale image representing 
one of ten classes. EMNIST is a larger and more diverse extension of MNIST,
encompassing both digits and letters across 47 classes.
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Table 1. Hyperparameter configurations used for training on MNIST, EMNIST, and 
Fash ion MNIST.

Hyperparameter MNIST EMNIST Fashion MNIS T
Layer Configuration 784-100-10 784-200-47 784-400-400-10 
Training Batch Size 50 50 50 
Test Batch Size 100 100 100 
Learning Rate 0.003 0.003 0.0005 
Optimizer Adam Adam Adam 
Target Spike Count (True Class) 15 15 15 
Target Spike Count (False Class) 3 3 3 
τs (Hidden & Output Layers) 0.13 0.13 0.13 
Threshold (Output Layer) 0.2 1.3 0.7 
Threshold (Hidden Layer) 1.3 0.2 0.13 
Threshold (Hidden Layer 2) - - 0.45 
Weight Distribution U(-1, 1) U(-1, 1) U(-1, 1 )
Epochs 30 30 30 
Number of Experiments 3 3 3 
Simulation Time Window 0.1 s 0.1 s 0.1 s 

The network and hyperparameter settings largely follow t he original imple-
mentation in [3], with minor modifications to the architecture. In particular, we 
use smaller layer sizes for MNIST and E MNIST to reduce the risk of overfit-
ting. Table 1 summarizes the network architectures and hyperparameter settings 
used in our experiments across the three datasets. We train the networks for 30 
epochs using different values of the time bin size Δt and compare the results 
to the original continuous-time model (Δt = 0). The Δt values were selected
based on the MSE analysis in Sect. 3.1, specifically by identifying local minima 
and maxima of the MSE curve where such patterns were visible, depending on 
the dataset. Our goal is to investigate whether choosing theoretically optimal or 
suboptimal Δt values affects classification accuracy and model convergence. For 
completeness, we also extend the a nalysis to a broader range of Δt values. The
loss function is computed as:

L :=
1
2

N(o)

j=1

y − n(o,j)
2

(10) 

where y is the spike count target, set to 15 for the true class and 3 for all false 
classes across all datasets, and n (o,j) denotes the spike count of output neuron
j in the output layer.

Each experiment was repeated three times, and we report the mean and 
variance of the results. Test accuracy and total spike count in the hidden layer
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are shown as functions of training epochs for the three datasets: MNIST (Fig. 3), 
Extended MNIST (Fig. 4), and Fashion MNIST (Fig. 5). 

While test accuracy provides a direct measure of the network’s performance, 
spike count serves as an intrinsic metric reflecting the network’s sparsity and 
potential power efficiency, as fewer spikes imply fewer computations and, conse-
quently, lower energy consumption. Since multiple spikes from the same neuron 
occurring at exactly the same point in time are neither feasible nor biologically 
realistic, our discretisation procedure allows only one spike per neuron per time 
step. When multiple spikes fall within the same time bin, only the first is retained 
while the others are discarded. As a result, larger time bin sizes tend to reduce 
the total spike count. This observation is potentially important from a n applica-
tion perspective: different choices of time bin size may yield similar classification
accuracy, yet lead to different levels of spiking activity. In scenarios where energy
efficiency or sparsity is desirable, a more silent network may be preferable. This
insight can help guide the selection of an appropriate discretisation scheme, par-
ticularly when the time bin size is a tunable parameter.

Fig. 3. Test accuracy (left)  and  spike  count  (right)  on  MNIST  from  epoch  0  to  epoch  30.  
Accuracy remains largely stable for small to moderate Δt, while spike count decreases 
for l arger Δt. Some time bin sizes (e.g. Δt = 0.004) achieve lower spike activity without
compromising performance.

The results on MNIST (Fig. 3) and Fashion MNIST (Fig. 5) indicate that the 
network is generally robust to variations in the time bin size Δt. Only for rela-
tively large time bins (e.g. when Δt 0.004 for Fashion MNIST) do we observe a 
noticeable decline in test accuracy. I n contrast, smaller values of Δt lead to neg-
ligible differences in accuracy, regardless of their associated MSE values shown
in Fig. 2. As expected, larger time bin sizes result in lower spike count at initial-
ization. However, this trend does not necessarily persist throughout training, as 
the network may compensate by increasing activity. Notably, certain values of 
Δt, specifically, Δt =  0.004 for MNIST and Δt =  0.00263 for Fashion MNIST, 
consistently result in lower spike counts while maintaining comparable test accu-
racy. These settings may therefore be preferable, offering a favorable trade-off
between performance and efficiency.
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In the case of Extended MNIST, despite the presence of clear local m in-
ima in the MSE analysis (Fig. 2), the most pronounced occurring at Δt = 
[0.00584, 0.00768], the corresponding test accuracy results suggest that select-
ing these Δt values does not necessarily lead to improved network performance. 
In fact, test accuracy appears to decrease consistently as the time step size 
increases, indicating that lower MSE does not always correlate with better clas-
sification outcomes. It is worth noting, however, that the Δt values selected 
based on the MSE analysis are likely too large and introduce excessive error, as
also suggested by the significant reduction in spike count. We conclude that, for
this dataset, smaller values of Δt not only yield higher accuracy but also lead
to a more silent network with reduced spiking activity.

Fig. 4. EMNIST: Test accuracy (left)  and  spike  count  (right)  from  epoch  0  to  e  poch
30. Accuracy declines as the time bin size increases.

Fig. 5. Fashion MNIST: Test accuracy (left)  and  spike  count  (right)  from  epoch  0  
to epoch 30. Accuracy remains stable for small Δt, with only larger time bins caus-
ing a minor drop. Specific Δt choices (e.g. Δt = 0.00263) reduce spike count while
maintaining performance, offering a trade-off between sparsity and accuracy.
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3.3 Training–testing Consistency in Spike Time Representation 

Lastly, we explore whether aligning the spike time representation, discrete or 
continuous, across both training and testing phases positiv ely influences perfor-
mance and sparsity. As in Sect. 3.2, we use the same three datasets: MNIST, 
Fashion MNIST, and Extended MNIST. Using identical hyperparameters and 
training settings, we evaluate the network on each dataset for six different val-
ues of Δt, comparing two key configurations: training and testing both with 
discretized spike times, versus training with continuous spike times and testing 
with discretized ones. Our analysis focuses on discrete testing, as this scenario 
reflects realistic deployment on hardware with fixed clock cycles. Although the 
network can be trained with high temporal precision in continuous time, i nfer-
ence is often constrained to run on discretized, clock-based hardware. By focusing
on this combination, continuous-time training versus discrete-time deployment,
we aim to assess whether aligning the discretized nature of spike representation
across training and testing can improve both performance and sparsity.

Fig. 6. Test accuracy (y-axis) versus average hidden-layer spike count (x-axis) for (a) 
MNIST, (b) Extended MNIST, and (c) Fashion MNIST. Each point represents the 
mean over 5 runs at a specific Δt (indicated by color). Circles correspond to net-
works trained in continuous time and tested with discretized spike times (C/D), while 
crosses denote networks trained and tested with discretized spike times (D/D). Across
all datasets, consistent discretized training and inference (D/D) generally matches or
slightly improves accuracy while substantially reducing spike counts, suggesting an
efficiency benefit to aligning the discretization scheme.
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Table 2. For a representative Δt, comparison of D/D (discretized training and test-
ing) versus C/D (continuous training, discretized testing). D/D consistently achieves 
substantially lower spike counts while maintaining nearly identical accuracy, highlight-
ing that matching the discretization scheme across training and inference can provide
practical efficiency gains.

Dataset Δt Acc. (%) Spikes Setting 
MNIST 0.002 97.35 ∼255 D/D 

0.002 97.40 ∼395 C/D 
Ext. MNIST 0.002 78.0 ∼550 D/D 

0.002 78.5 ∼880 C/D 
Fashion MNIS T 0.00205 89.5 ∼740 D/D 

0.00205 89.6 ∼870 C/D 

The results in Fig. 6 indicate that, for all datasets, networks trained and 
tested consistently with discretized spike times (crosses) generally achieve equal 
or higher test accuracy compared to networks trained in continuous time but 
evaluated with discretized spik e times (circles). Minor exceptions occur at the
largest Δt values, particularly for MNIST and Fashion MNIST. Importantly,
Fig. 6 and Table 2 also show that models trained and tested under a consistent 
discretized regime exhibit substantially lower spike counts than their continu-
ously trained counterparts. While the mechanisms underlying this reduction in 
spiking activity merit further exploration, the consistent pattern across datasets 
and time steps provides a practical guideline: aligning the discretization scheme
between training and inference can yield meaningful efficiency gains with mini-
mal impact on accuracy.

4 Conclusion and Discussion 

In this work, we analyzed the effects of spike time discretization in spiking neural 
networks that operate with continuous-time dynamics during training but are 
deployed with discrete-time inference, as is often required by real-world neuro-
morphic hardware. We introduced a causal discretization scheme and charac-
terized the induced quantization error, both analytically and empirically. Our 
experiments demonstrated that the degree of discretization has a non-trivial 
effect on both classification accuracy and network sparsity. We observed that 
aligning training and inference regimes, by training directly in discrete time, can 
yield similar or improved performance and reduced spiking activity, especially 
at coarser time resolutions. This consistency appears to help networks better
adapt to the quantization introduced by discrete-time deployment. However,
our results also indicate that these effects are not uniform across datasets: while
improvements in accuracy and sparsity were generally observed, they were less
pronounced or inconsistent at high Δt values for simpler datasets like MNIST.
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It is important to note that our study focused on static image datasets con-
verted into spike times through intensity-based encoding. In tasks where tempo-
ral information plays a central role, such as speech, audio, or event-based vision, 
the effects of discretization may be more significant, as spike timing becomes 
a critical component of information representation. Extending this analysis to 
such temporally structured datasets is an important direction for future work. 
Another consideration is the variability of discretization effects across datasets 
and architectures. Each dataset responded differently to discretization regimes, 
highlighting the need for broader evaluations and exploration of architectural or 
training objective variations to generalize our conclusions. Overall, our results
emphasize that spike time discretization is not merely a technical necessity for
hardware deployment but an important design parameter. Careful selection of
discretization schemes can influence both the efficiency and performance of SNN
models, providing a practical guideline for aligning training and inference in
real-world applications.
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