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Abstract

The maximum-independent-set problem is a fundamental graph problem with applications in situations
where one wants to select as many mutually compatible objects as possible, such as non-conflicting
tasks or choices. This problem is computationally difficult to solve exactly on large graphs. This mo-
tivates the use of heuristic algorithms. However, heuristic performance can depend strongly on the
structure of the input graph, so it is not enough to ask which algorithm performs best on average. It is
also important to understand when and why a heuristic fails.

This Bachelor End Project studies heuristic algorithms for the maximum-independent-set problem
from a structural point of view. We compare three methods: a minimum-degree Greedy algorithm,
Lotka—Volterra dynamics, and simulated annealing, using an exact solver as a benchmark on small
graphs. The goal is not only to compare solution sizes, but also to identify the graph structures and
parameter choices that cause each method to perform poorly.

The results show that the algorithms fail for different structural reasons. Greedy can perform poorly
when the minimum-degree rule is locally attractive but globally misleading. In the tested bad examples,
Greedy selects vertices that look good by degree, but this choice blocks access to a much larger
independent set. Lotka—Volterra dynamics can converge to maximal independent sets that are not
maximum. This behavior is influenced by the initial condition and becomes more important when the
graph contains many competing maximal independent sets. Simulated annealing is affected by the
structure of the energy landscape. In particular, the experiments suggest that failure is not caused only
by a single large energy barrier, but also by the presence of many competing trap states.

The parameter experiments support these interpretations. Increasing the Lotka—Volterra competi-
tion parameter strengthens early suppression between neighboring vertices, but often leads to smaller
independent sets. For simulated annealing, increasing the penalty parameter makes edge conflicts
more expensive and helps the algorithm reach feasible states earlier, but it can also reduce exploration
through temporary conflict states. Longer cooling schedules improve performance, especially on larger
or more crowded instances, but require more computation.

Overall, the thesis shows that the performance of maximum-independent-set heuristics cannot be
explained by graph size alone. The relevant difficulty depends on graph structure, the number of com-
peting maximal independent sets, the initial condition, and the algorithm parameters. This gives a
more diagnostic view of heuristic performance: instead of treating Greedy, Lotka—Volterra, and simu-
lated annealing as black-box methods, the thesis identifies structural warning signs that indicate when
each method is likely to struggle.



Layman’s Summary

Many real-world problems can be described as networks, where points represent objects and lines
represent connections between them. This thesis studies the problem of finding the largest possible
group of points where no two chosen points are connected. This is called the maximum-independent-
set problem.

Although the problem is easy to describe, it is difficult to solve exactly for large networks. There-
fore, this thesis compares three methods that try to find good solutions: a greedy algorithm, simulated
annealing, and Lotka—Volterra dynamics. The greedy algorithm makes simple choices step by step.
Simulated annealing searches for good solutions by sometimes accepting temporary worse choices.
Lotka—Volterra dynamics use equations inspired by competition between species, where connected
points suppress each other.

The goal is not only to compare the methods, but also to understand why they sometimes fail. The
results show that each method has its own weakness. Greedy can make an early choice that blocks a
better solution. Lotka—\Volterra can settle into a solution that is good locally but not globally. Simulated
annealing can struggle when there are many competing near-solutions or when the time to settle is too
short.

Overall, the results show that performance depends not only on the size of the network, but also on
its structure and on the chosen algorithm parameters. There is therefore no single best method for all
graph types.
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Introduction

Many problems in mathematics and computer science can be represented using graphs. A graph con-
sists of vertices and edges, where the vertices represent objects and the edges represent relationships
between them. Depending on the problem, one may be interested in finding a matching, a clique, a
coloring, or an independent set. This thesis focuses on the maximum-independent-set problem. An
independent set is a set of vertices in which no two vertices are connected by an edge, and the goal is
to find an independent set of maximum size.

The maximum-independent-set problem is difficult to solve exactly on large graphs because the
number of possible vertex subsets grows exponentially with the number of vertices. A graph with
vertices has 2 possible vertex subsets, so a direct exhaustive search quickly becomes impractical as

increases. The decision version of the problem asks whether a graph contains an independent set of
size at least ; this decision problem is one of Karp’s classical NP-complete problems [18]. Therefore,
for general graphs, we do not expect exact methods to scale well to large instances. Nevertheless, the
problem is relevant in many settings where one wants to choose as many mutually compatible objects
as possible. For example, the vertices could represent tasks, transmitters, people, or choices, and an
edge could represent a conflict between two of them. An independent set then gives a collection of
objects that can be chosen without conflicts.

The maximum-independent-set problem is also closely related to the maximum-clique problem. A
clique in a graph is an independent set in the complement graph , and conversely an independent
setin is acliquein [10]. For this reason, work on maximum-clique algorithms is also relevant for
independent-set problems [4]. In this thesis, the main focus remains on the maximum-independent-set
problem, but clique instances can be handled by first taking the complement graph.

Because exact methods quickly become impractical for large graphs, heuristic algorithms are often
used to find large independent sets. A heuristic does not guarantee that it finds a maximum independent
set, but it can often find a good solution much faster than an exact method. This makes heuristics
useful in practice, especially when the graph is too large for exhaustive search. However, the quality of
a heuristic solution can depend strongly on the structure of the graph. For this reason, it is not enough
to ask only which algorithm performs best on average. It is also important to understand when and why
an algorithm fails.

Greedy algorithms are a natural first approach. They build a solution step by step by making local
choices, for example by selecting a vertex with small degree. Such methods are fast and easy to
implement, which makes them useful as baseline algorithms [7, 17]. However, their simplicity also has
a drawback: an early local choice can prevent the algorithm from finding a better solution later.

Simulated annealing is a different type of heuristic. It is inspired by physical cooling processes and
was introduced as a general method for optimization problems with large search spaces [19]. The
method is based on the Metropolis acceptance rule, which allows the algorithm to sometimes accept
a move that temporarily worsens the objective value [25]. For the maximum-independent-set problem,
this means that the algorithm searches through possible vertex selections using an energy function.
Accepting temporary conflicts can help the algorithm move between different candidate independent
sets, but the success of this search depends on the cooling schedule and on how strongly conflicts are
penalized.



2 1. Introduction

The third method studied in this thesis is based on Lotka—Volterra dynamics. The Lotka—Volterra
equations originally come from mathematical biology, where they describe interactions between species,
such as predator-prey dynamics or competition between species [21, 34]. This ecological interpreta-
tion gives a useful way to think about independent sets. In a competitive ecological system, species
that rely on the same limited resource inhibit each other’s growth, and strong competition may prevent
them from coexisting at high population levels. Similarly, in a graph, two vertices connected by an edge
cannot both be chosen in the same independent set. Figure 1.1 illustrates this analogy by showing how
ecological competition can be represented as a graph. Figure 1.2 then shows an independent set in
this simplified competition graph. In the Lotka—Volterra approach to the maximum-independent-set
problem, each vertex is assigned a value that evolves over time, while neighboring vertices suppress
each other through competitive interactions. Recent work has shown that such competitive dynamics
can be used to find large independent sets in networks [27].

)7
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(a) Animals sharing the same environment. (b) A simplified competition graph.

Figure 1.1: Ecological competition represented as a graph. In the photograph on the left, several animal species share the same
environment and may compete for limited resources such as food, water, or territory. The diagram on the right (created by the
author using Canva Al Image Generator) gives a simplified and idealized graph model of such competition, intended only for
explanatory purposes. In this model, animals are represented by vertices, and an edge indicates direct competition between two
animals. In this setting, an independent set represents a group of animals with no direct competition between them. The graph
is not intended to be an accurate ecological model of the specific animals shown in the photograph. Image (a) adapted from
Pixabay [30]; image (b) created by the author.
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Figure 1.2: Image created by the author using Canva Al Image Generator. Example of an independent set in the simplified
ecological competition graph. The highlighted animals form an independent set, because no two of them are connected by an
edge. In ecological terms, this means that these selected animals do not directly compete with each other in the simplified model.

The motivation for this thesis is to study heuristic algorithms for the maximum-independent-set prob-
lem in a more diagnostic way. Instead of only comparing the final solution sizes, we also want to un-
derstand which graph structures and parameter choices make an algorithm unreliable. This is useful
because two algorithms can return similar solution sizes for one graph family but fail for very different
reasons on another. ldentifying these failure mechanisms gives more information than a simple bench-
mark: it helps indicate when a heuristic should be trusted, when it should be used with caution, and
which parameter choices may improve or worsen its behavior.
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1.1.

Research Question

In this thesis, performance mainly refers to the size and quality of the independent set returned by an

algorithm. When the exact optimum is known, the returned solution can be compared with the true

maximum independent set size. We also consider whether the output is maximum, maximal but not

maximum, or non-maximal. For the parameter experiments, performance also includes how parameter

choices affect convergence behavior and the ability of the algorithm to avoid poor local outcomes.
The main research question is:

RQ. How do graph structure and algorithmic parameter choices affect the performance of
greedy, simulated annealing, and LotkaTVolterraalgorithms for the maximum-independent-
set problem?

To answer this question, we consider the following subquestions:

SQ1.

SQ2.

1.2.

Which graph families cause each algorithm to perform significantly worse than the others, and
how can this behavior be explained from the structure of the graph?

How and why do parameter choices, such as the competition parameter , the penalty parameter
, and the cooling schedule, affect the performance of the algorithms, especially on graph families
where the algorithms perform poorly?

Reading Guide

The aim of this thesis is to be self-contained and to answer the research question stated in Section 1.1.

In Chapter 1, we introduce the maximum-independent-set problem, motivate the use of heuristic
algorithms, and state the research question.

In Chapter 2, we give the theoretical background needed for the project. This includes basic graph
theory, the different graph types used in the simulations, and the relevant complexity theory.

In Chapter 3, we describe the algorithms studied in this thesis. We first introduce the exact
solver and the greedy algorithm. We then discuss the Lotka—Volterra dynamics and simulated
annealing, including their theoretical motivation, implementation, and running time. This chapter
also explains the experimental methodology used in the numerical comparisons.

In Chapter 4, we investigate cases where the greedy algorithm performs poorly. In particular, we
study how the performance of the greedy algorithm depends on the graph structure.

In Chapter 5, we study cases where Lotka—Volterra dynamics perform poorly. We focus on the
role of clustering and explain when the dynamics can converge to maximal independent sets that
are not maximum.

In Chapter 6, we discuss cases where simulated annealing performs poorly and analyze why the
algorithm may fail to find good solutions.

In Chapter 7, we study how parameter choices affect the algorithms. In particular, we consider
the competition strength in the Lotka—\Volterra method, as well as the cooling mechanism and
penalty term in simulated annealing.

In Chapter 8, we summarize the main conclusions of the thesis and explain how the results answer
RQ, SQ1, and SQ2. We also discuss possible improvements.



Theoretical Background

Before studying algorithms for the maximum-independent-set problem, we introduce the graph theory
language and graph families used throughout this thesis. The goal of this chapter is not to give a
complete overview of graph theory, but to collect the definitions that are needed for the algorithms and
experiments later on.

2.1. Basic Graph Theory
A graph is a pair
=(. )
where is a set of vertices and is a set of edges [10, 35]. In this thesis, all graphs are finite, simple,
and undirected. This means that the graph has finitely many vertices, contains no self-loops or multiple

edges between two vertices, and that edges have no direction. Thus, an edge between two distinct
vertices , & iswritten as

{. e,

where the order does not matter.
Two vertices and are called adjacent if they are connected by an edge. The neighbors of a
vertex are all vertices adjacentto , and the neighborhood of is denoted by

(O={¢ "{,}e }
The degree of , denoted by deg( ), is the number of neighbors of

deg( )= ()l
If the vertices are labeled as
= {11 (:] ] }1
then the adjacency matrix e} O s defined by
1 if{, e

0, otherwise.

For a simple graph, the diagonal entries are zero, because vertices are not connected to themselves.
For an undirected graph, the adjacency matrix is symmetric, because {, } ¢ ifandonlyif{, } ¢
[5, 35].

A walk in a graph is a sequence of vertices

e §
such that every consecutive pair is connected by an edge:

{ , }e forall =1,q, .

4
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A path is a walk in which all vertices are distinct, and the length of a path is the number of edges it
contains. A cycle is a closed path, meaning that it starts and ends at the same vertex, while all other
vertices in the sequence are distinct. A graph is connected if there exists a path between any two
distinct vertices in the graph [10, 35].

A clique is a set of vertices in which every pair of vertices is connected by an edge [10]. An example
is shown in Figure 2.1.

Figure 2.1: Example of a clique. Every pair of vertices in the graph is connected by an edge, so the graph forms a clique.

An independent set is a set of vertices in which no two vertices are connected by an edge [10, 35].
Thus, aset . is independent if

{, }& foralldistinct , ¢

Figure 2.2 shows an example.

Figure 2.2: Example of an independent set. The highlighted blue vertices form an independent set because no two selected
vertices are adjacent.

An independent set | is called maximal if it cannot be extended by adding another vertex while
remaining independent [10, 35]. Equivalently, every vertex outside has at least one neighbor in

¢ P R, () "

A maximal independent set is not necessarily the largest independent set in the graph.

A maximum independent set is an independent set of largest possible size. In other words, among
all independent sets in the graph, it has maximum cardinality | |. This largest possible value of | | is
called the independence number of the graph. Figure 2.3 illustrates the difference between a maximal
independent set and a maximum independent set.
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Figure 2.3: Comparison between a maximal and a maximum independent set. The highlighted blue vertices on the left form
a maximal independent set: no additional vertex can be added while preserving independence. However, it is not the largest
possible independent set. The highlighted vertices on the right form a maximum independent set, which has the largest possible
cardinality among all independent sets in the graph.

The maximum-independent-set problem asks for a maximum independent set of a given graph. In
this thesis, we study algorithms that try to find such sets, either exactly for small graphs or heuristically
for larger graphs.

2.2. Graph Types
The experiments in this thesis use several graph families. These families were chosen because they
represent different structural situations that can affect the behavior of the algorithms. Some graphs
are useful as simple reference cases, while others isolate specific properties such as density, degree
variation, complementarity, regularity, or local clustering.

A complete graph is a graph in which every pair of distinct vertices is connected by an edge [10, 35].
In a complete graph, the largest independent set has size 1, since every pair of vertices is adjacent.
An example is shown in Figure 2.4.

Figure 2.4: Example of a complete graph. Every pair of distinct vertices is connected by an edge, so any independent set can
contain at most one vertex.

A tree is a connected graph that contains no cycles [10, 35]. Equivalently, a tree on vertices has
exactly £ 1 edges and is connected. Figure 2.5 shows an example.

Figure 2.5: Example of a tree graph. The graph is connected and contains no cycles.

A graph is bipartite if its vertex set can be divided into two disjoint parts such that every edge has
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one endpoint in each part [10]. In other words, there are no edges between vertices within the same
part. An example is shown in Figure 2.6.

Figure 2.6: Example of a bipartite graph. The vertices can be split into two parts, with edges only running between the two parts
and not within either part.

The complement of a graph = ( , )_ denoted by ~, is the graph with the same vertex set
where two distinct vertices are adjacentin  exactly when they are not adjacentin [10]. Thus,
{ e O) A oand{, }e ()

This construction is useful because a clique in  corresponds to an independent set in . Figure 2.7
gives an example of a graph and its complement.

o

Figure 2.7: Example of a graph and its complement. Edges that are present in the original graph are absent in the complement
graph, and edges that are absent in the original graph are present in the complement graph.

There are two common random graph models associated with Erd6s—Rényi graphs. In this thesis,
we use the (, ) model: agraphon vertices in which each possible edge is included independently
with probability [2, 12]. This is different fromthe ( , ) model, where exactly edges are chosen
uniformly at random. Erd8s—Rényi graphs are useful as a random baseline because they do not impose
geometric or regular structure.

A -regular graph is a graph in which every vertex has degree . A random regular graph is chosen
uniformly at random from the set of all -regular graphs on vertices [2, 36]. Random regular graphs
are useful because all vertices have the same degree, so they remove simple degree variation from the
input. This is especially relevant when testing algorithms whose choices depend on degree. Figure 2.8
shows an example.

Figure 2.8: Example of a random regular graph. Every vertex has the same degree, so the graph does not contain low-degree
or high-degree vertices.
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A random geometric graph is constructed by placing vertices independently and uniformly at random
in the unit square [0, 1] . Two vertices are connected by an edge if their Euclidean distance is at most
a givenradius [29]. Random geometric graphs are useful because they contain spatial structure and
local neighborhoods. This often creates clustering, which plays an important role in the Lotka—Volterra
experiments. An example is shown in Figure 2.9.

Figure 2.9: Example of a random geometric graph with connection radius .. Vertices are placed in the plane, and an
edge is drawn between two vertices whenever their Euclidean distance is at most . The blue circles show the connection radius
around each vertex, illustrating the local neighborhoods that determine the edge set.

Complete graphs and bipartite graphs are useful because their independent-set structure is easy
to interpret. Trees give sparse connected examples without cycles. Complement graphs are included
because they connect the maximum-independent-set problem to the maximum-clique problem. Erd&s—
Rényi graphs provide a standard random baseline. Random regular graphs remove degree variation,
which is useful when studying algorithms that rely on degree information. Random geometric graphs
introduce spatial structure and local clustering, which are important in several of the later experiments.

The more specialized graph constructions used to test particular failure mechanisms are introduced
later, in the chapters where they are used. This keeps the present section focused on standard graph
families and background terminology.

2.3. Complexity Theory

To understand why heuristic algorithms are useful for the maximum-independent-set problem, we briefly
introduce some ideas from complexity theory. Complexity theory studies how the computational effort
needed to solve a problem grows as the input size increases. In this thesis, the input is usually a graph,
so the input size is related to the number of vertices and edges.

The maximum-independent-set problem is easy to state, but difficult to solve exactly on large
graphs. A graph with  vertices has 2 possible vertex subsets. An exhaustive search could check
each subset and keep the largest one that is independent, but the number of subsets doubles whenever
one vertex is added. This exponential growth quickly makes exhaustive search impractical.

Although this thesis studies the optimization version of the maximum-independent-set problem, its
formal computational difficulty is usually described through the corresponding decision problem. A
decision problem is a problem whose answer is either “yes” or “no” [13, 31]. Instead of asking for a
largest independent set, the decision version asks:

Does contain an independent set of size at least ?

This formulation is useful because , ,and -complete are usually defined for decision prob-
lems, while the optimization version is described through its corresponding decision version. Before
we define these classes, we must explain the meaning of the running time of an algorithm first.

The running time of an algorithm is described as a function of the input size. In complexity theory,
we usually count the number of elementary computational steps rather than the actual time measured in
seconds, since the measured time also depends on hardware, programming language, and implemen-
tation details. An algorithm runs in polynomial time if the number of steps is bounded by a polynomial
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in the input size [13, 20]. Examples of polynomial running times are

) ) ()

Here, -notation describes an upper bound on the growth rate of a function. We write

()= 0C)

if there exist constants > 0 and such that
()a () forall D

The class consists of all decision problems that can be solved in polynomial time [31]. In com-
plexity theory, polynomial time is often used as a formal notion of efficient computation. This does
not mean that every polynomial-time algorithm is practical, but it gives a way to distinguish algorithms
whose running time grows moderately from algorithms with exponential growth.

The class consists of decision problems for which a “yes” answer can be verified in polynomial
time, given a suitable certificate [13, 31]. A certificate is extra information that helps verify a proposed
solution. For the independent-set decision problem, a certificate is a set of vertices . To check the
certificate, we verify that

15

and that no two vertices in  are adjacent. This can be done in polynomial time, so the independent-set
decision problem belongs to

A polynomial-time reduction is a way to transform one decision problem into another decision prob-
lem in polynomial time [13, 31]. If problem can be reduced to problem , then an efficient algorithm
for would also give an efficient algorithm for . Reductions are used to compare the difficulty of
computational problems.

A problem is called -hard if every problem in can be reduced to it in polynomial time. In-
formally, an  -hard problem is at least as hard as the hardest problems in . A decision problem
is called -complete if it is both in and  -hard [13, 18]. Thus, -complete problems are the
hardest problems inside

The decision version of the maximum-independent-set problem is one of Karp’s classical  -complete
problems [18]. The optimization version asks for an independent set of largest possible size. If we could
solve this optimization problem exactly in polynomial time, then we could also solve the decision ver-
sion in polynomial time by checking whether the maximum size found is at least . Therefore, the
optimization version is  -hard.

The maximum-independent-set problem is also closely related to the maximum-clique problem.

The maximum-clique problem asks for a clique of largest possible size. For a graph = (., ), the
complement graph  has the same vertex set, and two distinct vertices are adjacentin  exactly when
they are not adjacent in . A set is a clique in if and only if it is an independent set in

[10]. Therefore, maximum-clique instances can be handled by taking the complement graph and then
applying algorithms for the maximum-independent-set problem.

This complexity-theoretic background explains why this thesis focuses on heuristic algorithms. Ex-
act algorithms can be used as benchmarks on small graphs, but they do not scale well to large in-
stances. Heuristic algorithms do not guarantee that they find a maximum independent set on every
graph, but they can often find large independent sets much faster. The central question of this thesis
is therefore not only whether these algorithms work, but also on which graph structures they work well
or fail.



Algorithms and Experimental
Methodology

This chapter introduces the algorithms and implementation choices used in this thesis. The methods
are chosen to play different roles in the study of the maximum-independent-set problem. Exhaustive
enumeration is used as an exact benchmark on small graphs. The minimum-degree greedy algorithm is
used as a fast and simple baseline. Simulated annealing is used as a stochastic energy-based heuristic,
while Lotka—Volterra dynamics provide a continuous-dynamical approach to the same discrete problem.
Comparing these methods gives a way to study not only which algorithm finds large independent sets,
but also which structural features of a graph make each method fail.

The chapter separates standard algorithmic background from choices made specifically for this
thesis. General definitions and known theoretical results are introduced as background. Sections
and subsections that describe numerical parameters, thresholding, post-processing, and experimental
organization describe the implementation used in this thesis.

3.1. Exhaustive Enumeration

To obtain the true maximum independent set on small graphs, we use exhaustive enumeration. This is
the most direct exact method: it checks all possible subsets of vertices and returns one of largest size
that is independent.

Concretely, for a graph with  vertices, there are 2 possible vertex subsets. For each subset, we
check whether it forms an independent set by verifying that no two vertices in the subset are adjacent.
This feasibility check can be performed in (). Among all feasible independent subsets, we then
select one with the largest size.

The total running time is

@ )

which grows exponentially with the number of vertices. Table 3.1 illustrates how quickly the number of
subsets increases.

Number of vertices Number of subsets 2
10 1,024
15 32,768
20 1,048,576
25 33,554,432
30 1,073,741,824

Table 3.1: Growth of the number of subsets checked by exhaustive enumeration. Even for moderately sized graphs, the number
of possible subsets becomes very large.

This exponential growth reflects the fact that the maximum-independent-set problem is -hard,
and no polynomial-time algorithm is known for solving it exactly on general graphs [13]. Therefore,

10
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exhaustive enumeration is only used as a benchmark on small graphs. In this thesis, we use it for
graphs with 2 20.

3.2. Minimum-Degree Greedy Algorithm

The greedy method used in this thesis is a minimum-degree greedy algorithm. It constructs an inde-
pendent set step by step by repeatedly selecting a vertex of minimum degree in the remaining graph.
Greedy approaches for independent-set problems are widely used as baseline methods because they
are simple and efficient [17, 20]. The particular greedy rule used here is the following.

1. Start with the full graph = ( , ) and initialize the solution set = ».
2. While the vertex set of the current graph is not empty:

(a) Selectavertex ¢  with minimum degree.

(b) Add to the solution set:
= "{}

(c) Remove and all of its neighbors from the graph:
= R{}Y ().
(d) Update the graph by removing all edges incident to the removed vertices.

3. Return the set

Once a vertex is selected, both the vertex itself and all of its neighboring vertices are removed from
the current graph. This guarantees that no two selected vertices are adjacent in the original graph. In
case of a tie, where several vertices have the same minimum degree, the implementation chooses the
vertex with the smallest label, where the label is the numerical index assigned to the vertex.

By construction, the algorithm always returns an independent set. Moreover, it returns a maximal
independent set, since every unselected vertex s either selected or removed as a neighbor of a selected
vertex. However, a maximal independent set is not necessarily a maximum independent set, so the
minimum-degree greedy algorithm does not guarantee optimality [35].

The greedy algorithm runsin () time. Checking whether a returned set of size is independent
takes ( ) [20].

3.3. Lotkai Volterra Dynamics
In contrast to exhaustive enumeration and the greedy algorithm, which operate directly on the graph,
the Lotka—Volterra approach reformulates the problem as a continuous dynamical system.

More precisely, each vertex ¢ s assigned a time-dependent variable (). In this thesis, the
initial conditions are chosen nonnegative, so  (0) D 0 for all . For the Lotka—Volterra system used
here, nonnegativity is preserved over time: if () =0, then the factor () in the differential equation
makes ~ () = 0, so the variable cannot cross below zero.

The value () can be interpreted as a continuous score for vertex . Large values indicate that
the vertex is strongly present in the current configuration, while values close to O indicate that the
vertex is suppressed. The method therefore does not make binary decisions immediately. Instead, the
continuous variables evolve over time, and an independent set is extracted from the final state.

The dynamics are governed by the generalized Lotka—Volterra equations

~ O el ) (3.1)

which originate from ecological models describing competing species [26]. Here, represents intrinsic
growth and the matrix  encodes interactions between vertices. Expanding the interaction term gives

A: ) £ )
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This structure reflects a balance between growth and competition. In the classical Lotka—Volterra com-
petition model, each variable represents the population size of a species in an ecosystem. A species
can grow when resources are available, but its growth is limited by competition with itself and with other
species.

In the graph setting, we use the same idea: each vertex is treated like a competing species, and
an edge between two vertices means that the corresponding species compete directly. Therefore, two
adjacent vertices should not both survive with large values if the final set is to represent an independent
set.

To incorporate the graph structure, the interaction matrix is defined as

= + (3.2)

where is the adjacency matrix. Then

L
=
Il

= , if 2" and{, }e ,
0, otherwise.

Here, > 0 controls the strength of competition between adjacent vertices. Setting = 1, the system
simplifies to

—O. () 1 ()t 0) - 3:3)

For nonnegative initial conditions, the solution remains nonnegative. Indeed, the equation has the
form

“O)= ) )
where

(=1t (Ot )

Therefore,
()= (O)exp @)

The exponential factor is always positive, regardless of the sign of (). Therefore, if (0) > 0, then
( ) remains positive for all later times for which the solution exists. If (0) = 0, then the factor ()
in the differential equation gives () =0,so () remains equal to zero. Hence a trajectory that starts
int cannot leave it, and the nonnegative orthant is forward invariant.
Again, () represents the value assigned to vertex attime . Here “ meansthat isaneighbor
of , or equivalently that {, } ¢ . The term 1 represents the intrinsic growth rate of (), the term
£ () limits its own growth, and the term

= )

represents suppression from neighboring vertices. Thus, if neighboring vertices have large values, the
value of () is pushed downward. Specifically, a vertex value decreases when

()+ ()=>1

Thus, neighboring vertices can suppress each other when their values become sufficiently large. Later,
we use the condition > 1 to connect this competition to the independence condition.
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3.3.1. Equilibria and Stability
To understand why the Lotka—Volterra dynamics can be used for the maximum-independent-set prob-
lem, we study the long-term behavior of the system. In particular, we look at equilibria, also called fixed
points. These are points where the variables no longer change over time.

A fixed point 7 satisfies

— =0 forall .

Using the Lotka—Volterra equation, this means that

A1 g 4 =0 forall .

Therefore, for each vertex , either
A= 0‘

or
1 ¢ i=0.

In the first case, the value assigned to vertex is zero, so the vertex is not selected in the final set. In
the second case, the value of vertex is balanced by its own value and by the values of its neighboring
vertices.

This suggests a connection to independent sets. During the evolution of the Lotka—\Volterra system,
adjacent vertices inhibit each other’s growth through the competition term

£

Therefore, configurations in which neighboring vertices are both large are discouraged. If the system
reaches a stable final state, vertices with values close to 1 are interpreted as selected, while vertices
with values close to 0 are interpreted as excluded.

However, not every fixed point describes the behavior we expect to observe in the long term. Some
fixed points are unstable, meaning that a small perturbation moves the system away from them. Stable
fixed points, on the other hand, persist under small perturbations. Therefore, the connection between
Lotka—Volterra dynamics and independent sets is not based only on fixed points, but on stable fixed
points.

3.3.2. Why the Condition > 1 Matters
The connection between the Lotka—\Volterra system and independent sets is not only heuristic. It is
based on a theorem by Mooij and Kryven [27]. For the graph-based Lotka—Volterra system with inter-
action matrix

= +

where is the adjacency matrix of the graph and > 1, the stable states selected by the dynamics
correspond to maximal independent sets of the graph. More precisely, the set of vertices with positive
limiting value forms a maximal independent set. This result is the theoretical reason why Lotka—Volterra
dynamics can be used as a method for finding independent sets.

The parameter controls the strength of competition between adjacent vertices. If is small, neigh-
boring vertices only weakly suppress each other, so it may still be possible for adjacent vertices to
coexist in a stable equilibrium. If is large, competition between neighbors becomes stronger.

The threshold > 1 can be understood by considering the simplest possible graph: two adjacent
vertices. The following two-vertex calculation does not prove the general theorem, but it illustrates the
local mechanism behind the condition > 1. It shows that, when two vertices are adjacent, a state in
which both vertices coexist with positive value is unstable for > 1. The system becomes

—= (1t £ )
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—= (1t £ )
This system has a coexistence equilibrium where both adjacent vertices have the same positive value:
1
T T+

At this point, both adjacent vertices are present. For the independent set problem, this is not the type
of stable outcome we want, because adjacent vertices should not both be selected.

Figure 3.1 illustrates the phase portrait for the case = 2. The figure is included only as an il-
lustration of the two-dimensional system. It shows the nulliclines, the coexistence equilibrium, and the
direction in which trajectories move. The general graph result is not proved by this picture, but by the
theorem of Mooij and Kryven stated later.

LV phase space for Erdos-Renyi G(2, 1)
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Figure 3.1: Phase portrait of the Lotka—\Volterra system for two adjacent vertices with . The dashed lines indicate the
nontrivial nullclines ~ and ~ . Their intersection at ( / , 7/ ) is the coexistence equilibrium. The arrows indicate the

direction of the vector field. This figure is meant as an illustration of the two-dimensional case, not as a proof of the general
graph result.

We now check the stability of the coexistence equilibrium by linearizing the system at this point. Let
(., )= @& & ), (., )= Q& £ ).

The Jacobian matrix is

T T/ 1€2 £ E
.= _ E 1 E2
At the coexistence equilibrium
1
= =1
this becomes
18— — E—

£— 1#F —& —
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Since
11=_2+ _1+ £E2& e 1
1+ 1+ T 1+
we obtain
_E— £
T oE— B

This matrix has the form

whose eigenvaluesare + and £ . Here

=£ - =£
R TR
Therefore,
1
and
T 1 N k1
N U1+ 1+ 1+

For > 1,we have > 0. Hence, the coexistence equilibrium of this two-vertex graph is unstable.
Thus, in this local example, two adjacent vertices cannot both remain positive in a stable state when
> 1. This gives intuition for the general Mooij—Kryven theorem stated in Theorem 1.

3.3.3. Lyapunov Function and Energy Landscape

The previous subsections explained the LV dynamics by looking at fixed points and stability. We can
also understand the same system from an energy perspective. Instead of only asking where the differ-
ential equation stops, we can ask whether the system is moving downhill in some landscape. This is
where the Lyapunov function becomes useful.

A Lyapunov function assigns a scalar value to every state . This value can be interpreted as an
energy-like quantity, but it is not necessarily a physical energy. Its key property is that it never increases
along trajectories of the Lotka—Volterra system. Therefore, the Lyapunov function can be used to study
the long-term behavior and stability of the dynamics. In other words, as the variables () evolve
over time, the system behaves as if it is moving downhill until it reaches a point where the energy
can no longer decrease. This gives another way to understand why the LV dynamics settle into stable
configurations.

Let = ( , ) be afinite, simple, undirected graph with

={L4a }

Let denote the adjacency matrix of , and define

1
()= > £l (3.4)
on the domain
=t
Thus all coordinates satisfy 2 0.
Forasubset . ,wedenoteby ¢ {0,1} its characteristic vector, defined by
1, P,
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We first show why is a Lyapunov function for the LV system. This means that, if () follows the LV
dynamics, then the value ( ()) is non-increasing over time. In simple terms, the dynamics move
downhill in the landscape defined by . After that, we explain why this landscape is useful for the
maximum-independent-set problem: local minima of correspond to maximal independent sets, while

global minima, also called ground states, correspond to maximum independent sets.

3.3.4. The Lyapunov Function Decreases Along LV Trajectories
Recall that the LV system with =1 is

—= @& )),

as in Equation 3.3.

Proof. Since is undirected, the adjacency matrix in Equation 3.2 is symmetric. Therefore is also
symmetric.
First, we compute the gradient of . Since
-1 £l
( )_ 2 3
we have
¥ - = ! =+
2 - 2( ) ‘
For an undirected graph, the adjacency matrix is symmetric. Hence = + is also symmetric,
and therefore
v ()= £1.

Thus the -th component of the gradient is
¢+ () =C )EL
We now look at how ( ()) changes over time. By the chain rule,

— ()=* () 0

Substituting the expression for the gradient gives

(= ( (pen—2Y

Using the LV equation,

~ O Haec Oy,

we obtain

— ()= C M OQEC (N).

This becomes

— ()=t O@aeC )) .

Because () D Oforall ,and squares are always nonnegative, every term in the sum is nonnegative

before the minus sign. Therefore

— (()nao
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This proves that ( ( )) is non-increasing along LV trajectories. The energy can decrease, or it can
stay constant, but it cannot increase. The energy stops decreasing only when

(YQAE( ()))=0 forall ,

which is exactly the fixed point condition of the LV system.
This iswhy is a Lyapunov function for the LV dynamics. It shows that the system follows a downhill
direction in the energy landscape until it reaches an equilibrium. O

3.3.5. Maximal Independent Sets and Local Minima
The next question is what the low values of this landscape represent in terms of the graph. The Lya-
punov function is defined on the continuous space} , but subsets of vertices can be represented
inside this space by binary indicator vectors. For a subset . , let e {0,1} denote the vector
whose -thentryis 1if ¢ and 0 otherwise. In this way, represents the choice of selecting exactly
the vertices in
We are interested in which of these binary indicator vectors are local minima of the continuous
function . Here, a local minimum means that cannot be decreased by making sufficiently small
perturbations of the vector insidet . Thus, although the independent-set problem is discrete, the
notion of local minimum is taken with respect to the continuous domain of the Lotka—\Volterra system.
In Appendix B, we prove, using the notation of this thesis, that for every subset . ,

is a maximal independent set is a local minimum of onf

3.3.6. Maximum Independent Sets and Ground States

We have shown that local minima of the Lyapunov function correspond to maximal independent sets.
However, the maximum-independent-set problem asks for more than maximality: it asks for an inde-
pendent set of largest possible size.

To capture optimality, we consider the global minima of . A global minimum of is also called a
ground state. While local minima at binary indicator vectors correspond to maximal independent sets,
ground states at binary indicator vectors correspond to maximum independent sets. In Appendix C, we
prove, using the notation of this thesis, that

is a maximum independent set is a ground state of ont

3.3.7. Theoretical Justification for the LV Method
The previous subsections introduced the Lyapunov function associated with the graph-based Lotka—
Volterra system. In particular, we have seen that is non-increasing along trajectories, and that its local
minima at binary indicator vectors correspond to maximal independent sets. These results explain the
connection between the continuous Lotka—Volterra dynamics and the discrete maximum-independent-
set problem.
The central convergence result used in this thesis is due to Mooij and Kryven [26]. It states that, for

> 1, the Lotka—Volterra dynamics do not merely have a formal connection to independent sets: the

limiting state of the dynamics encodes a maximal independent set.

Theorem 1 (Mooij—Kryven theorem, [26]). Let = ( , ) be a simple graph with vertices and adja-
cency matrix . Let > 1 and define
= +

Consider the Lotkai Volterra system with = 1 and initial condition ¢ (0,1) . Then the limit
A= i
im O
exists, and the set
={ ¢ '#=1

is a maximal independent set of
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The proof of this theorem is nontrivial and is not reproduced here. Its main ingredients are the
Lyapunov function introduced above and an analysis of the limiting equilibria of the Lotka—Volterra
system. The Lyapunov function gives a quantity that decreases along trajectories, which helps control
the long-term behavior of the system. The fixed-point analysis then shows that, when > 1, adjacent
vertices cannot both be selected in a stable limiting state, while every unselected vertex must be blocked
by at least one selected neighbor. Together, these arguments imply that the limiting selected set is
independent and maximal.

For this thesis, Theorem 1 is the theoretical justification for using Lotka—Volterra dynamics as a
heuristic for the maximum-independent-set problem. The theorem guarantees convergence to a max-
imal independent set, but not necessarily to a maximum independent set. The experiments in later
chapters therefore investigate when this maximal independent set is also close to optimal, and when
the dynamics become trapped in a suboptimal maximal independent set.

3.3.8. Numerical Implementation Used in This Thesis
To simulate the Lotka—\Volterra dynamics, we solve the ODE numerically. In this project, we use the for-
ward Euler method, which is one of the simplest time-stepping schemes for approximating the solution
of an initial value problem [15].

Starting from the Lotka—Volterra ODE in Equation 3.1, we discretize time as

=Y .
where Y is the chosen time step. The forward Euler update is then given by
= +Y . £ ,

where,  denotes component-wise multiplication. Equivalently, using the graph form of the equation
with =1, this can be written component-wise as

= +Y 1£ £

The initial condition is chosen as
(ORN(VFY)

for every vertex . The reason we avoid choosing (0) = 0 is that the LV equation contains the
multiplicative factor (). Indeed, if () =0, then
Therefore, once a variable reaches zero exactly, it stays zero forever. In ecological language, a species
that is completely extinct cannot regrow in this model. In graph-theoretic language, starting a vertex
value at zero would remove it from the competition before the algorithm has had a chance to decide
whether it should belong to the independent set. Mooij also assumes initial conditions e (0,1
for the main convergence result, so all coordinates initially lie strictly between 0 and 1. Moreover, the
closed unit hypercube [0,1] is forward invariant for the LV system, meaning that trajectories starting
with coordinates in [0, 1] remain in [0, 1] for all later times [26].

In our implementation, we choose

Y =001, max = 50.

This means that the number of Euler steps is
_ max __ 50 _
steps = Ty — g1 2000

The choice 'Y = 0.01 is small enough to follow the dynamics smoothly, while still being computa-
tionally manageable. However, because forward Euler is an explicit method, the time step cannot be
chosen arbitrarily large. The component-wise update can be written as

= 1+Y 1 &
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Thus, even though the continuous Lotka—\Volterra system preserves nonnegativity, the numerical Euler
approximation may produce negative values if the factor in brackets becomes negative.
A sufficient condition for preserving nonnegativity at each Euler step is

1+Y 1 £ 50 forall .

If ¢ [0,1] ,then

where is the degree of vertex . Therefore, a conservative sufficient condition is

where qax is the maximum degree of the graph. This is a CFL-type stability restriction for the explicit
Euler discretization. In practice, the bound can be restrictive for dense graphs or large values of
so Y = 0.01 should be understood as a numerical choice that must be checked for stability in the
experiments. The value .« = 50 gives the system enough time to approach a stable equilibrium in
the experiments. These parameters therefore balance accuracy, convergence, and running time.
The growth parameter is chosen as
=1

for all vertices , following the setting used in Mooij’s theorem for unweighted graphs [26]. This choice
means that every vertex value has the same intrinsic growth rate, so all variables  are treated equally
before graph competition is introduced. This is appropriate for the unweighted maximum-independent-
set problem, where no vertex is preferred over another.

The running time of the LV method depends strongly on the numerical integration method. With
forward Euler, the total cost is determined by the number of time steps and the cost of one update.
If the adjacency matrix is stored densely, computing costs () per time step. Thus, the total
running time is

max
steps - Y

This shows an important difference between the LV method and the minimum-degree greedy algo-
rithm. The greedy algorithm works directly on the graph through discrete graph operations, such as
selecting a vertex and removing vertices from the current graph. The LV method also has discrete com-
putational steps in the implementation, because the continuous differential equation is approximated
by a numerical time-stepping method. However, these steps are not graph operations in the same
sense. They are Euler steps used to follow an approximate trajectory of the Lotka—Volterra system.

Therefore, for fixed numerical parameters Y and ., the forward Euler implementation with a
dense adjacency matrix has asymptotic running time () in the number of vertices. However, the
hidden constant in this bound depends on the number of Euler steps,

_ max
steps — Y

Thus, although Y and |5« do not change the asymptotic dependence on when they are fixed, they
can have a large effect on the practical running time. A smaller time step gives more Euler steps
and may give a more accurate trajectory, while a larger 2« gives the system more time to approach
equilibrium. These numerical choices therefore affect the accuracy and practical cost of the LV method,
even though they are hidden as constants in the -notation with respect to

After the numerical integration has finished, the continuous output must be converted back into a
discrete independent set. Since the theorem states that, for > 1, the limit values satisfy # ¢ {0,1}
andtheset{ ¢ ' #=1}isamaximal independent set, we interpret vertices with large final values
as selected vertices [26]. In practice, the values may not be exactly zero or one, so a threshold is used
to decide which vertices are included in the final solution.
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3.3.9. Thresholding and Discretization Effects

In theory, the LV dynamics converge to a limit state # in which each component satisfies # » {0, 1}
when >1,andtheset{ ¢ ' #=1}formsa maximal independent set [26]. In practice, however,
we only compute a numerical approximation of this limit. There are several sources of error. First, the
simulation is stopped at a finite time ,,5x, SO the system may not yet have reached its exact equilib-
rium. Second, the forward Euler method introduces discretization error because it approximates the
continuous trajectory using finite time steps. Finally, floating-point computations can introduce small
rounding errors.

For these reasons, the final numerical values ( ax) are generally not exactly equal to 0 or 1.
Instead, vertices that belong to the limiting independent set are expected to have values close to 1,
while the remaining vertices are expected to have values close to 0. A threshold is therefore needed
to convert the continuous numerical output into a discrete independent set.

To extract a discrete independent set from the continuous solution, we apply a thresholding proce-
dure. In our implementation, we choose a small threshold = 0.001, fixed throughout this thesis, and
define

={ ¢ " (mad2 }

This choice reflects the idea that any vertex that has not been effectively suppressed by the dynamics,
meaning that it remains significantly above zero, is considered part of the solution.

This differs from more symmetric threshold choices such as = 0.5, where one explicitly separates
values close to 1 from those close to 0. Instead, our approach is more permissive: we primarily distin-
guish between vertices that have been driven to near extinction and those that survive. This aligns with
the ecological interpretation of the model, where species either die out or persist at a positive population
level.

Besides the finite simulation time preventing the system from fully converging to its asymptotic
equilibrium, the numerical integration method also introduces error. In particular, forward Euler is a
first-order method, so the numerical trajectory only approximates the continuous LV trajectory [15,
Chapter Il].

Additionally, convergence speed depends on both the graph structure and the parameter . In
some cases, the system converges rapidly, while in others it may evolve slowly near unstable or nearly
degenerate configurations. As a result, some vertices may still have intermediate values at time ,4x,
even though they would eventually converge to 0 or 1 for larger times.

These observations highlight an important distinction between theory and practice. While the the-
oretical result guarantees convergence to a maximal independent set as % Zz, in practice we only
approximate this limit. Therefore, the final solution depends not only on the graph and the parameter

, but also on numerical choices such as Y , ax, and the threshold

Despite these limitations, the chosen threshold = 0.001 works effectively in practice, as the dy-
namics tend to clearly separate vertices into those that are strongly suppressed and those that remain
active.

3.3.10. Preventing Bias from the Threshold

Since the threshold value = 0.001 chosen in Section 3.3.9 is quite low, two adjacent vertices may, in
rare cases, both still have values slightly above , even though they should not both be included in an
independent set. To avoid this problem, we add a final filtering step after the Lotka—Volterra dynamics
have finished. First, we collect all vertices with

>

Then we order these vertices from largest to smallest value of . We start with an empty set , which
will become the final independent set. Going through the ordered list one vertex at a time, we add a
vertex to only if it is not adjacent to any vertex already in

In this way, vertices with larger final Lotka—\Volterra values are given priority, while the indepen-
dence condition is still enforced. This post-processing step ensures that the final output is always an
independent set, even when the threshold is low or when the dynamics have not fully converged.
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3.4. Simulated Annealing

Simulated annealing also uses the idea of an energy landscape, but in a different way from the Lotka—
Volterra method. Instead of a continuous Lyapunov function, simulated annealing uses an energy
function defined on binary vectors. Each binary variable indicates whether a vertex is selected, so the
maximum-independent-set problem is rewritten as an optimization problem over binary variables.

3.4.1. Energy Formulation Using a QUBO
For each vertex © , we assign a binary variable

e {0, 1}.

The interpretation is
_ 1, ifvertex is selected,
© 0, ifvertex is not selected.

Unlike in the Lotka—Volterra method, these variables are not continuous. They are either 0 or 1. The
goal is to choose as many vertices as possible, while avoiding the selection of two adjacent vertices.

This can be written as a QUBO problem, which stands for Quadratic Unconstrained Binary Opti-
mization. A QUBO problem is an optimization problem where the variables are binary and the objective
function contains linear and quadratic terms. The word “unconstrained” means that the independence
condition is not imposed as a separate constraint. Instead, violations of the constraint are included as
penalty terms in the objective function. This energy function is called the Hamiltonian.

For the maximum-independent-set problem, we use the Hamiltonian

()=t + , (3.5)

where > 0is a penalty parameter.
The first term,

t 1

3

rewards selecting many vertices. Since we minimize ( ), selecting an extra vertex lowers the energy
by 1. The second term,

{ )
adds a penalty whenever two adjacent vertices are both selected. Indeed,if = =1and{, }e¢ |,
then the product equals 1, so the energy increases by

Thus, minimizing () means balancing two goals: selecting many vertices, while avoiding edges
between selected vertices. If is chosen large enough, configurations that select adjacent vertices
become energetically unfavorable. In this way, low-energy configurations correspond to large inde-
pendent sets. This QUBO formulation of the maximum-independent-set problem is commonly used in
energy-based optimization methods [8, 22].

The energy landscape is the collection of all possible binary configurations ¢ {0, 1} , together with
their energy values (). Each configuration represents a possible choice of selected vertices. Simu-
lated annealing moves through this landscape by making random changes to the current configuration
and deciding whether to accept or reject them. The aim is to find a configuration with very low energy,
which corresponds to a large independent set.

3.4.2. Simulated Annealing Algorithm
While the QUBO formulation gives an energy function for the maximum-independent-set problem, it
does not yet tell us how to find a low-energy configuration.

A simple way to search this landscape would be to only accept moves that decrease the energy.
For example, we could flip one variable , check whether the energy improves, and keep the change
only if the new configuration has lower energy.
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However, this can cause a problem. The algorithm may reach a point where all nearby moves,
meaning all configurations obtained by flipping one variable , make the energy worse, even though a
much better solution exists somewhere else in the landscape. Such a point is called a local minimum.
This means that the algorithm has found a configuration that cannot easily be improved by a small local
change, but that is still not the best possible solution.

Simulated annealing is designed to reduce this problem. Instead of only accepting moves that
lower the energy, it sometimes also accepts moves that increase the energy. At the beginning of the
algorithm, these uphill moves are accepted more often, so the algorithm can explore the landscape
and escape local minima. Later, uphill moves become less likely, and the algorithm gradually focuses
on low-energy configurations [19, 32].

In the energy-landscape picture, the difficulty of escaping a local minimum depends not only on
the height of an energy barrier, but also on its width. The height describes how much the energy
must temporarily increase, while the width describes how many unfavorable moves may be needed
before the algorithm reaches a better region. Here, a better region means a part of the search space
with access to lower-energy configurations, which usually correspond to larger independent sets or
configurations with fewer edge conflicts. This distinction is useful later when studying why simulated
annealing can fail on some graph families.

This idea is illustrated in Figure 3.2. A descent method can get stuck in the first local minimum it
reaches, because it only moves downhill. Simulated annealing can temporarily move uphill, which may
allow it to leave a local minimum and continue searching for a better solution.

Starting
Configuration

7

Objective Function f(X)

Variable X

Figure 3.2: Created using Al image generator, adapted from Nini (2019) [28]. lllustration of simulated annealing on an energy
landscape. A descent method only accepts moves that decrease the energy, so it can become stuck in a local minimum.
Simulated annealing can sometimes accept moves to higher-energy states, especially at high temperature, which allows it to
escape local minima and continue searching for lower-energy configurations.

3.4.3. Metropolis Acceptance Rule
Simulated annealing uses the Hamiltonian () as the energy of a binary state . Here, ¢ {0,1} ,
where =1 means that vertex is selected and = 0 means that it is not selected. The Hamiltonian
used in this thesis is defined in Equation 3.5. Low-energy states correspond to configurations with
many selected vertices and few, or no, edge conflicts.
At each iteration, the algorithm generates a new candidate state  from the current state . In our
implementation, this is done by flipping a single bit, meaning that one randomly chosen binary variable
is changed from 0 to 1, or from 1 to 0. The change in energy is then

Y = () ()

The accept-or-reject step is based on the Metropolis rule [24]. If the candidate state has lower or
equal energy, so'Y 210, itis always accepted. If the candidate state has higher energy, so’Y >0, it
is accepted only with a certain probability.

This probability is motivated by the Boltzmann distribution from statistical mechanics. At temper-
ature , lower-energy states are more likely than higher-energy states, with probabilities proportional
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to
/C )

where is the Boltzmann constant [19]. In simulated annealing, the constant is absorbed into the
temperature parameter, so is treated as a computational temperature. The Metropolis acceptance
probability is then

1, ifY 20,
(accept) =

exp £E— , ifY >0 (3.6)

Thus, moves that improve the solution are always accepted, while worse moves can still be ac-
cepted with a probability depending on the energy increase and the current temperature. Small energy
increases are more likely to be accepted than large ones. Also, when the temperature is high, worse
moves are accepted more often; when the temperature is low, they are rarely accepted. This allows
simulated annealing to explore the search space early on and gradually become more selective as the
temperature decreases [19, 24].

3.4.4. Cooling Schedule

It remains to specify how the temperature changes during the algorithm. In simulated annealing,
is gradually decreased according to a cooling schedule. In this thesis, we use an exponential cooling
schedule. The motivation for this choice, as well as a discussion of alternative cooling mechanisms, is
given in Section 3.4.5.

Let denote the total number of simulated annealing iterations. We write  for the temperature at
iteration ,where =0,1,&, £1. Theinitialtemperature is denoted by 445, and the final temperature
after the last iteration is denoted by ..q. For an exponential cooling schedule, the temperature is
multiplied by a constant decay factor at each iteration, so

start

This already gives = qart- We choose the decay factor so that the final iteration reaches the
prescribed final temperature 4,4, that is,

— end:
Substituting = £ 1 into the exponential schedule gives
end — start
Solving for gives
C )
— end
start
Therefore, the temperature at iteration is
d ¢ )
= start = . (3.7)
start

3.4.5. Other Cooling Mechanisms
The cooling schedule determines how the temperature decreases during simulated annealing. This is
important because the temperature controls how likely the algorithm is to accept moves that increase
the energy. At high temperature, the algorithm explores the energy landscape more freely. At low
temperature, it becomes more selective and mostly accepts moves that lower the energy.

One theoretically important cooling schedule is the logarithmic schedule,

~log(T+ )’

where denotes the iteration number. The advantage of this schedule is that, under suitable condi-
tions, logarithmic cooling gives convergence guarantees to a global minimum [14, 16]. However, this
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schedule cools extremely slowly. In practice, this means that many iterations are needed before the
temperature becomes small, making the method computationally expensive.

For simulations, a faster schedule is often preferred. A common choice is geometric cooling, also
called exponential cooling, where

with 0 < < 1, as defined in Equation 3.7. This is the schedule used in this thesis. It is much faster
than logarithmic cooling and is therefore more suitable for numerical experiments, although it does not
give the same general convergence guarantee to the global minimum [23, 33].

Another simple option is linear cooling, where the temperature decreases by the same amount at
every step:

£
tart d
start £ Sa—tle”

Linear cooling is easy to implement, but it is less flexible. Depending on the problem, it may cool too
quickly in some parts of the search and too slowly in others. For this reason, geometric cooling is often
a more convenient practical choice.

3.4.6. Temperature Parameters Used in This Thesis
The choice of the starting and ending temperatures depends on the scale of the energy function. Sim-
ulated annealing does not depend on the temperature alone, but on the ratio

Y

where 'Y is the change in energy caused by a proposed move. This means that the temperature must
be chosen relative to the typical size of the energy changes in the problem.

In the original work of Kirkpatrick et al. [19], large temperature values are used because the objective
function values are on a large scale. For example, if

Y w1000 and = 10,000,
then the probability of accepting a worse move is
(accept) = / = - wo0.90.

So, even though the temperature looks very large, it is large because the energy differences are also
large. In our case, the energy function is the QUBO Hamiltonian

3 {,}e
as introduced in Equation 3.5. When flipping one variable , the energy change is roughly of the order
Y wil+

where s the degree of vertex . The term 1 comes from either adding or removing one selected
vertex, while the term comes from the possible penalty terms involving the neighbors of . In the
smaller graphs considered in this BEP, the degrees are usually not very large. With our choice =11,
this means that typical energy changes are often on the scale of about 1 to 10, rather than thousands.

Because the acceptance probability depends on the ratio’Y / , our temperature values should be
chosen on this smaller scale. At the start of the algorithm, we want the temperature to be high enough
that worse moves are still accepted reasonably often. For example, if

Y w1l and g =2

then
1

5 v 0.61.

(accept) = exp £
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So a move that increases the energy by 1 is still accepted with probability about 61%. This allows the
algorithm to explore the energy landscape instead of immediately behaving like a greedy method.

At the end of the algorithm, we want the temperature to be very low, so that moves increasing the
energy are almost never accepted. With

end = 0.001,
a move with
Y wil
is accepted with probability
1 .
(accept) = exp tm = wO.

Thus, near the end of the cooling process, simulated annealing behaves almost like a local descent
method: it mainly accepts moves that lower the energy and almost never accepts moves that increase
it.

We do not set the final temperature equal to exactly zero, because the acceptance probability con-
tains division by . Instead, we use a very small positive value. In this thesis, the simulated annealing
schedule therefore starts at

start — 2

and ends at
end = 0.001.

These values are chosen with respect to the typical energy change Y caused by a single-bit flip, since
this is the quantity that appears in the Metropolis acceptance probability. Flipping one bit changes the
number of selected vertices by one and may also change the number of edge conflicts involving that
vertex. Thus, the resulting energy changes are usually of order one for the parameter values used in
the simulations.

3.4.7.Why >1
The parameter controls how strongly we penalize the selection of adjacent vertices. In the Hamilto-
nian in Equation 3.5, the first term rewards selecting vertices, while the second term penalizes selecting
two neighboring vertices at the same time.

If =0, then the Hamiltonian becomes

()=%
e
In that case, the lowest energy is obtained by setting = 1 for every vertex . This would select all
vertices, even if many of them are adjacent. Therefore, = 0 does not encode the independent set

constraint.
The value of must be large enough so that violating the independence condition is more expensive
than the reward gained by selecting an extra vertex. To see this, suppose two adjacent vertices and
are both selected, so
= =1 and {,}e
Then the edge {, } contributes a penalty of to the Hamiltonian. If we remove one of these vertices

from the set, the reward term becomes worse by 1, because we selected one fewer vertex. However,
we also remove at least one penalty term of size . So the change in energy is at most

Y =1&

If >1,then’Y < 0. This means that removing one endpoint of a conflicting edge lowers the energy.
Therefore, a lowest-energy configuration cannot contain two adjacent selected vertices.

This is why we choose > 1. It guarantees that configurations violating the independence condition
are energetically unfavorable. Among configurations that are independent sets, the penalty term is
zero, so the Hamiltonian reduces to

()=%
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Minimizing () is then the same as maximizing the number of selected vertices. Thus, for > 1, the
ground states of the Hamiltonian correspond to maximum independent sets [8, 22]. A more detailed
proof is given in Section 3.4.8.

In the simulations in this thesis, we use

=11

This choice satisfies > 1, so selecting adjacent vertices is penalized more strongly than selecting an
additional vertex is rewarded.

3.4.8. How () Connects to Independent Sets
We now make precise how the Hamiltonian is connected to independent sets. This argumentis included
to show why the QUBO formulation used in this thesis represents the maximum-independent-set prob-
lem. In this section, we assume > 1 and prove two claims:

ground states of maximum independent sets,

and
local minima of maximal independent sets.

Here, a ground state means a global minimizer of  over the binary domain {0, 1} . Alocal minimum
means a configuration whose energy cannot be decreased by flipping a single bit.

Proof. We first show that the ground states of correspond exactly to maximum independent sets.

First direction: ground state implies maximum independentset. Let ¢ {0,1} be aground state
of ,and let
={¢ ' =1

be the set of selected vertices.
We first show that must be an independent set. Suppose, for contradiction, that is not indepen-
dent. Then there exist two adjacent vertices , ¢ |, so

{, }¢ and = =1
Choose one selected vertex , and define  as the number of selected neighbors of :

={e "{.}e }.

In other words, the selected set contains a conflict, meaning an edge whose two endpoints are both
selected.
Now consider the new configuration obtained by removing , that is, changing from 1 to 0. Re-
moving increases the firstterm of by 1, because one fewer vertex is selected. However, it removes
penalty terms, each of size . Therefore the change in energy is

Y =1&
Since >1and D1, wehave
Y Ale <O

So removing lowers the energy. This contradicts the assumption that is a ground state. Therefore,
must be an independent set.
For an independent set,

=0 forall{, }e
Therefore
()=¢& =£] |
:
Thus, among independent sets, minimizing () is exactly the same as maximizing | |. Since isa

ground state, must therefore be a maximum independent set.



3.4. Simulated Annealing 27

Second direction: maximum independent setimplies ground state. Now let be a maximum
independent set, and let =  be its characteristic vector. Since is independent, the penalty term is
zero, so

()=%|1|

Suppose, for contradiction, that is not a ground state. Then there exists some configuration
e {0,1} such that
()< )
Let
={e ' =1}
If is not independent, then by the same argument as above, we can remove a vertex involved in a

selected edge and strictly lower the energy. Repeating this process eventually gives an independent
set  with

C )< ()

But for independent sets, the Hamiltonian equals minus the size of the set, so
( )=%[ | and ( )=%&]|

Thus
E| |[<#]|

which implies
I 1=>11

This contradicts the assumption that is a maximum independent set. Therefore, no configuration has
lower energy than ,and is a ground state.
Hence,
ground states of maximum independent sets.

O

We now prove that the local minima of , with respect to single-bit flips, correspond exactly to
maximal independent sets.

First direction: local minimum implies maximal independent set.

Proof. Let ¢ {0,1} be alocal minimum of , and let
={e ' =1}

First, we show that is independent. Suppose not. Then there exists a vertex ¢  with at least
one neighborin . Let

={e "{,}e }.
Then D 1. Ifweflip from 1to 0, the energy changes by

Y =1

Since >1and D 1,wehave’Y < 0. So a single-bit flip lowers the energy. This contradicts the
assumption that is a local minimum. Therefore, must be independent.

Next, we show that is maximal. Suppose, for contradiction, that is not maximal. Then there
exists a vertex & with no neighbors in . This means that adding to still gives an independent
set.

In terms of the binary vector, this corresponds to flipping from 0 to 1. Since has no selected
neighbors, no penalty term is added. The only change in energy is that the first term decreases by 1.
Hence

Y =£1<0.

So adding lowers the energy, contradicting the assumption that is a local minimum. Therefore,
must be maximal. Thus every local minimum of corresponds to a maximal independent set.
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Second direction: maximal independent set implies local minimum. Now let be a maximal
independent set, andlet = . We show that is alocal minimum of with respect to single-bit flips.
There are two possible types of single-bit flips.

First, suppose we remove a selected vertex ¢ ,so changesfrom1to0. Since isindependent,
there are no penalty terms involving selected edges. Removing simply selects one fewer vertex, so
the energy changes by

Y =1>0.

Thus removing a selected vertex increases the energy.
Second, suppose we add an unselected vertex # ,so changesfromOto 1. Since is maximal,
every vertex outside has at least one neighborin . Let

={¢ "{.}e }.

Then D 1. Adding lowers the first term by 1, but it also creates  penalty terms, each of size
Therefore
Y o=£1+
Since >1and D1,
Y D1+ >0

Thus adding any unselected vertex increases the energy.
Since every possible single-bit flip increases the energy, is a local minimum of
Hence,
local minima of maximal independent sets.

O

The important conclusion is that the energy landscape has two levels of meaning. The global min-
ima, or ground states, correspond to maximum independent sets. The local minima correspond to
maximal independent sets, which may be smaller than the maximum. This distinction is important for
simulated annealing, because the algorithm can become trapped in local minima if the cooling process
is too fast or the energy landscape contains many suboptimal valleys.

3.4.9. Final Simulated Annealing Procedure Used in This Thesis
The simulated annealing procedure used in this thesis is summarized as follows:

1. Initialize a random state () ¢ {0,1} .
2. Compute the initial energy ( ().
3. For =0,&, £1:

(a) Select arandom vertex and flip its state:

_ 0%1,
T 1%0.

(b) Compute the new energy and the energy change 'Y .
(c) Accept the move with probability given by the Metropolis rule in Equation 3.6.
(d) Update the temperature using Equation 3.7.

Similarly to the Lotka—Volterra method, the output of simulated annealing may not always be an
independent set in practice. In theory, low-energy configurations should avoid selecting neighboring
vertices when > 1. However, the algorithm only runs for a finite number of steps and ends at a small
but nonzero temperature, in our case = 0.001. Therefore, it is still possible that the final configuration
contains two adjacent vertices with

= =1.

To make sure that the final output is always an independent set, we add a final filtering step, similar
to the one used for the Lotka—Volterra algorithm in Section 3.3.10. Since the variables in simulated
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annealing are binary, all selected vertices have value = 1. Therefore, we cannot rank them by size
as in the LV case. Instead, we order the selected vertices by their index.

We then create an empty set , which will become the final independent set. Going through the
selected vertices one by one, we add a vertex to  only if it is not adjacent to any vertex already in
This removes possible conflicts while keeping as many selected vertices as possible according to the
chosen ordering.

This final check does not change the simulated annealing process itself. It only ensures that the re-
turned solution is a valid independent set, even if the final binary configuration still contains neighboring
selected vertices. In the experiments performed for this thesis, this correction step was rarely needed:
in the tested runs, the final simulated annealing configurations were already valid independent sets.

3.4.10. Running Time
The input is a graph with verticesand edges. At each iteration, the algorithm first selects one vertex
uniformly at random and flips the corresponding bit. This random selection and bit flip take (1) time.
The algorithm then computes the energy of the candidate solution. If the Hamiltonian in Equation 3.5
is recomputed from scratch, this takes ( + ) time, because the Hamiltonian contains one sum over
all vertices and one sum over all edges.

The remaining operations in one iteration, such as computing the energy difference, evaluating the
acceptance probability, and deciding whether to accept the move, take constant time. Therefore, one
iteration takes ( + ) time. If the algorithm runs for iterations, the total running time is

cC+ )
In the worst case of dense graphs, where = (), this becomes
¢ )

Thus, the computational cost of simulated annealing depends both on the number of iterations and on
the size of the graph [32].

3.5. Experimental Methodology

This section summarizes how the numerical experiments are organized.

The experiments are designed around two goals. First, we compare the solution sizes found by
the minimum-degree greedy algorithm, simulated annealing, and Lotka—Volterra dynamics on different
graph families. Second, we use more targeted experiments to understand why an algorithm performs
poorly in certain cases. Thus, the experiments are not only intended to rank the algorithms, but also to
identify the structural or parameter-dependent mechanisms behind their failures.

The experimental work started by reproducing simple test graphs and running the algorithms on
them. This was used to check that the implementations behaved as expected before moving to larger
random and structured graph families. After this initial testing, the experiments were organized by graph
family and by the type of information known about the graph. In particular, the files were separated into
three main categories: cases where both maximal and maximum independent sets were known, cases
where only the maximum independent set was known, and cases where neither was known exactly.

For small graphs, usually with = 12, &, 20, exhaustive enumeration is used as a benchmark. This
makes it possible to compare each heuristic directly with the true maximum independent set size. For
larger graphs, the exact optimum is usually not computed, because exhaustive search becomes im-
practical. In those experiments, we compare the algorithms using the largest solution size found among
the tested methods and parameter settings. This best-known value is only an empirical reference value,
not a proof of optimality.

The graph families are chosen to test different structural effects. Erdés—Rényi graphs are used
as a standard random baseline. Random geometric graphs are used to study the effect of clustering
and local spatial structure. Random regular graphs are used to remove degree variation as much as
possible. Other graph families are constructed to isolate specific failure mechanisms.

The main performance measure is the size of the independent set returned by each algorithm.
In classification plots, we also record whether the output is maximum, maximal but not maximum, or
non-maximal. For simulated annealing, we additionally study the effect of the cooling length and the
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penalty parameter . For Lotka—\Volterra dynamics, we study the effect of the competition parameter
, the selected final independent set, and the convergence time of the thresholded solution.

Unless stated otherwise, each experiment is run 50 times for each value of , and the reported
value is the average over these runs or graph instances. The same graph instances are used across
algorithms whenever possible, so that differences in performance are caused by the algorithms rather
than by different random graphs. For randomized methods, repeated runs are used to reduce the effect
of a single random initialization.

All experiments were implemented in Python. The code was organized so that the graph construc-
tions, plotting functions, and experiment scripts were kept separate. One Python file contained the
graph constructions used throughout the project, and a separate plotting file was used to visualize and
inspect the graph structures. The numerical experiments themselves were run using separate scripts
for each graph family or experiment type.

The output of each experiment was saved in a structured folder system. Each graph family or ex-
periment had its own main folder. Inside this folder, the results were separated by graph size. Thus,
for each value of , a separate subfolder stored the data from the individual runs for that graph size.
These files contained the algorithm outputs, such as the independent set sizes, classifications, param-
eter values, and, where relevant, convergence or trajectory information.

In addition to the folders for individual graph sizes, each experiment also had a summary folder.
This folder contained the aggregated data across all tested values of , together with the plots used in
the thesis. For example, the summary files stored averages over the runs, classification percentages,
and data needed to reproduce the final figures. This structure made it possible to inspect individual
runs, compare results across graph sizes, and regenerate the plots in a consistent way.

NetworkX was used for graph generation and graph operations, NumPy for numerical computations,
and Matplotlib for plotting. Random seeds were used to make the experiments reproducible.



Evaluation of the Minimum-Degree
Greedy Algorithm

This chapter evaluates the minimum-degree greedy algorithm introduced in Chapter 3. The goal is
not only to show examples where Greedy performs poorly, but to understand which structural features
make the minimum-degree rule reliable or unreliable.

The minimum-degree rule is locally motivated: selecting a vertex of small degree removes relatively
few neighboring vertices from the graph. This can be a good strategy on many graph families, and for
this reason Greedy is often a useful baseline. However, the same local rule can also be misleading. A
vertex may have small degree, but selecting it can still block access to a much larger independent set.

We therefore study two diagnostic graph families. The first is a known construction from Halldérsson
and Radhakrishnan [17], which isolates a structural weakness of the minimum-degree rule. The second
is a simpler graph family constructed in this thesis, where the same mechanism can be seen directly
from the vertex degrees. This second family is also useful because it shows a transition: Greedy
performs poorly for some parameter values, but recovers the maximum independent set for others.

4.1. Structural Stress Tests for Greedy

Greedy is a simple and well-known heuristic for the maximum-independent-set problem. In many graph
families, it performs surprisingly well, which makes it difficult to find natural examples where it clearly
fails. However, greedy algorithms are sensitive to the choices made during the selection process,
especially when several vertices have the same degree. In such cases, the tie-breaking rule or vertex
ordering can influence the final independent set [1, 6].

In this thesis, we are mainly interested in structural failures of the minimum-degree rule, rather
than failures caused only by unlucky tie-breaking. For this reason, we first test a construction from
Halldérsson and Radhakrishnan [17]. In this thesis, we refer to this construction as the greedy-bad-
chain graph; this name is introduced here for convenience and is not the terminology used in the original
article. The graph should be interpreted as a diagnostic stress test: it is useful because it makes the
failure mechanism of the minimum-degree rule explicit.

We test greedy-bad-chain graphs with block size =5 and with the number of chain blocks varying
from 1 to 6. The instance with four chain blocks is shown in Figure 4.1.
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