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Desirability vs. feasibility:
a research through design
inquiry of explainable Al

Lorenzo Corti and Jie Yang
Delft University of Technology, Delft, Netherlands

Abstract

Explainability is a key property towards the trustworthiness of Al systems,
and scholars have approached the problem from both system- and human-
centered angles. However, thus far, these two camps have been researching ex-
plainability in isolation without fully accounting for the socio-technical nature
of Al systems and the bidirectional effects that emerge when interacting with
them. In this chapter, we adopt Research through Design (RtD) — a systematic,
reflexive, and documented research approach rooted in design practice — to
question our understanding of explainability and how it should be researched.
We revisit the explainable Al literature to surface challenges and outline op-
portunities around bidirectionality, the role of human knowledge, and the
availability and temporal dynamics of explanations. We exemplify challenges
and opportunities through a speculative exercise grounded in real-world use
cases of explainable Al systems. Aligned with RtD, we hope this work helps re-
searchers in explainable Al whom we invite to engage in interdisciplinary and
well-documented research processes.

Keywords

Research through Design (RtD), Explainable Al, Human factors, System engi-
neering

4.1 Introduction

Artificial Intelligence (AI) has evolved considerably and can
provide benefits across diverse domains. Recently, generative Al
systems have risen to scholars’ and the broader public’s attention
for their human-like content-generation capabilities and seam-
less interaction modalities. Nevertheless, despite the technical ad-
vances, such systems remain crippled by reliability (Alcorn et al.,
Bi-directionality in Human-AI Collaborative Systems. https://doi.org/10.1016/B978-0-44-340553-2.00010-1

Copyright © 2025 Elsevier Inc. All rights are reserved, including those for text and data mining, Al training, and
similar technologies.

75


https://doi.org/10.1016/B978-0-44-340553-2.00010-1

76 Chapter 4 Desirability vs. feasibility: a research through design inquiry of explainable Al

2019; Tocchetti et al., 2025) and transparency (Topol, 2019; Rahwan
etal., 2019) issues. Such issues of Al systems stem from several ele-
ments like architectural choices (and their formalization), the data
used to build these systems, and the evaluation frameworks used
to assess their goodness. In turn, these discretionary choices lead
to these issues manifesting differently in real-world situations: hal-
lucinated outputs (Ji et al., 2023), poor robustness (Tocchetti et al.,
2025), and societal harms such as discrimination (Mehrabi et al.,
2021).

In the quest towards responsible and trustworthy Al systems,
Explainable AI (XAI) has recently garnered increased attention as
a means to assist efforts aimed at addressing the issues, and their
manifestations, above. Explanations play a crucial role in inform-
ing users about different aspects of Al systems and tools they use.
Currently, one can identify two main camps within XAI research:
one focused on explaining the underlying algorithms of Al systems
and the other focused on researching the humans using such sys-
tems. As a result, research works around explainability are diverse
and focused on aspects such as designing technical solutions to
explain individual outputs of Al systems (Guidotti et al., 2018b;
Barredo Arrieta et al., 2020; Guidotti, 2022), promote interpretabil-
ity (Carvalho et al., 2019), foster appropriate reliance (He et al.,
2023), and enable contestation of algorithmic decisions (Yurrita et
al., 2023).

Crucially, while there is consensus around explanations being
beneficial in diverse settings, these two subcommunities value dif-
ferent, but complementary, facets of explanations but do not ac-
tively exchange insights on those (Chen, 2024; Abdul et al., 2018).
For instance, the faithfulness of explanations is highly prioritized
in system-centered research and has a direct impact on human-
centered studies (e.g., affecting users’ perceptions and reliance on
“imperfect” explanations). Yet, human-centered works commonly
employ off-the-shelf explainers for which the “unfaithfulness” has
been documented (Bordt et al., 2022). By the same token, the dual
holds as well. System-centered works propose methods that lack
purpose (Freiesleben and Konig, 2023) and that, as a consequence,
lead to lackluster evaluation protocols and misalignment with user
needs (potentially) already surfaced in human-centered discus-
sions.

Our goal is not to downplay the ways research around explain-
able Al is conducted. Instead, we highlight the lack of active knowl-
edge exchange between the two camps in explainable Al research.
Beyond individual system- and human-centered challenges, we
believe this gap to be a rather cumbersome and limiting research
on explainable Al, a problem that naturally involves humans and
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machines. Research and application of explainable AI solutions
have progressed at a drastically slower pace compared to those
of Al models. For instance, successes around generative large lan-
guage models have overshadowed efforts around understanding
and explaining what such models might be doing. In turn, this un-
founded reliance on believable Al-generated outputs raises ques-
tions related to the bidirectional effects — humans influencing Al
systems and vice versa — that might emerge during human-AlI in-
teractions, how these effects could be identified and, if necessary,
mitigated to achieve a certain objective.

In this chapter, we adopt a Research through Design (RtD) lens
(Zimmerman and Forlizzi, 2014) to reflect and reframe the problem
of producing explanations for Al systems (Section 4.2). We revisit
the interdisciplinary XAl literature, characterizing typical facets
of the system- and human-centered research on Al explanations
(Section 4.3). Based on findings from the literature, we then discuss
the central challenges of explainable Al — both around its research
and its application (Section 4.4). Finally, we draft a series of re-
search questions for XAl research encompassing central challenges
faced by existing approaches and opportunities for computational
means yet to be leveraged (Section 4.5). We complement such con-
siderations with a speculative analysis of potential use cases for
explainable Al systems; highlighting both benefits and hindrances.

We do not seek to provide an exhaustive and definitive inquiry
of what explainable Al is, should be, or could be. Rather, in line
with the distinct and continual reinterpretation process of RtD, we
invite other scholars to join us, take up this work, and foster ex-
plainable Al

4.2 Research through Design (RtD) and
Explainable Al

Research through Design (RtD) is an approach to conducting
research by making use of methods and processes customary to
design practice (Zimmerman and Forlizzi, 2014). Compared to
other design approaches, such as Human-Centered Design (Coo-
ley, 1989), RtD emphasizes the continuous reinterpretation and re-
framing of a problem through iteratively proposing solutions and
critiquing them. Nevertheless, the ultimate goal of RtD is to gener-
ate new knowledge (e.g., perspectives, implications, and methods)
by going beyond the sole creation of artifacts. A critical difference —
which in our view makes RtD a unique lens to discuss XAl research
—with respect to other design practices is the more systematic na-
ture and reflexivity in the reinterpretation of the understanding
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of a problem. Detailed documentation and explanation of ratio-
nales accompany the entire process, aiding the reproducibility of
the process while retaining freedom around the resulting artefact
and knowledge. That is, being able to reproduce the process does
not necessarily lead to the same outcome.

While explaining Al systems is an interdisciplinary effort, the
two camps of system- and human-centered research face major
challenges in achieving the grand goals of explainable Al when
continuing to operate in silos (Chen, 2024; Abdul et al., 2018). For
one, research on explainable Al has been led by a techno-centric
perspective, fostering the development of a wide range of com-
putational explainers, but overlooking the human side of expla-
nations during the design phases. Yet, users are diverse and their
explainability needs are disparate and mutable (Tonekaboni et al.,
2019; Corti et al., 2024). HCI scholars, in particular, have advo-
cated putting humans back at the center of explainable Al research
(Ehsan et al., 2021a, 2023a) by building on top of existing theo-
ries from philosophy, social science, and design. While these works
have been instrumental in expanding the definition of explainable
Al beyond output explanations typical of techno-centric contribu-
tions, they employ only a subset of what works on computational
methods for XAI that have been proposed.

In our view, Research through Design (RtD) is inherently bidi-
rectional. Its continuous reinterpretation and reframing of a prob-
lem hinges on and benefits from a mutual understanding and
interdependence between the “researcher” and what or who is
“researched”, within and across system- and human-centered
perspectives. We align ourselves with Dorst and Cross (2001)
in that problem and solution spaces (of explainable Al in this
case) should coevolve: system-centered contributions might help
human-centered works and, in turn, the latter might generate in-
sights that can inform and reshape the former or even suggest all
new computational methods.

4.2.1 Method of this paper

In this chapter, we adopt a Research through Design (RtD) lens
to discuss challenges and opportunities around XAl research. Since
RtD does not impose any particular method or practice, we con-
duct four main steps in our inquiry.

First, we review the interdisciplinary contributions of scholarly
research around explainable Al. Second, we highlight and discuss
some pressing challenges around researching and implementing
in practice explainable Al systems and solutions. Third, we open
up the discussion to the broader research community and draft a
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series of research questions for XAI research encompassing cen-
tral challenges faced by existing approaches and opportunities and
computational means. Finally, we engage in a speculative inves-
tigation of a selection of real-world use cases where explainable
Al systems might be desired, highlighting both benefits and hin-
drances.

4.3 Related work

To frame our inquiry, we provide an overview of prior work —
both system- and human-centered — on explainable Al. Broader ac-
counts of explanations and explainable Al (e.g., from a philosoph-
ical viewpoint) are addressed in relation to the individual works
included in this section.

4.3.1 System-centered works in Explainable Al

The concept of explainability first emerged in works on expert
systems (Buchanan and Shortliffe, 1984). Recent advances around
subsymbolic Al approaches (e.g., Deep Learning) fueled interest in
explainability as, generally speaking, such approaches favor per-
formance over transparency (Bommasani et al., 2021)." Headlin-
ing examples of such systems are ChatGPT (OpenAl, 2023) and
DALL-E 3 (Betker et al.,, 2023), as well as other large generative
models, e.g., LLaMa 2 (Meta, 2023) and Mistral (Jiang et al., 2023).
As aresult, such systems have proliferated in diverse domains such
as healthcare (Topol, 2019) and finance (K6nigstorfer and Thal-
mann, 2020).

Nowadays, research around explainable Al remains mostly
system-centered — focused on describing individual outputs and
inference (or generation) processes of an Al system — where a
plethora of explainers have been proposed (Barredo Arrieta et al.,
2020; Guidotti et al., 2018b; Guidotti, 2022).> Prior works cover lo-
cal (i.e., for individual data instances) and global (i.e., for classes
of data instances) explainers, either in post-hoc (i.e., without mod-
ifying an Al model) (Selvaraju et al., 2020) or self-explaining (i.e.,
built-in within an Al model) (Zhang et al., 2021; Chen et al., 2018)
fashions. Practically, off-the-shelf XAI solutions can disclose the

1Subsymbolic Al approaches are more commonly referred to as black-boxes, i.e., ap-
proaches that do not disclose their internal mechanisms. One thing to notice is that
Al approaches regarded as white-box (i.e., Al models whose parameters have a precise
meaning) are not exempt from interpretability concerns as the number of parameters
increases. For instance, decision trees may become harder to interpret as their depth
increases.

2Explainer: computational method to generate explanations for a given Al model.
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importance of individual input features (i.e., feature attribution)
(Ribeiro et al., 2016; Selvaraju et al., 2020), identify influential or
prototypical training data instances (Koh and Liang, 2017; Guo
et al., 2021; Chen et al., 2019; Nauta et al., 2021), provide indica-
tions about which input features to change (and by how much)
such that different model outputs are obtained (i.e., counterfactu-
als) (Wachter et al., 2018; Goyal et al., 2019), generate human-like
concepts (Ghorbani et al., 2019; Balayn et al., 2021), and produce
rule-based explanations (Ribeiro et al., 2018; Guidotti et al., 2018a).
Given the broad range of explainers, prior work has formulated
different accounts around what makes for a “good” explanation.
Such accounts have been operationalized in a selection of prop-
erties (Miller, 2019; Carvalho et al., 2019; Sokol and Flach, 2020;
Alvarez Melis and Jaakkola, 2018; Kulesza et al., 2015) concerning
both system-centered (e.g., fidelity and stability of explanations)
and human-centered (e.g., comprehensibility and actionability of
explanations) aspects.

However, despite the abundant and insightful body of research,
we lack potential solutions to several issues. Explainability meth-
ods suffer from brittleness (Slack et al., 2020), intramethod dis-
agreement (Krishna et al., 2022), and misalignment with recipients’
(both experts and laypeople) interpretations (Zhang et al., 2019;
Balayn et al., 2022b; Alqaraawi et al., 2020).

4.3.2 Human-centered works in Explainable Al

The Human—-Computer Interaction (HCI) community (e.g., CHI,
CSCW, IUI, etc.) argues for a broader definition of explainabil-
ity, one that focuses on the recipients of explanations (Green and
Viljoen, 2020; Langer et al., 2021; Mohseni et al., 2021) and em-
braces the socially-situated nature of Al systems (Ehsan and Ried],
2020; Ehsan et al., 2021a, 2023a). HCI scholars embrace inter-
disciplinarity to bridge theories and frameworks from cognitive
psychology (Lombrozo, 2010, 2012), social sciences (Miller, 2019),
design (Yildirim et al., 2022), and philosophy (Buijsman, 2022).

A nascent research direction within HCI is that of Human-
centered Explainable Al (HCXAI).3 HCXAI researchers aim to gain
an understanding of who the recipients of explanations are (Ehsan
and Riedl, 2020), such that different perspectives are adequately
operationalized at the conceptual, methodological, and technical
levels. For that to happen, HCXAI generally rejects the idea of re-
quiring a single definition of explainability (Ehsan and Riedl, 2024)
in favor of a pluralist view over different social groups and how

3The CHI community actively engaged in this topic through workshops (Ehsan et al.,
2021b, 2022, 2023b, 2024b).
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these might interpret technological artifacts differently (i.e., inter-
pretive flexibility (Bijker et al., 1987)). Prior works in this space rest
on the rich literature around framing “XAI stakeholders” (Barredo
Arrieta et al., 2020; Preece et al., 2018; Tomsett et al., 2018; Mohseni
et al., 2021; Langer et al,, 2021) and incorporate reflexive design
practices (Ehsan and Riedl, 2020) and prior discussions highlight-
ing the relevance of explanation recipients’ context (Carvalho et al.,
2019; Miller, 2019; Sokol and Flach, 2020).

Through this lens, we can relate several prior works investigat-
ing the technical affordances and end-users of XAl systems (Ehsan
et al., 2023a) to the principles of HCXAIL. Works targeting devel-
opers and practitioners include support tools like Model Cards
(Mitchell et al., 2019) and Datasheets for Datasets (Gebru et al.,
2021) which provide structures for documenting their work on Al
models, datasets, their capabilities, and implications. Liao et al.
(2020) proposed a question bank covering prototypical questions
around explainability, while Balayn et al. (2024) investigated the di-
verse roles involved in Al supply chains, their explainability needs
and the reasons behind those. On the other hand, examples of
works targeting lay users include data-centric explanations (Anik
and Bunt, 2021) and empirical studies around the relative impor-
tance of evaluation properties of explanations (Vera Liao et al.,
2022). Finally, Langer et al. (2021) and Subramonyam et al. (2022)
propose frameworks to aid interdisciplinary research and commu-
nication around Al systems.

In conjunction with such works, others focused on understand-
ing the XAI needs of end-users. Kim et al. (2023) enquired about
the end-users of a real bird identification application and surfaced
needs related to improving human-AI collaboration. Corti et al.
(2024) focused on pulmonary medicine and inquired how clin-
icians’ uses and purposes for explainable Al evolve throughout
patient care, highlighting the relationships between patient condi-
tions, clinicians’ desire to maintain agency over the final decisions,
and properties of explanations from XAl literature. Similarly, Cai et
al. (2019b) investigated the needs of pathologists around Al-based
tools for diagnostic decision-making and, later, Cai et al. (2019c)
compiled pathologists’ information needs emerging during the on-
boarding phases of prospective Al systems (e.g., technical capabil-
ities and limitations). Instead, Rostamzadeh et al. (20022) adapted
Datasheets for Datasets (Gebru et al., 2021) for the documentation
of healthcare datasets. Finally, Tonekaboni et al. (2019) explored
clinicians’ relationship with, and trust in, Al tools for cardiac arrest
and triage prediction.
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4.4 Challenges of Explainable Al

We now discuss challenges — both system-centered (SC) and
human-centered (HC) —in researching and applying explainable Al
systems. We leave for later (Section 4.6) the discussion about their
bidirectional interplay and manifestations in specific use cases for
explainable Al.

SC1 XAI Requires Full Model Access (Section 4.4.1)

SC2 Applicability of XAI Methods (Section 4.4.2)

SC3 Optimizing for Faithfulness is Hazardous (Section 4.4.3)

HC1 Describing vs. Explaining (Section 4.4.4)

HC2 Understanding XAl Recipients (Section 4.4.5)

HC3 AlLiteracy Affects Explanation Understanding (Section 4.4.6)

4.4.1 SC1: XAl requires full model access

Recent trends popularized by industry around the release of
large language models (LLMs), black-box models that learn a prob-
ability distribution over (sequences of) words, have made this a
less common practice.4 Indeed, in 2023 we saw an increase in
the number of open-source (foundation) models being released
(Bommasani et al., 2023; Liesenfeld and Dingemanse, 2024). While
scholars increasingly call for the openness of Al models and sys-
tems, more often than not such systems are closed-source.’ This
lack of openness makes it all the more difficult to understand and
assess the robustness of newly released Al models and systems.

For explainability, this is even more crucial as most methods re-
quire full model access to be applied.® While this general behavior
might not represent an issue for developers within the compa-
nies releasing such models, it severely limits the work of devel-
opers and practitioners on the outside and the agency of users
(e.g., general consumers) that leverage those systems in their daily
lives — the system creators decide whether or not explanations are
present. Yet, to this day, the risks associated with the real-world
use of Al systems are difficult to analyze. We currently lack rigor-
ous ways to evaluate and audit Al systems, but the general lack of
transparency around Al systems is the first of many causes (e.g.,
the widespread benchmarking culture (Gururaja et al., 2023)). As
a result, we assess Al systems and models in a reactionary man-
ner after incidents have already occurred. Explainable Al methods

41n their most current form, LLMs are transformer-based models (Vaswani et al., 2017)
capable of generating human-like text.

5Meta and BigScience are among the few currently releasing models openly and making
use of documentation tools (e.g., (Mitchell et al., 2019)).

6There have been attempts at constructing explanations without full model access but
those have insofar been either limited or not representative of a model’s inner workings
(Ribeiro et al., 2020; Madsen et al., 2024).
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are viable tools to assist such endeavors (e.g., for debugging pur-
poses (Lertvittayakumjorn and Toni, 2021)) provided they can be
applied.

4.4.2 SC2: applicability of XAl methods

The Explainable Al literature comprises hundreds of methods,
each with its own peculiarities and purposes. Here we bring atten-
tion to the applicability conditions of such methods: model archi-
tecture and model classes.

Model architecture

One dimension that can be used to classify XAl methods is
whether they are model-specific or model-agnostic. Model-specific
explainability methods work based on specific information about
the architecture of the model to which they are applied. For in-
stance, methods like GradCAM (Selvaraju et al., 2020) only work
with convolutional neural networks. On the other hand, model-
agnostic explainability methods can be applied to any given Al
model to yield explanations for its output. A notable example is
LIME (Ribeiro et al., 2016), a perturbation-based method that re-
peatedly interrogates an Al model with perturbed input, collects
the output, and builds surrogate models over that data. While sim-
ilar methods can be used virtually with any model, the underlying
surrogate models can be relatively simple and thus unfit to rep-
resent the complex non-linearities of certain Al models to be ex-
plained.

Model class

In the XAl literature, to the best of our knowledge, model classes
are seldom discussed, and the majority of prior works focus on dis-
criminative models (i.e., models that are meant to learn a decision
boundary over the data). As of now, more recent (large) generative
models remain relatively excluded with few works attempting to
adapt XAl methods meant for discriminative models to generative,
sequence-to-sequence models (Sarti et al., 2023) for Natural Lan-
guage Processing (NLP). Continuing with NLP a crucial problem is
that while model-agnostic methods could be used to explain gen-
erative language models, textual perturbations (e.g., token-level
perturbations) often lead to invalid sentences. Indeed, prior work
has studied the generation of false positive input sentences for as-
sessing the adversarial robustness of language models (di Giovanni
and Brambilla, 2021), but has done so in a classification setting
using discriminative language models. For other data types and
modalities (e.g., vision), similar questions about the validity of the
perturbed samples still apply.
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4.4.3 SC3: optimizing for faithfulness is hazardous

The faithfulness (or fidelity) of explanations is concerned with
the truthfulness of explanations (and their subcomponents) with
respect to the underlying model. It is a commonly used evalua-
tion criterion for post-hoc explanations (e.g., LIME (Ribeiro et al.,
2016)) and arguably one that has received the most attention in
system-centered works. On the one hand, it is reasonable to give
importance to the faithfulness of explanations to guarantee that
the information surfaced by an explainer, and later provided to
recipients of explanations, is true. However, prioritizing faithful-
ness could generate tensions with other explanation properties
and user needs. For instance, if for an explainability recipient, car-
rying out a certain task in a certain context where the compactness
of explanations is a key property, the faithfulness of the explana-
tion could be compromised. Given a compact explanation, e., this
might surface features that are faithful only to certain parts of the
underlying Al model. However, despite possibly being preferred
in practice, it might “score” lower compared to an explanation, e,
that relates to every part of the underlying model. As Al models
grow more and more intricate and complex, there is an increasing
need for weighing the faithfulness of explanations with respect to
the number of model parameters and their (usually) dense activa-
tion.

Finally, explanations that are faithful to an underlying Al model
might not be indicative of the functioning of the overall Al system.
As Sculley et al. (2015) discuss, Al models constitute a small part of
the overall construction and functioning of an Al system; which is
the artefact that stakeholders (not in a development role) usually
interact with.

4.4.4 HC1: describing vs. explaining

The first human-centered challenge we would like to discuss
is the difference between describing and explaining a topic. De-
scribing something means providing details about a situation or
idea. A description is normally concerned with answering ques-
tions related to the who, what, when, and where. For instance, in
a history class, descriptive questions could be “What is Napoleon
Bonaparte known for?” or “Where was Napoleon exiled before his
death?” On the other hand, explaining entails providing reasons
and evidence about a situation or idea to someone. An explanation
is concerned with questions of why and how. Continuing with the
example of Napoleon Bonaparte, similar questions could be “Why
did Napoleon fail to invade Russia in 1812?” or “How did Napoleon
become emperor of France?”
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If we draw parallels between the questions above and what XAl
methods can do, we may see that such methods concern the gen-
eration of descriptions for the most part. What are often touted
in the literature as explanations are simply descriptive reconstruc-
tions of what an Al system might be giving more importance to. In
psychology and social science literature, on the other hand, sev-
eral theories of explanations have been introduced, highlighting
diverse aspects of explanations such as selectivity (Lombrozo and
Liquin, 2023) or stimulating curiosity (Liquin and Lombrozo, 2020)
that go beyond what we can currently achieve.

We see this as a central misconception in explainable Al, cre-
ating a misalignment between what explainable Al can offer and
what it claims to be. Take the example of a physics textbook: how
would students be able to build the expected understanding about,
e.g., fluid statics if the textbook were to only include formulas?
While one may say individual formulas are faithful to a given phe-
nomenon, what makes a textbook useful is the explanation text
surrounding the algorithm being written in a language the stu-
dents can understand.

4.45 HC2: understanding XAl recipients

The field of XAI has had the concept of audience of the explana-
tions in mind from its inception (Barredo Arrieta et al., 2020; Hind,
2019). The interaction with Al systems and the digestion of infor-
mation supplied through Al explanations are social processes in
nature. However, Al explanations are often used as ends and not
means to understand user needs. System-centered works, partic-
ularly, often overlook the human factors conditioning the use of
explanations (e.g., understandability) or reduce them to a series
of desirable properties of explanations (e.g., compactness) (Vera
Liao et al., 2022). Such practices can lead to a series of disad-
vantages: misalignment with recipients’ expectations (Hong et al.,
2020), high cognitive load (Jesus et al., 2021), and overreliance on
the explanations (Kaur et al., 2020) to mention a few.

Understanding users and their context is, on the other hand,
one the tenets of several HCI works. Yet, studies around explain-
able Al solutions and approaches often question the effects expla-
nations have with respect to the completion of specific tasks. Few
works have inquired about user needs ahead of prospective im-
plementations by using explanations as conceptual artifacts (Gaver
and Martin, 2000) from speculative design practice to prompt users
about desired explanation types, contents, and modalities (Corti
et al., 2024; Kim et al., 2023; Tonekaboni et al., 2019). While such
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works provide insights into how people use existing explainabil-
ity methods, the implications of such findings for the design of
future explainers are not always straightforward. Discussions of-
ten revolve around what is desired, drafting recommendations or
guidelines of what should be done, but do not necessarily relate or
connect to the means (computational or not) required to achieve
the “desired” explanations.

Overall, understanding the explainability needs of certain user
groups is no small feat. This can be done during the early stages
of requirements collection or later in the development to under-
stand how recipients use Al explanations. Yet, few prior works can
be found at the intersection of the two camps within XAI research
adopting an iterative loop of user feedback to refine Al explana-
tions based on both user requirements and usage (e.g., (Xie et al.,
2020)).

4.4.6 HC3: Al literacy affects explanation
understanding

Al literacy inevitably conditions understanding of explanations;
it has been a recurring research topic within the HCI commu-
nity (Long and Magerko, 2020; Laupichler et al., 2022; Wood et al.,
2021). However, empirical studies are often underpinned by the
assumption that those engaging in the explanations have a suffi-
cient level of knowledge that enables them to interpret and under-
stand the explanations correctly. In contrast to those, prior work
has shown that this is an unrealistic assumption. Explanations vary
across contexts, users’ backgrounds (Kim et al., 2023), and tasks
(Corti et al., 2024). A lack of an adequate level of Al literacy can
cause an overreliance on an Al system and the explanations that
come with it.

We view causality as a crucial point to stress in this case. Of-
tentimes, there is not a real and justified connection between the
output of an Al system and domain knowledge, or domain-specific
processes (Holzinger et al., 2019). Al systems do not hold any com-
municative intent (Bender and Koller, 2020) and, as Al systems
advance technically, the risk of plausible-looking outputs and ex-
planations increases as well. As Bender and Koller (2020) argue,
systems like large language models solely built on form, do not
have a way to produce meaning. In this sense, prior HCI work has
investigated the potential effects of biases and misunderstandings
of Al's capabilities (Croskerry, 2013; Bach et al., 2023; Fogliato et al.,
2022). However, despite ongoing research efforts in causal ML and
XAI (Guidotti, 2022; Biswas et al., 2022), it is still an elusive concept
within the current generation of Al systems.
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Nowadays, in practice, we see more and more institutions trying
to incorporate some degree of technical and Al-related training for
their staff. For instance, some healthcare institutions provide resi-
dency training (e.g., for radiologists) where Al training is included.
Reasonably, broader education support for Al literacy is currently
lacking (Karaca et al., 2021), and its operationalization is a signif-
icant effort that requires balancing domain-specific and technical
knowledge.

4.5 Opportunities and methods

In this section, we will provide what we believe to be a series
of opportunities for advancing research on explainable Al. Specifi-
cally, we discuss bidirectionality in human-Al interactions, the role
human knowledge has on model explainability, the accessibility of
Al explanations, and the temporal dynamics of explanations. We
conclude by turning to the broader research community with an
interdisciplinary call for action.

4.5.1 Bidirectionality as a key principle to design
explanations

Bidirectionality in human-Al interactions is fundamental for
accomplishing complex tasks and achieving high team perfor-
mance. It relies on the interdependence of skills, a mutually recog-
nized awareness, shared communication, and intricate teamwork
(Butlin et al., 2023; Sliwa, 2021; Holder et al., 2021). Recent ad-
vances in Large Language Models have caused significant changes
in how one can create plausible and believable text (Park et al.,
2023), which for all intents and purposes can also enable Al sys-
tems to understand and communicate through human language.
However, such advances are often due to an overparameterization
of models and a prioritization of fluency of the output text even
though issues of robustness persist (Ji et al.,, 2023; Wang et al.,
2023).

Explanations can act as support tools when interacting with Al
systems to aid decision-making processes (e.g., fostering credibil-
ity) by further disclosing system affordances to humans (Fig. 4.1).
However, current explainers and explanations do not abide by the
notion of bidirectionality but rather provide information, usually,
without offering a chance for humans to follow up. We find this
especially crucial when multiple human actors are involved in the
interaction with an Al system.
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Figure 4.1. Applying Research through Design to researching explainable Al natu-
rally creates a space for bidirectional interplay — underexplored in current explain-
able Al literature — between recipients of explanations (subjects of human-centered
inquiries) and Al systems (built according to system-centered engineering prac-
tices).

4.5.1.1 Informational and transactional needs

When interacting with Al systems, humans engage in an infor-
mation-seeking process regardless of whether this happens in a
collaborative setting or not (Sivaraman et al., 2023; Shah and Ben-
der, 2024). In this sense, explanations for Al systems give the op-
portunity to go beyond the individual outputs of Al systems, even
for more articulate large generative models. Different patterns can
arise from these interactions. For instance, if alignment between
human(s) and Al occurs, the explanations can serve as evidence
for one’s decision-making process. If, instead, misalignment is
present, external factors like time constraints and pressure could
condition the interpretation — or willingness to interpret — of Al
explanations. Cases of partial alignment represent more nuanced
and interesting scenarios. In such situations, human actors might
seek the viewpoint of more knowledgeable colleagues (e.g., with
more years of experience, or a different specialization). As such,
the way of satisfying one’s information needs shifts from informa-
tional to transactional (Jansen et al., 2008); evolving into a process
of locating a potentially different source of information (Ekstrand
et al.,, 2023). These behaviors are aligned with the notion of a more
knowledgeable other by Vygotsky (2012), e.g., a parent or teacher
who has more knowledge of a topic a child might seek to learn.

Future research could further investigate these shifts in infor-
mation-seeking behaviors for explainability and mitigate critiques
around selecting (Lai et al., 2023) and “comparing and contrast-
ing” (Miller, 2023; Cai et al., 2019a) different explanations. We be-
lieve gaining such insights could also (partially) address different
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biases encoded within an Al system. For instance, anchoring bias
(Tversky and Kahneman, 1974) could manifest when Al-generated
outputs and explanations are pushed to human actors before their
own decision and sense-making processes take place (Bach et al.,
2023). Finally, it is conceivable that depending on the nature of the
Al system (e.g., proactive vs. reactive), different delivery strategies,
and their timing, should be further investigated.

4.5.2 Temporal dynamics of explanations

Despite prior work in explainability soliciting longitudinal per-
spectives and studies (Ehsan et al., 2019; Maharjan et al., 2021),
prior work in explainability has treated explanations as stationary
entities and overlooked the temporal dynamics of explainable Al
Examples of longitudinal perspectives around studying explain-
able Al are few and far between (e.g., (Corti et al., 2024)), and often
occur at, and focus on, a single moment in time (e.g., (Cai et al.,
2019c)). We believe this to be an important knowledge gap given
that (1) in “single sitting” studies participants might only get a
crude impression of what an Al system can do; and, (2) the po-
tential benefits and shortcomings of certain explanations might
emerge after multiple interactions occur over some time. For in-
stance, Corti et al. (2024) found that clinicians see explanations as
a tool for learning Al-based CDSSs. That is, explanations should
always be present but bear diminishing importance as they learn
when and how to use CDSSs.

Longitudinal studies, or studies adopting a longitudinal per-
spective, per se, are not new to HCI scholars who have orga-
nized Special Interest Groups (Vaughan and Courage, 2007), panels
(Vaughan et al., 2008), and tutorials (Jameson et al., 2009) around
conducting those. For instance, researchers adopted a longitu-
dinal perspective to inquire about the planning and delivery of
health interventions (Jo et al., 2022; Blair et al., 2023). Other works
cover the usage of conversational agents (Pradhan et al., 2020; Al-
bert et al., 2023), users’ behaviors on the web (Teevan et al., 2010;
Furtado et al., 2013), personal competence development (Pekarek
Doehler and Berger, 2019), or the design and creation of specific
tools (Tabard et al., 2008). Such a body of longitudinal research
presents, in our view, inspiration and a clear opportunity to under-
stand when and how to apply explainable Al techniques to real-
world problems.

453 Explanations availability to users

Despite the considerable efforts in explainable Al (Section 4.3.1),
the fruition of XAI methods remains cumbersome, even for devel-
opers and practitioners, and hinders the proper evaluation of Al
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models beyond accuracy-based measures. To this, we denote two
main contributing factors: (1) the infancy of certain techniques
(discussed in Section 4.4.2); and, (2) the lack of support tools that
integrate explainability. Here we discuss more in depth the lat-
ter.

On a surface level, explainability methods are accessible to de-
velopers and practitioners through authors’ Github repositories
and public collections of software libraries and packages.” How-
ever, from the perspective of practitioners’ workflows, adopting
similar methods or libraries could pose some caveats. First, and
particularly for development libraries, is that not all of them might
support Jupyter notebooks (e.g., (Hoover et al., 2020)) which is
instead a prevalent development environment. While this prob-
lem might be hinging on individual developers’ workflows, we ar-
gue that the interactivity of explanations within an environment
customary to many practitioners working with Al is a key aspect
to bear in mind. Second, explainability techniques might come
embedded in prepackaged tools which promote the use of their
ad-hoc interfaces to compute and consume explanations (e.g.,
(Geva et al., 2022; Nori et al., 2019)). To exemplify this, we looked
at existing explainability tools for developers working on Natu-
ral Language Processing and Language Modeling. We bring rel-
evant examples in Table 4.1. Setting aside the specific purposes
of individual methods and tools (e.g., InterroLang (Feldhus et al.,
2023) emphasizes exploring Al models), learning new XAI meth-
ods and tools, or transitioning across them, can prove cumber-
some.

We believe in pursuing research in the direction of interactive
explanations (Xu et al., 2023; Mohseni et al., 2021) and, particu-
larly, selective and mutable (Bertrand et al., 2023) explanations.
First, selectivity would enable users to decide when to interact
with explanations, change the visualization modality, and tweak
the granularity of the information. This can be particularly useful
for laypeople who might prioritize the completion of the task at
hand. Second, mutability would expand on those interactions to
encompass hypothesis testing and comparisons, something that
could bring practical benefits to developers and practitioners dur-
ing Al system design, development, and testing.

4.5.4 Human knowledge for model explainability
Grounding in the real world and human knowledge (historical,
domain-specific, etc.) is a missing element in many explainers for

A simple example is PyPI (https://pypi.org/), a searchable repository of community-
developed Python software.
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Table 4.1 Examples of XAl tools that support (large) language models. Venue: system-centered
(S), human-centered (H), or neither (N.A.) for non-peer-reviewed tools. XAl Methods: we mark the
kind of XAl methods that each tool supports.

Paper Venue XAl Methods
Gradient- Surro- Shapley Hidden Ratio- Instance Pertur-
based gate Values layer naliza- Similar- bation-

Model analysis tion ity based
Wallace et al. S v v
(2019)
Alammar (2021) S v v

Hoover et al. (2020)
Attanasio et al.
(2023)

Sarti et al. (2023)
Feldhus et al. (2023)
Tenney et al. (2020)
Geva et al. (2022)
Feldhus et al. (2021)

» »
<
AN
AN
<

W Vv N U\ ;W
AN
\
\
AN

Yuan et al. (2022)
Liang et al. (2023)
Song et al. (2023)
Park et al. (2021)

Hong et al. (2021)

I I I T T
N

Nori et al. (2019) N.A. v v

ArizeAl (2023) N.A. v
Nanda and Bloom N.A. v
(2022)

Al systems. For instance, a common approach to computing expla-
nations is feature importance which, in its simplest formulation,
produces a single scalar value indicating the importance of a par-
ticular input feature. Then, such scores are visualized for individ-
ual input features as image overlays, or as textual token highlights.
While similar approaches might give a crude impression of what
an Al system might be doing, much is left on the shoulders of the
recipients of explanations to determine on their own.
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Crowdsourcing offers a viable path towards helping to charac-
terize and explain what Al systems might be doing by eliciting and
leveraging people’s cognitive abilities at scale. From a broader per-
spective, prior crowdsourcing works have demonstrated the com-
plementarity of crowd workers and computational means (e.g.,
clustering (Chang et al., 2016)) on a variety of tasks (Wu et al.,
2023). Related to XAI instead, literature shows that involving hu-
mans in the explainability process can help to identify what an Al
system should and might know (Balayn et al., 2021; Sharifi Noorian
et al., 2022) using both explicit and implicit knowledge (Balayn et
al., 2022a).

It is important to keep in mind, though, that crowdsourcing
is not a panacea for the open challenges in Al and XAI research
and development. Plainly asking crowd workers “what should the
model know in this case?” is simply not feasible. For one, care
should be taken when designing crowdsourcing tasks and incen-
tives so that the desired outcome is achieved (e.g., high-quality
annotations) while creating a fair work environment (e.g., proper
hourly wage). Second, for the elicited knowledge to be practically
useful, procedures need to be put in place such that its informa-
tiveness is not compromised, or compromised to an acceptable
degree, based on the problem at hand. Lastly, triangulating expla-
nations, input from crowd workers, and existing datasets and cu-
rated collections of human knowledge (e.g., ImageNet (Deng et al.,
2009) and ConceptNet (Speer et al., 2017)) could provide stronger
reassurances when characterizing the behavior of Al systems.

Example: integrating with classical NLP and XAl

Explainable AI methods applicable to NLP models do not
present explicit connections with linguistic phenomena. Rather,
the explanations are produced solely relying on the model and
what a particular explainer is built to do. The literature on com-
putational linguistics is rich with methods (and respective imple-
mentations) that have been overshadowed by the advent of word
embeddings and neural models (Gururaja et al., 2023).% While such
methods might produce details that require specific knowledge
(e.g., grammatical dependencies), we believe those to be instru-
mental and more insightful than the simple token highlights to-
wards explaining a language model - early results also indicate this
to be the case (Tocchetti et al., 2023). To that aim, prior works in
HCI can inform the representations to users and the granularity of
information on a case-by-case basis.

8The work done within Stanford’s NLP group is a prime example of the efforts around
computational linguistics. Website: https://nlp.stanford.edu/.
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4.6 Potential use cases

Here, we adopt a speculative angle and exemplify some po-
tential use cases where explainability could be desired. While the
existing literature presents evidence for the need and application
of explainable Al systems for the following use cases, those are
severely limited. Particularly, we highlight both the computational
components and human factors that either benefit or hinder the
use of explanations.

46.1 Al model diagnosis

It is now well known that Al models and systems exhibit unreli-
able behavior when used in real-world scenarios which can mani-
fest in different ways: poor robustness to unseen data (Tocchetti et
al.,, 2025), generative models hallucinating (Ji et al., 2023), and — ul-
timately — producing real-world harms (Mehrabi et al., 2021). Prior
works, indeed, have attempted to mitigate such unreliable — or, de-
pending on the domain, even unacceptable — behaviors by devel-
oping methods to enhance or assess the robustness of Al systems
and models (Tocchetti et al., 2025), debug individual code imple-
mentations (Selsam et al., 2017) and Al pipelines (including data-
related issues) (Lourenco et al., 2019), or surface misalignments
between design requirements and code implementations (Balayn
et al., 2023). To aid such activities, explanations have already been
leveraged for the purpose of debugging Al models — a process that
Lertvittayakumjorn and Toni (2021) define as “explanation-based
human debugging” (EBHD).’

Benefits

Nowadays, with the increased use of deep learning techniques,
an immediate benefit of computing model explanations is to mit-
igate their opacity. While current explainability techniques might
not be perfect, Al developers and practitioners involved in imple-
menting and debugging Al models and pipelines have the neces-
sary knowledge to interpret Al explanations satisfactorily. What we
mean by this is that, despite literature indicating practitioners” hur-
dles in understanding Al explanations (e.g., (Balayn et al., 2023)),
they get a crude impression of what the Al model they might be
dealing with might be doing and can chart the next course of

9According to Lertvittayakumjorn and Toni (2021), EBHD encompasses both “explana-
tory debugging” (Kulesza et al., 2010) and “human-in-the-loop debugging” (Lertvit-
tayakumjorn et al., 2020).
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action, be it further training or collecting additional data follow-
ing certain criteria. Finally, connected to data, some explainability
methods bring to the surface influential (Koh and Liang, 2017; Guo
et al., 2021) or prototypical (Chen et al., 2019; Nauta et al., 2021)
data instances from training data. These, in turn, can be used to
spot problematic subsets of data points which might be underrep-
resented in the dataset, need a different preprocessing pipeline, or
display inconsistent annotations.

Hindrances

While AI developers and practitioners might be equipped with
the right knowledge to interpret Al explanations, there are funda-
mental differences between debugging errors and diagnosing Al
models. First, Al model diagnosis is a different and more complex
task compared to debugging. Diagnosing Al models relies on the
existence of specifications for model behavior, something that is
context-specific and generally not readily available. Furthermore,
while explanations can surface details concerning what informa-
tion was seemingly used by a model to predict a label or generate
a textual token, those only represent shallow descriptions of what
a model might be doing and, by themselves, might be insufficient
to adequately characterize and diagnose the behavior of Al models
and systems.

4.6.2 Appropriate automation in healthcare

The application of Al in healthcare is received with both enthu-
siasm and concerns (Topol, 2019; Thieme et al., 2023). Specifically,
Al methods and techniques are often tied to the development of
Clinical Decision Support Systems (CDSSs). Al-powered or not,
CDSSs can “provide clinicians, staff, patients, or other individu-
als with knowledge and person-specific information, intelligently
filtered, or presented at appropriate times, to enhance health and
health care” (Osheroff et al., 2007). However, the inherent criti-
cality of clinical decision-making, the lack of strong guarantees of
subsymbolic Al approaches (Schaaf et al., 2020; Walsh et al., 2019;
Mazo et al., 2020; Velickovski et al., 2014; Durieux et al., 2000), and
the broader concerns of accountability (Smith, 2021) aggravate the
need for explanations for and from Al systems. For instance, in the
context of pulmonary medicine, Corti et al. (2024) illuminated the
explainability needs of clinicians across patient care. They found
that clinicians seek general explanations of the technical affor-
dances of Al systems as much as local, patient-specific explana-
tions for individual Al-generated recommendations.
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Benefits

Before and during the usage of Al-based CDSSs, explanations
for those systems bring several benefits that align with clinicians’
information and explainability needs. In the early adoption phases,
explanations for Al-based CDSSs could be presented as documen-
tation tools (Rostamzadeh et al., 20022; Cai et al.,, 2019c) that
present an overview of a system, including its expected usage, its
accuracy, and the patient data used to create it. Such information
can then be used to determine whether a particular system is even
applicable in a certain clinic or hospital. Similarly, explanations
for individual Al-generated output can help clinicians assess such
output in relation to the specific conditions of individual patients
(Tonekaboni et al., 2019; Corti et al., 2024).

Finally, another benefit is learning how to appropriately use
an Al-based CDSS. While, in general, Al techniques can process
large amounts of data and compress it into small artifacts (i.e.,
the models), clinicians’ in-situ experience - if captured at all - is
rarely reflected appropriately by Al systems. For instance, for cer-
tain diseases (e.g., Idiopathic Pulmonary Fibrosis (Ferri and Facp,
2023)), clinicians combine lab test results, physical examinations,
and patients’ self-expressed desires and values to derive recom-
mendations (e.g., by adjusting treatments) tailored to an individ-
ual patient.'” To that aim, Al explanations can provide additional
patient-specific indicators and grounding for Al-generated out-
puts.

Hindrances

Despite the promising practical benefits and the availability of
explanations, the current generation of Al-based CDSSs (e.g., Mer-
ative'!) displays unreliable behavior when applied in real-world
practice (Topol, 2019). While guidelines for implementing Al and
XAl in healthcare have been discussed (Markus et al., 2021; Lotsch
et al., 2022), existing surveys show that in certain medical special-
ities, Al and explainable Al are underexplored (Poceviciité et al.,
2020; Singh et al., 2020). To some extent, this is understandable:
many of the off-the-shelf explainability techniques might not ade-
quately capture context and situation-specific details.

In addition to this, clinicians’ possible aversion towards algo-
rithmic solutions can impact their perception and use of Al-based
CDSSs and their explanations (Dietvorst et al., 2015). Researchers
and practitioners working with and implementing explainable Al
in practice should be aware of possible barriers to adopting such

10These and other similar principles can be found in the literature around patient-
centric care (Committee on Quality of Health Care in America, 2002; Breen et al., 2009).
HMerative (previously IBM Watson Health): https://www.merative.com/.
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solutions (e.g., noticeable criticism over Al-generated suggestions
vs. human-generated ones). Connected to this, the design of expla-
nations may surface — even unintentionally — interactions typical
of “dark patterns”: user interfaces that do not benefit the intended
recipients (with explanations in this case) but unintended others
(Gray et al., 2018). It should be noted that the term “dark pattern”
normally has a negative connotation, related to deception and ma-
nipulation of users of a particular product being sold. Here, we
adopt it to discuss interactions with user interfaces that display
Al explanations (Chromik et al., 2019) which could be obstructive
or manipulative. The designers of explainable Al-based CDDSSs
should be mindful of clinicians feeling forced or nagged to engage
with explanations, making the interaction with explanations ob-
structive (i.e., a convoluted navigation of information) or sneaky
(e.g., by withholding information). While it might be tempting to
include explanations as a way to show how “good” a system might
be, clinicians might want and need explanations to cope with its
imperfections in their daily practice (Ehsan et al., 2024a; Qian Yang
etal., 2019; Cai et al., 2019b).

4.6.3 Al for accessible resources for
second-language learners

Second-language learners (e.g., migrants) struggle to partici-
pate actively in everyday society. Embedded clauses, passive voice,
noncanonical word order, and specific vocabulary can disrupt
the flow of arguments and make common activities (e.g., reading
newspapers) complex. For instance, in the Netherlands, about 2.5
million citizens aged between 16 and 65 years old are considered
to be of “low-literacy”.'” To mitigate this phenomenon, public au-
thorities have been promoting initiatives to manually simplify texts
by leveraging diverse resources: corpus-specific frequency (Bau-
man and Culligan, 1995) lists, controlled languages, and guidelines
for accessible communication (UK Government, 2022).13

Text simplification (TS) is a traditional Natural Language Pro-
cessing (NLP) task. To that end, numerous methods have been pro-
posed to address text simplification at a lexical and syntactical level
(Glavas and Stajner, 2015; Horn et al., 2014; Specia, 2010; Wang et
al.,, 2016; Zhang and Lapata, 2017). By capturing the distributional
semantics of words (Mikolov et al., 2013; Devlin et al., 2019), gen-
erative large language models have recently shown a human-like
ability to simplify text by avoiding complex sentences and preserv-
ing text coherence. However, such models are still at an early stage

12https:/ /www.lezenenschrijven.nl/informatie-over-laaggeletterdheid-nederland.
13An example of a controlled language is ASD-STE100: https://asd-ste100.org/about.
html.
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and by encoding spurious correlations they might alter the mean-
ing of the text and hallucinate (Ji et al., 2023). For instance, gener-
ative LLMs might insert exogenous concepts never mentioned in
the original text. While such issues are present across all genera-
tive LLMs, they are exacerbated when working with low-resource
languages like Dutch (Corti and Yang, 2023).

Benefits

In a similar setting, where the output of Al systems is shown
to citizens in their everyday lives, explanations play a crucial role
in informing them (1) that an Al system is being used in the first
place; and, (2) of instance-level (i.e., on specific fragments of text)
that help them appropriately rely on the Al-simplified text. Sim-
ple explanation techniques such as token-level feature attribution
maps (e.g., (Sundararajan et al., 2017)) could highlight several dis-
crepancies between the original and the simplified text: crucial de-
tails that have been obfuscated (Corti and Yang, 2023), temporal
inconsistencies that have been introduced, and factually incorrect
information (Ji et al., 2023).

Hindrances

Despite the benefits stemming from the inclusion of explana-
tions, these might still prove difficult to parse and understand for
second-language learners. If uncontrolled (e.g., by human raters
and experts), second-language learners might find Al-generated
simplifications still quite complex. Furthermore, Al literacy (Sec-
tion 4.4.6) heavily shapes the way citizens might understand an ex-
planation. For instance, does the fact that “hitherto” from the com-
plex text contributed 75% towards the generation of “until now” in
the simplified text mean that in 75% of all simplifications that is
an operation that is made? Or, that the model is 75% sure that this
simplification is the correct one?

4.7 An invitation for interdisciplinary
collaborations

We hope that the challenges, opportunities, and use cases dis-
cussed show that, while explainable Al is inherently an interdis-
ciplinary effort, the system- and human-centered camps do not
actively interact with each other despite sharing tools and priori-
tizing complementary (albeit different) aspects of explainable Al.

In light of this, we would like to extend an invitation for in-
terdisciplinary collaborations, understanding each others’ way of
researching explainable Al and creating means and artifacts to
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aid communication and knowledge sharing across camps. For
these collaborations to take place, we suggest the use of Research
through Design — just like we did in this paper - as a scaffolding for
the overall process. RtD can provide the tools to foster system- and
human-centered works in such a way that does not harm either
way of conducting research while maintaining the focus on the big-
ger picture. From a system-centered perspective, RtD is systematic
and emphasizes the rigorous documentation of the research pro-
cess (through academic papers, technical documentation, code
repositories, etc.). Furthermore, such documentation can be fur-
ther tailored to individual stakeholders’ needs if necessary. From a
human-centered perspective, RtD gives room for researchers’ re-
flexivity to manifest in practice and cultivate the pluralistic views
and discussion around explainable Al typical of the HCI literature.

Practically, there is a need to explore more closely the intersec-
tion between system- and human-centered works on explainable
Al: the similarities help to establish common grounds, and the dif-
ferences help to formulate potential and fruitful research questions
and agendas. Additional aspects to consider are the directions the
two camps are moving towards. On the one hand, system-centered
researchers have recently started to experience pressure from in-
dustry, making their work potentially less useful (e.g., Al systems
from industry consistently performing better than research-led ef-
forts) or less accessible (e.g., complex code implementations with
ad-hoc setups required). This, in turn, could make such work less
appealing to the broader research community. On the other hand,
the HCI community has been growing more and more interdisci-
plinary (Chen, 2024). As a result, we might see an increasing display
of system-centered contributions in HCI venues. However, we view
this phenomenon as risky. Overfitting to the “customs” of a com-
munity might not emphasize the goodness of (the parts of) such
contributions and might exacerbate the creation of an “echo cham-
ber” effect, ultimately endangering collaborations beyond the HCI
community.

One thing that we would like to make explicit is that we are
not arguing for the adoption of RtD in every paper. While possible,
the systematicity of RtD, the documentation and artifacts gener-
ated throughout the process, and the knowledge being (re)framed
would likely not fit within the limits set by individual venues and
journals.

4.8 Conclusion

In this chapter, we adopted Research through Design as alens to
question our understanding of explainable Al and how it should be
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researched. We discussed contributions to explainable Al research
from both the system- and human-centered angles, highlighting,
however, the solitary modus operandi of the two camps. To address
this, we also suggested Research through Design as an overarching
method to research explainable Al. While being rooted in design
practice, Research through Design is more systematic, reflexive,
and documented such that other researchers and practitioners can
follow similar steps without the expectation of achieving the same
outcome. We believe this flexibility offered by Research through
Design to be instrumental in addressing the socio-technical nature
of Al systems, the bidirectional effects emerging in and shaping
human-AlI interactions, the inherent diversity of the stakeholders
of Al systems, and the nuances of specific contexts in which expla-
nations are wanted or necessary. We substantiate our proposal by
discussing (1) the challenges that the system- and human-centered
camps within explainable Al research face; (2) the opportunities
that lie in studying the bidirectionality of human-Al interactions,
the temporal dynamics that shape those interactions, the availabil-
ity of explanations, and the role of human knowledge in creating
and understanding explanations; and, (3) a speculative exercise
grounded in real-world use cases of explainable Al systems. We
call on researchers in either of the camps of explainable Al to col-
laborate more closely, understanding each others’ ways to conduct
scholarly research, and creating means and artifacts that aid com-
munication across camps while being situated at the intersection
of system- and human-centered perspectives around explainable
AL
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