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Highlights

This study presents an airborne cross-source point cloud fusion framework that leverages
local plane constraints and point-to-plane alignment to improve geometric consistency
between LiDAR and photogrammetric data, particularly Dense Image Matching (DIM)
point clouds. Unlike conventional workflows for cross-source fusion, which end with
rigid registration or georeferencing datasets into a common reference frame, this research
goes further by extracting PCA-derived local planar features and incorporating them into
the fusion process to enhance surface preservation and reduce structural inconsistencies
arising from density variations, noise, and acquisition differences. Experimental results
demonstrate improved semantic consistency and a more reliable representation of urban
features, particularly for buildings and ground surfaces, compared with conventional
fusion strategies.

What are the main findings?

¢ The proposed point-to-plane sequential refinement for the cross-source fusion strategy
significantly improved geometric alignment and semantic consistency between airborne
LiDAR and DIM point clouds in complex urban environments.

* Incorporating PCA-based local plane constraints improved surface preservation and
reduced registration errors caused by differences in sensor accuracy, noise, and other
cross-source discrepancies.

What are the implications of the main findings?

* Improved fusion quality can support more accurate automated 3D city model-
ing, urban mapping, and semantic segmentation applications using heterogeneous
airborne datasets.

¢ The proposed framework demonstrates that the local plane constraint in airborne cross-
source point cloud fusion provides a robust alternative to conventional fusion methods
for large-scale dataset integration and reconstruction.

Abstract

Point cloud fusion is crucial in geospatial analysis, combining data from multiple sources
(e.g, LIDAR and photogrammetry) to provide a more complete and accurate environmental
representation. However, integrating airborne hybrid sensors or cross-source point clouds
remains challenging due to variations in geometric accuracy, data precision, gaps, and
sensor attributes. Despite recent advancements, these challenges remain and are among the
most demanding aspects in geospatial data processing for remote sensing applications. We
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propose a new point cloud fusion algorithm that leverages local plane constraints to achieve
advanced semantic consistency. The proposed method dynamically fits local planes to the
target point clouds, enabling robust alignment of source points to these planes. Evaluation
on two real-world datasets demonstrates significant gains in accuracy and preservation of
geometric details. Our algorithm also improves the accuracy of downstream tasks such as
semantic segmentation. In our experiment, the overall accuracy for the Dudelange dataset
increases from 48.5% to 80.1%, and that for the Dublin dataset increases from 72.9% to 88.0%.
While challenges persist with sparse and noisy datasets, experimental results highlight
the effectiveness of the proposed method, offering valuable insights for maximizing the
potential of cross-source point cloud data.

Keywords: ALS; airborne sensor; photogrammetry; geospatial data; feature extraction;
cross-source; multi-source data; classification; city modelling

1. Introduction

Point clouds, consisting of dense collections of three-dimensional (3D) coordinates,
have emerged as a cornerstone for spatial data representation in various domains. They
provide a precise and detailed depiction of real-world objects and terrains, making them
indispensable for high-spatial-accuracy applications. The importance of point clouds lies
in their ability to offer a geometric basis for advanced analyses, such as classification,
segmentation, and object recognition [1-3], enabling decision-making processes across
industries such as topographic modeling [4,5], forest monitoring [6], building information
modeling [7], environmental analysis [8], and 3D city modeling [9,10].

The process of acquiring airborne point clouds mainly relies on two methods: laser-
based and photogrammetry (Figure 1). Aerial laser scanning (ALS), also known as Light
Detection and Ranging (LiDAR), excels at capturing precise geometric data across large
regions, including detailed terrain models and vegetation mapping [4,11]. On the other
hand, photogrammetry, particularly Dense Image Matching (DIM), reconstructs 3D points
by analyzing overlapping aerial images, resulting in high-resolution data enriched with
texture. A significant advancement in this field is oblique photogrammetry (Figure 1-DIM),
which takes images from tilted angles and has further enhanced the ability to model
complex urban environments [5,12]. This approach significantly improves downstream
research by revealing important details of building facades and intricate structures that
may be hidden in standard vertical (nadir) photogrammetry.

Despite the individual strengths of LIDAR and DIM, a single data source is often
insufficient to capture the full complexity of urban scenarios. Cross-source point clouds,
derived by combining LiDAR and DIM, address this limitation by integrating the comple-
mentary strengths of both technologies [10,13]. LiDAR provides precise structural and
terrain data, while DIM enriches the dataset with high-resolution textures and finer details.
This integration also improves semantic segmentation or scene understanding, which is
crucial for many applications, such as disaster management, infrastructure monitoring,
and 3D city modeling [6,9,10].

However, the fusion of cross-source point clouds presents significant challenges, begin-
ning with the registration process [6,14]. Point cloud registration, which involves aligning
datasets into a common coordinate system, is a critical and necessary first step for any
subsequent processing. Registration methods primarily focus on global alignment [15,16].
While they ensure initial alignment, they may not adequately handle local geometric varia-
tions. Precise point cloud fusion, which builds upon accurate registration, is essential for
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ensuring consistency, reducing noise, and eliminating redundancies in the merged dataset.
Without precise fusion, inaccuracies and inconsistencies in registered point clouds can
propagate into later stages.

o0 Qo LiDAR —oQo— 0%

\

TTT T TI T T T T Ve

q'q-qu"Q»g....

Figure 1. Data acquisition layout with airborne LiDAR and DIM from nadir and oblique imagery
(Reproduced from Parvaz et al. [17]).

Recent studies have sought to address the challenges associated with point cloud
fusion [14,17,18]. Conventional methods, particularly rigid transformations, employ itera-
tive optimization techniques to achieve alignment between point clouds [8,19,20]. While
these methods can be effective under controlled conditions, they often encounter limitations
when applied to cross-source datasets that exhibit irregular densities, noise, and varying
resolutions. These inconsistencies are particularly relevant for airborne DIM point clouds,
where vertical accuracy is generally lower than that of LIDAR and the reconstructed ge-
ometry can vary depending on the photogrammetric processing method, making spatially
varying residual errors difficult to correct using a single global transformation. Further-
more, recent non-rigid alignment methods also require the establishment of point corre-
spondences between the point clouds [21,22], a task that becomes increasingly challenging
in large-scale airborne cross-source datasets.

Given these limitations, this study proposes a single-pass local refinement and fusion
method for globally pre-registered airborne LiDAR and DIM point clouds. Rather than
introducing PCA for registration, plane fitting, or point-to-plane projection as independent
algorithms, the contribution lies in combining PCA-derived target planes with source-
normal-guided point-wise adjustments to reduce local cross-source geometric inconsisten-
cies before fusion. The proposed framework therefore addresses the methodological gap
between global registration and local cross-source geometric refinement. Beyond geometric
refinement, the study also investigates whether local plane-constrained cross-source align-
ment improves downstream semantic consistency on two complementary urban datasets
and compares it with conventional and modern fine-registration-based approaches. The
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remainder of the paper reviews related work, presents the mathematical formulation and
methodology, and describes the experimental datasets and evaluation procedure.

2. Related Literature

Research on LiDAR and DIM point clouds has primarily focused on registration,
whereas fewer studies have addressed their subsequent local refinement and fusion. Since
the proposed method assumes that global registration is already available, this section
briefly reviews only the registration approaches relevant to the selected baselines, followed
by cross-source fusion methods and their principal challenges.

Conventional methods like Iterative Closest Point (ICP) remain foundational [23,24].
ICP iteratively computes correspondences between closest points and estimates a trans-
formation to align the datasets. Although effective for pre-aligned datasets [15,16],
ICP is sensitive to initialization, outliers, and noise. Beyond ICP, feature-based [25,26],
graph-based [21,27], and learning-based [28-30] methods have been developed to improve
registration under noise, occlusion, and large initial misalignment. However, their applica-
tion to heterogeneous airborne LiDAR and DIM data remains challenging due to differences
in density, coverage, sensor accuracy, and the need for cross-source local alignment [16,31].
As the present study focuses on local refinement after global registration, these approaches
are reviewed only as contextual background.

2.1. Point Cloud Fusion

Point cloud fusion aims to integrate multiple point clouds into a single, coherent 3D
representation [4,17,20,32]. The effective fusion of LIDAR with photogrammetry-derived
DIM point clouds requires precise registration to resolve the geometric inconsistencies
that arise from their differing characteristics [6,13,33]. Conventionally, after registration or
georeferencing within the same coordinate system, point cloud datasets are fused by simply
combining them into a unified representation (Equation (1)). This usually works with the
same-source or terrestrial data, but for cross-source and airborne data, it creates two layers
of data when no fusion operation is performed [17]. Effective fusion is particularly valuable
in multi-sensor environments, where it can combine the strengths of different technologies
to overcome individual limitations. Our contribution in this research is to find this fusion
operator ®.

F =P UP; (1)

F =O(Ps, Pr), 2)

where Ps is the source point cloud, P; is the target point cloud, ® denotes the fusion
operation and F represents the resulting fused point cloud.

Fusion between datasets acquired by different sensors is of particular interest [6,13].
LiDAR provides precise geometric information and can penetrate vegetation, while DIM of-
fers high-density data and detailed color information. By integrating these complementary
modalities, fusion yields high-quality 3D reconstructions.

Typical workflows involve coarse georeferencing of DIM data using GNSS, IMU
information or ground control points, followed by fine registration using algorithms such as
ICP or VGICP [6,14,20]. Scene segmentation (e.g., by street networks or object boundaries)
is often employed to enable localized alignment. Methods such as Line-Based fusion have
also been explored to combine structural features across modalities [17,33,34], and hybrid
adjustment frameworks have emerged that jointly process LIDAR and DIM data to enhance
overall georeferencing [8,19]. The cross-source point cloud fusion work of Parvaz et al. [17]
is notable for addressing these challenges using a slice-to-slice adjustment method. Their
approach breaks down point clouds into smaller slices and performs local alignments,
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mitigatin e impact of cross-source variations on overall fusion accuracy. A comparison
tigating th t of t £ y. A

of selected representative registration and fusion studies, which may serve as relevant

benchmarks for evaluating new cross-source registration and fusion methods, is provided
in Table 1.

Table 1. Summary of representative point cloud registration and fusion studies relevant to cross-

source airborne data.

Study Year Data Sources Main Task Core Method Main Limitation
Sensitive to
Besl and McKay [23] 1992 Point clouds Rigid registration Icp initialization
and outliers
Cross-source Dependent on
Huang et al. [26] 2020 . Global registration ~ Feature matching reliable cross-source
point clouds descri
escriptors
. : . . Does not perform
Toschi et al. [13] 2021 Airborne LIDAR Data integration Geometric quality point-wise local
and DIM assessment .
refinement
. . . . . Primarily estimates a
Koide et al. [24] 2021 Point clouds Rigid registration ICP global transformation
Depends on
Airborne LiDAR . Slice-to-slice predefined slicing
Parvaz et al. [17] 2024 and DIM Cross-source fusion adjustment and structural
features
Local Requires locall
Airborne LiDAR . plane-constrained q y
Proposed method - Cross-source fusion . . planar
and DIM point-wise .
. neighborhoods
adjustment

2.2. Challenges in Fusion

Despite notable advances, cross-source point cloud registration and fusion remain

affected by several challenges. These difficulties primarily stem from the inherent variability

of data collected by different sensors [14]. The main challenges are summarized as follows.

Heterogeneous data characteristics: Point clouds captured by different sensors often

vary significantly in scale, density, noise level, and completeness.

Scale variation: Different sensors may operate using varying physical metrics, in-
troducing relative scale discrepancies [12,35]. Accurate registration under unknown
scaling conditions requires robust normalization or scale-invariant strategies.
Density differences: LIDAR point density depends on range distance and incidence
angle. The incidence angle is notably varying in urban environments due to differences
in surface orientation; e.g., roofs and facades. In contrast, DIM may exhibit non-
uniform density in a different way, as it is influenced by image overlap or surface
texture [27,36]. Such disparities complicate correspondence matching.

Noise and outliers: Sensor-specific limitations and environmental conditions con-
tribute to varying noise characteristics. For example, LIDAR data might be affected
by atmospheric refraction and ghost points, artificially placed in between scattering
surfaces [37], whereas DIM can introduce artifacts from mismatched image features.
Robust statistical approaches proposed by Nurunnabi et al. [38,39] have proven effec-
tive for reliable outlier detection.

Missing data and occlusions: Each sensor has its own limitations regarding surface
visibility and occlusion [27], leading to missing regions in the reconstructed scenes.

https:/ /doi.org/10.3390/rs18152598
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*  Smoothing effects: LIDAR data typically has crisp but irregular edges, while DIM
often shows rounded building edges.

Correspondence establishment: Accurately matching features across cross-source is chal-
lenging due to the lack of consistent correspondence and geometric characteristics [21,30,33].
Conventional feature descriptors may fail across modalities, motivating the development of
cross-modal and learning-based feature extraction methods.

Fusion accuracy and robustness: Algorithms must cope with large initial misalign-
ments, inconsistent densities, and high outlier ratios. Ensuring robust and accurate align-
ment under these conditions, especially for large-scale scenes, remains a difficult task [31].
Furthermore, the generalization of learning-based methods across datasets with diverse
sensor characteristics is an active research question.

Computational efficiency: Applications such as real-time 3D object detection and
autonomous driving require high-speed processing of large-scale point clouds [16,40]. Fu-
sion through conventional non-rigid registration methods are computationally demanding,
depend on reliable dense correspondences, and are evaluated mainly on relatively small
deformable-object datasets [21,22,41]. Their scalability and transferability to partially over-
lapping, density-imbalanced airborne LiDAR-DIM clouds containing millions of urban
points therefore remain insufficiently demonstrated.

Lack of standardized benchmarks: There is a shortage of publicly available and stan-
dardized datasets specifically curated for evaluating cross-source fusion methods [16,17,31].
As emphasized by Huang et al. [31], establishing well-defined benchmarks is crucial for
enabling fair comparisons and driving further development in the field.

Addressing these challenges is fundamental for unlocking the full potential of cross-
source point cloud fusion. Recent research emphasizes that beyond accurate alignment,
semantic consistency across modalities is critical for reliable scene interpretation [1,6,42].
As such, efforts have increasingly shifted toward evaluating how well fused data sup-
ports downstream tasks like classification and segmentation. Benchmark datasets such
as H3D [43] expose the need for algorithms that can operate simultaneously on ultra-
dense UAV-LiDAR and multi-view-stereo meshes, encouraging research on cross-source
label transfer and evaluation. Various methods are employed for cross-source point cloud
segmentation, including conventional machine learning algorithms utilizing geometric
and color features [44] and, increasingly, deep learning approaches [2,42]. Probabilistic
frustum-based frameworks integrate 2D image detections with LiDAR data into volumetric
3D grids, enabling robust object detection under occlusion and sparsity [40]. Multimodal
attention networks [42] enhance results by fusing features within and across modalities,
improving small-object detection and class balance. However, generalization across sensor
types and environments remains a key challenge. Future research should prioritize the
development of generalizable, scalable, and efficient solutions that can handle the diversity
inherent in multi-sensor 3D data.

3. Mathematical Definition

The problem of cross-source point cloud fusion can be defined as the process of
aligning and merging two point clouds, a source point cloud (e.g., DIM) S = {sq,s2,...,8,}
and a target point cloud (e.g., LIDAR) T = {t;, ts,..., t;; }, into a unified coordinate system
such that the geometric inconsistencies between the datasets are minimized. Unlike rigid
alignment, where a single transformation matrix is applied to the entire source point
cloud [15,29], the cross-source point cloud fusion requires to operate on a per-point basis,
enabling non-rigid alignment.

https://doi.org/10.3390/1s18152598
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For each point s; € S, the objective is to find a local transformation vector dy; € R3
that minimizes the distance to its corresponding plane in the target point cloud T. This can
be expressed mathematically as:

F; = argdmin (i) - (si + dsi — py) |17 ®)
si
where s; is the individual source point under the local transformation F;, p; is the orthogonal
projection point on the locally fitted plane in T, and ny(;) is the normal vector of that
source point.

This process ensures that each point in the source point cloud is aligned to its locally
corresponding geometry in the target point cloud. As described later, by employing Princi-
pal Component Analysis (PCA) to derive the plane and the point p; on it, the algorithm
adapts to local variations in density and structure, making it suitable for handling hybrid
datasets. Because a separate plane is estimated for each target neighborhood, the method
can represent spatial variations in local surface orientation, although its reliability depends
on sufficient point density and local planarity. Importantly, the update is computed in
closed form for each source point without any inner iterative optimization. The point-to-
plane distance is evaluated once, and if it is below the prescribed threshold, the point is
projected onto the plane. Otherwise, its original position is preserved. This leads to an
overall computational complexity that scales linearly with the number of source points.

This point-to-plane approach effectively functions as a non-rigid alignment technique,
addressing the limitations of conventional global methods and enabling a more precise and
reliable fusion of cross-source point clouds.

4. Methodology

The proposed method for point cloud fusion relies on PCA-based point-to-plane
alignment (Figure 2) to emphasize local geometric adaptation to overcome the challenges
associated with cross-source datasets. The method (Figure 3) is broken down into the
following key steps.

Figure 2. Illustration of the fusion process using local plane constraints.
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DIM Point Cloud S (x, y, z) LiDAR Point Cloud T (x, y, z)

Determine point Normal, Nsi Find neighbor points

Fitting the plane, PCA
Compute point-to-plane distance, d,;

Project S; onto the plane, if |d,; | <t

Fused Point Cloud

Figure 3. Fusion steps for cross-source point cloud.

1.

. Local plane fitting: Using the identified neighborhood N

Preprocessing: Prior to fusion, both the DIM and LiDAR point clouds undergo pre-
processing to enhance data quality. This includes noise and outlier removal through
statistical filters to eliminate spurious points as well as coordinate system alignment
to ensure consistent spatial references. Additionally, source point’s normal n; is either
determined during the process or can be imported as pre-calculated normals.

. Neighborhood selection: For each point s; in the source point cloud, a corresponding

neighborhood N, in the target point cloud is identified. This is achieved using a
fixed-radius nearest neighbor search, ensuring that the selected neighborhood captures
the local geometry around the nearest point t; in the target cloud.

- @ local plane is fitted by
PCA. The eigenvectors corresponding to the first two eigenvalues define the plane, while

the centroid of the neighborhood serves as a representative point p; on the plane.

. Point-to-plane projection: Each source point s; is projected toward the fitted local plane

of the target point cloud along the direction of its surface normal to preserve local
surface orientation. This critical decision was adopted because the facade points from
airborne LiDAR near the ground and roof are sparse, and the PCA-fitted plane is mainly
governed by horizontal surface points. The facade points from the source should remain
fused with the LiDAR facade points, and this is only possible if they move along the
source normal within the threshold 7. The projection distance d; is computed as

dsi = ng(j) - (si — pj), 4)

where n,(;) represents the normal vector of the source point s;.

. Local transformation: Instead of estimating a full rigid or non-rigid transformation

matrix, the proposed method performs a constrained local point update along the source
point normal direction. Each source point s; is adjusted according to the computed
projection distance d;, enabling local geometric refinement while preserving the original
surface characteristics.

. Sequential refinement: The source point cloud is refined sequentially by processing each

source point individually. For every source point s;, a local neighborhood is determined
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in the target point cloud, followed by local plane fitting and point-to-plane projection.
After fusing one source point, the algorithm proceeds to the next until all source points
have been processed. The proposed method therefore performs a single-pass local
refinement rather than repeated iterative optimization.

7. Fusion output: After all source points have been refined, the updated source point cloud
is merged with the target point cloud to generate the final fused dataset. Following
fusion, nearest-neighbor interpolation of RGB and intensity values is applied to improve
visual and semantic consistency between the two point clouds.

This proposed fusion Algorithm 1 ensures that the source point cloud is adaptively
fused to the target point cloud, addressing local geometric discrepancies while preserving
global consistency. In sum, our single-pass local refinement method provides a robust
framework for handling the challenges of cross-source airborne point clouds.

Algorithm 1 Fusion via Point-to-Plane Alignment

Input: Source point cloud S = {s1,s2,...,5:},
target point cloud T = {t1,t2,...,tm},
neighborhood radius 7,
distance threshold

Output: Aligned source point cloud S’

1: for each points; € S do

2. Find neighborhood N;, . within radius r
3 if [Nt | = 3 then

4 Fit a plane to Nt using PCA

5: Project s; onto the plane to obtain p;

6 Compute vector: v5; ='s; — p;

7 Extract normal vector ng;)

8 Compute point-to-plane distance: ds;, = vs; - ng(;
9 if |ds;| < T then

10: Adjust point: s} = s; + dsng;)
11: else

12: Retain original point: s} =s;
13: end if

14:  else

15: Skip point

16:  end if

17: end for

! __ !/ / !/
18: return S’ = {s},s),...,s,}

5. Experiment Results

Two experiments were conducted to evaluate the effectiveness of the proposed fu-
sion algorithm in terms of alignment accuracy and semantic segmentation performance.
Alignment metrics assess how well the LIDAR and DIM point clouds are integrated, while
semantic segmentation results highlight the benefits of improved fusion for downstream
tasks such as surface interpretation and object classification.

To objectively evaluate the effectiveness of the proposed fusion algorithm, several
alignment metrics are considered: fitness metric, overlap ratio, correspondence count and
root mean square error (RMSE). These metrics provide a comprehensive evaluation of the
accuracy, structural consistency, and robustness of the fused point clouds [15,17], and are
calculated as follows:

https://doi.org/10.3390/1s18152598
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1N
RMSE = NZHSC—TCHZ ()
c=1
. |Sc|
Fitness = (6)
|S|
. T
Overlap ratio = 7] (7)
Correspondence = d(S§;, T]) < max 0.02 m (8)

where S. and T, are corresponding points in the source S and target T point clouds,
respectively, and N is the total number of correspondences. The double vertical bars ||- |
denote the Euclidean norm, while single vertical bars | - | indicate the total count of points in
asetand d(S;, T;) is the Euclidean distance between a source point S; and a target point T;.
Only source-target point pairs that are considered to have a valid correspondence are
included in the evaluation, where validity is defined by a maximum distance of 0.02 m.

These metrics serve complementary roles in assessing the fusion performance. Firstly,
RMSE quantifies the average error between corresponding points in the registered datasets.
Secondly, the Fitness Metric measures the fraction of points in the source cloud that have a
valid corresponding point in the target cloud, reflecting the degree of alignment between
the two datasets. Thirdly, the Overlap Ratio represents the percentage of spatial regions in
the source point cloud that successfully overlaps with the target cloud after transformation,
providing insight into how well the fusion process preserves geometric structures. Lastly,
the Correspondence Count indicates the number of successfully matched points between
the two datasets, serving as an indicator of how well different regions of the point clouds
are integrated. These metrics collectively ensure that the fusion process is evaluated not
only in terms of global alignment accuracy but also in terms of local consistency and
geometric completeness.

Semantic segmentation, which is the process of assigning a label to each point or
pixel [1,3], is a prerequisite for further analysis and enhancement of point clouds [8].
To evaluate the practical impact of the proposed fusion algorithm, four primary classes
(Ground, Building, Trees, and Unclassified) are segmented using widely accessible semantic
segmentation tools for airborne point clouds. The ground-truth point clouds for both study
areas were manually labelled through visual interpretation of the point cloud geometry
and RGB information. Points that could not be assigned confidently to Ground, Building,
or Trees were retained as Unclassified. The same manually labelled reference data and
identical segmentation and evaluation procedures were used for all compared point cloud
inputs to ensure a consistent assessment of the effect of the proposed fusion method. We
employ several standard semantic segmentation performance metrics derived from the
normalized confusion matrix.

N
OA = — Liz TF 9)
Zi=1(TPi + FP;+ TN; + FNZ‘)
TP,
IoU; = -t 1
°Ui = 75 7 Fp, 1 EN, (10)
F1; 2-Th (11)

T 2.TP,+ FP, + FN;

where FN;, FP;, and TP; denote the false negatives, false positives, and true positives for
class i, respectively. Overall Accuracy (OA) measures the proportion of correctly classified
points over the entire dataset. Mean Intersection-over-Union (mloU) evaluates the average

https://doi.org/10.3390 /1518152598
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overlap between the predicted and actual class regions, effectively penalizing both under-
and over-segmentation. Finally, the mean F1 score balances precision and recall, providing
a harmonic mean of these two metrics to summarize per-class performance.

To evaluate the proposed fusion algorithm, we used two real-world urban datasets, repre-
senting diverse urban environments. The first dataset corresponds to Dudelange (Luxembourg)
(https:/ /data.public.lu/en/datasets/lidar-2019-releve-3d-du-territoire-luxembourgeois/, ac-
cessed on 1 September 2022 ), a medium-sized urban area with a mix of isolated residential
buildings, open spaces, and vegetation. The second dataset represents Dublin (Ireland) [45],
characterized by highly structured urban landscapes with dense building clusters, narrow
streets, less vegetation and large-scale infrastructure. Both datasets contain LiDAR points
with corresponding DIM data. The LiDAR point density is roughly 15 points/m? for the
Dudelange dataset and 250 points/m? for the Dublin dataset. These differences contribute
to variations in geometric details, occlusions, and data completeness, making them suitable
for evaluating cross-source point cloud fusion methods.

5.1. Experiment 1

The first dataset was acquired from an altitude of 3000 m, which is considered high.
The accuracy of airborne point clouds tends to decrease with elevation [11]. To account for
this, a 30 cm distance threshold was applied to the sum of both data accuracies (5 cm for
LiDAR and 25 cm for DIM) during the fusion process. The neighbourhood search radius is
selected based on this distance threshold, and the average point density of the LIDAR data
was set such that a sufficient number of points are available within the neighbourhood while
avoiding overly large regions that would blur the local geometry. Accordingly, due to the
lower density of LiDAR points in this dataset and the requirement of at least three points for
plane fitting, a 40 cm neighbourhood search radius was selected. This ensured that sufficient
neighbouring points were available to construct reliable local plane approximations.

While a few other research studies discuss the fusion of heterogeneous point clouds at
a conceptual level, they do not provide a directly comparable local and non-rigid fusion al-
gorithm with a publicly available implementation. For this reason, we use well-established
baselines, ICP [23], VGICP [24] and Line-Based fusion [17], for quantitative comparison.
All methods were evaluated on the same workstation equipped with 13th Gen Intel(R)
Core(TM) i9-13950HX, 64 GB of memory and 24 physical cores/32 logical processors.

Table 2 compares the runtime and peak memory consumption of the evaluated meth-
ods using the same source (924,571 points) and target (440,921 points) clouds pre-aligned
with a reference coordinate frame. ICP and VGICP require substantially less computation
because they estimate a single global rigid transformation, whereas the Line-Based and
proposed Plane-Based methods perform local pointwise refinement. Among the local
methods, the proposed approach reduced the runtime from 135.40 s to 113.46 s and the
peak memory consumption from 9.12 GB to 7.53 GB.

Table 2. Computational performance of the evaluated methods.

Method Runtime (s)  Peak Memory (GB) Alignment Type
ICP (point-to-plane) 1.77 0.38 Global rigid
VGICP 1.00 0.16 Global rigid
Line-Based 135.40 9.12 Local point-wise
Plane-Based (proposed) 113.46 7.53 Local point-wise

5.1.1. Alignment Metrics-Based Evaluation

The results presented in Table 3 demonstrate the performance differences among the
three fusion methods employed in this study. ICP and VGICP exhibit the highest RMSE,
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lowest fitness metric, and minimal overlap ratio, indicating poor alignment between point
clouds. With only 261 and 501 correspondences established, both methods struggle to handle
cross-source fusion effectively due to their reliance on rigid transformations and point-to-
point distances, which do not fully account for variations in point cloud density and noise.
In contrast, the Line-Based fusion method achieves a significantly lower RMSE (0.0025),
suggesting a more precise alignment. The fitness metric and overlap ratio indicate moderate
improvements in data fusion, largely due to its ability to incorporate linear structures within
the point clouds. However, despite a considerable increase in correspondences (35,195 against
261 or 501), Line-Based fusion still lacks the adaptability required for heterogeneous datasets.
Our proposed Plane-Based fusion approach outperforms the other methods in terms of
correspondence count, fitness score, and overlap ratio, indicating a higher level of integration
between the source and target point clouds. Although its RMSE is slightly higher than that of
the Line-Based method due to being calculated on more correspondences, its superior fitness
metric highlights its robustness in capturing geometric relationships beyond simple linear
structures, making it more effective for complex urban datasets.

Table 3. Comparison of algorithm accuracy based on alignment metrics (Dataset-1).

Method RMSE Fitness Overlap Correspondences
ICP 0.0145 0.0004  0.0001 261
VGICP 0.0156  0.0008  0.0001 501
Line-Based 0.0025 0.0551 0.0781 35,195
Plane-Based (Ours) 0.0090 0.2360 0.2761 151,374

To further assess the effectiveness of the proposed point cloud fusion algorithm,
we extracted three representative profiles from different urban environments (Figure 4).
Each profile was taken from three datasets (LiDAR, DIM, and the fused DIM) allowing
for a comparative analysis of geometric consistency and structural alignment. In the
building facade profile, the alignment between LiDAR and DIM before fusion or with global
transformation shows noticeable discrepancies, particularly in facade details. After fusion,
the fused DIM point cloud closely aligns with the LIDAR data, demonstrating improved
structural coherence. Similarly, in the narrow road profile, the fused point cloud reduces
the deviations observed in the original DIM dataset, capturing road edges and surface
variations with higher accuracy. The open ground profile, where elevation differences are
minimal, further confirms that the fusion process effectively maintains terrain continuity
without introducing artifacts. These profiles illustrate the improvement in geometric
accuracy and structural consistency achieved through the proposed fusion algorithm,
demonstrating its applicability to complex urban environments.

5.1.2. Semantic Segmentation-Based Evaluation

To further validate the effectiveness of our point cloud fusion approach, we eval-
uate semantic segmentation accuracy across four scenarios: LiDAR-only, DIM-only, fu-
sion via standard ICP (VGICP is not evaluated, as it produces alignment results similar
to ICP using a global transformation matrix), and fusion using our proposed method.
As shown in Figure 5, the confusion matrices reveal significant differences in class-wise
performance. The DIM point cloud suffers from considerable misclassification, especially
between “Ground” and “Unclassified” labels, due to inherent noise and lower geometric
fidelity. ICP-based fusion improves certain classes but still exhibits confusion between
similar surfaces.
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Figure 4. Graphical evaluation across different urban scenarios in Dataset-1. Profiles extracted from
the LiDAR (green) and DIM (purple) point clouds are shown before fusion in (1a, 2a, and 3a) and
after fusion in (1b, 2b, and 3b), corresponding to (1) a narrow road, (2) an open ground area, and (3) a

building facade.
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Our proposed fusion method achieves the highest segmentation accuracy overall,
with particularly strong performance in the “Ground” and “Building” classes, achieving
98-99% and 84% accuracy, respectively. Moreover, it substantially reduces misclassification
in ambiguous classes like “Tree” and “Unclassified.” In addition to the confusion matrix
analysis, we include a comparative summary of semantic segmentation metrics (Table 4).
The fused point cloud generated by our method outperforms all other inputs in each metric,
achieving an OA of 80.1%, mloU of 68%, and mean F1 score of 80%. These gains highlight
the impact of our Plane-Based alignment strategy on enhancing semantic coherence across
class boundaries.

To complement the quantitative evaluation, Figure 6 presents semantic segmentation
results overlaid on the point clouds for visual inspection. The proposed fusion method
results in cleaner object boundaries, reduced class confusion (e.g., between trees and
buildings), and more complete surface reconstructions, especially in occluded or low-
texture regions. These visual and numerical validations confirm that our fusion method
not only improves alignment but also preserves and enhances the semantic integrity of
urban environments.

(e) )

Figure 6. Semantic segmentation results for Dataset-1: (a,b) Ground truth for LiDAR and DIM;
(c,d) Predictions for LiDAR and DIM; (e) ICP-based fusion; (f) Proposed fusion. Colors represent the
semantic classes: Ground (brown), Building (blue), Trees (green), and Unclassified (white).
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Table 4. Overall semantic segmentation accuracy (Dataset-1).
Input OA (%) mlIoU (%) mF1 (%)
LiDAR 74.8 61 74
DIM 59.3 42 58
(LiDAR + DIM) ICP 48.5 33 49
(LiDAR + DIM) Ours 80.1 68 80

5.2. Experiment 2

The second experiment dataset, captured at 300 m altitude using a UAV, required a
25 cm distance threshold to compensate for reduced accuracy at higher elevations [17]. Due
to the higher LiDAR point density than in the experiment 1 dataset, a 25 cm neighborhood
search radius was used to ensure reliable local plane approximation.

5.2.1. Alignment Metrics-Based Evaluation

The algorithm results are summarized in Table 5, which further validate the advantages
of Plane-Based fusion. While ICP and VGICP maintain high RMSE and struggle with low
fitness metric and overlap ratio, the Line-Based fusion method performs well, achieving a
lower RMSE (0.0038), a significant increase in fitness metric, and a much higher overlap
ratio. The most notable improvement, however, is observed in the proposed Plane-Based
fusion approach, which achieves an even higher fitness metric (0.479) and overlap ratio
(0.508), while also establishing over 3.2 million correspondences. These results suggest that
Plane-Based fusion is effective in datasets with increased urban density, maintaining robust
alignment and high correspondence accuracy across large-scale urban point clouds.

Table 5. Comparison of algorithm accuracy based on alignment metrics (Dataset-2).

Method RMSE Fitness Overlap Correspondences
Icp 0.0155 0.0014  0.0002 7480
VGICP 0.0154 0.0086  0.0016 54,579
Line-Based 0.0038  0.2293  0.3308 1,537,927
Plane-Based (Our) 0.0073 04794  0.5076 3,216,567

For the second dataset, the same profile-based evaluation was conducted as for
Experiment 1, focusing on building facades, narrow roads, and open ground areas
(Figure 7). Similar trends were observed, with the fused DIM data aligning more ac-
curately with the LIDAR data compared to the original DIM. Structural discrepancies in
the building facades were significantly reduced, while road edges and surface continuity
improved in the narrow road and open ground profiles. These results further validate the
robustness of the proposed fusion approach across different urban environments.

5.2.2. Semantic Segmentation-Based Evaluation

In the second experiment, we repeated the semantic segmentation-based validation to
further assess generalizability. As shown in the normalized confusion matrices in Figure 8,
our method again achieved superior class separation and reduced misclassifications com-
pared to DIM and ICP-based fusion. Specifically, our fusion output improved tree (92%) and
ground (99%) segmentation accuracy, while maintaining strong performance on building
and unclassified classes.
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Figure 7. Graphical evaluation across different urban scenarios in Dataset-2. Profiles extracted from
the LiDAR (green) and DIM (purple) point clouds are shown before fusion in (1a, 2a, and 3a) and
after fusion in (1b, 2b, and 3b), corresponding to (1) a narrow road, (2) an open ground area, and (3) a
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(d)

Quantitative metrics reported in Table 6 further reinforce these results. Notably,
the proposed method nearly matches LiDAR’s performance (OA = 88%, mloU = 79%),
demonstrating that the fusion strategy effectively combines the strengths of both inputs
while mitigating their individual weaknesses. Visual inspection (Figure 9) of semantic
overlays confirms fewer fragmented regions and clearer object boundaries, especially in
occluded zones and areas with weak texture. These findings indicate that the proposed
point-to-plane alignment approach consistently enhances semantic structure and robustness
across diverse urban scenarios.

Table 6. Overall semantic segmentation accuracy (Dataset-2).

Input OA (%) mlIoU (%) mF1 (%)
LiDAR 89.6 82 89
DIM 64.3 48 62
(LiDAR + DIM) ICP 729 58 72
(LiDAR + DIM) Ours 88.0 79 88

(b)

(e) ()

Figure 9. Semantic segmentation results for Dataset-2: (a,b) Ground truth for LiDAR and DIM;
(c,d) Predictions for LIDAR and DIM; (e) ICP-based fusion; (f) Proposed fusion. Colors represent the
semantic classes: Ground (brown), Building (blue), Trees (green), and Unclassified (gray).

6. Discussion

The comparative results indicate that global rigid registration methods have limited
ability to correct spatially varying discrepancies between heterogeneous LiDAR and DIM
point clouds. Although the Line-Based method improves alignment by exploiting linear
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structures, its effectiveness decreases in irregular regions. In contrast, the proposed method
performs point-wise local refinement using PCA-derived target planes, which explains
the higher fitness, overlap ratio, and correspondence count observed for both datasets.
The profile comparisons further show that the local adjustment improves the geometric
consistency of building roofs and fagades. This underscores the importance of adopting
advanced point-to-plane alignment strategies. The higher computational requirements
of the local alignment-based fusion methods stem from neighborhood searching and
geometric estimation for each source point; nevertheless, the proposed method was more
efficient than the Line-Based baseline on the tested dataset.

The semantic results suggest that improved local geometric consistency contributes
to clearer object boundaries and reduces confusion among buildings, trees, and ground
surfaces. The improvement is most evident for the building and ground classes, where
local geometric refinement produces more stable surface boundaries and reduces class
confusion. This gain appears to be driven primarily by improved geometric consistency
rather than point density alone, since the denser and more complete DIM-only point cloud
does not outperform the LiDAR-only input. The two datasets also reveal complementary
behavior: the first dataset presents relatively isolated buildings with more vegetation,
and the second presents denser arrangements of attached and multistorey buildings with
less vegetation. The consistent improvements across these different urban configurations
indicate that the approach can accommodate variations in urban morphology and point
cloud density. However, the LIDAR-only input retains the highest overall accuracy in
Dataset 2, indicating that fusion does not necessarily outperform the reference LIDAR on
every evaluation metric, although it substantially improves the original DIM input in the
merged dataset.

The method is most suitable for structured urban surfaces where sufficiently planar
target neighborhoods and reliable source normals are available. Its performance may
decrease in vegetation, thin structures, sparse neighborhoods, or strongly non-planar
regions, where local plane fitting and normal estimation become less reliable. It also
assumes adequate global pre-registration and may provide limited improvement when the
initial point clouds are already locally consistent. From a practical perspective, the method
requires repeated neighborhood searches and local geometric estimation for individual
source points, which increases computational cost and memory demand for very large
datasets. From a theoretical perspective, the method relies on the assumption that the local
target neighborhood can be represented sufficiently well by a plane and that the estimated
source normal provides a meaningful direction for local adjustment.

7. Conclusions

We addressed the challenge of airborne cross-source point cloud fusion by proposing
local plane constraints and the Plane-Based alignment method, which improves geomet-
ric accuracy and thereby enhances semantic consistency across datasets. This approach
effectively mitigates alignment errors caused by varying point densities and structural
inconsistencies between LiDAR and DIM point clouds. The mathematical foundation of
our method ensures that each source point is independently aligned via single-pass local
refinement, enabling a non-rigid transformation that adapts to local geometric variations.

Through comprehensive experiments on urban datasets from Luxembourg and Ire-
land, we have demonstrated the effectiveness of our proposed local plane-constrained
fusion strategy in consistently improving point cloud completeness and semantic consis-
tency across datasets. The results showed that the proposed approach effectively mitigates
the limitations of DIM point clouds, increasing segmentation OA from 48.5% to 80.1% on
the Dudelange dataset and from 72.9% to 88.0% on the Dublin dataset, indicating that
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the fused point cloud achieved a level of precision comparable to LiIDAR sensors with
complete (vertical) surface coverage. In comparison to ICP and Line-Based approaches,
our Plane-Based algorithm achieved significantly higher overlap ratios and fitness metrics
while maintaining a lower RMSE. The results from different urban environments (includ-
ing buildings, narrow roads, and open spaces) further validated the adaptability of our
approach to complex urban landscapes.

In summary, our Plane-Based fusion method offers a more reliable addition for cross-
source point cloud alignment, particularly in urban environments where variations in
density and occlusions pose significant challenges. Although the approach assumes lo-
cally planar neighborhoods for PCA-based plane estimation, strongly curved or vegetated
regions do not introduce severe artifacts in our airborne setting because DIM primarily
captures the upper canopy surface, and facade regions are largely unaffected by the algo-
rithm as LiDAR is sparse or absent on facades. The results indicate that leveraging local
geometric properties enhances fusion quality, paving the way for more accurate 3D city
modeling, digital twin applications, and geospatial data integration. Future research will
focus on optimizing computational efficiency and extending the method to the city scale,
while incorporating advanced learning-based methods for further refinement.
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Abbreviations

The following abbreviations are used in this manuscript:

2D Two-Dimensional

3D Three-Dimensional

DIM Dense Image Matching

FPFH Fast Point Feature Histograms
GNSS Global Navigation Satellite System
1cp Iterative Closest Point

IMU Inertial Measurement Unit
KD-tree K-Dimensional Tree

LiDAR Light Detection and Ranging
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mF1 Mean F1-Score

mloU Mean Intersection over Union
OA Overall Accuracy

PCA Principal Component Analysis
RANSAC Random Sample Consensus
RMSE Root Mean Square Error

UAV Unmanned Aerial Vehicle

VGICP Voxelized Generalized Iterative Closest Point
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