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Summary
Children around the world contact children’s helplines when facing emotional, social, or
psychological difficulties. These helplines provide confidential support via phone or text-
based conversations, where children can share concerns ranging from everyday worries to
serious safety issues. Helplines rely on skilled volunteer counsellors who can empathise,
structure conversations, and help children find solutions. These helplines train a large
number of volunteer counsellors annually to keep up with the volume of conversations they
receive. For example, De Kindertelefoon in the Netherlands handled on average around 900
conversations per day and trained 300 new volunteers in 2024. Traditional trainingmethods,
such as role-playing, are valuable but resource-intensive, time-consuming, and dependent
on the availability of trainers. To address these challenges, interactive simulation-based
agents offer a promising extension to existing training practices by enabling scalable, safe,
and consistent training. Such agents can simulate a virtual child with whom trainees can
practise counselling skills without involving real children. However, current solutions
mainly focus on observable interaction behaviour, while paying less attention to clarifying
the motivations underlying the child’s actions.

This thesis examines how interactive simulation-based learning tools can train coun-
sellors at children’s helplines. Specifically, it investigates how simulation-based training
that includes a virtual child agent can contribute to improved learning outcomes, realism,
and educational value while remaining controllable and interpretable. To achieve this,
we model more than surface-level dialogue in interactive agents, i.e., the virtual child.
These agents should include representations of internal states and how these states change
during interaction. One way to achieve this is through the Belief–Desire–Intention (BDI)
model, which conceptualises human cognition: beliefs shape desires and guide actions,
allowing cognition to be explicitly simulated. This explicitly simulates the internal states,
enabling the training system to show not only what a virtual child says but also why their
actions and behaviours change. In this work, we develop a training simulation in which
a trainee counsels a virtual child contacting a helpline via a text-based interface. The
research empirically evaluates combinations of cognitive modelling of a virtual child with
educational design to support guided, interpretable, and effective learning experiences.

We first took a broader look at systems that train social skills through interaction with
simulated agents. This resulted in ARTES, a general architecture that illustrates how agent-
based social skills training systems are structured and how their components work together.
This comprehensive architecture clarifies key components and their roles within training
systems. ARTES highlights two core elements: the agent simulation that represents a
social situation, and educational components that provide guidance and support. We linked
ARTES’s components to four learning theories—behaviourism, cognitivism, social cognitive
theory, and constructivism—to clarify how the components contribute to learning outcomes.
We assessed ARTES’s generalisability, coverage, and implementability by mapping its
components across all 43 examined systems, 8 architectures, and 3 implementation tools.
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This work also identifies future research directions, including agent simulation fidelity,
educational strategies, knowledge transfer, and ethical implications.

Next, we examined how the incremental addition of key components to a simulation-
based training system affects learning outcomes. We first examined the effects of simulation
in isolation on learning. We then evaluated the impact of adding guidance, for example,
through feedback, to the simulation, and subsequently extending it with structured self-
reflection. To study this systematically, we conducted a large randomised controlled
trial (N = 346), in which these three elements were added incrementally. We measured
learning outcomemeasures, such as performance and knowledge gained, as well as trainees’
experience and perceived usefulness. The results showed that simulation improved learning
outcomes; adding feedback considerably enhanced knowledge and performance; and adding
reflection improved reflective writing skills, but dampened performance improvements
compared to simulation with feedback.

Modelling human values, such as security or benevolence, helps to explain the virtual
child’s motivation, as human values influence decision-making and shape how individuals
interpret and respond to situations. In this thesis, we demonstrate this by extending the
internal-states BDI model of the virtual child agent to explicitly represent values. These
modelled values influence the virtual child’s beliefs, intentions, and actions. For example,
a virtual child may want to hit back after being bullied because they value power and
achievement. We evaluated the extended model in a between-subjects experiment (N =
193), comparing three agent conditions: without explicitly modelled values, with values,
and with values and value-based feedback. The value integrated agent, especially when
combined with feedback, showed better outcomes compared to agents without explicitly
modelled values.

Although the training improved learning outcomes, its rule-based approach has lim-
itations in understanding diverse and unexpected trainee inputs. Recent advances in
generative AI and large language models offer new opportunities to address these lim-
itations. To this end, we integrated a large language model with the existing cognitive
model, allowing the LLM to handle language understanding and generation, while the
cognitive model retained control over decision-making and the virtual child’s internal state.
We evaluated this hybrid approach in three ways. First, a script-based evaluation showed
that LLM-generated responses were not worse than human-generated ones. Second, a
within-subjects study (N = 37) showed improved believability, engagement, attitude, and
preference compared to the original rule-based system. Third, interviews with helpline
experts provided insights into the benefits and concerns of integrating LLMs into training
systems, including teachable moments and variability in challenges. These results demon-
strate how controlled yet natural interactions can be achieved when integrating LLMs into
sensitive training contexts.

Together, these findings show how interpretable, value-aware AI simulations, when
combined with pedagogical guidance, can support effective and responsible social skills
training. They highlight the potential of simulation-based training to strengthen education
in sensitive contexts and improve learning outcomes.
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Samenvatting
Kinderen over de hele wereld nemen contact op met kinderhulplijnen wanneer ze te maken
hebben met emotionele, sociale of psychologische problemen. Deze hulplijnen bieden ver-
trouwelijke ondersteuning via telefoon- of tekstgebaseerde gesprekken, waarin kinderen
zorgen kunnen delen die variëren van alledaagse problemen tot ernstige veiligheidskwesties.
De gesprekken vinden plaats met goed getrainde vrijwillige hulpverleners, die empathie
tonen, gesprekken in goede banen kunnen leiden en kinderen helpen bij het vinden van
oplossingen. Om het grote aantal gesprekken te kunnen verwerken, leiden hulplijnen
jaarlijks veel nieuwe vrijwilligers op. Zo voerde De Kindertelefoon in Nederland in 2024
ongeveer 900 gesprekken per dag en werden er 300 nieuwe vrijwilligers getraind. Traditio-
nele trainingsmethoden, zoals rollenspellen, zijn waardevol maar vergen veel middelen en
tijd en zijn afhankelijk van de beschikbaarheid van trainers. Om deze uitdagingen aan te
pakken, vormen interactieve, simulatiegebaseerde agents een veelbelovende aanvulling
op bestaande trainingspraktijken doordat zij schaalbare, veilige en consistente training
mogelijk maken. Met dergelijke agents kan een virtueel kind worden gesimuleerd, waarmee
trainees hun gespreksvaardigheden kunnen oefenen zonder echte kinderen erbij te hoeven
betrekken. Bestaande technologische oplossingen richten zich echter vooral op zichtbaar
interactiegedrag en besteden minder aandacht aan de onderliggende motivaties achter het
gedrag van een virtueel kind.

Dit proefschrift onderzoekt hoe interactieve, simulatiegebaseerde leermiddelen kunnen
worden ingezet om hulpverleners bij kinderhulplijnen te trainen. Daarbij staat de vraag
centraal hoe trainen met een virtueel kind kan bijdragen aan betere leerresultaten, meer
realisme en hogere educatieve waarde, terwijl de training controleerbaar en interpreteer-
baar blijft. Om dit te bereiken modelleren we meer dan alleen oppervlakkige dialoog in
interactieve agents, in dit geval een virtueel kind. Deze agents bevatten weergaven van
mentale toestanden en beschrijven hoe deze tijdens de interactie veranderen. Een manier
om dit te realiseren is via het Belief–Desire–Intention (BDI)-model, dat menselijke cognitie
conceptualiseert: overtuigingen beïnvloeden verlangens en sturen gedrag, waardoor cog-
nitieve processen expliciet gesimuleerd kunnen worden. Door deze mentale toestanden
expliciet te modelleren, kan het trainingssysteem niet alleen laten zien wat een virtueel
kind zegt, maar ook waarom diens gedrag en reacties veranderen. In dit proefschrift ont-
wikkelen we een trainingssimulatie waarin een trainee via een chat interface een virtueel
kind begeleidt dat contact opneemt met een hulplijn. Het onderzoek evalueert empirisch
hoe de combinatie van cognitieve modellen van een virtueel kind en een onderwijskundig
ontwerp kunnen bijdragen aan interpreteerbare en effectieve leerervaringen.

Allereerst hebben we een brede analyse uitgevoerd van systemen die sociale vaardighe-
den trainen via interactie met gesimuleerde agents. Dit resulteerde in ARTES, een algemene
architectuur die inzichtelijk maakt hoe agentgebaseerde trainingssystemen voor sociale
vaardigheden zijn opgebouwd en hoe hun componenten samenwerken. Deze architectuur
verduidelijkt de kerncomponenten van dergelijke systemen en hun rol binnen het leer-
proces. ARTES onderscheidt twee centrale elementen: de agentsimulatie die een sociale
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situatie simuleert en de educatieve componenten die begeleiding en ondersteuning bieden.
We hebben de componenten van ARTES aan vier leertheorieën gekoppeld — behaviorisme,
cognitivisme, sociaal-cognitieve theorie en constructivisme — om te verduidelijken hoe
zij bijdragen aan leerresultaten. De generaliseerbaarheid, volledigheid en implementeer-
baarheid van ARTES werden geëvalueerd door de componenten te vergelijken met 43
onderzochte systemen, 8 architecturen en 3 implementatietools. Daarnaast identificeert dit
werk richtingen voor toekomstig onderzoek, waaronder de validiteit van agentsimulaties,
educatieve strategieën, kennisoverdracht en ethische implicaties.

Vervolgens onderzochten we hoe het stapsgewijs toevoegen van belangrijke compo-
nenten aan een simulatiegebaseerd trainingssysteem het leerresultaat beïnvloedt. Eerst
bestudeerden we het effect van simulatie op zichzelf. Daarna evalueerden we de impact
van het toevoegen van educatieve begeleiding, bijvoorbeeld in de vorm van feedback en
vervolgens in de vorm van gestructureerde zelfreflectie. Om dit systematisch te onderzoe-
ken voerden we een grootschalige gerandomiseerde controlled trial uit (N = 346), waarin
deze drie elementen stapsgewijs werden toegevoegd. We hebben leeruitkomsten gemeten
zoals prestatie en opgedane kennis, evenals de ervaring van trainees en hun perceptie
van de bruikbaarheid van de training. De resultaten lieten zien dat simulatie het leren
verbeterde; dat het toevoegen van feedback leidde tot aanzienlijke verbeteringen in kennis
en prestatie; en dat reflectievaardigheden toenamen door zelfreflectie oefeningen, maar
dat dit tegelijkertijd de prestatieverbeteringen ten opzichte van simulatie met feedback
enigszins afzwakte.

Het modelleren van menselijke waarden, zoals veiligheid of vriendelijkheid, helpt om
de motivatie van het virtuele kind beter te verklaren omdat waarden invloed hebben op
besluitvorming en bepalen hoe mensen situaties interpreteren en erop reageren. In dit
proefschrift laten we dit zien door het interne BDI-model van het virtuele kind uit te
breiden met expliciete weergaves van waarden. Deze gemodelleerde waarden beïnvloeden
de overtuigingen, intenties en gedrag van het virtuele kind. Zo kan een virtueel kind
na pestgedrag willen terug slaan omdat het waarde hecht aan macht en prestatie. We
evalueerden dit uitgebreide model in een between-subject experiment (N = 193), waarin
drie agentcondities werden vergeleken: zonder expliciet gemodelleerde waarden, met
waarden en met waarden gecombineerd met op waarden gebaseerde feedback. De agent
met geïntegreerde waarden, met name in combinatie met feedback, liet betere resultaten
zien dan agents zonder expliciet gemodelleerde waarden.

Hoewel de training de leerresultaten verbeterde, kent de regelgebaseerde aanpak be-
perkingen in het omgaan met uiteenlopende en onverwachte input van trainees. Recente
ontwikkelingen op het gebied van generatieve AI en grote taalmodellen bieden nieuwe
mogelijkheden om deze beperkingen te overkomen. Daarom integreerden we een large-
language model (LLM) met het bestaande cognitieve model, waarbij het LLM verantwoor-
delijk is voor taalbegrip en -generatie, terwijl het cognitieve model de controle behoudt
over besluitvorming en de mentale toestand van het virtuele kind. We evalueerden deze
hybride aanpak op drie manieren. Ten eerste liet een evaluatie van de gegenereerde dialoog
zien dat door het taalmodel gegenereerde reacties niet slechter waren dan door mensen
geschreven reacties. Ten tweede toonde een within-subjects studie (N = 37) verbeteringen
in geloofwaardigheid, betrokkenheid, houding en voorkeur ten opzichte van het oorspron-
kelijke regelgebaseerde systeem. Ten derde leverden interviews met experts van hulplijnen
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inzichten op in zowel de voordelen als de zorgen rondom de integratie van LLM in trai-
ningssystemen, waaronder leerzame momenten en variatie in moeilijkheidsgraad. Deze
resultaten laten zien je met LLMs interacties kan bereiken die zowel controleerbaar als
natuurlijk zijn binnen de context van gevoelige trainingen.

Samen laten deze bevindingen zien hoe interpreteerbare en waarde-gevoelige AI-
simulaties, in combinatie met pedagogische begeleiding, effectieve en verantwoorde trai-
ning van sociale vaardigheden kunnen ondersteunen. Ze onderstrepen het potentieel van
simulatiegebaseerde training in gevoelige contexten die leerresultaten kunnen verbeteren.
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ثحبلاصخّلم

رّفوت.ةيسفنوأةيعامتجاوأةيفطاعتابوعصةهجاومدنعلافطألاةدعاسمطوطخعمملاعلالوحلافطألالصاوتي

ةريطختالكشموةيمويمومهنيبحوارتتفواخمةشقانملةيصنلاتاثداحملاوأفتاهلاربعًايرسًامعدطوطخلاهذه

،راوحلاميظنتو،فطاعتلاراهظإىلعنيرداق،داشرإلايفنيلهؤمنيعوطتمىلعتامدخلاهذهدمتعت.ةمالسلابقّلعتت

دادعأبيردتبةدعاسملاطوطخموقت،تاثداحملانمريبك�لامجحللًارظن.ةبسانملولحداجيإىلعلافطألاةدعاسمو

Deادنلوهيفلافطألاةدعاسمطخلماعت،لاثملاليبسىلعفً.ايونسنيعوطتملانمةريبك Kindertelefoon

بيردتلابيلاسأنأمغر.٢٠٢٤ماعيفديدجعوطتم٣٠٠وحنتبّردوً،ايمويةثداحم٩٠٠براقيامعم

ةهجاومل.نيبّردملارفوتىلعدمتعتودراوملاوتقولانمريثك�لاكلهتستاهنأالإ،ةلاّعف،راودألابعللثم،ةيديلقتلا

،ةيلاحلاةيبيردتلاتاسراممللةدعاوةفاضإةاكاحملاىلعةمئاقلاةيلعافتلابيردتلاجماربوتاودألّثمُت،تايدحتلاهذه

ريوطتلنوبّردتملاهعملعافتييضارتفالفطةاكاحمتاودألاهذهلنكميً.اقستموً،انمآو،عسّوتللًالباقًابيردتحيتتذإ

يلعافتلاكولسلاةاكاحمىلعةيلاحلالولحلازكرت،كلذنممغرلاىلع.نييقيقحلافطأكارشإنودداشرإلاتاراهم

.ةنيعمتارارقذختياذاملحرشولفطلاتافرصتءاروةنماكلاعفاودلاحيضوتبلقأمامتهاعم،رهاظلا

طوطخيفنيدشرملابيردتلةاكاحملاىلعةمئاقلايلعافتلامّلعتلاتاودأفيظوتةيفيكيفةحورطألاهذهثحبت

ًايضارتفاًاليكونمضتييذلاو،ةاكاحملاىلعمئاقلابيردتللنكميفيكسردت،ديدحتلاهجوىلع.لافطألاةدعاسم

مكحتلاةيلباقىلعظافحلاعم،ةيميلعتلاةميقلازيزعتو،ةيعقاولاةدايزو،مّلعتلاجتاوننيسحتيفمهسينأً،الفطيكاحي

تالاحلاًاضيأيكاحنلب،بسحفنييلعافتلاءالكولايفيحطسلاراوحلاةجذمنبيفتكنال،كلذقيقحتل.ريسفتلاو

دحأ(BDI)«ةينلا–ةبغرلا–دقتعملا»جذومندعُي.لعافتلاءانثأاهرّيغتةيفيكويضارتفالالفطلانهذيفةيلخادلا

لكشتو،هعضوللفطلامهفتادقتعملافصتثيح،يرشبلاكاردإللًايفرعمًاروصتمدّقيذإ،كلذقيقحتلبيلاسألا

ةاكاحمبحمسيلفطلانهذيفجذومنلااذهةاكاحم.اهذيفنتراتخييتلالاعفألاتاينلالثمتامنيب،هيلإىعسيامتابغرلا

ًاضيألب،يضارتفالالفطلاهلوقيامطقفسيلراهظإبيبيردتلاماظنللجهنلااذهحمسي.كاردإلاورارقلاذاختاةيلمعل

يضارتفالفطعمبّردتملااهيفلعافتيةيبيردتةاكاحمرّوطن،لمعلااذهلالخنم.هتافرصتوهكولسرّيغتبابسأ

يضارتفالانهذلانيبجمدلارثأةساردلًايبيرجتماظنلااذهميقنامك.ةيصنةهجاوربعةدعاسملاطخعملصاوتي

.ةلاّعفو،ريسفتللةلباقو،ةهجوممّلعتبراجتمعديفيميلعتلاميمصتلاو

رفسأ.ةاكاحمءالكوعملعافتلالالخنمةيعامتجالاتاراهملابردتيتلاةمظنألاىلعةلماشةرظنبًالوأانأدب

ةدمتعملاةيعامتجالاتاراهملابيردتةمظنأميظنتةيفيكحضوتيتلاو،ARTESاهانيّمسةماعةينبريوطتنعكلذ

،يعامتجالافقوملالثمتيتلاليكولاةاكاحم:نييساسأنيرصنعةينبلاهذهزربت.اهتانوكملماكتةيفيكوءالكولاىلع

،ةيفرعملاو،ةيكولسلا—ملعتتايرظنعبرأبARTESتانوكمانطبر.معدلاوهيجوتلامدقتيتلاةيميلعتلاتانوكملاو

ميمعتةيلباقانمّيقامك.مّلعتلاجتاونقيقحتيفنّوكملكماهسإحيضوتل—ةيئانبلاو،يفرعملايعامتجالاملعتلاةيرظنو
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ARTESّيبيردتًاماظن٤٣عماهتانوكمةقباطملالخنماهقيبطتةيناكمإواهتيلومشو تاودأ٣و،تاينب٨و،اً

تايجيتارتسالاو،ليكولاةاكاحمةقدلمشت،ةيلبقتسمةيثحبتاهاجتالمعلااذهددحي،كلذىلإةفاضإ.ةمظنأريوطت

.ةيقالخألابناوجلاو،ةفرعملالقنو،ةيميلعتلا

مّلعتلاجتاونىلعةاكاحملاىلعمئاقبيردتماظنىلإةيسيئرتانوكملةيجيردتلاةفاضإلاريثأتانسرد،كلذدعب

كلذدعبو،ةعجارلاةيذغتلالثم،هيجوتلاةفاضإريثأتانمّيقمث،اهدحوةاكاحملارثأةساردبًالوأانمق.نيبردتملل

٣٤٦تلمشقاطنلاةعساوةموكحمةيئاوشعةبرجتانيرجأ،يجهنملكشبكلذليلحتل.يتاّذلايلمأتلاريكفّتلاةفاضإ

ءادألالثم،مّلعتلاجتاونتارشؤمانسق،ةبرجتلالالخنمً.ايجيردتةثالثلارصانعلاهذهاهيفتفيضأًُ،اكراشم

ّوصتملاةدئافلاىدمونيبّردتملاةبرجتىلإةفاضإ،ةبستكملاةفرعملاو ةاكاحملانأجئاتنلاترهظأ.بيردتلاةادأنمةرَ

تنسّحنيحيف،ظوحلملكشبءادألاوةفرعملاتززعةاكاحمللةعجارلاةيذغتلاةفاضإنأو،مّلعتلاجتاونتنسّح

.ةعجارلاةيذغتلاعمةاكاحملابةنراقمءادألايفنسّحتلانمتففّخاهنك�ل،ةّيلمأتلاةباتكلاتاراهميلمأتلاريكفّتلاةفاضإ

ميقلارثؤتذإ،يضارتفالالفطلاعفاودريسفتيف،ناسحإلاوأنامألابروعشلالثم،ةيناسنإلاميقلاليثمتدعاسي

لالخنمكلذرهظُن،ةحورطألاهذهيفو.اهلمهتباجتساوفقاومللدارفألامهفةيفيكيفورارقلاذاختاةيلمعيف

ثيحب،ميقللًاحيرصًاليثمتلمشيليضارتفالالفطلل«ةينلا–ةبغرلا–دقتعملا»ىلعمئاقلاةيلخادلاتالاحلاجذومنعيسوت

يضارتفالفطبغريدق،لاثملاليبسىلعف.هلاعفأوهتاّينىلعيضارتفالالفطلاتادقتعميفةلثمملاميقلاهذهرثؤت

،اًكراشم١٩٣تلمشةبرجتيفعسّوملاجذومنلااذهانمّيق.زاجنإلاوةوقلاردّقيهنألرّمنتللضّرعتلادعبفنعلابدرلايف

ليثمتعمو،ميقللحيرصليثمتنود:(يضارتفالالفطلا)ءالكوللعاضوأةثالثدحأعمكراشملكلعافتثيح

دنعةصاخو—ميقلاجمدييذلاليكولانأجئاتنلاترهظأو.ميقلاىلعةمئاقةعجارةيذغتبًانورقمميقلاليثمتعمو،ميقلا

.حيرصلكشبميقلانولثميالنيذلاءالكولابةنراقملضفأجئاتنققح—ةعجارةيذغتبهمعد

تالخدمعملماعتلايفةيدودحمنميناعتدعاوقلاىلعةمئاقلاةاكاحملانإف،مّلعتلاجتاوننسّحتنممغرلاىلعو

ًاصرفةريبك�لاةغللاجذامنويديلوتلايعانطصالاءاكذلايفةثيدحلاتاروطتلارفوت.ةعقوتملاريغوةعونتملانيبّردتملا

ءانب.دويقلاهذهةجلاعملةديدج
ً

جذومنىلوتيثيحب،لفطلليضارتفالانهذلاعمريبكةغلجذومنانجمد،كلذىلع

.يضارتفالالفطللةيلخادلاتالاحلاورارقلاذاختايفمكحتلابيضارتفالانهذلاظفتحيامنيب،اهديلوتوةغللامهفةغللا

جذومنةطساوبةدّلوملاتاثداحملانأتاهويرانيسىلعةمئاقةنراقمترهظأً،الوأ:قرطثالثبنيجهلاجهنلااذهانمّيق

ّيوديةبوتكملاتاثداحملانمأوسأنكتملةغللا نوكراشملااهيفماق،اًكراشم٣٧ىلعتيرجأُةساردتنّيبً،ايناث.اً

.ليضفتلاو،ةيباجيإلافقاوملاو،طارخنالاو،ةيقادصملايفًانسحت،طقفدعاوقلاىلعمئاقلاماظنلاونيجهلاماظنلاةبرجتب

بيردتلاةمظنأيفةغللاجذامنجمدفواخمودئاوفلوحىؤرةدعاسملاطوطخءاربخعمتالباقمترّفوً،اثلاث

ةيعيبطتالعافتقيقحتنكميفيكجئاتنلاهذهرهظت.تايدحتلاعّونتومّلعتلاصرفكلذيفامب،ةاكاحملاىلعةمئاقلا

.ةساسحةيبيردتتاقايسيفةريبك�لاةغللاجذامنجمددنعدحاونآيفاهبمحّتُمو

اهجمددنع،ميقلابةيعاووريسفتللةلباقيعانطصاءاكذةاكاحملنكميفيكةحورطألاهذهرهظُت،ماعلكشبو

ةريبك�لاتاناكمإلازربتامك.ةيعامتجالاتاراهملاىلعًالوؤسموًالاّعفًابيردتمعدتنأ،بسانميوبرتهيجوتعم

.مّلعتلاجتاوننيسحتوةساسحلاتاقايسلايفميلعتلازيزعتيفةاكاحملاىلعمئاقلابيردتلل
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1.1 Motivation
Counsellors who support people with psychological and emotional difficulties require
strong social and communicative skills to connect with and support their clients [243, 347].
Effective counselling also depends on understanding how to influence and facilitate changes
in clients’ cognition, emotions, and behaviour. For instance, counsellors often aim to help
clients recognise and reframe unhelpful thoughts, shifting their mental states toward
healthier ones. This process is at the core of many evidence-based counselling methods,
such as Cognitive Behavioural Therapy [33] and Motivational Interviewing [261].

These core counselling skills are also important in more specialised contexts, e.g., child
helplines, which are present in many countries. To give an indication of their number
worldwide, Child Helpline International is a global network comprising more than 150 child
helpline organisations across over 130 countries and territories [79], including the Dutch
De Kindertelefoon [201] and the UK Childline [81]. These helplines provide children with
a confidential and easily accessible space to share their thoughts, emotions, and concerns.
The conversations can range from simple chats to serious emotional or safety-related issues.
Children can contact helplines by phone or through text-based chat to collaboratively
find a goal. Unlike traditional counselling, counsellors aim to help children within a
single conversation. In practice, counsellors follow structured conversation protocols,
such as the Five-Phase Model [344], which guides them from rapport-building to closure.
They also require a good foundation in conversational and emotional skills, including
active listening, empathy, paraphrasing, reflection, summarisation, and indirect leading
techniques [177, 279, 344]. Throughout, counsellors need to adapt their communication to
the child’s pace while maintaining a welcoming and trusting atmosphere.

Training counsellors at scale is, however, challenging. One reason is the high de-
mand, which is particularly relevant for training counsellors at helplines. For example,
De Kindertelefoon received an average of 900 conversations per day in 2024 and trained
more than 300 new counsellor volunteers that same year [356]. Traditionally, training
new counsellors relies on role-playing, in which one trainee plays the child and another
the counsellor, guided by a trainer or supervisor. While role-playing provides valuable
experiential learning, it can be resource-intensive, time-consuming, and dependent on
availability. As a promising extension, simulation-based training uses computer agents
that simulate children’s behaviour and conversations [143, 313, 319]. Such systems allow
trainees to practise their counselling skills in a safe, controllable, and readily available
medium where they can make mistakes, experiment with approaches, and receive feedback
without compromising real children.

However, simulations designed to train lay counsellors to change help-seekers’ thoughts
should go beyond surface-level interaction. In counselling and therapeutic contexts, change
is achieved by influencing help-seekers’ underlying thoughts, beliefs, and interpretations
of their situation. Current simulation-based training systems for helpline counsellors
typically do not explicitly represent how a client’s underlying thoughts and cognitions
change during a conversation (e.g., [99, 382]). As a result, trainees might not observe how
or why the virtual child’s attitudes change in the dialogue. To train these skills effectively,
we argue that simulations should model both the child’s utterances and their internal
states. Such modelling captures how a child’s underlying reasoning and cognition might
shift in response to the counsellor’s input. Including these states could enhance realism
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[235, 329] by reflecting how human thinking changes, and it may support education by
making these processes explicit and interpretable for trainees. Moreover, representing
internal states in virtual agents, such as beliefs and goals, supports the agent’s adaptiv-
ity [2, 137], allowing educators to guide interactions toward specific learning objectives
while maintaining a coherent scenario flow. It also creates an opportunity to build more
meaningful feedback—feedback that not only reflects the trainee’s performance but also
offers insight into how the performance affected the child’s thinking. At the same time,
it remains unclear how interactive simulation-based training tools should be designed
to effectively support training in this context, given challenges such as deciding which
internal states to represent, how to balance realism with educational objectives, how to
model agent behaviour in an interpretable and pedagogically meaningful way, and how to
design feedback that effectively leverages these internal representations. To investigate
these opportunities and challenges, we formulate the following main research question:

Main Research Question

In what ways can interactive simulation-based learning tools enhance the training
of counsellors in children’s helplines?

1.2 Research Questions and Hypotheses
To answer the research question, we first need (a) a clear understanding of what a social
skills training system should look like. From this, we can identify the key components
necessary for such a system. (b) Using these insights, we then examine the components’
impact and explore new directions to improve learning outcomes, educational value, realism,
and controllability.

1.2.1 What Could an Optimal Training System Look Like
Although our focus is on training systems for lay counsellors at helplines, we first take a
broader look at systems that train social skills through interaction with simulated agents,
including embodied agents. The main goal is to understand what an optimal social skills
training system could look like and identify key components.

Developing training environments is inherently complex, as it requires the effective
integration of diverse artificial intelligence technologies with domain-specific knowledge
[198]. However, the field can benefit from a comprehensive conceptual architecture to
abstract this complexity, and describe how components relate to one another. With such
an overview, developers and designers can identify relevant elements to build systems that
are understandable, adaptable, and complete. Various architectures have been proposed
for social skills training, such as the virtual human architecture [223], FAtiMA Toolkit
[248], and intelligent tutoring systems [342]. Yet, these architectures often focus either on
simulation or on education, rarely combining both effectively. This highlights the need to
study how to systematically integrate realistic agent-based simulations with educational
components in a comprehensive architecture. A modular architecture that combines both
views can indicate which components require greater emphasis, depending on the training
context. Therefore, there is a need for an architectural view that integrates simulation
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Figure 1.1: Conceptual architecture of a training system based on the ARTES framework. The figure
shows how a trainee interacts with the system and highlights the key components examined in
this thesis: simulation, feedback, reflection, value integration, and Large Language Models (LLMs).
Together, these elements build toward answering the overall research question.

fidelity with educational guidance, while remaining modular enough to adapt to different
training contexts.

To address this need and explore how such systems can be structured, we formulate
the following research question:

Subquestion 1

What are the key components of simulation-based social skills training systems,
and how can they be structured into a comprehensive architecture?

To address the first research question, we analysed existing literature on simulation-
based social skills training systems and relevant architectures to identify the key compo-
nents in such systems. Based on this analysis, we synthesised the components into the
ARTES architecture for social skills training systems [8]. In ARTES, these components
complement each other: simulations should be realistic while embedding educational
elements that enable guided learning. Figure 1.1 presents a simplified model of ARTES and
shows how the following hypotheses are structured within it, highlighting the key ele-
ments of simulation-based training systems. This includes an agent simulator representing
the agent’s decision-making component and an educational environment that provides
feedback and guidance to the trainee. For the remainder of this work, we will focus on the
components surrounding these two elements.
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1.2.2 The Role of Simulation, Feedback and Reflection in
Training Systems

To examine the impact of key components in simulation-based training systems, we
study the combination of simulation, feedback and reflection components. We argue that
combining simulation, feedback, and reflection in a training system leads to improved
learning outcomes.

To design an effective training system, it is important to know the impact of key
elements on learning outcomes. Such elements can be mapped to three primary learning
theories that explain how skills are acquired. Behaviourism focuses on shaping behaviour
through repetition and reinforcement [345]. Cognitivism emphasises mental processes,
viewing learning as the acquisition and structuring of knowledge [113]. Constructivism
posits that learners actively build their own understanding through experience [113]. By
combining these perspectives, we focus on active, experiential skill acquisition relevant to
social skills training.

The first key element in ARTES is simulation. As discussed earlier, simulations can be
more cost-effective and practical than traditional training. By using a simulator, trainees
interact with representations of real situations, e.g., a virtual child, rather than reading
guidelines, enabling experiential learning through repetition and trial-and-error. This aligns
with a behaviourist approach [389], where learning occurs through active engagement.
However, when learners receive no explicit guidance on why actions are effective or
ineffective, this constitutes unguided learning, which has been shown to be less effective
than guided learning [85, 204, 366, 368].

To achieve guided learning, feedback can be incorporated into simulations. Feedback
could be based on trainees’ actions and the virtual child’s internal states. By providing
such feedback, an otherwise unguided experience is transformed into active thinking about
which actions to take and why (aligning with a cognitivist perspective [113]), helping
trainees practise effective counselling interactions. Wisniewski et al. [396] conducted
a meta-analysis that found that feedback is useful for both cognitive and motivational
outcomes. This aligns with Van der Kleij et al. [375], whose review of 40 studies in computer-
based environments found that instructional feedback outperforms feedback that merely
indicates whether an answer is correct or incorrect. The latter feedback can be conveyed
in a simulation (e.g., a virtual child getting frustrated when a trainee makes a mistake),
but it fails to provide the explanation required for deep learning. Feedback was also
identified as an essential component in social skills training [40]. In addition to cognitive
and motivational gains, feedback can also reinforce progress and help trainees monitor
their understanding [158].

While feedback provides external guidance, learning can be further strengthened
through internal reflection. This aligns with the constructivist perspective [113], where
learners actively build their own understanding and interpretation of the world. In the
context of social skills training, this means allowing learners to experience scenarios and
interpret their own mistakes based on such experience. According to Kolb’s experiential
learning theory [210], reflection helps trainees consolidate experience into knowledge by
connecting what they did, why they did it, and what could be improved. Self-reflection
has been found to improve interpersonal skills and knowledge acquisition [168], support
knowledge retention [73, 219], as well as lead to higher learning outcomes when combined
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with feedback [244].
By combining simulation (experience), feedback (guidance), and reflection (internalisa-

tion), we expect to improve learning outcomes. Based on this argument, we formulate the
following hypothesis:

Hypothesis 1

Simulation with feedback and reflection in social skills training systems improves
learning.

1.2.3 Integrating Human Values Into the Internal States
In this thesis, we argue that integrating human values into a simulation enhances both
realism and pedagogical depth, potentially enabling trainees to experience and practise
value-sensitive interactions.

Human values—such as security, benevolence, or power—guide behaviour, influence
decisions, and determine what individuals consider important [109, 196, 197]. Like adults,
children hold values that shape their choices [66, 105], such as whether to seek help,
disclose information, or persist in certain actions. Despite their importance, values are
rarely modelled explicitly in simulation-based social skills training. Prior work on value
modelling has mainly focused on collective behaviour in multi-agent systems rather than on
simulating how an individual agent’s values shape decision-making during interaction with
a human trainee [89, 161]. As a result, existing training simulations often lack mechanisms
that allow trainees to observe, recognise, and respond to value-driven behaviour.

For counsellors, recognising these values is essential, as values often underlie clients’
motivations and choices [324]. This is particularly relevant in frameworks such as Motiva-
tional Interviewing (MI) [261], where counsellors aim to understand clients’ perspectives,
elicit change, and align interventions with the clients’ values and needs. MI emphasises
exploring how certain behaviours (e.g., aggression) may conflict with a person’s beliefs
(e.g., wanting to be safe) and supporting them in finding alternative actions that better
align with what they care about.

Integrating values into a simulated agent’s internal reasoning may, therefore, enhance
both realism and pedagogical relevance. By embedding values within a cognitive architec-
ture such as a BDI model, a virtual agent can exhibit behaviour that reflects priorities while
remaining responsive to trainee input. This creates opportunities for trainees to practise
identifying value cues and adjusting their counselling strategies accordingly, in line with
established counselling frameworks such as MI.

However, recognising and interpreting values can be challenging. Unlike emotions,
values are often abstract and expressed indirectly [305]. Without explicit guidance, trainees
may overlook how a virtual child’s statements reflect underlying values. Research on virtual
agents indicates that explanatory feedback generally helps users interpret decision-making
(e.g., [151]). Providing feedback that explains how a simulated agent’s values influence its
reasoning may therefore support trainees in recognising values and understanding how
their interventions affect the agent’s internal state.

We formulate a hypothesis to test the argument that adding values to the agent’s
internal states enhances realism and the trainee’s ability to align with the simulation:
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Hypothesis 2

Integrating human values in a simulation improves the learning experience.

1.2.4 Integrating Cognitive Modelling with Large Language
Models

We take the position that integrating Large Language Models (LLMs) into a structured
cognitive model can improve the learning experience in simulation-based training by
combining pedagogical control with conversational naturalness.

In simulation-based training, high fidelity to the actual situation is crucial for effective
learning [329]. For helpline training, this requires simulating a virtual child capable of
realistic, open-ended conversation [38]. However, traditional rule-based agents often
struggle to meet this requirement. While they provide a safe, controlled environment,
they rely on predefined rules and training data, which limits their ability to process
diverse trainee inputs or generate varied responses [311]. Their rigidity can often disrupt
conversational flow and undermine realism.

LLMs present a promising solution, as they can enhance intent recognition, provide
wider conversational variety, and handle unexpected or nuanced trainee inputs [128, 148,
192]. Yet, relying solely on LLMs for educational simulations introduces concerns of
control, predictability, and interpretability. LLMs are not explicitly designed to maintain
structured cognitive states or adhere to specific pedagogical constraints. Without such
constraints, they may generate unintended content that interferes with learning objectives.
Furthermore, LLMs are susceptible to inherent biases, such as formatting and token biases
[185, 236]. These reliability issues make pure LLMs risky for sensitive training contexts
where specific educational outcomes must be controlled.

A hybrid approach that integrates LLMs within a structured cognitive architecture
offers a potential solution to this trade-off. This integration could allow the LLM to
handle open-ended dialogue while the BDI cognitive model maintains consistency with the
agent’s internal states and training goals. This balance aligns with the need for training
simulations that are both realistic and pedagogically grounded. Therefore, we test the
following hypothesis:

Hypothesis 3

Integrating cognitive models and LLMs in a simulation improves the learning
experience.

1.3 Approach
Although the hypotheses in this thesis are grounded in existing literature, we conducted
empirical research to test them directly. Accordingly, the research approach combines
conceptual analysis, system development, and experimental evaluation. We employed a
mixed-methods approach to test the hypotheses regarding the system’s impact and design.
Quantitative measures were used to assess learning outcomes, behaviour, performance,
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and interaction perceptions, while qualitative analyses provided insight into participants’
reasoning and considerations.

The research follows a systematic approach to operationalise the hypotheses, focusing
on a concrete use case to ensure the work remains aligned with practical needs. Further-
more, we repeatedly used the same context to ensure comparability across studies. To
this end, we focus on training helpline counsellors using a virtual child simulation, in
which the training objective is to change the child’s beliefs, thinking, and attitudes. This
controlled environment allows us to extend, isolate or adjust specific training variables,
such as the presence of feedback or internal values, without the confounding introduced
by the unpredictability of real-life counselling.

1.3.1 Context: Lilobot - A Virtual Child Simulation for Train-
ing Children’s Helpline Counsellors

To ground the research questions and hypotheses in a concrete and realistic training
context, this thesis builds on the Lilobot virtual child simulator Grundmann et al. [145].
From the trainee’s perspective, Lilobot is a virtual child who has been bullied at school
and is contacting a children’s helpline for advice via a text-based chat interface. Because
this interaction takes place through written chat, Lilobot should realistically represent a
child old enough to communicate in writing. A 2025 international child helpline report
states that 13-15 year-olds are the most common age group contacting child helplines,
while contacts from 10-12 year-olds have increased by more than 50% over the past five
years [80]. In the Dutch educational system, children in groups 5 and 6, approximately
8 to 10 years old, are expected to write texts for different purposes while considering
audience, structure, and language use [346]. This makes text-based interaction with a
children’s helpline plausible for children in this age range. According to Piaget’s theory
of cognitive development, this age range corresponds to the concrete operational stage, in
which children can reason about concrete events and respond coherently in conversation
[121]. Based on these developmental, educational, and helpline-use considerations, Lilobot
is best understood as representing a child of at least 9 years old. An initial evaluation of
Lilobot showed its potential; however, one limitation was that it was tested with counsellors
who already possessed the relevant knowledge, making it not possible to observe how they
acquired this information. Therefore, Lilobot should be tested with the intended target
group, namely, people without training or experience in helpline counselling.

From a technical perspective, Lilobot is a conversational agent that bases its decision-
making on modelled internal states and the trainee’s input. These internal states are
modelled through the Belief–Desire–Intention (BDI) framework [312]. Lilobot holds beliefs
about itself and the surrounding world, such as “I think the trainee is interested in my story”
and “I think the trainee can be trusted.” The trainee’s inputs influence these beliefs—for
example, if the trainee asks, “When did the bullying happen?”, the aforementioned beliefs
are strengthened. Based on its beliefs, Lilobot forms desires (goals it wants to pursue),
such as continuing to talk about the bullying if it trusts the trainee enough, or ending the
conversation if the trainee has not shown sufficient empathy. During the interaction, the
trainee’s goal is to apply the Five-Phase communication model correctly. Initial analyses
of Lilobot’s simulation indicated that the simulation alone may be limited in improving
trainees’ knowledge and reflective understanding. Further details about the previous work
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on Lilobot are available in [145], and an overview is provided in Appendix A.

Figure 1.2: Overview of the thesis progression, starting with a conceptual analysis of social skills
training systems (RQ1), followed by the context of training new counsellors at child helplines. Within
this context, we conducted experimental analyses focusing on both simulation and educational
aspects (H1 and H2) or on simulation only (H3).

1.3.2 Approach per Research Question and Hypothesis
Theoverall research flow (Figure 1.2) illustrates the thesis progression, mapping the chapters
to the two key elements: simulation and education. The thesis begins more broadly by
addressing the need for a clear conceptual understanding of the key components of training
systems. To answer this research question, we examined existing social skills training
systems and relevant architectures to identify recurring components for inclusion in
an architecture, interaction characteristics, and educational elements. Specifically, we
analysed eight training system architectures, along with 43 social skills training systems
drawn from prior literature reviews, relevant conferences, and targeted searches. This
resulted in a modular architecture for social skills training (ARTES). Using ARTES, we
identified essential components in training systems, mapped them to existing system
designs, and compared ARTES across eight architectures that could be used for building
training systems. The resulting architecture guided the design of subsequent experiments.
The ARTES architecture and the discussion of social skills training systems are presented
in Chapter 2.
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To test Hypothesis 1, this thesis evaluates the incremental contribution of simulation,
feedback, and reflection to learning outcomes. Lilobot’s simulation was extended stepwise
with feedback and then reflection, allowing us to systematically study the role of incre-
mentally adding an educational component in supporting guided and effective learning.
We conducted a longitudinal randomised controlled trial (N = 346), where participants
interacted with one version of the tool over five sessions within 14 days. This setup reflects
how such training tools could be used in practice, enabling us to observe not only learning
outcomes but also how participants’ experiences and engagement evolve over repeated
interactions. Four additive conditions were compared: a baseline, a simulator-only version,
a simulator with feedback, and a simulator with feedback and reflection. We measured
changes in learning and performance across the four conditions. More information about
the randomised controlled trial setup and results is provided in Chapter 3.

Building on this, we tested whether extending the agent’s internal reasoning with
human values improves realism and trainee alignment (H2). To simulate how values
influence decisions, we extended Lilobot’s BDI model with an explicit value layer that
shapes the agent’s reasoning and behavioural choices. With this, trainees could encounter
value-driven behaviour during interaction and practice recognising and aligning with
those values, as desirable in real counselling conversations. The experiment compared
three conditions in a between-subjects design (N = 193): the base Lilobot simulator, the
simulator with values, and the simulator with values and feedback. We tested participants’
ability to recognise values, perceived alignment, and the extent to which they understand
how values influenced the interaction. The BDI-Values model design and experiment are
described in Chapter 4.

To evaluate the position that integrating internal states with LLMs improves the expe-
rience (H3), we examine how integrating LLMs into a cognitive model affects perceptions
of realism, consistency, and suitability for training. In this hybrid BDI–LLM approach, the
LLM handled open-ended language understanding and generation while the BDI layer
maintained consistency with the agent’s internal state and training objectives. We evalu-
ated this approach through three complementary studies: (1) a script-based assessment
comparing LLM-generated responses with human-crafted responses to establish whether
LLM output meets a minimum quality threshold for training use; (2) a within-subjects
experiment (N = 37) examining how the hybrid BDI–LLM integration affects trainees’
perceptions compared to a rule-based system through direct interaction; and (3) expert
interviews to capture concerns about appropriateness and risk that cannot be assessed
through participant studies alone. Together, these studies triangulate quantitative user
perceptions with qualitative expert insight. Chapter 5 presents the hybrid BDI–LLM
integration and evaluation results.

Finally, the concluding chapter (Chapter 6) summarises the findings and draws conclu-
sions across all studies. We highlight the ethical and research implications for designing
effective, interpretable, and value-aligned simulation-based training systems. The thesis
structure follows a funnel-like progression, from conceptual exploration to detailed experi-
mental testing (Figure 1.2), reflecting how each research question and hypothesis builds
upon the previous ones.
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Agent-Based Social Skills

Training Systems: the ARTES
Architecture, Interaction
Characteristics, Learning

Theories and Future
Outlooks

Agent-based training systems can enhance people’s social skills. The effective development of
these systems needs a comprehensive architecture that outlines their components and relation-
ships. Such an architecture can pinpoint improvement areas and future outlooks. This paper
presents ARTES: a general architecture illustrating how components of agent-based social
training systems work together. We studied existing systems and architectures for training
and tutoring to design ARTES and identify its essential components and interaction character-
istics. ARTES comprises two core components: the agent simulation of social situations, and
educational elements to provide guided learning. We link ARTES’s crucial components to four
primary learning theories (behaviourism, cognitivism, social cognitive theory, and construc-
tivism) to illustrate the role of agent simulation and tutoring elements in establishing desired
learning outcomes. Furthermore, we map ARTES’s components against eight architectures, 43
systems and three tools to indicate the components’ relevance, completeness, generalisation,
and deployment potential across contexts. In addition to ARTES, the paper also contributes by
identifying future improvements and research directions, such as the agent’s thinking, tutoring
methods, knowledge transfer, and ethical implications. We believe ARTES can help bridge the

� Al Owayyed, M., Tielman, M., Hartholt, A., Specht, M., and Brinkman, W. P. (2025). Agent-based social
skills training systems: the ARTES architecture, interaction characteristics, learning theories and future outlooks.
Behaviour & Information Technology, 44(9), 1787-1814.
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gap between virtual human simulations and impactful educational learning, offering training
system developers desirable features like understandability and adaptability.

2.1 Introduction
Social communication skills are important for human interaction. Training these skills
can, therefore, be beneficial, including training them with computer applications. Software
engineers designing these systems would benefit from a high-level application overview;
that is, a conceptual architecture describing the system’s components, their interrelation-
ships, and properties. This overview helps engineers identify what is necessary and build
applications with desirable characteristics such as understandability for other developers
and adaptability [237]. Nonetheless, the area of social skills training systems currently lacks
such an architecture of the components and their relationships. To this end, we present a
conceptual architecture for agent-based social skills training systems. This architecture out-
lines the general functionalities and components necessary to deliver these functionalities.
The architecture is versatile and could be applied to various forms of social skills training,
including interviews, negotiations, and taking medical histories. The architecture is also
agnostic to the agent’s embodiment, modality of interactions, software implementation,
and deployment. Because of their importance, it caters explicitly for training on dialogues
aimed at changing people’s perspectives and beliefs, such as getting vaccinated, becoming
physically active, or quitting smoking. Therefore, we specifically focus on simulating the
thought process of a communication partner but also on how the architecture facilitates
the embedding of instructional principles. Moreover, we also look into new opportunities
and further research directions for agent-based social skills training.

2.1.1 Why Social Skills Training Systems
Social skills training is beneficial to train people on problems arising in different social
settings, such as social anxiety [35], patient-doctor communication [288], and business
customer service [269]. Yet, this training is often reported to be costly, time-consuming,
and involves several individuals, e.g., training student doctors on breaking bad news [287].
A computer-simulated person within a training system offers a practical solution. It role-
plays a situation for learners to learn from, whereby they interact with an interactive
computer agent representing a human in a specific training scenario (Figure 2.1). These
systems allow learners to practice interactions in a safe, cost-effective, and readily available
environment [143, 247, 268].

2.1.2 Architectures for Social Skills Training Systems
Rather than building a training system from scratch, it would be efficient for developers
and researchers to leverage an architecture that describes the connection and flow between
the different components. Integrating different artificial intelligence (AI) technologies and
domain knowledge is crucial to the success of training environments [198], making such
a system complex by its nature. Thus, an architecture can help designers abstract and
understand such complexity. Several architectures can be adapted for training systems,
primarily: (1) tutoring models (e.g., [286]), which usually focus on the educational process
rather than simulations; (2) virtual human architectures (e.g., [223]); and (3) the integration
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Figure 2.1: In a typical agent-based social skill training system, the learner (on the left) engages
with a virtual agent role-playing as a human, like a virtual patient, to practice a skill. Based on this
interaction, the learner receives feedback, as shown on the right.

of both (e.g., [91]). Other architectures have been proposed in adjacent domains, like
in social simulation [54]. However, these simulations aim to study scenarios involving
interactions among many agents that mimic human behaviour, such as simulating the
behaviour of many people in an evacuation scenario. This makes them different from social
skills training simulations, which focus on simulating social interactions to train human
learners.

At its core, training systems are systems to teach (the goal) [14] by having a human
interact with a simulated environment (the means). Adding tutoring to such simulations
could contribute to a guided learning experience, which is more effective than unguided
learning [85, 204, 224, 366, 368]. Furthermore, computer-based tutoring can be time- and
cost-effective compared to in-house tutoring, e.g., debriefing session [5, 282]. However,
we noticed that many existing architectures and systems tend to emphasise either the
goal, with less utilisation of the simulation potential, or the means, with less emphasis
on pedagogical elements. Yet, these elements combine well and could enhance training
system benefits in general. Therefore, we argue for an architecture that supports both the
goal and the means of training systems.

Furthermore, we need an architecture to describe and develop systems that capture
more complex training simulations. The complexity of these systems spans from modelling
passive interactions to simulating human cognition. Examples of the more “complex”
systems include negotiation training (e.g., [188]) and job interviews (e.g., [15]). Other
systems in this spectrum aim at training learners to understand and change an individual’s
cognition or mental state through conversations. These systems allow a human learner to
practice how to change a person’s beliefs, attitudes, or emotions on a simulated human
to equip the learner with skills to apply in real-life interactions with clients. For instance,
simulations might focus on de-escalating aggressive scenarios (e.g., [51]) or persuading a
virtual patient to seek assistance (e.g., [99]). These systems specifically train on altering
the simulated human’s states, setting them apart from other social skills training. We
argue that such systems are among the most intricate to design because developers should
replicate components that mimic human thought processes, e.g., modelling changes in
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human mental states based on a perceived learner’s states. An architecture can provide
clearer insights into these systems and their components.

Several surveys have explored training systems, including for virtual patients [30] and
those utilizing virtual reality [406]. The closest to our work is by Bosman et al. [48], where
they explored 12 agent-based training systems, including those with changing states, and
analysed them across six dimensions (e.g., internal reasoning and feedback). Yet, they did
not address potential research directions or possible advancements in this area.

2.1.3 Main Contributions
In this article, we present ARTES, i.e., theAgent-based training architecture for social skills.
ARTES outlines key components that could ideally be present in a system that simulates a
training situation with one agent. Being a conceptual architecture [86], it describes the
components and the connection and flows between them, regardless of implementation
decisions. Thus, the architecture provides a valuable reference point for researchers
and developers looking to build upon implementations, while not providing technical
implementation information as can be expected in an implementation architecture [189].
One of the key features of ARTES is that it integrates components from two perspectives to
maximise learning gains, namely from agent simulations and tutoring systems. In addition,
the architecture enables us to identify the important components of training systems, which
we can examine further by looking at existing training systems, particularly those focused
on changing mental states. By examining the current training systems; offering suggestions
for advancements from adjacent fields; linking to learning theories; and discussing future
outlooks and research directions, we hope to advance the state-of-the-art in this area.

2.1.4 Approach
The article follows an approach similar to Harms et al. [152] and Brabra et al. [55], where
they presented a model and discussed current states and possibilities of applying segments
of that model from different dimensions. Similarly, we present an architecture and focus
on the essential components of training systems. Although our objective was not to
conduct a systematic literature review, we defined the architecture and the characteristics
by examining a wide range of literature on agent-based training systems and conversational
agents in general. To extract recent examples of such systems, we used different sources:
(1) by searching for keywords, such as: “training system,” “social skills,” “agent,” and
“virtual agent,” on Google Scholar and Google, (2) by looking at systems mentioned in
three literature reviews on social skills training that fits within our scope [30, 48, 102],
(3) by extracting relevant papers published in the Interactive Virtual Agents conference
(IVA) between 2019-2022, a period chosen to include also the latest research published after
these three literature reviews mentioned, and (4) by looking at reverse citations, where
literature references were screened when deemed relevant. The included systems also
had to fit within the scope of our architecture, i.e., training individuals in social skills
through communicating with an agent. Relevant architectures also inspired ARTES: (a)
Architectures of training systems (e.g., Anderson et al. [15], Bosse et al. [50], Kenny et al.
[198]); (b) Virtual agents architectures, mainly for input/output components [155, 254],
agents’ thinking-acting cycles [198] and agents’ cognition [302]; (c) Intelligent Tutoring
Systems (ITS) models [77, 286, 342]; and (d) An integration of ITS and virtual humans [91].
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This paper is organised as follows: We first introduce ARTES, an architecture for
agent-based training systems for social skills. We then describe the architecture and
its components and present the characteristics by which training systems model the
interactions between the learner and the interactive agent, a term which we will use
interchangeably with virtual agents in this paper. After that, we identify and discuss
ARTES’s essential components in training systems, followed by showing their role in four
learning theories. Finally, we end the paper by mapping ARTES to eight training systems
architectures, classifying the examined systems based on the essential components, linking
ARTES to development tools, and discussing further research directions in this area. This
research contributes by (a) proposing an architecture for agent-based training systems
for social skills, which designers and researchers could use to build on their systems; (b)
describing current advances in the aforementioned systems and providing suggestions for
what could be integrated from other adjacent domains (e.g., conversational agents); and (c)
suggesting future research opportunities for agent-based training systems.

2.2 ARTES Architecture and Characteristics of So-
cial Skills Training Systems

What should an architecture for agent-based social skills training systems look like? What
are the components? And how is interaction with learners characterised? These are the
key questions to address now. To explain the abstract concepts in the architecture, we
will use the hypothetical example of Lila, a new volunteer in a child helpline. As part of
her training, Lila interacts with a simulation system, which includes: (1) a virtual agent
simulating a bullied child contacting a children’s helpline; and (2) an educational model
to manage the learning process. This example is relevant to existing social skills training
systems, e.g., to train children in dealing with bullying [25], or to train crisis helpline
counsellors [99]. However, it differs in its focus on training a child helpline counsellor to
interact with a bullied child.

2.2.1 Agent-based Training Architecture for Social Skills
(ARTES)

Figure 2.2 illustrates the high-level architecture of the virtual training system and how a
learner, like Lila, interacts with it. These interactions take place in a communication setting,

Figure 2.2: A simplified model of the proposed architecture, using the virtual child example.



2

16
2 Agent-Based Social Skills Training Systems: the ARTES Architecture, Interaction

Characteristics, Learning Theories and Future Outlooks

Figure
2.3:G

eneralarchitecture
ofagent-based

training
forsocialskills(A

RTES).Th
e
com

ponentshighlighted
in

blue,“Th
ink”and

“Tutor”,are
crucial

fortraining
learnersin

socialskills.Th
e
tw

o
com

ponentsare
discussed

in
detailin

thisarticle.



2.2 ARTES Architecture and Characteristics of Social Skills Training Systems

2

17

i.e., a scenario. In Lila’s scenario, she interacts with a child who has been bullied and wants
the helpline to call their school. This simulated scenario allows Lila to practice applying
the helpline’s communication protocols, which are the steps by which she can help the
child explore viable solutions, e.g., to inform a teacher about the bullying. Therefore, Lila
practices facilitating a change in how the child perceives and thinks about the situation.
Two essential components are needed to facilitate a change: a simulation of the virtual
child, which Lila practices with; and an educational model to guide and teach Lila about
communication protocols. For the virtual child simulation, Lila interacts with a user
interface that resembles the setting used by child helpline volunteers. This includes a
chat interface for exchanging short text messages with the child, access to manuals, and a
display showing the number of children waiting in the queue. Behind the interface is the
virtual child simulation, represented by a mind and a body. The simulated child’s mind
aims to sense and understand Lila’s input and thinks of a reply based on many factors,
such as the conversation’s history, Lila’s empathy, and its belief in the helpline’s ability to
help. The virtual child uses its body, the interaction modality, to communicate responses.
This could have various representation types, such as a physical robot, a virtual character,
or, in the case of the virtual child, generating a response and sending it to Lila via the
chat interface. Besides a single modal sense-to-act cycle, multi-modal implementations
are also possible, e.g., monitoring Lila’s emotions expressed via her facial expressions and
text input, and also responding across multi-modalities, e.g., a virtual child showing its
emotion via body gestures and text responses.

During and after Lila’s interactions with the virtual child, she might not know what
she did right or wrong. To address this issue, the training tool incorporates an educational
model that aims to improve Lila’s understanding of the child’s behaviour, manage the
learning process, and guide her in achieving the learning goals. The educational model uses
domain knowledge, such as the helpline’s communication protocols, Lila’s competence
level, and the tutor model, to decide what and how to teach Lila. The educational model
could assess Lila’s progress, adapt the training scenario or child’s personality, and provide
Lila with guiding feedback. Lila can access the latter through the educational interface.
This interface is also used by Robin, Lila’s human trainer, to monitor Lila’s progress. Robin
can also use the configuration interface to influence the training by, e.g., changing the
personality of the virtual child.

The proposed full ARTES architecture (Figure 2.3) aims to present the ideal set of system
components that simulate a training situation with one agent, e.g., a virtual child. Lila’s
example demonstrates that this modular architecture can be tailored to match the simulated
training and learning goals. Table 2.1 lists and explains ARTES’s main components.

2.2.2 Characteristics of Learner-agent Interactions in Train-
ing Systems

To better understand the interactions between a human learner and an interactive agent in
training systems, we identify several key characteristics defining such interactions. Table
2.2 shows them and aligns them with previous works on taxonomies for multi-modality
inputs and outputs [117, 369], dialogue management in conversational agents [152, 255] and
the existing literature reviews on training systems mentioned earlier. These characteristics
and their aspects help explain the components of ARTES and understand the differences
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between various system implementations.

Table 2.1: The main components of the architecture.

Component Description
Virtual training
interface

The simulation environment interface, in which a learner
interacts with an agent.

Sense/Input As part of the agent’s mind, its main purpose is to sense the user
inputs and interprets it. The input could include talking (speech
recognition), typing (natural language understanding), happy or
sad gestures (multi-modal), or a combination of them.

Think This part of the mind decides on the agent’s next action, once the
agent has interpreted the learner’s input. For this, it might
consider modelled dialogues, agent model (e.g., they have a short
temper or negative beliefs of the situation), and how the learner
is progressing in training (e.g., the agent takes a less cooperative
stance to challenge more experienced learners).

Act/Output Part of the agent’s body. After the agent decides on an action, it
“acts” by, e.g., showing sadness (animation) or raising voice
(speech generation), which is shown in the training interface.

Domain
Knowledge

Contains information concerning the training subject and
learning goals. It includes facts, procedures and rules of the topic,
such as how to follow a certain communication protocol.

Learner
Knowledge and
Skill

The learner’s current knowledge and skill state in the context of
the full domain knowledge-skill set, e.g., to what extent the
learner is able to apply a certain protocol.

Tutor The tutor manages the system’s teaching process by considering
domain knowledge and the learner knowledge and skill
components. The tutor decides on what knowledge or skill to
focus on, how to do this, and provides feedback on the learner’s
performance.

Educational
interface

The learner and trainer interact with the educational interface to
check the learner’s progress and interaction.

Configuration
interface

This interface allows a trainer to control the simulation or the
educational model, e.g., by changing the agent’s mind
configuration or tasks.

Storage The storage keeps data related to the system, and its uses, such as
the chatlog or learner’s performance data.
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Table 2.2: Characteristics of the interactions between a learner and a simulated agent.

Characteris-
tic

Aspect Definition

Input mode

Verbal
Visual
Sound
Haptic
Others

Written learner input.
Any visual input such as facial expressions and gaze.
Sound input (e.g., speech).
E.g., pressure, selection.
Sensors, emotion recognition, motion capture.

Verbal
interactions
input

Closed
Open
Both

Options for the learner to choose from as a reply.
Free text speech input.
Have both types of input.

Reasoning
Rule-based
Data-driven
Hybrid

The rules of the virtual agent interactions are predefined.
The systems learn the rules from conversations (e.g., a dataset).
Combination of rule-based and data-driven.

Internal state
Defined model
Limited
None

The agent has defined states on how they affect the interactions.
The agent has one or two parameters (e.g., trust level) that change.
No explicit representation of internal states.

Agent
Knowledge

No history
Background only
Dialogue only
Dialogue and-
background.

No memory of past experience is registered.
The agent has a history of its backstory.
The agent has a memory of past interactions.
The agent has a memory of past interactions and their background.

Trainer
involvement

Not involved
Configuration
Human-initiative
Agent-initiative
Wizard of Oz

No human is involved and the agent interactions are automated.
The trainer monitors interaction and configures educational settings.
Automated interactions, but the trainer can intervene and control.
The agent asks the trainer to take control (e.g., making a decision).
A human understands the input and controls the output of the agent.

Output mode

Verbal
Visual
Sound
Others

The agent utterances.
Any visual output appearing on the agent (e.g., animations).
Sounds the agent outputs (speech or non-speech).
Outputs that can not be seen or heard (e.g., haptics).

While any combination of these characteristics can theoretically occur, certain patterns
are more likely based on factors such as the agent’s roles, technology used, and training
scope. When considering the case of Lila’s interaction with the virtual child, the interaction
takes place through open written inputs, where Lila writes in a conversation text field.
The child’s response is provided through verbal textual output on the interface, and the
reasoning is based on a hybrid approach between rule-based and data-driven, allowing
for training in a safe, explainable, and controlled environment. The child also has defined
internal states and beliefs that change while talking with Lila, as well as a background
story of being bullied at school, and memory of past conversations. The trainer, Robin, can
modify the virtual child’s configuration by changing its belief values, making the child more
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or less adamant. In other cases, the agent simulation may have different characteristics.
For example, a visual embodiment of a virtual recruiter for training on non-verbal cues,
direct rule-based reasoning for answering questions in history-taking, or an agent-initiated
involvement to demonstrate specific cues of a virtual patient with depression.

2.3 Key Social Skills Training Components
TheARTES architecture includes components that are also included in non-training systems,
such as multi-modality or dialogue systems. As these more generic components have been
explained elsewhere (e.g., Harms et al. [152], Turk [369]), we will now focus our attention
on the “Think” and “Tutor” components. Both components play a pivotal role in training
learners’ social skills to understand and change an individual’s emotions, cognitions, and
behaviours consequently. Table 2.3 shows the sub-components of these two components.

Table 2.3: Overview of Think and Tutor sub-components, which we examine further in this article.

Examined Components Description

Think: An agent decides on an action based on the understood input.

a) Action Decision
Making.

Controls how the training scenario proceeds, i.e., how an
agent decides what their next step would be based on the
overall interaction structure.

b) Agent model.

Describes the model of the agent with different parameters
and states. This could include its emotions and cognition
about itself, the learner, and the world. This, in turn,
influence the agent’s future behaviour.

Tutor: What educational information to present and how.

a)
Instructional
principles.

A training system includes principles to teach knowledge,
which could affect the agent’s interactions with the system.
It is related to learning techniques and the learner’s state.

b) Feedback.
Generates and displays feedback to reflect on the learner’s
performance, e.g., being empathic, or to explain the agent’s
behaviour, e.g., the changes in agent beliefs.

c) Pedagogical agent.
A virtual trainer agent guiding or reflecting upon the learner’s
interaction with the simulated agent. It can have basic or
complex interactions, e.g., with the “thinking” elements.
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2.3.1 Think Components
Most training systems we studied were limited in their simulation of the agent’s thinking.
We believe there is a potential for improvement, as by showing the change in the agent’s
belief states, learners can construct a mental model of the agent’s thinking process, from
which they can learn the consequences of their actions. In other words, they can construct
a mental model of the situation they operate in [190]. For Lila, this means she could
understand how the child’s emotion and thinking changes when she follows the helpline
protocol. In this section, we will discuss the elements that affect the agent’s action decision,
reflecting on the proposed architecture.

Sources of Input
Looking back at the model in Figure 2.3, we distinguished three information sources upon
which an agent bases its actions: what Lila has said (information provided by sense/input
component); what the child is thinking about itself or the world (the agent model); and
what is an appropriate learning experience for Lila (input from the educational model). Let
us start with the first one. The agent considers Lila’s input based on what the two have
said so far, e.g., did the child pose a question, and is this Lila’s answer? If the child is happy
and trusts Lila, the agent might consider her answer instead of rejecting it. In other words,
the agent’s decision depends on the agent’s cognitive and emotional states, i.e., the second
source of input. So, if Lila showed empathy, the child’s trust in Lila would increase; thus, the
agent would be more willing to open up. Finally, Lila might be cognitively and emotionally
ready for a more challenging twist in the scenario. Sensors indicate she is relaxed, and the
learner knowledge and skill information indicate she has sufficient understanding for the
next step in her training. Therefore, the educational model might change the parameter
setting of the Action Decision Making component on the fly, for example, making the
child more susceptible to any suggestion of rejection by Lila. This third source, therefore,
influences the agent’s decision-making on a meta-level, by changing the rules it applies.

Basic Decision Making
With the three input sources, an agent’s thinking could vary widely, from being simple
options-based, matching inputs to direct outputs, to having a complicated structure of
decision-making that includes dialogues, goals, and emotions that adapt to the learner’s
state. A direct thinking process might be suitable for training systems where a change in
an agent’s beliefs or emotions as part of the conversation is less relevant to the agent’s
decision-making. For example, to train student doctors in asking specific appropriate
questions and collecting information for diagnosing [338]. However, such dialogues are
experienced as being static and inflexible [48]. Therefore, some proposals have been made
to tackle this. For example, Hirumi et al. [167] structured the questions that could be asked
by learners into topics, e.g., about the patient’s medical or social history. Dialogue managers
[152] go beyond option-based solutions, as they can consider the dialogue history and state
when deciding on an action. Take, for example, the following interaction: “[Child] I’m
bullied at school, can I talk about that?; [Lila] Sure, I am here to listen; [Child] Thanks. Do
children often call about bullying?; [Lila] yes, you are not the only one”. Here, the dialogue
manager is running a script and, based on Lila’s input, gives an appropriate response and
moves on. Another extension is to add one or two state variables about agents, e.g., a trust
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meter [332]. It is an initial attempt to have learners consider the consequences of their
actions.

Cognitive Models
More complex agent models can be used to elaborate the thinking, e.g., by simulating a
virtual child’s mental model that reaches decisions based on interactions with Lila. These
models are often referred to as cognitive models that simulate human decision-making
processes [362]. These cognitive models can be application-specific or can be built upon
general theories. Application-specific cognitive models, such as a virtual suspect for
interrogations that bases its answers on interpersonal relations [65], have the advantage of
addressing unique simulation aspects, e.g., states which might not be included in general
theories. However, they require more work from domain experts to simulate thinking,
agent states, and their interconnections. In the case of the virtual child, this involves
identifying relevant thinking processes for training, potential cognitive and emotional
states for the child, and how these two can be linked together. On the other hand, general
cognitive models describe how the agent’s state varies, allowing developers to build upon
a predefined flow. One well-known and utilized cognitive theory in conversational agents
is the belief-desire–intention (BDI) model. This model is built on three aspects: (1) the
agent’s beliefs about themselves, the learner (i.e., Theory of Mind [226]), and the world;
(2) the agent’s desires regarding their goals; and (3) their intentions as the actions they
wanted to execute [136]. For instance, when Lila shows empathy towards the virtual child,
the child’s belief in Lila’s understanding of their situation increases, making the child more
open. Employing BDI in such a model could simulate human decision-making, adapt to
changes in the environment, and directly explain the child’s decisions and changes in
internal states. In their survey of BDI agents for social simulation, Adam and Gaudou
[2] argued that BDI models are well-suited for agents in training systems. However, they
also discussed drawbacks, with the most relevant for training systems being the need for
expert input to model agents’ values. BDI has been utilized in several training agents (e.g.,
McShane et al. [253], Muller et al. [272], Oijen et al. [289]), and proposed for others (e.g.,
Baptista et al. [28], Van der Zwaan et al. [379]). The model’s flexibility allows for extensions
to include social concepts in the agent’s mind, such as agent trust [2], which would be
valuable to train learners on specific social skills and how such concepts affect the agent’s
decision-making.

Cognitive Architectures
Cognitive architectures offer another approach to modelling human cognition in training
settings. Although some cognitive architectures are based on BDI, researchers differentiated
BDI from cognitive architectures in that the former is based on a philosophical take on
behaviour, while the latter considers describing lower-level cognitive processes to simulate
a humanmind [2]. Therefore, we will consider them both as methods of cognitionmodelling
in the agent’s thinking. Cognitive architectures aim to achieve general human intelligence
capable of reasoning, insight, behaviour adjustment, and self-reflection [212]. Architectures
vary in decisions about actions, typically based on factors from their internal memory
and interactions, such as physiological needs, utility, state, and relevance. However, we
found limited social skills training applications based on surveyed cognitive architectures
[212, 405]. One exception is a 2003 implementation of Soar [216] to train army personnel to
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make decisions in a critical social situation [164]. The limited examples might be because
cognitive architectures aim to simulate general human intelligence and not to “be an actor”
with emotions and states in a specific role-play training scenario. Moreover, they are not as
easy to implement as BDI [2]. While cognitive architectures may not be the primary choice
for training systems with changing agent states, they might have a potential added value
when continuous adaptability or self-reflection is needed, depending on the agent’s past
experiences. For example, when building a general virtual human for helpline counsellor
training that can be utilised in children’s helplines.

Modelling Emotions
So far, we have only discussed the cognitive part of the agent’s mind. An additional layer
to the agent model in a training system is modelling the agent’s emotions, often referred
to as affective architectures [302]. These architectures extend cognitive models, such as
BDI, to include more elaborated states or traits to the agent, e.g., by adding emotions,
personality, attitude, and mood [290]. As a result, the agent’s emotions can influence their
decisions and beliefs, leading to varied reactions based on their feelings. Incorporating
such feelings in the virtual child example can help Lila understand the child’s internal
states and emotions and how the interactions affect them, e.g., when the child might feel
frustrated and how to address it. Emotions also enrich the simulation, particularly when
the learning outcome involves understanding or changing the agent’s emotions. One
example is TARDIS [15], which has an affective architecture. In this job interview training
system, the virtual recruiter’s emotions impact its decision-making, e.g., becoming more
aggressive as they feel angry. Numerous affective models, primarily based on BDI [290],
integrate cognitive modelling with emotions to build a training agent. For instance, EMA
[245] was employed in a stressful decision-making scenario [359], and FAtiMA [101] to
build a job interview scenario [248].

Data-driven Approaches
Agents in training systems usually have rule-based reasoning. Alternatively, data-driven
approaches, i.e., a model trained on corpora of conversations [152], may also prove helpful.
There are many challenges, though, to having data-driven training systems, including the
scarcity of conversational data tailored to the simulated scenario, concerns about data
accuracy, and technical limitations such as limited understandability of human emotions.
For example, building a data-driven virtual child would raise questions regarding sensitivity,
availability, and privacy when collecting conversational data from children and helpline
volunteers. Human-in-the-loop machine learning could offer a solution when a human
trainer acts as the agent and responds to learners’ interactions to create a corpus. In
Lila’s case, this would involve Robin controlling the virtual child. This method, akin
to what was used in a storytelling chatbot [181], could help train the virtual child on
actual data for different background stories and interactions. However, it requires Robin’s
commitment and manual effort to define the child’s states in order to develop a human
interpretable agent model. Reinforcement learning offers another alternative, where the
model of the agent is trained based on user interactions, and the agent’s correct behaviour
is rewarded [395]. While reinforcement learning has been utilized in related domains,
such as healthcare assistants [403], implementing this approach in a training system like
Lila’s may pose challenges. These challenges can arise when an agent needs to have
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consistent and predictable agent behaviour across different learners. Furthermore, defining
suitable reward functions for simulation in such a sensitive scenario, which requires
interdisciplinary expertise, poses its own hurdles. Therefore, human experts could check
such rewards to determine if the virtual child exhibits appropriate behaviour during the
communication protocol phases or to assess whether Lila gained the correct learning skill,
such as showing empathy to the child.

Trainer’s Involvement
Human trainers could also influence the agent’s decision-making process. ARTES captures
this by incorporating the interaction flow from the trainer, in our case, Robin, to the
educational model and then to the agent’s thinking. Aside from the Wizard of Oz approach,
where a human trainer substitutes the entire agent cognition, Table 2.2 illustrates two
ways in which a human trainer can impact the agent’s action decision: based on human or
agent initiative. Human initiative occurs when the trainer acts as a supervisor guiding the
agent and intervening when necessary, for example, if the virtual child does not exhibit
the expected behaviour or if Robin wishes to control parts of the agent (e.g., Hartanto et al.
[153]). On the other hand, agent initiative has the agent asking Robin to choose on its
behalf, substituting a part of the agent’s cognition with the trainer’s input. The latter is
used when the agent is stuck in a conversation or faces a moral dilemma [377]. While this
approach requires a human trainer on standby during the training session, it can also be
utilized in a data-driven approach to training the agent model, where the agent learns from
the trainer’s decisions by requesting their input.

2.3.2 Tutor Components
The tutor model is an intermediate between domain knowledge and learner knowledge
in the educational model. The tutor manages the learning experience by supervising
learning tasks, providing feedback, and maintaining learner engagement and motivation
[53]. Unlike agents with their human-like manifestation, tutors in intelligent tutoring
systems could manifest themselves in many forms. These can be colour-coded feedback
indicators, such as red and green symbols showing the learner’s performance or topic
recommendations. Many models have been reported for tutors, detailing their logic and
presentation style for giving feedback or guidance to a learner [13]. Having such a model
in a training system is helpful to educate learners, as the lack of guidance could leave the
learner only with the simulation experience, limiting its effectiveness [158]. Consider, for
instance, if Lila directly instructs the child to ask the school for help. Such an approach
contradicts the helpline’s guidelines [96], where a counsellor is expected to coach the child
to come up with that solution rather than telling the child directly what to do. A tutor
could intervene in such cases, showing Lila how her approach deviated from the helpline’s
guidelines.

Adding a tutoring model could enhance the training impact by giving the right feedback
at the right moment, thereby integrating guidance naturally into the training system’s
teaching approach. In short, this model is essential for offering a guided learning experience.
Designers could look at a number of learning theories [113] established by different schools
of thought to utilise them in training systems, thus, facilitating the learning process. On
the other hand, training systems are typically designed to teach a specific set of skills.
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Therefore, linking the learning theories and training systems components clarifies the
latter’s roles, allowing for a more targeted implementation. But before exploring this link,
we must first understand the tutor’s subcomponents.

The Three Subcomponents
The tutor model (Figure 2.3) is responsible for teaching the learner, and has three compo-
nents: instructional principles, a pedagogical agent, and feedback. The first component,
instructional principles, or as some refer to it, instructional strategies [393], entails psy-
chological techniques the training system can employ to deliver the training. Take, for
example, the scaffolding strategy [376]. Here, the system initially offers Lila extensive
help, then gradually reduces support as she gains experience. Next is the pedagogical
agent, who behaves as a social actor as it simulates a teacher guiding the learner, e.g., as a
person offering guidance and assistance to Lila. Although pedagogical agents are perceived
positively in training systems (e.g., Murali et al. [273, 274], O’Brien et al. [296]), they are
often not included. For example, Table 2.6 shows that in 43 systems we studied, only 12
had a pedagogical agent. The third tutoring component is feedback, which can give Lila
insight into her performance. The feedback can be based on the modelled knowledge, e.g.,
to tell Lila what she did wrong and offer hints, or the agent’s states, e.g., why the virtual
child does not trust Lila. Yet, most examined systems primarily focus on the former (Table
2.6).

The tutor model can interact with (a) the agent simulation, e.g., for monitoring belief
changes in the simulated child that needs explaining, (b) the domain and the learner
knowledge, e.g., for determining when Lila’s training should move on to a more challenging
situation, and (c) the human teacher, e.g., Robin configuring the tutor. Similar to ITSs [380],
the tutoring model operates within two learning cycles: the within-session cycle, e.g., for
providing hints during a session, and the between-session cycle, e.g., for deciding on new
scenarios.

Linking to Learning Theories
Tutor components can represent and facilitate the implementation of learning theories, thus
supporting their incorporation and abstraction within ARTES. Four prominent learning
theories exist today that explain how skills are acquired: behaviourism, cognitivism, social
cognitive theory, and constructivism [113, 334]. Table 2.4 highlights the roles of four
software components within the context of these learning theories. They are the three tutor
components and the virtual agent simulation. The first software component, instructional
principles, derives its role directly from the core ideas of learning theory, subsequently
guiding the design of agent simulation. Take, for example, behaviourism. The instructional
principles focus on forming appropriate stimuli-response relations; thus, the simulation’s
role is to offer realistic stimuli. This flow similarly applies to the roles of the pedagogical
agent and feedback, which, in our example, work to reinforce desirable responses to stimuli
through guidance and feedback. Now, let us look at the learning theories in more detail.

Behaviourism can be applied to teach facts and tasks through repetition and memoriza-
tion. This approach supports reinforcement and guidance in accordance with instructional
principles. Therefore, the realism of the agent’s actions and consequences are important
as they establish stimuli for which a response needs to be trained. To strengthen this
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Table 2.4: The roles of ARTES components within four primary learning theories. These components
comprise the three tutor elements (instructional principles, pedagogical agent, and feedback) and the
agent simulation. The roles explain how these components fit within each learning theory.

Learning Theory Instructional
Principles

Agent Simula-
tion

Pedagogical
Agent

Feedback

Behaviourism:
Reinforcement to
shape desirable
behaviours

Use of techniques
to guide learners
behaviour

Realism of stimu-
lus

An entity that pro-
vides feedback or
assistance

Provide reinforce-
ment feedback

Cognitivism:
Focus on mental
process to acquire
knowledge

Use of techniques
to guide learners
knowledge devel-
opment

Simulating several
situations to learn
from

Teaching and ex-
plaining

Explaining situa-
tions and learner’s
decisions

Social Cognitive
Theory: Learning
through social ob-
servations

Offer suitable ex-
amples of interac-
tions

Simulating several
situations to learn
from

Interacting with
the agent simula-
tion

Explaining situa-
tions

Constructivism:
A learner con-
structs their own
understanding and
knowledge

Facilitate the
learning environ-
ment

Explorative situa-
tion

Mentoring Used alongside in-
structional princi-
ples to guide learn-
ers

stimulus-response, the pedagogical agent and feedback components should reinforce posi-
tive or negative behaviours. Some examples of adopting behaviourism are showing angry
responses and allowing scenario repetition following incorrect actions by the learner [146],
as well as a virtual coach giving a thumbs-up for correct actions [273].

Cognitivism focuses on constructing a learner’s cognitive process and knowledge, which
requires an understanding of the relevance and application of targeted skills. Implement-
ing instructional principles, such as information chunking, can build this understanding.
Accordingly, an agent simulation with several learning situations is needed to demonstrate
the use of a targeted skill, which is further explained by a pedagogical agent. Feedback
can then be provided based on the learner’s interactions with the simulation. Examples
of cognitivism in training systems include: adapting a scenario difficulty to the learner’s
current knowledge [51], a pedagogical agent that explains the next task [274], or receiving
reflection about the learner’s performance [15].

The social cognitive theory emphasises learning through observation of peers or coaches.
In this perspective, the instructional principles could demonstrate successful interaction
with a virtual agent to train the learner. Therefore, the examples should cover different
learning situations. Several systems have implemented this approach, including a pedagog-
ical agent that provides examples of taught skills [274], or a system that allows learners to
view video recordings of mastered skills [363].

As for constructivism, learners should be able to construct their knowledge, e.g., through
self-reflection [211] or discovery learning [250]. In training systems, this translates to
exploring virtual agents’ scenarios to create their interpretations and communication styles
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and learning from mistakes. This approach requires a diverse and rich set of scenarios in
the simulation. At the same time, the instructional principles can encourage exploration
by facilitating and personalising the environment presented to learners. Examples of
applying this theory include providing a “practice” mode to support scenario exploration
and learning [15], a virtual coach providing insights into the virtual patient’s thinking
[296], and offering guiding feedback by highlighting important discoveries during the
interaction with the agent [206].

Alternative Tutor Structure Through Data-driven Approaches
Utilising data-driven techniques in the educational model makes it harder to distinguish
between the different educational model components. One example is the Korbit learning
platform [208, 353]. Korbit aims to provide instruction in various subjects and skills,
employing a conversational interface that utilizes reinforcement learning and machine
learning to personalize the AI tutor’s pedagogical intervention. It utilises machine learning
to generate hints based on learner questions. It also retrieves explanations from sources
like Wikipedia. However, this technique requires extensive data sources that are typically
only available for general educational topics, making it less suitable for training systems
that focus on specific domain aspects and train learners accordingly. Nonetheless, Korbit’s
approach can be valuable, allowing for adapting instructional principles based on learner
profiles and previous interactions with the system. This requires a more elaborate training
system with diverse scenarios or tasks to build the learner’s profile and history. Among
the examined training systems, only one system integrated reinforcement learning into its
tutoring approach [138], where it manages feedback and prompts self-reflection on incorrect
user inputs. This implementation showcases a merging between different components
from our model, specifically the instructional principles, feedback, pedagogical agent, and
learner knowledge.

2.4 RelationWith the Examined Systems, Other Ar-
chitectures and Tools

Having described ARTES, it is time to see how well the architecture captures and resonates
with existing systems and architectures, supporting that ARTES is versatile and agnostic.
This assessment provides insights into its deployment and adaptability across different
situations. Specifically, whether ARTES shows relevance and generalisation and whether its
components match those of other architectures. Moreover, looking at how the components
were implemented, e.g., if the input type was choice-based or open-ended, gives an insight
into how concepts discussed earlier are actually implemented in systems. Next, we will
examine how well current software tools support ARTES-based system development. All
these points are, therefore, systematically examined here.

2.4.1 Mapping ARTES to Social Skills Training Architectures
How complete is ARTES in comparison to existing architectures? To answer this question,
we evaluated the coverage of ARTES against eight architectures suitable for training
systems. We did this by mapping the components of the eight architectures to those of
ARTES (Figure 2.4). The mapping offers insights into components commonly defined in
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training or tutoring systems, compares ARTES’s components with other architectures, and
highlights any component that ARTES might have overlooked. The eight architectures we
analysed are all conceptual architectures deemed relevant to ARTES and applicable within
training systems. These architectures are (a) two implementations of training systems
(aggression de-escalation [51], and TARDIS [15]), (b) three virtual agent simulations (virtual
human integrated architecture [198], the virtual human architecture [223], and FAtiMA
Toolkit architecture [248]), (c) two tutoring systems (the general ITS architecture [342],
and a pedagogical agent in an ITS system [77]), and (d) an architecture integrating ITS
with virtual agents [91]. Although the first two architectures were developed to describe
specific systems, we think their information is general enough to be applied to training
systems. Still, the mapping accuracy is limited by the clarity to which the architectures
were described in the literature and potential individual interpretation bias. To mitigate
the latter, two coders with a computer science background mapped the eight architectures
to ARTES independently, which resulted in a substantial agreement (Cohen’s � = 0.7) [217].
The coders then discussed disagreements to reach a consensus.1

We could directly map all ARTES components and layers to at least one component
from the eight architectures, indicating that ARTES components are relevant to training
systems. This gives more credibility to ARTES’s components. On the other hand, we did
encounter six components from themapped architectures that did not have suitable matches
in ARTES. Two reasons for this are: i) the components were describing the interaction
process in a concealed “black box” that generalised across distinctive components and
their relations (system control that handles interactions between all components [342]
and communication bus between all components [198]); and ii) that they were from other
architectural perspectives than conceptual architecture (a component for the general
software tools [198] and real-world environment that represents the real world [223]).

On average, ARTES matches or exceeds the detail level of the mapped architectures,
such as FAtiMA, which has more configuration components but fewer Mind and Body
components. This also includes specialised architectures like Virtual Humans for agent
simulation and ITS architectures for educational systems. Figure 2.5 shows the depth
these eight architectures cover, based on the mapping in Figure 2.4. There are three main
clusters in the figure: (1) in the top left corner are architectures that mainly focus on the
agent’s simulation (the means); (2) in the bottom right corner are those focusing on the
educational model (the goal); and (3) in the middle, the integration of both in well-defined
systems. However, none of these eight architectures addresses both aspects as deeply as
ARTES (located in the top right corner), indicating that these architectures often focus
more on either one of the dimensions2. In practice, training systems like TARDIS and
aggression de-escalation often incorporate components from both educational and agent
simulation models, supporting our vision to merge tutoring and agent models. Thus,
ARTES demonstrates coverage with both specialized and broader system architectures,
underscoring its completeness.

1The analysis of the double-coding is available through the 4TU research data repository:
https://data.4tu.nl/datasets/a037707b-5d70-410a-b6e1-9ee4a694b1d7

2Note that the mapping does not evaluate the quality or implementations of the architectures, but rather showcases
ARTES’s coverage. These architectures may support additional functionalities and libraries beyond what is
reported in the examined literature.
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Figure 2.5: Assessing the level of depth for the eight mapped architectures (Figure 2.4). We deter-
mined the level of depth by calculating the median depth level of the components of an architecture
for the two dimensions: the agent simulation model and the educational model.

2.4.2 Examined Systems
To further explore the generalisability and relevance of ARTES components, we examined
43 training systems. Specifically, we studied if we could identify the five ARTES important
components, as highlighted in section 2.3, within the examined training systems, and if the
concepts presented in this article resonate with existing systems. To do that, we formulated
Table 2.5, which presents the categorisation criteria for components’ properties, such as
input type, learning theories, and pedagogy format. We based these categorisations on
the ideas we discussed previously in section 2.3. Also, B.1 visually explains in more detail
two classifications of the “decided by” property of the Action Decision Making component
(Figures B.1a and B.1b) and the “structure” property of the Agent model component (Figures
B.1c and B.1d). Then, we applied the categorisations Table 2.5 to the examined systems,
which resulted in Table 2.6. Just as with mapping the architecture components, we cannot
guarantee the accuracy of our interpretations based solely on the descriptions of these
systems. Therefore, we conducted reliability testing to examine this bias. Five secondary
coders classified a total of 41 of the 43 systems, with the remaining two systems used to train
them in coding. There was moderate inter-rater reliability between the first coder—who
assessed all systems—and the secondary coders (average Cohen’s � = 0.55, range: 0.49–0.63)
[217]3. The coders discussed the ratings to reach a consensus.

Table 2.6 maps the five components across the examined systems. For Action Decision

3The analysis of the double-coding is available through the 4TU research data repository:
https://data.4tu.nl/datasets/a037707b-5d70-410a-b6e1-9ee4a694b1d7
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Table 2.5: Categorisations of the different implementations for the examined components, based on
the discussion in section 2.3.

Components

Action Decision
Making

Agent model Feedback Instructional
principles

Pedagogical agents

Decided by:
(1) The teacher actor.
(2) Direct input to
output mapping. See
Figure B.1a.
(3) A scenario se-
quence is defined.
See Figure B.1b.

Also affected
by:
(1) Agent model.
(2) Educational Sys-
tem.

Input type:
(1) Choice-based.
(2) Open-ended.

Structure:
(1) Fixed changes in
the states.
(2) Limited states
change. See Figure
B.1c.
(3) Representation
of changes in many
states. See Figure
B.1d.

Represented
states:
(1) Changing cogni-
tion.
(2) Changing emo-
tions.

Model of:
(1) The agent itself.
(2) The learner.
(3) The world.

Moments of
feedback:
(1) During interac-
tions.
(2) After interac-
tions.

Content
about:
(1) The agent’s
mind
(2) The modelled
knowledge

Covers:
(1) One session or
task.
(2) Multiple ses-
sions or tasks.

Learning theo-
ries:
(1) Elements of be-
haviourism.
(2) Elements of cog-
nitivism.
(3) Elements of so-
cial cognitive the-
ory.
(4) Elements of con-
structivism.

Extent:
(1) Revolves around
one dimension of
principles.
(2) Multiple dimen-
sions.

Representation
of a trainer:
(1) Through text or
sound.
(2) Embodiment.

Pedagogy for-
mat:
(1) Static.
(2) Interactive agent.

Role:
(1) Reflecting and
feedback.
(2) Learning, e.g.,
describing concepts
or answering ques-
tions.
(3) Assisting.
(4) Social actor.

Making, 49% of systems utilized a scenario sequence to guide agent actions, while 42% em-
ployed input-output processing. Additionally, 28% of agents incorporated a representation
of internal states. Surprisingly, only 70% of the systems integrated feedback components,
where 14% provided feedback only during the interaction, 33% only post-interaction, and
23% during both phases. Regarding instructional principles based on learning theories,
Behaviourism was most prevalent at 81%, followed by Cognitivism (60%), Constructivism
(49%), and Social Cognitive Theory (12%). This prevalence might stem from training sys-
tems’ aim to train learners on social situation responses, often focusing on behaviour
formation. Lastly, a mere 28% of the systems featured a pedagogical agent, either as text
(9%) or an embodied agent (19%).
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Table 2.6: Categorising the examined training systems based on Table 2.5.
Examined Components

System Training type Action DecisionMaking Agent Model Feedback Instructional Principles Pedagogical Agent

Bosse et al. [50, 51] Aggression de-escalation 3, 1,2, 1 3, 1,2, 1,2,3 2, 2, 1 1,2,4, 2 -
MPathic-VR [146, 213] Medical communication 3, 1 1 2, 2, 1 1,2, 1 -

Murali et al. [274] Counseling 3, 1 1 - 1,2,3 1 2, 2, 2
TARDIS [15] Job interviews 3, 1,2, 2 3, 1,2, 1,2,3 2, 2, 1 1,2,4 2 -
NERVE [166, 167]) Interview and diagnosis 2, 1,2 1 1,2, 2, 1 2,4, 2 -
ASST [363] Communication skills 2, 2 1 2, 2, 1 2,3,4, 2 -
CuCoMaG [104, 295] Customer service 3, 2 1 2, 2, 1 1,2, 2 -
Virtual Suspect William
[64, 65]

Suspect interrogation 1,2, 1 2 3, 1,2, 1,2,3 2, 1, 1 1,4 1 -

Friendly Face [273] Public speaking 2, 2 - 1, 2, 1 1, 1 2, 2, 1,3,4
Nakash et al. [278] Suicide prevention 1, 2 - - 1, 1 -
Communicate! [184] Communication Skills 3, 1 1 2, 2, 1 1,2, 1 -

Schoenthaler et al. [332],
Albright et al. [10]

Medical communication 3, 1, 1 2, 1,2, 1,2 1,2, 2, 1 1,2,3, 2 2, 1, 1

Maicher et al. [239] History taking 2, 2 1 - 1, 1 -

O’Brien et al. [296] Suicide prevention 2, 1, 1 2, 1,2, 1 1,2, 1,2, 1 2,4, 2 2, 1, 1,3
Muller et al. [272] Sales training 3, 1, 1 3, 1, 1,3 1, 1, 1 2,4, 1 -

Yao et al. [400, 401] Medical empathy training 2, 2 1 2, 2, 1 2,4, 2 1, 1, 3

ELECT BiLAT [218] Intercultural negotiation 2, 1,2, 1 2, 1,2, 1,2,3 1,2, 1,2, 1 1,2,4, 2 2, 1,2, 1,2,3
Szilas et al. [361] Caregivers training 3, 1 1 - 1, 1 -
Ochs et al. [287] Medical communication 1,2, 2 - 2, 2, 1 1,4, 1 -

Georgila et al. [138] Counseling skills 3, 1 1 1,2, 2, 1 1,2, 2 1, 1, 1,3
Ziebarth et al. [408] Medical Interviews 2, 1, 2 2, 1,2, 1 1,2, 1,2, 1,2 1,2,4, 2 -

Adewole et al. [4] Cultural Awareness 3, 2 1 1, 2, 1 2,4 2 1, 1, 1,3
Bánszki et al. [27] Medical education 1, 2 - - 1, 1 -
UT TIME Portal [409] Medical communication 3, 1 1 1,2, 1,2, 1 1,2,3, 2 -

Continued on next page
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System Training type Action DecisionMaking Agent model Feedback Instructional Principles Pedagogical Agent

Zlotos et al. [411] Medical communication 2, 1 1 - 1, 1 -
AdaCoach [301] Customer service 3, 2 1 1, 2, 1 1, 1 -
Dupuy et al. [108] Medical interviews 3, 2 1 1, 2, 1 1, 1 -
Mission Rehearsal
Exercise [164]

Decision-making skills 3, 1, 2 3, 1,2, 1,2,3 - 1,4, 1 -

Peddle et al. [299] Medical communication 3, 1 1 - 1, 1 -
deLearyous [374] Communication skills 2, 1, 2 3, 1, 2 - 1, 1 -
Washburn et al. [388] Medical education 2, 2 1 2, 2, 1 1,4, 1 -
Demasi et al. [99] Hotline counselling 3, 1,2, 2 1 - 1,4, 1 -
INOTS [160] Interpersonal skills 3, 2 1 2, 2, 1 2,3, 1 -
Virtual-Suspect [39] Suspect interrogation 2, 1, 2 2, 1, 1 - 1,4, 1 -
Mell and Gratch [256];
Johnson et al. [188]

Negotiations 2, 1,2, 1,2 3, 1,2, 1,3 2, 2, 1 1,2,4, 2 -

Jacklin et al. [179, 180] Shared decision making 3, 1 1 2, 2, 1 1,2, 1 -
Sveinbjörnsdóttir et al. [357] Training teachers 2, 1 1 1, 2, 1 2,4, 2 -

DialogueTrainer [100]4 Several skills 3, 1 1 2, 2, 1,2 1,2, 1 2, 2, 2

SIMmersion [343]4 Several skills 2, 1 1 1,2, 1,2, 1 1,2,4, 2 1, 1, 1

Kognito [209]4 Several skills 3, 1 1 1,2, 1,2, 1 1,2,4, 2 2, 1, 1

Mursion [275]4 Several skills 1, 2 - -5 1,2,4, 2 2, 2, 4
VirtualSpeech [385]4 Several skills 2, 2 1 1,2, 2, 1,2 1,2, 1 -
CleVR [87]4 Several skills 1, 2 - - 1,4, 1 -

4 These systems are commercially available, and were categorised based on information from their websites and publicly available data. Thus, some information might be
missing from the categorisation.

5A human actor gives feedback.
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Figure 2.6: Categorisation of the 43 training systems based on criteria related to the agent simulation
model and the educational model, as detailed in Tables 2.5 and 2.6. The numbers inside the circles
represent the count of systems that correspond to each category.

The table also shows that all five components are present in the examined training
systems, suggesting their relevance in such contexts. Each concept discussed in the
categorisation table (Table 2.5) also appears in at least two of the examined systems,
further validating the relevance of the ideas. Figure 2.6 shows the extent to which the 43
systems cover the agent simulation model and the educational model. We assessed the
agent simulation based on the complexity of decision-making and the agent model, and
we assessed the educational model based on the presence of three elements: feedback,
multiple instructional principles, and the use of a pedagogical agent. None of the systems
achieved the highest scores in both dimensions, while some scored highly in mainly a
single dimension, suggesting a focus on either one over the other6. Furthermore, the
training systems analysed span various topics, from job interviews to suicide prevention
and negotiations. This broad representation emphasises the general applicability of the
five components across various training types, thus supporting ARTES’s generalisability.

2.4.3 Tools Support for ARTES Components
Our previous discussion examined the link between ARTES components and other architec-
tures conceptually. Now, we turn our attention to the implementation support for ARTES
components, i.e., do existing tools support the implementation of ARTES components? To
answer this question, we linked ARTES to three development platforms for creating virtual
humans: GRETA [307], the Virtual Human Toolkit (VHToolkit) [155, 156], and Agents
United [36]. While these platforms are mainly designed to develop virtual humans, they
6Similar to the mapping of architectures, systems are typically designed to suit their specific contexts. Thus, our
analysis does not assess their overall quality; instead, it aims to show how these systems incorporated ARTES’s
components, highlighting its relevance and modularity of the architecture.
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are also suitable for agent-based social skills training systems. Table 2.8 depicts which
tools can be utilized to build ARTES agent simulation components in these three platforms.
The linking shows that the tools can support the implementation of ARTES simulation
components. For a comprehensive overview of virtual human tools and their applications,
we refer to the chapter by Hartholt and Mozgai [154].

Table 2.8: Mapping virtual human platforms and their tools to ARTES’s agent simulation components.

ARTES Components GRETA VHToolkit Agents United

Simulation Environment

FAP-BAP Player
Ogre3D
Unity
Robotics

Unity Unity
Robotics

Speech Recognition PureData
MS SAPI
Google Voice
PocketSphinx

N/A

Multimodal Perception
and Understanding

SSI
OpenFace
OpenSmile

MultiSense

Holistic Behaviour
Analysis Framework
AWARE
universAAL

NLU Emotional Mind-
Dialog Manager NPCEditor WOOL

Agent Model &
Action Decision Making

Intent Planner
TRINDIKIT
MIDAS

NPCEditor
Scripting

Topic Selection Engine
Dialogue Game Execution
Flipper
WOOL

NLG Emotional Mind-
Dialog Manager NPCEditor WOOL

Speech Generation MaryTTS
CereVoice

Festival
MS SAPI
Rhetorical
CereVoice

MaryTTS
MS SAPI

Nonverbal Behaviour
Generation Behavior Planner NVBG Flipper

Nonverbal Behaviour
Realizer Behavior Realizer SmartBody

Unity BML Realizer
GRETA Behavior Realizer
ASAP Realizer

Animation System OpenGL Library
Unity Mecanim Unity Mecanim Unity Mecanim

Regarding ARTES’s educational model, we can map ITS-based authoring tools directly
to it, as ARTES’s educational model also relies on ITSmain components (domain knowledge,
learner knowledge, and tutor). ITS-centric examples include GIFT [350] and AutoTutor
[140]. Integration of authoring tools with virtual human platforms would align with the
main two parts of ARTES: the virtual agent simulation, and the ITS-based educational
model. Such integration is possible, as shown by merging the VHToolkit with AutoTutor
[358], and the VHToolkit with GIFT [57]. In the future, ARTES could be evaluated through
an example implementation using such tools or by implementing a prototype from scratch,
allowing us to evaluate other quality attributes such as performance and usability [1].
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2.5 Further Research Directions
What research directions still warrant further exploration? We identified nine of them,
which we will discuss here one by one.

Knowledge Transfer. Knowledge transfer in education relates to learners’ ability to
generalise the gained knowledge to other contexts [29]. In training systems, this translates
to transferring knowledge gained from agent simulations to real-world situations. Various
concerns arise regarding knowledge transfer in training systems, notably: (a) the inaccuracy
of reflecting complex, real-world interactions; (b) the simulated situation being context-
dependent; and (c) the lack of motivation to learn and transfer skills to other contexts.
Despite the transfer’s importance, most examined systems overlooked the assessment
of real-life knowledge. In their review, Bosman et al. [48] reported one system out of
twelve that tested for knowledge transfer, attributed to the cost and expertise needed to
conduct it, especially as computer scientists in academia mainly created these systems.
Naturally, testing for such tangible outcomes should accompany adherence to defined
design guidelines and recommendations for fostering knowledge transfer (e.g., Craig and
Schroeder [92]). Regarding the provided feedback, away from the agent simulation, it
is worth noting the critical role of instructions specificity level for knowledge transfer.
Eiriksdottir and Catrambone [110], for instance, examined educational instructions and
found that participants receiving detailed, step-by-step instructions performed well initially
but received worse learning and transfer results later. On the other hand, they found that
general instructions aided people in establishing a more adaptable reference framework for
new tasks. This finding supports the need for knowledge transfer testing in agent-based
training systems, as good initial performance results may not necessarily translate into
successful knowledge transfer.

Balance between realism and educational gains. High-fidelity simulation does not
necessarily correspond to better learning outcomes [70]. For training systems, the realism of
a simulation could cover elements such as the rendered agent and environment, the agent’s
behaviour, dialogues, and sound. Gallagher et al. [134] argued that the essential question is
whether the simulation trains the appropriate skills, regardless of the technological fidelity.
At the same time, realism in simulation can impact attributes such as the agent’s likability
[32] and the satisfaction of the agent [308], which could, in turn, influence educational gains.
Thus, the challenge lies in identifying essential simulated elements that can fulfil learning
goals. More specifically, how to find cues or behaviours that are sufficiently realistic to
train a specific skill and responses and meet the training objectives. For instance, adjusting
eye gaze intensity can help manage social phobia in virtual reality exposure therapy [59],
or altering depth perception can address fear of heights [230]. As for establishing a balance
between training objectives and simulation fidelity, we took steps towards it by linking
learning theories to ARTES components, which would contribute to determining the level
of development required for each component, guided by the targeted skills and relevant
theories.

Explainablity of training systems decisions. Thenature of training systems requires
two types of explanations for learners: one addressing the virtual agent’s behaviour, and
the other offering insights into the learner’s choices as part of the educational process.
There is a need to integrate these two aspects within the context of training systems.
Doing that would help generate and present reliable and valid feedback that explains the
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agent’s actions and the learner’s decisions. When it comes to the explainability of the
agent, we need to explain the agent’s actions, their consequences, and why the scenario
unfolded in the way it did. This is often referred to as explainable agency, and education is
one of its drives for demanding explainability [17]. This explainability typically unfolds
in three phases: generating the explanation regarding the action, communicating the
reason to the learner, and assessing the explanation reception [281]- the latter equivalent
to experiments in the case of training systems. The other type of explanation is regarding
the learner’s performance in training. One such work in this domain is where Khosravi
et al. [199] defined a framework for Explainable AI in education, which are six dimensions
that education systems developers and researchers should consider.

Ethical implications. Using interactive agents in training systems could raise stereo-
types and biases. Rivera-Gutierrez et al. [314] experimented with six virtual patients
varying in gender and skin colour, revealing a disparity in correct diagnoses among the
different characters. The authors speculated this could be due to the transfer of prejudices
from real life to the simulation. Conversely, this transfer could potentially develop biases
based on the learner experience within the training system. For instance, if a character with
certain traits behaves in a particular way, it could inadvertently reinforce discriminatory
attitudes towards such traits or populations. Moreover, modelling “appropriate” behaviour
in agent-based training systems raises two main concerns: regarding (1) inaccurate design
and (2) potential malicious control of this behaviour. If an agent’s behaviour is poorly
designed, simulations might not accurately represent human interactions. This could lead
to ineffective training, giving learners a false sense of competence. As for who is control-
ling appropriate behaviour, training systems could be used to shape and moralise people
on specific behaviours. Similarly, ill-intentioned learner could misuse the skills learned
from training systems to cause harm, such as exacerbating bullying. Regarding affective
privacy in virtual agents, Hudlicka [174] highlighted three ethical concerns, which are
apparent in a training system that tries to change the user’s emotions, e.g., social anxiety
training. The concerns are affective privacy, or the right to keep one’s emotions private;
emotion induction, the act of evoking and changing specific emotions in a person; and the
formation of virtual relationships through (over)trust and attachment. If these systems are
inadequately designed, for instance, by evoking inappropriate emotions in the learners,
they could have negative consequences that exacerbate the issues. Other ethical questions
for training systems could arise while analysing and storing personal data and regarding
consent and autonomy for such simulation training. A solution that could address this is
to develop guidelines and checklists as a community, which can provide a structure for
design validation. Furthermore, we should involve multiple stakeholders in the evaluation
of training systems to get a variety of perspectives on system validity and preferences (e.g.,
Botezatu et al. [52]), and by letting them participate in the design process (e.g., Kleinsmith
et al. [206], Kron et al. [213]).

Large Language Models (LLMs). These models, such as GPT [62], can be considered
as another option for simulating a person in a training scenario. Figure 2.7 shows an
interaction with ChatGPT acting as a child contacting a children’s helpline. In this case, the
conversations appear convincing and reasonably coherent. However, there are currently
several challenges to the direct application of LLM in social skills training systems. For
example, it is less clear how to explain agents’ cognitions in the absence of a human-
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Figure 2.7: A chat from ChatGPT (GPT-4). We prompt the tool to act as a bullied child contacting
a children’s helpline. The prompt was “Engage in roleplay. You are a child (Sarah) who was bullied
at school and chatting with a child helpline. I will play the volunteer at the helpline. Let’s start: “I am
John, I am here to listen to you. What do you like to talk about?””

understandable agent model. Additionally, LLMs are reported to suffer from bias issues
[277] and carry a risk of misinformation in the agent reply [392], which could deviate the
training from its objectives. One possible approach to utilizing LLMs is to simulate some
parts of the agent’s thinking. These models generally generate fitting responses, but may
occasionally deliver incorrect information [194]. Therefore, exploring hybrid solutions
could be beneficial, blending rule-based agent models and LLMs to generate appropriate
agent responses. This could involve generating parts of the agent’s thinking, like their
beliefs, intentions, and actions, to be fed into a framework [20]. Another outlook involves
incorporating LLMs into the tutor model to supplement or potentially replace certain
components. Despite their limitations, LLMs could automate sections of the educational
process and reply to unexpected learner inputs. For Lila’s case, three examples can illustrate
the potential applications of LLM-based tutor subcomponents. First, a pedagogical agent
could serve as a social actor, addressing Lila’s questions about communication protocols
and counselling in general. Second, the responses of the virtual child character could
be personalised based on Lila’s demonstrated proficiency, thus reflecting instructional
principles. Lastly, feedback for Lila could be generated by comparing her conversation logs
with the virtual child to an ideal conversation log.

Crowdsourcing solutions. As previously mentioned, data required to create a virtual
human or a tutoring model is not always accessible or adequately expansive for every
training system domain. One solution to such a challenge is crowdsourcing. In theory,
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crowdsourcing could aid in collecting data required for a data-driven virtual agent. However,
in most training systems, a domain expert is needed to feed and evaluate such data, thereby
limiting the pool of workers. Nevertheless, crowdsourcing has proven helpful for training
systems; for example, Rossen and Lok [321] proposed an approach to develop a conversation
with a virtual agent rapidly. This approach allows a domain expert to start an agent with
an initial set of questions and responses, which will then interact with novices recruited
through crowdsourcing. The domain expert then refines the agent with information from
novice interactions. This iterative procedure continues until the agent’s performance
reaches a satisfactory level. Such an approach could decrease the cognitive load and
workload on the domain expert and yield a broader range of responses. Another approach
that focuses on simulating different actions in a situation was proposed by Feng et al.
[118]. In that study, the workers were asked to complete a situation story and how it
could unfold. These stories were fed to data-driven models, and the workers evaluated
the outputs iteratively. Although this approach reveals actions and consequences within a
situation, it falls short in modelling conversations—meaning the agents’ dialogues are not
directly trained. Still, it can be an initial step to creating a good story for future dialogues.
On the agent model level, crowd workers could contribute to defining the agent’s states,
based on the current state of the conversation.

Multi-agent scenarios. We, with ARTES, only focused on social scenarios involving a
single virtual agent. However, training social skills might require the presence of multiple
actors, and thus, there is a need to model more than one agent to simulate a situation.
Depending on a scenario’s context and learning objectives, agents could have individual
cognition or share a collective cognitive model. For example, a virtual nurse and a virtual
patient could be simulated to train a student doctor [213]. Furthermore, multiple agents can
be used with social cognitive theory to model agents with differing perspectives on a topic
that a learner could learn from. For example, learners can explore the ethical implications
of implementing a new two-factor authentication policy by engaging with agents that
prioritize different ethical principles, such as non-maleficence (not harming people) or
autonomy (giving people choice) [12]. It would be interesting to explore the dynamics
of multiple agents and how their shared cognition could enhance the learner’s training.
Taking this concept further, the simulation system could train more than one learner in
a collaborative learning environment. An example of this approach is utilising a virtual
agent moderating conflict resolution between two learners [111].

Research methods. Prior research has discussed the lack of standardised terminology
and standardised evaluation of learning outcomes for virtual patients [30] and training
systems in general [48]. As a next step, the community could establish strategies to enhance
the reproducibility of results. There are two strategies to foster the future reproducibility
of the system’s positive learning effects. The first one focuses on specifying the material
used, for example, a model to illustrate the internal functioning of the agent. However,
crafting an accurate model presents its challenges, as these models represent an abstraction
of reality. Thus, an alternative strategy is to record people’s impressions and test whether
these can be replicated as a blackbox approach. One of the initiatives for this strategy is the
Artificial Social Agents (ASA) questionnaire [124], which allows researchers to measure a
broad number of interaction impressions, such as the believability, enjoyability, and social
presence of an agent [122].
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Procedurally generated scenarios. Regarding social interaction training systems,
there are many intersections with serious games – games designed for objectives beyond
entertainment. They both have goals, objectives, and, usually, virtual characters. Incor-
porating gamification elements can increase engagement and overall learning outcomes
[173, 325]. This can be achieved by using scores as rewards [135, 184], or using badges
[410]. One direction forward for training systems is incorporating procedurally generated
dialogue, where the storyline, characters and their proprieties (e.g., traits and goals) dy-
namically evolve as the scenario progresses. For example, the game “Tech Support: Error
Unknown” [348], which, despite not being the main focus, does exhibit some training
elements. Here, the player acts as a technical support representative who people contact
for support, where the customer’s support requests are procedurally generated. Having
a similar procedural narrative could introduce an element of randomness to scenarios in
training systems, thus mitigating repetitiveness and predictability.

2.6 Final Remarks
We believe ARTES is a valuable foundation for researchers and developers in agent-based
social skills training systems. This paper’s contribution lies in the proposal of this versatile
architecture and the examination of its key components, comparing them to similar domains
and linking them to learning theories. Understanding the complexities and roles of these
vital components, we hope, could enhance the efficiency, cost-effectiveness, adaptability,
and impact of training systems. Therefore, our work serves as a stepping-stone to bridging
the gap between virtual human simulations and effective educational learning.
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Simulation-Based Training

for Child Helpline
Counsellors: Impact of

Simulation, Feedback, and
Reflection in a Randomised

Controlled Trial

Child helplines require well-trained counsellors to support children in need. Such training
typically involves role-playing, which is effective but costly and difficult to organise at scale.
A promising addition, therefore, is to offer a simulation-based training, where trainees in-
teract with a conversational agent that mimics a child contacting the helpline. However,
interacting with a simulation alone may not be sufficient, as augmenting it with feedback
and reflection can provide more guided learning. The learning effects of sequentially adding
these elements—simulation, feedback, and reflection—to training systems are not yet fully
understood. In this paper, we extend Lilobot, a conversational BDI-based virtual child, to
investigate the effects of these elements on learning outcomes. In a randomised controlled
online trial (N = 346), participants were randomly assigned to one of four conditions: no
intervention, simulation only, simulation with feedback, or simulation with feedback and
reflection. Participants interacted with the interventions in five sessions over fourteen days.
Compared with the no-intervention condition, simulation training improved participants’
task knowledge and reflective-writing capability. Adding feedback led to further gains in
knowledge and conversational outcomes (performance). Also, adding reflection on top of this

� Al Owayyed, M., Tielman, M. L., and Brinkman, W.P.. Simulation-Based Training for Child Helpline
Counsellors: Impact of Simulation, Feedback, and Reflection in a Randomised Controlled Trial. Manuscript
is under review.
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further increased reflective-writing capability, though it dampened conversational outcomes
improvements. These findings clarify how simulation, feedback, and reflection each contribute
to learning in early-stage counsellor training.

3.1 Introduction
Child helplines provide support and advice to adolescents and children on various issues,
including mental health, sexuality, bullying, and family problems. Typically, children can
access these services by interacting with a counsellor via phone or chat. The international
child helpline network reported that its more than 150 member helplines around the world
received over 6 million contacts in 2023, more than 2 million of which were counselling
contacts [176]. The British Childline receives a contact through its various channels every 45
seconds on average [284]. Similarly, the Dutch child helpline, De Kindertelefoon, received
an average of 1000 contacts per day in 2023 [355] and 900 per day in 2024 [355]. To cope
with this demand, De Kindertelefoon trained more than 640 new volunteers over these two
years.

For such interactions to be effective, counsellors are trained to apply counselling
protocols and theories. However, training counsellors typically requires multiple sessions
rather than a single interaction. For example, a one-day training workshop on Motivational
Interviewing is not sufficient for developing sustained skills or improving client outcomes
[260, 262]. Training counsellors’ skills often includes a role-playing setting, where a
counsellor takes on the role of the person contacting the helpline [130, 220]. However,
reinforcing these skills through role-playing requires repeated practice [240], which is
costly, difficult to coordinate, and time-intensive to scale. For instance, both trainers
and trainees must be present simultaneously to conduct role-play sessions. An online
simulation training tool has the potential to overcome these limitations when incorporated
with traditional training. These tools could provide a controlled, readily available, and
affordable training environment [143, 247, 313].

Several conversational agent (chatbot) simulations have been developed with similar
aims, such as training on interrogation techniques [64], diagnostic skills [166], or sales-talk
skills [272]. Nevertheless, limited research has focused on training helpline counsellors
using conversational agents, especially for training counsellors at children’s helplines.
Demasi et al. [99] proposed a chatbot to train suicide prevention hotline counsellors, evalu-
ating how participants perceive the chatbot across several dimensions (e.g., coherence and
usefulness). Another example is ClientBot, which is designed to train basic counselling
skills, including open questions and reflective statements [364]. In the context of children’s
helplines, Veldhuizen-Ochodničanová et al. [382] presented a serious game to train coun-
sellors in skills such as empathy and communication. This system follows a choice-based
script in which trainees select from predefined replies, rather than generating their own.
As a result, it provides less practice in formulating responses from scratch compared to
open-ended interaction.

Before helplines consider integrating such a simulation tool into their curriculum,
they need to understand what it should include and how effective it will be. Specifically,
this involves identifying which components make a simulation training system effective
and how different elements can enhance trainees’ skills and performance. The ARTES
architecture [8] identifies agent simulation and educational components as key components
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of social skills training systems. Using these two key components, this paper reports an
experiment examining their incremental addition to a training tool and the resulting effects
on the learning process and outcomes. The elements include the simulation alone, the
simulation with feedback, and the simulation with feedback and engagement through
reflections. We conducted a randomised controlled online trial (N = 346), in which potential
new trainees were assigned to a control condition or one of three versions of the tool across
five sessions over fourteen days. We assessed their learning outcomes, performance, and
perceptions, as well as behavioural patterns related to different feedback levels and how
these may influence learning.

3.2 Hypotheses and Research Questions
3.2.1 Simulating Humans for Social Skills Training
Training with simulations can help people develop important skills. Social skills training
systems have been applied in various domains, including aggression de-escalation [49],
medical education [388], and job interviews [15]. A recent literature review [103] found
that most of these systems report positive outcomes on measures such as improved con-
versational skills. However, these systems are often evaluated as complete packages that
combine simulation with additional elements such as feedback or guidance, rather than
isolating the role of the simulation itself. This distinction is important because it clarifies
whether improvements stem from the simulation itself or from elements that enrich and
build upon it. Still, studies on simulation-only training systems found positive outcomes,
particularly in how participants perceive and engage with the simulation [108, 239].

Interacting with a simulation can align with the behaviourist perspective [389], which
focuses on reinforcing desired learner behaviours through repetition and feedback. At
the same time, simulations engage trainees at higher levels of Bloom’s taxonomy [43]
(applying and analysing) because they require active decision-making, testing of different
possibilities, and adaptation of actions based on simulated outcomes rather than simple
recall of information. This active engagement encourages trainees to think critically about
their actions, evaluate strategies, and reflect on their performance. Such deeper application
can foster metacognitive abilities [3, 297], including understanding and reflection [205, 207].
Therefore, our first hypothesis is as follows.

Hypothesis 1 (H1). Compared to those who only received the theoretical explanation, people
who interact with a simulation demonstrate (1-a) a higher increase in task knowledge and
(1-b) a higher reflection capability.

3.2.2 Feedback in Simulation-based Training Systems
Learning solely through simulation aligns with a behaviourist perspective, which focuses
on enforcing desired learner behaviour (e.g., through repetition) [389]. Adding guidance
to the simulation introduces a cognitivist perspective, emphasising the development of
knowledge through mental processes [113]. Blending these perspectives can enhance the
learning process [113]. Also, incorporating tutoring techniques into the simulation could
lead to a more guided learning experience [204].

Delivering feedback solely through the simulation may not be sufficient. For example,
feedback embedded in the agent’s behaviour (e.g., leaving the conversation) helped par-
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ticipants recognise what had happened and whether mistakes were made, but they still
reported a need for more clarification about what went wrong [283]. Several simulation-
based training systems have incorporated different forms of feedback that have been shown
to enhance trainees’ knowledge and performance. This includes delayed feedback provided
after the interaction (e.g., [15]) and immediate feedback delivered during the interaction
(e.g., [273]).

Feedback has been shown to improve both cognitive and motivational outcomes [396].
One study that examined this addition is the MACH system, a job interview training
simulation [171]. Participants were assigned to one of three conditions: watching an
educational video (control), using MACH without feedback, or using MACH with feedback.
Human experts rated participants’ performance, and results showed higher improvement
in the feedback condition compared to both the simulation-only and the control conditions,
while no difference was reported between the simulation-only and control conditions.
Similar results were found with ClientBot [364], where adding real-time feedback to a
simulated patient improved participants’ performance compared to using the simulation
alone. However, the feedback focused on the trainee’s shown skills and on suggesting the
next skill to use, rather than on the overall counselling process or session structure (see the
task-level and process-level discussion in Section 3.2.4). Although feedback is widely used
in agent-based social skills training systems, its design and impact on learning in helpline
training simulations are not yet well understood. This is partly because helpline training
requires simulating a conversational agent using text only. Altogether, we propose the
following second hypothesis:

Hypothesis 2 (H2). Compared to a simulation only, people who interact with a feedback-
integrated simulation demonstrate (2-a) a higher increase in task knowledge, (2-b) a higher
reflection capability and (2-c) higher conversational outcomes (performance) over time.

3.2.3 Reflection moments in Simulation-based Training Sys-
tems

Adding reflection moments to training, in the form of self-reflection, could enhance the
learning process. This is supported by Kolb’s Learning Cycle, which shows the importance
of reflection in experiential learning [210]. Several researchers have established links
between effective learning and reflection (e.g., [227, 390]). Incorporating self-reflection
moments into a training system adds another learning perspective, constructivism, where
learners construct their own knowledge [113].

Hoang et al. [168] showed that incorporating self-reflection prompts into an online
clinical skills training improved learners’ knowledge acquisition, interpersonal skills, and
performance compared to training without self-reflection prompts. Additionally, in a
medical education context, Maqsood et al. [244] found that integrating self-reflection with
feedback led to higher learning outcomes than reflection alone, highlighting the importance
of combining both. Despite this, self-reflection is not commonly integrated into training
simulations.

As mentioned earlier, training systems can improve reflection. Reflection can be further
enhanced through repeated opportunities, helping learners develop stronger reflective
abilities over time. Therefore, we propose the third hypothesis:
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Hypothesis 3 (H3). Compared to a feedback-integrated simulation, people who interact
with a feedback-simulation extended with reflection demonstrate (3-a) a higher increase in
task knowledge, (3-b) a higher reflection capability and (3-c) higher conversational outcomes
(performance) over time.

Building onH1–H3, we expect a cumulative effect, such that the sequential incorporation
of simulation, feedback, and reflection leads to progressively higher learning outcomes.
Therefore, we propose the following overall hypothesis:

Hypothesis 4 (H4). The subsequent incorporation of simulation, feedback, and reflection
shows an overall (4-a) higher increase in task knowledge, (4-b) higher reflection capability,
and (4-c) higher conversational outcomes (performance) over time.

3.2.4 How trainees use task- and process-level feedback
Although feedback and reflection are useful for training, they can also overwhelm trainees
if not carefully designed. According to Hattie and Timperley [158], feedback can occur
at four levels: task (correctness of work), process (strategies and methods), self-regulation
(self-monitoring and control), and self-level (personal evaluation). In training contexts,
task-level feedback supports improvement of immediate actions, whereas process-level
feedback supports understanding of the underlying strategy and structure. These two levels
are particularly important because they help students refine tasks and better understand
the processes involved. However, cognitive load theory suggests that too much information
can overwhelm cognitive resources [360], which could happen with feedback [158]. Despite
this, little is known about which types of feedback learners prefer or which can support
learning in training simulations.

Multiple mechanisms influence the levels of feedback learners require during training.
Gagné’s Hierarchy of Learning presents a bottom-up progression in which learners first ac-
quire prerequisite capabilities, such as stimulus-response, before building on more complex
skills, such as problem solving [133]. From this framework, one might infer that feedback
should initially focus on lower-level task performance and then shift toward process-level
feedback as learners advance. At the same time, some instructional frameworks, such as
advanced organisers and meaningful learning theory [24], suggest beginning with higher-
level understanding (similar to process-level feedback) before focusing on more detailed
information (task-level). Existing recommendations and studies on effective feedback (e.g.,
[158, 341]) often recommend combining the different levels of feedback.

Given these perspectives, people may engage with different levels of feedback in
different ways, and specific usage patterns may be associated with better performance. For
example, if trainees prefer a certain type of feedback, introducing that type early in the
training may be more effective. Previous studies in social skills training have examined
the effects of feedback timing (immediate vs. delayed) [84], but not its levels. Here, we
therefore propose the following explorative research questions:

RQ1: How do people use different levels of feedback over time?

RQ2: How does it influence their task knowledge, reflection capability, and conversational
outcomes?
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3.3 Method
We conducted amixed-method experiment with 346 participants: a between-subjects design
to test the hypotheses and a within-subjects design to analyse the research questions. All
participants watched a video explaining the communication protocol. They were then
randomly assigned to one of four conditions: no additional intervention (C, i.e., Control);
interaction with the simulation only (S); simulation with feedback (SF ); or simulation with
feedback and reflection (SFR). Participants in conditions S, SF, and SFR interacted with the
training tool in five sessions, each conducted every third day (i.e., with two days between
sessions), to assess the effects of interaction over time. Before the experiment, we conducted
a pilot study with 16 participants to refine the tool’s instructions and reflection questions,
as well as to improve how the system recognised participants’ inputs. These participants
completed all five sessions, and their data were not included in the final analysis. The study
was approved by the university’s Human Research Ethics Committee (ID: 3946) and was
pre-registered prior to data collection 1.

3.3.1 Participants

In total, we recruited 738 participants through the online platform Prolific, of whom 346
completed the experiment and comprised the final sample. The inclusion criteria were
fluency in English, a Prolific approval rate of at least 95% with five or more completed
studies, and holding at least a Bachelor’s degree—a prerequisite for counsellors starting
training at the Dutch children’s helpline. A summary of the demographics per condition is
shown in Table 3.1. Figure 3.1 illustrates the participant flow and exclusion reasons per
condition. Demographics of excluded participants are reported in Appendix Table C.2.
Overall, there were no clear differences in demographic characteristics between excluded
participants and the final sample, except that excluded participants were slightly more
likely to have children; however, this difference had a small effect size (see the Appendix
for details). All participants were compensated at Prolific’s minimum payment guideline
(£6 per hour) for the first four sessions, and £10 per hour for the final session.

To estimate the required sample size, we conducted a priori power analysis (using
Frequentist methods). This resulted in at least 64 participants per condition to achieve
statistical significance at the 95% confidence level with 0.8 power, assuming a medium
effect size for an independent t-test [88]. For the exploratory research questions (i.e., those
concerning condition SFR), we conducted 1,000 simulations of the model using synthetic
data to estimate the necessary sample size. These simulations, based on the models we
planned to test, suggested that 150 participants would be sufficient to achieve a desired
power of 0.8 with 95% confidence. Therefore, we assigned participants using a weighted
randomisation (43% SFR; 19% each for the other conditions) to ensure target sample sizes
of at least 150 in SFR and 64 in each of the remaining conditions.

1https://osf.io/j9k4u
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Table 3.1: Summary of participant demographics by condition (control, simulation only, simulation
and feedback, simulation, feedback and reflection). Full details are in Table C.1 in the appendices.

Demo-
graphic

Control (n=66) Simulation (n=66) Simulation and
feedback (n=64)

Simulation, feedback,
and reflection
(n=150)

Age
Average

M = 31.41, SD = 9.58 M = 31.50, SD = 9.13 M = 31.75, SD = 8.59 M = 31.90, SD = 10.24

Gender Men: 30 (45.5%)
Women: 36 (54.5%)

Men: 28 (42.4%)
Women: 38 (57.6%)

Men: 32 (50%)
Women: 32 (50%)

Men: 62 (41.3%)
Women: 81 (54%)
Non-binary: 4 (2.7%)
Prefer not to say: 3 (2%)

Educa-
tion

Community/Technical:
3 (4.5%)
Bachelor’s: 44 (66.7%)
Master’s: 15 (22.7%)
PhD: 4 (6.1%)

Community/Technical:
3 (4.5%)
Bachelor’s: 49 (74.2%)
Master’s: 12 (18.2%)
PhD: 2 (3%)

Community/Technical:
6 (9.4%)
Bachelor’s: 41 (64.1%)
Master’s: 16 (25%)
PhD: 1 (1.6%)

Community/Technical:
13 (8.7%)
Bachelor’s: 99 (66%)
Master’s: 31 (20.7%)
PhD: 7 (4.7%)

Has
Children

Yes: 30 (45.5%)
No: 34 (51.5%)
Prefer not to say: 2 (3%)

Yes: 32 (48.5%)
No: 30 (45.5%)
Prefer not to say: 4
(6.1%)

Yes: 36 (56.2%)
No: 25 (39.1%)
Prefer not to say: 3
(4.7%)

Yes: 82 (54.7%)
No: 62 (41.3%)
Prefer not to say: 6 (4%)

Experi-
enced
Bullying

Yes: 60 (90.9%)
No: 4 (6.1%)
Prefer not to say: 2 (3%)

Yes: 60 (90.9%)
No: 6 (9.1%)

Yes: 57 (89.1%)
No: 6 (9.4%)
Prefer not to say: 1
(1.6%)

Yes: 132 (88%)
No: 15 (10%)
Prefer not to say: 3 (2%)

Chatbot
Experi-
ence

NA Once or twice: 4 (6.1%)
Occasionally: 25 (37.9%)
Frequently: 37 (56.1%)

Once or twice: 12
(18.8%)
Occasionally: 18 (28.1%)
Frequently: 34 (53.1%)

Never: 1 (0.7%)
Once or twice: 13 (8.7%)
Occasionally: 54 (36%)
Frequently: 82 (54.7%)

3.3.2 Training System Design

To examine the impact of subsequently adding simulation, feedback, and reflection on
learning outcomes, we updated Lilobot’s simulation to include these components. Therefore,
we ended up with three versions of the system: Lilobot alone (condition S), Lilobot with
feedback (SF ), and Lilobot with feedback and reflection (SFR). In this section, we address
the following questions: How does each component work? And what does the overall
structure of these components within a learning session look like?
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Figure 3.1: A Flowchart of participants’ progression through the experiment, including recruitment,
condition assignment, exclusions, session activities, andmeasures. Each session followed the structure
in Figure 3.3. Invitations for the next session were sent three days after each session.
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Simulation Through Lilobot

Figure 3.2: Screenshot of the training system. The right panel displays a chat simulation with Lilobot
during the transition from phase 2 to phase 3 of the five-phase model, while the left panel provides
immediate feedback options for the participant to use.

Lilobot is a virtual child for training counsellors-in-training at helplines [145]. With this
tool, a trainee interacts with a conversational agent mimicking a virtual child, whom we
call Lilobot. Lilobot simulates children reaching out to a helpline to discuss issues, such
as being bullied at school, through an open-ended chat-based channel. The trainee aims
to counsel Lilobot by applying communication protocols, such as the five-phase model
[344], which was developed for children’s helplines. The phases of this model are building
rapport, clarifying the child’s story, defining the conversation goal, working toward the
goal, and wrapping up the conversation [344]. This protocol guides the conversation while
ensuring that it remains child-focused.

Lilobot’s decision-making process is based on a rule-based beliefs-desires-intentions
(BDI) model, which has been used to simulate various interactive agents for training
purposes (e.g., [15, 64]). In brief, the agent holds several beliefs about itself and the
world (e.g., “Lilobot thinks the trainee can be trusted”). These beliefs are influenced by a
predefined mapping of the participant’s inputs. For example, if the participant tells Lilobot,
“If I understand you correctly, you are being bullied, and you want it to stop, is that correct?”,
Lilobot’s trust belief in the trainee increases. Lilobot’s desires represent the child’s goals
during the conversation (e.g., “Lilobot wants to talk about their problem”), while intentions
reflect the currently active desire. Lilobot’s current beliefs trigger these active desires. The
agent then selects an appropriate response based on the participant’s most recent input and
the active desire from the knowledge base. The conversation can be concluded in two ways:
either when the participant successfully applies the five-phase model, or Lilobot perceives
the interaction as unhelpful or intimidating. Figure 3.2 illustrates an example interaction
in which a participant moves from the end of phase two (clarifying the child’s story) to
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phase three (setting up the conversation goal). A detailed description of the simulation is
provided in [145].

Table 3.2: Scenario settings of twelve virtual children, including the bullying setting, the wrong goal
attributed to the child, and the corresponding child names.

Setting Challenging Goal No Goal Non-
challenging

Goal
Call School/

Parents
Stop Going/
Playing

Hit Back/
Revenge

School break Lilo Miles
School music Maya
School class Daisy
Sports club Tim Jim
At home Lyla
Neighborhood Axel Ori
Online gaming Kai
Social media Ava
Playdate Dania

Grundmann et al. [145] introduced only a single scenario in Lilobot: Lilo being bullied
at school and asking the trainee (i.e., participant) to call their school to stop the bullying.
In the current study, we extended the training to twelve different scenarios, all centred on
bullying but varying along two dimensions: the setting (e.g., school, home, neighbourhood,
online) and the child’s initial goal in the conversation (e.g., asking the participant to
call their school, not knowing what to do, or seeking revenge). By introducing multiple
scenarios, we hoped to improve the generalisability of both the experimental design and the
training outcomes. Relying on a single scenario risks overfitting the design and participants’
learning to a specific situation. Moreover, exposure to varied scenarios limits the potential
learning effects of repetition, while diversity enhances training quality. We also introduced
scenarios with challenging goals (e.g., wanting to hit back), non-challenging goals (e.g., the
child is ready to talk), and no goal (e.g., not knowing what to do), so that participants would
not develop biases towards a particular scenario during training. The scenarios focused
primarily on bullying because it is multifaceted [195], can take many forms [68], and is a
frequent issue in helpline contexts [249], while still allowing for grounded and comparable
solutions across cases. Table 3.2 presents the twelve virtual child scenario settings and
their names.

To generate the virtual children’s responses, we first provided GPT-4o with utterances
from the original scenario in [145], along with a new scenario setup and child persona, and
asked it to produce corresponding utterances for the new scenario. These dialogues were
then refined into rule-based responses. We applied the same process across all scenarios,
and experts reviewed a subset of the responses and conversations. We also set the BDI
values to reflect the specific settings and goals of the virtual children. Although the BDI
values vary slightly across scenarios, we expect the underlying knowledge gained from
interaction to be transferable. Participants, therefore, encounter different interactions
within the same session to avoid repeating the same inputs.
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Delivering Feedback
The system provides feedback to guide participants in improving their performance and
gaining a better understanding of the situation. We created feedback covering the two
aforementioned levels: task-level, which focuses on the current state and actions within
the interaction, and process-level, which relates to the broader structure and strategy of
the interaction. The feedback is grounded in the five-phase model and is designed to be
interpretable, explicitly linking the participant’s actions to the child’s behaviour.

The system delivers feedback both immediately during the interaction and after the
conversation has ended, as combining both approaches has been recommended for effective
learning [84, 158]. It addresses the three feedback questions defined by [158] by making
expectations explicit (feed up), assessing where the interaction fell short (feedback), and
offering suggestions on how to move forward (feed forward). This shifts participants’ focus
from guessing what to do next toward understanding which strategies are effective and
why. We designed the feedback following guidelines on formative feedback [341, 394]. This
feedback operates independently of specific scenarios, focusing instead on the applicability
of the five-phase model and on how the child’s behaviour and thinking change. C.2 includes
examples of immediate and delayed feedback taken from the system.

Immediate feedback. During the interaction with the virtual child, participants can
request immediate feedback through a set of feedback options (Figure 3.2). These options
provide guidance on the child’s state, corrective input on the participant’s performance,
and control over the progress of the conversation. Eight options are available: three at
the task level, four at the process level, and one providing general information. Table
3.3 lists these feedback options, their descriptions, levels, and focus areas. The feedback
is learner-controlled, allowing participants to request help only when needed. Through
this design, we aimed to make information easier to process and more manageable by
giving participants agency over when and how to receive support. Prior work suggests that
learner-controlled feedback, particularly in terms of timing and performance, is effective
in supporting learning outcomes [82, 83]. Furthermore, not all trainees are alike, and they
might use feedback differently [71]. This design also allows us to observe when participants
choose task- or process-level feedback.

Delayed Feedback. Participants receive delayed feedback after completing an interac-
tion in the guided session. This feedback covers both task and process levels, highlighting
potential shortcomings during the conversation (e.g., not showing enough empathy) and
their consequences (e.g., the child leaving due to lack of trust). It also provides suggestions
for improvement in subsequent interactions, such as asking more clarifying questions.

Trainees Reflections
After completing the interaction and receiving feedback, participants are asked to reflect
on the interaction, the feedback, and how these elements shape their overall learning
process. The focus is mainly on their reflections about the exercise itself and the learning
outcomes of the conversation. We followed Ash and Clayton [22]’s recommendation to
write reflective questions that guide learners to consider what they learned, how they
learned it, why it matters, and how they can improve.
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Table 3.3: Description of the immediate feedback options in the training system and how they guide
trainees (i.e., participants) during training.

Feedback
Option

Description Level Focus

Current
Child’s Goal

Displays what the child wants to achieve in the conversa-
tion (i.e., their desire from the BDI).

Process Child’s
thinking

Current
Child’s Situa-
tion

Explains what the child currently thinks or feels based on
their beliefs in the BDI.

Task Child’s
thinking

Current Phase
Progress

Shows the trainee’s progress in the current phase (percent-
age completed) and indicates what is needed to proceed to
the next phase.

Process Trainee’s in-
teraction

Advice on
Next Message

Provides a hint about what the trainee should type next in
the interaction.

Task Trainee’s in-
teraction

View Mes-
sages Evalua-
tion

Displays which trainee messages might work better in a
different phase. Shows the message, the phase it was used
in, and the phase where it would be more appropriate.

Process Trainee’s in-
teraction

5-Phase
Model Sum-
mary

Provides a summary of the five-phasemodel, which remains
the same throughout the training session.

Overall
summary

Static infor-
mation

Restart the
Phase

Resets the entire current phase of the five-phasemodel. This
deletes all messages exchanged during the current phase
and restores the child’s BDI to its state at the beginning of
that phase.

Process Conversa-
tion

Undo My Last
Message

Deletes only the most recent trainee message and the cor-
responding virtual child reply, then restores the child’s BDI
to the state just before that exchange.

Task Conversa-
tion

A Training Session Flow
Amodel illustrating the structure of a learning session with the training system is presented
on the left side of Figure 3.3. This model is based on Kolb’s learning cycle [210] and the
Formative Learning Cycle, which integrates feedback, by Brookhart [61] (adapted from
[267]). The session begins with a theoretical explanation of the learning objectives. This
is followed by an exploration mode, in which participants apply the knowledge gained
from the explanation step. The purpose of the exploration mode is to provide a task that
resembles real interactions but allows participants to explore without performance assess-
ment, helping them understand and apply the concepts. In the S condition, participants
received only the simulation and were asked to explore. In the SF and SFR conditions, they
interacted with a simulation that incorporated immediate guiding feedback and received
delayed feedback based on their performance during practice. Participants in the three
conditions completed the exploration mode twice using the same scenario. In the next step,
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Figure 3.3: Structure and flow of a learning session within the training system, highlighting mo-
ments for exploration (exploring the simulation with or without feedback), reflection, and unguided
assessment (assessing performance with the simulation only). Each session of the five sessions had
the same structure. The design follows Kolb’s experiential learning cycle [210] and Brookhart [61].
Each session maintains the same overall structure, while the specific content varies across the three
conditions (S, SF, and SFR).

participants in the SFR condition reflected on their learning during the exploration mode.
This reflection was meant to help them review and consolidate what they had learned, deep-
ening their understanding of the task. Afterwards, the participants in the three conditions
completed the assessment mode, which evaluated their performance as they interacted
with the simulation without guidance to apply their knowledge independently.

To bring all components together, Figure 3.4 presents an architecture based on the
ARTES architecture [8]. The virtual child’s thinking includes the simulation parts, which
control the BDI model and the reasoning process (explained in detail in [145]). The educa-
tional model includes the tutor, who provides guiding feedback and determines when to
introduce reflection moments. To deliver feedback and guidance, the tutor draws on three
sources: the learner’s knowledge component, to assess the participant’s current knowledge
and performance; the BDI decision-making, to obtain the virtual child’s state and goals;
and the domain knowledge component, to extract relevant feedback from the learning
material (e.g., the five-phase model).

3.3.3 Measures
We classify the measures as primary and secondary. We used the primary measures to
test the hypotheses and address the research questions, and the secondary measures to
explore participants’ perceptions of the conditions. All questionnaire items and rubrics are
referenced here or provided in C.3.
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Figure 3.4: System architecture based on the ARTES framework [8]. It integrates the virtual child’s
thinking (BDI-based reasoning and response generation) with the educational model, where the
tutor component provides feedback and reflection moments informed by learner knowledge, the BDI
model, and domain knowledge.

Primary measures
Task Knowledge (a). This measure assessed participants’ knowledge of applying the
five-phase model. We developed two versions of a knowledge assessment exam, based on
training materials from the Dutch children’s helpline and a handbook on the five-phase
model [344]. Each exam version contained different multiple-choice questions, with a
maximum score of twelve points. The questions were designed to assess one of four levels
in Bloom’s taxonomy [42, 43] (remembering, understanding, applying, and analysing), and
this structure was the same across both versions. For each participant, the order of the two
exam versions was randomly assigned to serve as pre- and post-tests. After each exam,
participants rated their confidence in their answers on a scale from 0 (not confident at all)
to 10 (extremely confident), to provide additional insights.

Reflection Capability (b). We used this measure to compare participants’ reflections
between conditions at the end of the experiment. Following a similar approach to Moussa-
Inaty [270], who categorised participants’ reflections into levels, we assigned reflection
scores to participants. To derive these scores, we developed a rubric adapted from the
levels of reflection by Fleck and Fitzpatrick [126], Hatton and Smith [159]. Instead of
treating the levels as a hierarchy, we used them as five dimensions of reflection: revisiting,
explanation, exploring relationships, fundamental changes, and wider implications. Each
dimension was scored from 0 to 3, depending on whether no statement was present (0), or
one, two, or three or more statements were present in the participant’s written reflection.
The maximum total score was 15 points.
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Conversational Outcomes (c). The performance measure assessed how successful
participants were at applying the five-phase model during their conversations. It represents
a score for the participant’s interaction with a virtual child in an unguided assessment
task, resulting in a separate score for each of the five sessions. To measure the score, we
calculated the deviation of the virtual child’s belief values from the target belief values at
the end of the conversation, that is, what the child’s BDI values should be when a trainee
applies the five-phase model correctly. In the BDI model, all belief values range from 0 to
1. For binary beliefs (restricted to 0 or 1), a fixed penalty of 0.2 was applied instead of a
variation score when the condition to change the belief was not met. All deviations were
summed to yield a total score. The optimal deviation score is zero, indicating no divergence
from the targeted conversational path. Higher scores indicate greater divergence from
the targeted path. Participants were not penalised for achieving better belief values (e.g.,
showing more empathy than required), as this still demonstrated correct application of the
model. This measure is therefore not intended as a direct estimate of real-world counselling
quality, but as a proxy for whether trainees can apply the five-phase model to move virtual
children toward desirable conversational states. Because the system was implemented
across twelve different scenarios, the score reflects application of the protocol rather than
performance on a single fixed scenario.

Feedback-Asking Behaviour (RQ1-RQ2). We tracked participants’ use of the eight
feedback options (Figure 3.2) throughout the experiment. In each guided interaction, we
recorded how often each feedback option was selected. This resulted in a count of how
many times an option was selected per session. To ensure consistency in the within-subject
analysis, we collected this measure only in the condition with all features (simulation,
feedback, and reflection).

Secondary measures
We examined secondary measures to describe participants’ perceived experience. In
addition, we collected data outside the scope of this study (e.g., participants’ learning
strategies, self-efficacy, and perceived values from the virtual child), which we leave for
future research (see preregistration for details).

Perceived Usefulness. This measures participants’ perception of the training’s use-
fulness. We developed a six-item questionnaire focusing on how useful the information
provided by the tool was and how it supported application of the five-phase model. The
questionnaire was adapted from the performance expectancy construct in the Unified
Theory of Acceptance and Use of Technology model [383] and from the work of Fitrianie
et al. [123]. Participants rated each item on a 7-point Likert scale ranging from 1 (strongly
disagree) to 7 (strongly agree), with intermediate points at 2 (disagree), 3 (somewhat dis-
agree), 4 (neither agree nor disagree), 5 (somewhat agree), and 6 (agree). An example item
is: ”The exploration mode provides me with information about the five-phase model”.

Overall Experience with the Agent. This qualitative measure assessed how par-
ticipants perceived their interaction with the agent. We used the 24-item short version
of the Artificial Social Agent Questionnaire (ASAQ) [124, 125]. Following the authors’
recommendations, responses were rated on a scale from -3 (Disagree), through 0 (Neither
agree nor disagree), to +3 (Agree). In all items, we used the term “virtual child” to refer to
the agent.
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Usability of the Training System. We measured the usability of the training system
using the System Usability Scale (SUS) questionnaire [60]. Ratings were made on a 5-point
Likert scale: 0 (strongly disagree), 1 (somewhat disagree), 2 (neither agree nor disagree), 3
(somewhat agree), and 4 (strongly agree). In the questionnaire, we referred to the system
as “the training system.”

3.3.4 Procedure
Participants were screened to ensure they met the recruitment criteria. Upon confirmation,
they were redirected to Qualtrics, an online survey platform, to answer demographic
questions and then watch an educational video on the five-phase model, which explained
the model’s merits and applications. Afterwards, participants completed an attention check
test to verify whether they had watched and understood the video. If a participant failed this
test, they had to rewatch the video and retake the attention test. We excluded participants
who failed on their second attempt. Following the attention checks, participants completed
one version of a knowledge assessment exam, which was randomly assigned, to measure
their baseline knowledge of the five-phase model before the experiment.

Participants were then assigned to one of four conditions: no intervention (C), simula-
tion only (S), simulationwith feedback (SF ), or simulationwith feedback and reflection (SFR).
Participants in the no-intervention condition (condition C) did not receive the simulation-
based training. For the intervention conditions (S, SF, and SFR), participants received
instructions on how to interact with the tool, depending on their assigned condition. For
example, participants in the simulation-only (S) condition did not receive instructions on
the feedback options and what each option does. We also explicitly instructed participants
in S, SF, and SFR not to use large language models (LLMs) to interact with the virtual child.
After completing comprehension checks, participants began the first training session.

Each session began with an exploration mode and ended with an assessment mode,
as explained in Section 3.3.2. The modes were clearly labelled to participants as the
“exploration” and “assessment” modes. In the exploration mode, participants interacted
with a virtual child either without feedback (condition S) or with feedback options in
a guided interaction setting (conditions SF and SFR). They completed two interactions
with the same virtual child scenario within this mode. Participants in conditions SF and
SFR received immediate feedback during the interactions and delayed feedback after each
interaction. We recorded participants’ use of feedback options during the exploration mode
for condition SFR. After the exploration, participants in condition SFR were asked to reflect
on their learning experience. Next, all participants in conditions S, SF, and SFR moved to
the assessment mode, where they engaged in an unguided interaction (without feedback
options) with a new virtual child scenario, applying the five-phase model. After completing
this mode, the interaction session ended. At the end of the experiment session, participants
in all four conditions (including C) filled out a self-efficacy questionnaire (outside the scope
of this study) and had the option to provide further comments on the session.

After completing a session, participants were invited to the next session, reassigned to
the same condition as before, and followed the same procedure. We invited participants
in condition C to complete post-questionnaires again after twelve days, with 48 hours
to complete the session (i.e., fourteen days in total). In the other three conditions, each
participant completed five sessions over fourteen days. For each session, participants had
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up to 48 hours to begin after receiving the invitation and were required to complete it in
a single sitting without a timeout. After the 48-hour window, there was a 24-hour break
before participants were invited to the next session.

Within the five sessions, we randomised two factors to reduce potential bias and
counterbalance order effects. First, participants received 10 out of 12 virtual child scenarios
in a random order, such that each scenario was shown only once (two scenarios per session:
one in the exploration mode and one in the assessment mode). Second, for participants in
the feedback conditions (SF and SFR), we randomised the order position of the feedback
option buttons (Figure 3.2) between participants, but kept the order identical for each
participant across all five sessions. To ensure coherence, relevant options were paired
together according to their focus (Table 3.3; e.g., ”Undo My Last Message” and ”Restart the
Phase”).

Upon finishing the fifth session, participants completed the post-questionnaires. Here,
they first took the alternate version of the knowledge assessment exam as a post-exam.
They were then asked to reflect on their overall learning experience and complete the
secondary measures questionnaires. Before concluding the experiment, participants were
asked two quality control measures: whether they had used an LLM during the experiment
(and if so, why), and whether they recommended that their data be used for scientific
purposes. Figure 3.1 provides an overview of the experiment’s procedure and the measures
used at each stage.

3.3.5 Data analysis
For quality control measures, all participants recommended using their data for scientific
purposes. Regarding the question of whether they used LLMs, twelve participants reported
using LLMs to help in brainstorming during the chat (n = 2), writing reflections (n = 6),
getting information about the five-phase model (n = 2), answering the knowledge test (n =
1), and translation (n = 1). We included their data for analysis, as they did not use LLMs to
generate responses to the virtual child.

To obtain a final score for the questionnaire measures, we calculated the mean scores
per scale, reverse-coded items where appropriate, and followed the guidelines provided
for the questionnaires. The conversational outcomes score reflects deviation from the
optimal path, where higher scores indicate worse performance. For easier interpreta-
tion and analysis, we reversed the score and transformed the data into a performance
index using a linear transformation based on the possible score range, i.e., (max score−
observed score)/score range×100. This index is presented on a percentage scale: 0 repre-
sents no performance improvement, i.e., the child’s starting position, and 100 represents
the best performance, correctly applying all learning goals. For the SUS questionnaire,
one item was not collected due to an administrative error (”I thought the system was easy
to use”). We corrected this by multiplying the resulting score of the other nine items by
2.78 (instead of 2.5) to obtain a final score out of 100. For task knowledge and reflection,
item scores were summed to form total scores, ranging from 0 to 12 and from 0 to 15,
respectively.

We used a local LLM (LLaMA 3.1 8B Instruct model) to evaluate participants’ reflections,
given the large number of reflections (346 reflections). Our approach was inspired by
Chiang and Lee [78], who tested LLMs to score open-ended story texts using dimensions
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such as likeability, relevance, and cohesiveness. They found the results to be consistent
between human experts and LLM evaluations. We also followed Bavaresco et al. [31]’s
recommendation to check the reliability of LLM evaluations against human evaluators. To
do this, we prompted the LLMwith the scoring rubric, explanations of the rubric dimensions,
and five example reflections that included human-assigned scores and justifications. After
receiving this prompt, both the LLM and the first author independently scored a different
set of 100 reflections to assess consistency between human and model ratings. The resulting
LLM scores showed a correlation of r = 0.80 with the human-coded final reflection scores,
which is classified as a high correlation by Hinkle et al. [165]. To further check for individual
biases, a second coder (a PhD candidate in computer science) independently scored the same
100 reflections after training on the five examples that were given to the LLM. Agreement
between the first and second human coders was 0.77 (high correlation), while agreement
between the LLM and the second coder was 0.69 (moderate correlation), following the
same classification [165]. Given this reliability, we used the LLM to score all the reflections
in our analysis.

First, we checked whether people improved over time. We analysed the within-
condition changes in task knowledge (pre- vs. post-test) and conversational outcomes (first
session vs. last session) using Bayesian paired-samples t-tests. As for hypothesis testing
between conditions, we also analysed the data using Bayesian methods. To predict the task
knowledge post-test, we fit a multilevel model with fixed effects for condition and pre-test
scores, and random intercepts for participants. For conversational outcomes collected
across multiple sessions, we tested the added value of each condition per session. Thus, we
fitted a multilevel model with fixed effects for session, condition, and their interaction, and
random intercepts for participants to account for the repeated measures. To compare the
overall increase in conversational outcomes between conditions, we computed the delta per
participant (i.e., the difference between the indexes of the first and last sessions). Then we
fitted a model to assess how the conditions predict the index delta for the conditions. For
reflection and other post-only measures (e.g., perceived usefulness), we fit linear models
with condition as a fixed effect. To test for an overall increase with the subsequent addition
of elements (H4), we fitted the same models using an ordered categorical predictor with
a monotonic effect for conditions. Regarding the two explorative research questions, we
examined trends in feedback options and performance over time, as well as the associations
between feedback options usage and learning outcomes.

For all Bayesian analyses, we used uninformative priors and interpreted posterior proba-
bilities to evaluate hypotheses, following the guidelines of Andraszewicz et al. [16], Chechile
[76]. We report 95% Highest Density Intervals (HDIs) to indicate the range of credible
parameter values. We inferred effect size probabilities based on the Sequential Effect
eXistence and sIgnificance Testing (SEXIT) framework [241]. Following the framework,
we report the proportion of the posterior distribution lying beyond predefined thresholds
for “small” and “large” effects (set at |0.10| and |0.30| of the outcome’s standard deviation,
respectively) [132, 241]. We conducted all analyses in R (version 4.3.1) using the brms
package [67] for multilevel modelling, the bayestestR package [242] to calculate HDIs
and effect sizes, and the BayesFactor package [266] for Bayesian t-tests. The data, R
code for the analysis, generated markdown reports, Docker image for reproducibility, and
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prompts are publicly available via the 4TU Research Data Repository2. The system code is
also publicly available on GitHub 3.

3.4 Results
3.4.1 Hypotheses Results
Before testing the hypotheses, we examined whether the four conditions showed improve-
ment over time. Table 3.4 presents the results for the two primary repeated measures (task
knowledge and conversational outcomes) within each condition. The table also shows
means and standard deviations for all three measures in each condition. A summary of
the four hypothesis results is presented in Table 3.5, including the probability that each
hypothesis is true, its interpretation, and the likelihood that the observed effect sizes are
small or large. 4

Within-condition results: Posterior probabilities in Table 3.4 show credible support
that participants in the base control condition (C) decreased in task knowledge over time,
with a 30% probability of a large effect size. The condition S, which involved only the
simulation, showed some support for improvement: there was a 91% posterior probability
that task knowledge increased over time, with a 13% probability of a large effect size, and a
92% posterior probability for an increase in conversational outcomes over time, with a 15%
probability of a large effect size. For participants in conditions SF and SFR, the results show
credible support for improvements over time in both task knowledge and conversational
outcomes. For SF, the probabilities of a large effect size are 89% and 99.45%, respectively,
for task knowledge and conversational outcomes. For SFR, the probabilities of a large effect
size are 37% for task knowledge and 77% for conversational outcomes.

H4: Overall: subsequent incorporation leads to higher measures: We begin with
this hypothesis to test whether there is an overall effect of sequentially adding components.
Across all measures, the results showed credible support for the subsequent incorporation
of components (Table 3.5). The corresponding posterior probabilities (task knowledge:
> 99.99%, reflection capability: 99.93%, and conversational outcomes: 96%) provide evidence
for overall positive effects. Hence, H4 is supported. Regarding the likelihood of a large
effect size, it is almost certain for task knowledge (99%), somewhat lower for reflection
capability (87%), and lower for conversational outcomes (35%), for which a small effect
appears more likely (81%).

H1: S is higher than C: Participants in the simulation-only condition showed higher
improvement than those in the control condition, both in task knowledge and reflection
capability (Table 3.4). As shown in Table 3.5, the posterior probabilities (99.9% and 98.9%)
provide credible support that the S condition improved both measures more than the C
condition, supporting H1. The likelihood of large effect sizes also supports this outcome,
with 92% for task knowledge and 70% for reflection capability.

H2: SF is higher than S: Table 3.5 shows 89% posterior probability that participants in
the simulation with feedback condition (SF ) had higher task knowledge than the simulation
only (S) condition. Reflection capability was similar between the two conditions, with a

2https://data.4tu.nl/datasets/635d08b5-814e-45d3-99c1-c330f3c9813d
3https://github.com/alowayyedm/LilobotTraining/tree/BDIFeedbackFinal
4All model comparison results and additional analyses are provided in Table C.5 in the appendices.
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Table 3.4: Descriptive statistics and Bayesian within-condition test results for task knowledge (pre-
vs. post-test) and conversational outcomes (session 1 vs. session 5) across experimental conditions.

Condition Measure % Posterior
Probability > 0 Interpretation Estimate [95% HDI] (SD) % Effect Size >

Small Large

C

Task Knowledge 0.03 Good bet against-
too good to disregard

-0.48 [-0.98, 0.01] (0.25) 0.86 0.30
Mpre= 6.41 (1.66)
Mpost= 5.92 (1.84)

Reflection - - - - -
Mpost= 3.67 (3.01)

S

Task Knowledge 0.91 A promising but
risky bet

0.36 [-0.18, 0.88] (0.27) 0.70 0.13
Mpre= 6.70 (1.55)
Mpost= 7.06 (1.95)

Conversations 0.92 A promising but
risky bet

4.34 [-1.79, 10.34] (3.09) 0.73 0.15
Ms1= 41.09 (20.04)
Ms5= 45.50 (22.03)

Reflection - - - - -
Mpost= 4.97 (3.61)

SF

Task Knowledge 0.9998 Nearing
certainty 0.99 [0.46, 1.52] (0.27) >0.99 0.89

Mpre= 6.38 (1.73)
Mpost= 7.38 (1.90)

Conversations >0.99995 Virtually certain 17.26 [10.56, 24.10] (3.45) >0.99 >0.99
Ms1= 46.64 (20.57)
Ms5= 64.13 (23.87)

Reflection - - - - -
Mpost= 4.97 (2.80)

SFR

Task Knowledge 0.9996 Nearing
certainty 0.68 [0.28, 1.07] (0.2) 0.98 0.37

Mpre= 6.71 (1.73)
Mpost= 7.39 (2.00)

Conversations >0.99995 Virtually certain 11.85 [6.58, 17.07] (2.68) >0.99 0.77
Ms1= 46.64 (22.95)
Ms5= 58.56 (26.70)

Reflection - - - - -
Mpost= 5.43 (3.50)

Note. C = Control; S = Simulation only; SF = Simulation and Feedback; SFR = Simulation, Feedback and Reflection.
Reflection capability was measured at post-test only; therefore, no within-condition change statistics are reported.
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posterior probability of 50%. The conversational outcomes showed credible support that the
SF condition improved more across sessions than the S condition, with a 99.5% posterior
probability and an estimated average difference of 2.99 per session (95% HDI [0.72, 5.25]).
This was further supported by a 78% likelihood that the overall increase in conversational
outcomes reflects a large effect size. The pattern is also illustrated in Figure 3.5, where the
average indexes per session for the SF condition remain consistently better than those for S.
Overall, these results provide credible support for an effect of adding feedback to simulation
on conversational outcomes, but only some support for additional improvements in task
knowledge, supporting H2.

Figure 3.5: Average conversational outcome deviation indexes per condition across sessions. The
measure was collected during each Assessment Mode interaction, yielding one index per session per
participant (see Figure 3.3). Shaded areas represent 95% credible intervals.

H3: SFR is higher than SF: As shown in Table 3.5, participants in the simulation with
feedback and reflection condition (SFR) performed differently from those in the simula-
tion with feedback condition (SF ) in some measures. For task knowledge, the posterior
probability is 40%, interpreted as not worth betting on. Reflection capability showed some
support for improvement in the SFR condition, with an 83% posterior probability and a
14% likelihood of the effect size being large. In contrast, conversational outcomes provided
some support against the SFR condition, with a 14% posterior probability (only a casual
bet against; 86% support for the opposite) that SFR increases conversational outcomes
compared to SF. This pattern is also visible in Figure 3.5, where participants in SF scored on
average higher than those in SFR in the final session. Taken together, these findings suggest
that adding reflection to feedback improved reflection capability (some support for H3c),
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but led to a reduction in conversational outcomes improvements (some support against
H3b), and no additional task knowledge improvement (no support for H3a). Therefore, H3
as a whole does not seem to hold.

3.4.2 Secondary Results
For the secondary analysis, we asked participants in the conditions S, SF, and SFR to rate their
perceived usefulness of the training tool, their overall perceived experience with the agents
(through the short version of ASAQ), and the usability (SUS) of the system. Participants
perceived the usefulness of the three conditions differently (SFR: M = 6.16, SD = 0.78; SF:
M = 6.12, SD = 0.83; S: M = 5.36, SD = 1.01). The analysis shows credible support that
adding feedback increases perceived usefulness (posterior probability: > 99.99%, 95% HDI
[0.46, 1.04]), but no support for adding reflection to feedback (posterior probability: 66%,
95% HDI [−0.2, 0.29]). Next, the overall experience ratings (ASAQ) also differed (SFR:
M = 0.91, SD = 1.2; SF: M = 0.83, SD = 1.21; S: M = 0.68, SD = 1.03), with some support
for adding feedback (posterior probability: > 78%, 95% HDI [−0.24, 0.56]), and no support
for adding reflection (posterior probability: > 68%, 95% HDI [−0.25, 0.44]). Figure 3.6a
shows how the three conditions compare across each construct of ASAQ, and Figure 3.6b
compares the three conditions to the 29 artificial social agents in the ASAQ Representative
Set 2024 [125]. The S condition scored with overall ASAQ higher than 60% of the dataset,
while SF scored 75%, and SFR 90%. Regarding SUS, participants scores also differs (SFR:
M = 78.33, SD = 14.33; SF: M = 77.08, SD = 14.54; S: M = 73.19, SD = 15.44). All three
scores fall within the “good” usability range [26]. The statistical analysis on SUS scores
shows that adding feedback increased usability (posterior probability: > 93%, 95% HDI
[−1.06, 8.97]), and there is some weak support for adding reflection compared to simulation
and feedback (posterior probability: > 72%, 95% HDI [−3.00, 5.54]).

3.4.3 Exploratory Results
RQ1: Using feedback levels over time. To examine whether participants used task- or
process-level feedback options differently over time, we analysed their usage patterns across
sessions in condition SFR. The results did not indicate a clear tendency toward either type
(posterior probability = 0.72, M = 0.92, 95% HDI = [-2.21, 4.06]). Therefore, we visualised
the data to explore potential trends across specific feedback options and participants
(Figure 3.7). As shown in the figures, participants generally used both feedback types less
frequently over time, which is consistent with the analysis of feedback option requests
over time (posterior probability = 0.99, M = −2.20, 95% HDI = [-4.02, -0.36]). Figure 3.7a
shows that the most frequently used feedback options were Advice on next message (task
level) and Current phase progress (process level), whereas options that directly affected
the conversation—Undo last message (task level) and Restart phase (process level)—were
used the least. In Figure 3.7b, we categorise each interaction in the exploration mode
(one per participant per session) into one of five feedback options categories based on
the dominance of task- or process-level feedback: process-dominant (≥ 25% process-level
use), slightly process-leaning (10–25% process level), balanced (within ±10%), slightly task-
leaning (10–25% task level), and task-dominant (≥ 25% task level). In the first session, some
participants used more task- or process-level feedback, but the largest proportion (40%)
fell into the balanced category. Over time, the proportion of participants with balanced
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(a) Comparison of the raw ratings for the short ASAQ between the three conditions.

(b) Percentile chart of each condition on the short ASAQ constructs, normalised against the 29 agents in the
ASAQ Representative Set 2024 [125]. Grey bands indicate values lower than or higher than those observed for all
agents in the reference set.

Figure 3.6: Two comparison views based on the short ASAQ constructs. The charts were generated
using the ASAQ visualisation tool.
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feedback requests decreased to 21% in session five, as participants increasingly shifted their
feedback requests toward either task- or process-level categories.

(a)Number of times each feedback optionwas clicked per session.

(b) Each interaction in the exploration mode was cate-
gorised into one of five categories based on how many
times a participant clicked task- or process-level feedback.

Figure 3.7: Overall description of feedback option usage across the five sessions.

RQ2: Influence of feedback level on knowledge, reflection capability and
conversational outcomes.

We tested whether using more task-level feedback than process-level feedback (or
vice versa) was associated with better outcome measures. No apparent association effects
were found for any of the three measures: task knowledge, reflection capability, and
conversational outcomes. Specifically, when comparing the relative use of each level,
the posterior distributions showed weak tendencies toward more task-level feedback
for knowledge (74%, M = 0.64, 95% HDI = [-1.27, 2.55]), but a weak tendency toward
more process-level feedback for reflection (61%, M = −0.38, 95% HDI = [-3.16, 2.32]), and
conversational outcomes over the five sessions as an interaction effect (68%, M = −1.21,
95% HDI = [-6.08, 3.72]). All three distributions are interpreted as not worth betting
on. However, when examining only the main effect on conversational outcome indexes
(without the interaction with session), there is some support that using task-level feedback
led to better conversational outcomes compared to process-level (93%: a promising but
risky bet, M = 12.52, 95% HDI = [-3.96, 29.17]). This effect appeared most prominently in
the first session. The overall patterns for these three measures are shown in Figure C.4 in
the appendices, which illustrates how the feedback option categories scored across the
three outcome measures.

3.5 Discussion and Conclusions
In this paper, we examined how the subsequent addition of simulation (H1), feedback (H2),
and reflection (H3) shapes trainees’ learning in simulation-based training. Across five
sessions, we assessed how these elements contributed to improvements in task knowledge,
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reflection capability, and conversational outcomes (performance). Overall, the results
support the cumulative effect proposed in H4: adding elements sequentially leads to overall
increases across the three learning measures. Still, each element contributed differently,
and these differences highlight important considerations for the design and impact of
simulation-based training.

Participants interacting with the simulation only (S) showed increases over time in both
task knowledge and conversational outcomes, whereas the control group (C) showed a
decrease in task knowledge. H1 results indicate that adding simulation increases knowledge
and reflection more than the control condition. This improvement may be attributed to
the effect of repetition in several sessions, which supports learning [386]. Participants
in condition S needed to repeatedly decide what to ask, how to phrase questions, and
how to move the conversation forward across five sessions, whereas the control condition
received only theoretical explanations. This lack of repeated engagement may also explain
the observed decrease in task knowledge in condition C. The results of condition S align
with Reger et al. [313], who found that training with a virtual patient for motivational
interviewing—compared to academic study alone—led to increased skill outcomes.

Adding feedback to the simulation (condition SF ) improved task knowledge and con-
versational outcomes, while maintaining similar reflection capability scores compared
to the simulation-only condition (H2). The need for feedback was further highlighted by
participant comments, with several participants in condition S explicitly commenting at
the end of the sessions that they wished for more guidance, e.g., “I wish there was a redo
button…” and “It would be good to have feedback as well”. On the other hand, the results for
reflection capability were similar for the two conditions. One possible explanation is that
participants across both S and SF received similar amounts of interaction experience with
the tool across five sessions, which may have influenced their reflections, even without
targeted reflection training. For conversational outcomes, participants across conditions
did not start from similar baselines after the first session. Participants in the S condition
performed worse in the first session compared to those in SF (Figure 3.5). This is likely be-
cause the two conditions with feedback benefited from guidance that helped them navigate
their conversations more effectively from the beginning. In turn, this inflated the standard
deviation used to compute the thresholds for small and large effect sizes, which resulted in
a lower probability of observing effects when comparing improvements in conversational
outcomes between S and SF across the five sessions. These baseline differences should be
considered when interpreting the conversational outcome results across conditions.

Although adding reflection moments (condition SFR) improved reflection capability as
expected, it dampened conversational outcomes compared to simulation with feedback
(H3). The latter may be attributed to two factors. First, the reflection task introduced a break
between exploration and assessment modes. This temporal shift in focus, from applying
the task in the exploration to reflecting on it, may have hindered immediate carry-over of
learning into the assessment interaction — the SF group moved directly from exploration to
assessment, while the SFR group completed a reflection task in between. Second, reflection
requires effort, motivation, and practice [18, 157, 265]. Yet despite the effort required, many
participants in the S and SF conditions were intrinsically motivated to write reflective
comments in the optional comments field after each session, even without being prompted.
Thus, reflection may have occurred spontaneously for a subset of participants in S and SF.
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For the secondary measures, participants reported better perceived usefulness and
overall experience as more elements were added. This suggests that trainees valued not
only the learning content but also the added structure, guidance, and support within the
system. The exploratory research questions on how participants used task- and process-
level feedback did not reveal clear patterns; thus, a plausible explanation is that both
types should be used depending on the situation and what information trainees need to
get. This interpretation is also supported by recommendations to combine the levels of
feedback [158], and that the level should focus on the current problem being solved [349].
Task-level feedback, however, was associated with better conversational outcomes when
examining individual sessions. This may be due to the “Advice on next message” option, as
it directly suggests what to consider next, which can help trainees progress further through
the conversation, thereby making the assessment interaction easier to navigate. Future
work could examine whether such differences persist days or weeks after the training, as
directive guidance might not have long-term benefits for knowledge transfer [320].

3.5.1 Limitations and Future Work
Beyond the five-phase model used in this study, the incremental benefits of simulation,
feedback, and reflection are not tied to this protocol alone. They may also extend to training
other communication frameworks, such as motivational interviewing [163]. Likewise, the
approachmay generalise to other helpline and training contexts beyond children’s helplines,
such as suicide prevention or mental-health crisis lines, where volunteers must learn to
navigate emotionally complex and sensitive conversations. Although the scenarios in
this study focused on supporting a child to find a solution, the underlying mechanisms
of simulation, guided practice, and supported reflection seem relevant across domains
involving interpersonal interactions, e.g., sales, negotiations, or customer service.

The study relied on crowdsourced participants, and more motivated participants (either
extrinsically through compensation or intrinsically due to interest) may have been naturally
retained across sessions. This could affect the generalisability for trainees who are not
motivated. However, in the case of children’s helplines, trainees are typically volunteers
who are themselves motivated to learn, which makes this characteristic of the sample less
problematic. Additionally, several participants reported misunderstandings by the virtual
child. We believe these stem from the rule-based intent recognition component, which did
not perform well with verbose input. This limitation might be addressed by integrating
Large Language Models (LLMs), as Al Owayyed et al. [7] showed that an LLM-integrated
virtual child was perceived more positively than its rule-based counterpart.

Another limitation to generalisability is that excluded participants were slightly more
likely to be parents than included participants, although the effect size of this difference was
small. This may reflect the five-session design, which required commitment and availability
and may therefore have been harder to sustain for participants with children. At the same
time, most child helpline counsellors are volunteers who also need to commit time, which
may make the retained sample more similar to the target group. Still, this does not threaten
internal validity, as parental status did not differ across the four included conditions.

While repeated practice improves learning and retention [193], this study does not
address transfer of skills to real helpline communications. In particular, the conversational
outcomes measure should be interpreted as a proximal, protocol-aligned performance
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measure rather than as direct evidence of transfer to real help-seekers. Thus, results might
differ if assessed weeks or months later or in settings involving real help-seekers, especially
since reflection supports knowledge retention [73, 219]. Future research could compare
simulation-based training with traditional training methods and evaluate knowledge trans-
fer in actual helpline contexts.

Participants in the SFR condition showed higher reflection capability. However, it re-
mains unclear whether this improvement reflects growth in counselling-specific reflections
or simply a general increase in reflective writing skills. It is possible that participants
were practising reflection across the five sessions without necessarily developing deeper
counselling insight, as practice improves reflection ability [310]. Future work could test
this by adding a condition in which participants reflect on an unrelated topic, such as
cycling or daily routines, to differentiate domain-specific reflective growth from general re-
flective writing skills. Furthermore, since the experiment design was not fully factorial, the
independent contribution of reflection (without simulation or feedback) remains unknown
and could be examined in future work.

3.5.2 Ethical Considerations
Children exhibit diverse behaviours. Modelling only limited behaviours and scenarios
in simulations (e.g., only bullying) could risk reinforcing stereotypes about how children
act when contacting helplines [8]. Therefore, training should include a wider range of
perspectives, behavioural patterns, and helpline topics (e.g., sexuality, family issues, rela-
tionships [131]) to avoid narrowing trainees’ expectations. For example, it is uncommon
for children to ask helplines to call their school on their behalf. Yet, repeated exposure to
such a scenario might give trainees the false impression that this is typical.

3.5.3 Conclusion
This study shows that simulation-based training can support the skill development of
trainee helpline counsellors. Adding feedback enhances the learning process further
by helping trainees better understand the child’s perspective and their own decision-
making within the conversation. Furthermore, adding reflective practice to simulation
and feedback strengthens reflection capability, although it appears to slow the rate of
performance improvement compared to simulation and feedback alone. When combined,
simulation and feedback create a training environment that enhances participants’ learning,
performance, and experience with the training tool, while incorporating reflection requires
more careful consideration. Based on these findings, we hope that simulation-based
training, particularly when combined with feedback, can serve as a scalable addition to
helpline education, accelerating early-stage counsellor development.
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4
Training Child Helpline

Counsellors with
Value-Integrated Chat

Simulations

Children’s helplines train new counsellors to adapt to children’s needs and values. This
training typically involves roleplay, which can be resource-intensive. Interactive agents offer
a promising alternative, yet simulation-based training systems rarely model how personal
values influence decision-making. We present a value-integrated Belief-Desire-Intention (BDI)
model that simulates virtual children whose behaviour is guided by underlying values. The
trainees’ task is to apply motivational interviewing to recognise and align with the child’s
values. We conducted a between-subjects experiment (N = 193) comparing three conditions: a
base BDI virtual child, a BDI virtual child with integrated values, and one with both integrated
values and explanatory feedback on value-based reasoning. Results showed credible support
that integrating values improves participants’ opportunities to align with a virtual child and
enhances their situational awareness based on a child’s values. We also found some support
that feedback improved value recognition and perceived usefulness. Additionally, integrating
values improved believability and overall experience. These findings suggest that the proposed
values-based model enables more targeted training, which we anticipate will better prepare
counsellors for value-sensitive conversations.

Although the published article uses American English, this thesis chapter is presented in British English to ensure
consistency with the language style throughout the thesis.

� Al Owayyed, M., Brinkman, W.P., Guan, K. W., Keijsers, L., and Tielman, M. L. Training Child Helpline
Counselors with Value-Integrated Chat Simulations. Accepted for publication in International Journal of Human–
Computer Interaction.



4

70 4 Training Child Helpline Counsellors with Value-Integrated Chat Simulations

4.1 Introduction
When children face challenges such as bullying, emotional distress, or other personal
difficulties, one resource they can turn to is a children’s helpline. These helplines offer a
confidential and supportive space, typically accessible via a chat-based website or phone,
where children can discuss their concerns. However, as the number of annual contacts
continues to rise, with a reported increase of over 28% since 2020 [176], training new
counsellor volunteers to meet this demand is becoming increasingly difficult. For example,
the Dutch Children’s Helpline trained more than 340 new volunteers in 2023, reflecting
a 20% increase from the previous year [97]. Training typically involves role-playing,
with a counsellor acting as the child, or supervised sessions with real children led by a
trainer. However, this method can be logistically demanding and challenging to scale. One
promising solution is interactive agents that can simulate a virtual human in an interactive
setting, such as virtual patients [146, 169, 381].

Tomake such training simulations effective, it is crucial to accuratelymodel the decision-
making cues children use during helpline conversations. Human behaviour is influenced
by many factors, among which are values [109]. Values guide behaviour explicitly and
implicitly [196, 197], shaping how individuals approach interactions andmake choices. Like
adults, children also hold values that inform their decisions [66, 105], such as a preference
for ”help others” or ”be adventurous”. In this paper, we propose enhancing virtual children’s
behaviour and decision-making by incorporating values into the simulation.

Since children’s values shape their decisions, e.g., whether to share information or
withhold it, recognising and aligning with these values can lead to better counselling.
Helpseekers’ values are key in shared decision-making between healthcare providers and
those seeking help [46]. Counselling textbooks, both general [251, 292] and those focused
on child helplines [344], emphasise the importance of recognising and aligning with the
values of helpseekers. Several prominent therapeutic approaches also highlight the role of
values. For instance, client-centred therapy prioritises the client’s perspective and personal
understanding to guide the therapeutic process [317, 318]. Values clarification, meanwhile,
helps clients identify, articulate, and actualise their values to guide behaviour and decision-
making [203]. Motivational Interviewing (MI) can be seen as a hybrid of client-centred
therapy and values clarification [203]. In MI, the counsellor works collaboratively with
the client to explore goals and decide on appropriate actions [261]. This method has also
been used with adolescents [276], and in helplines [300]. MI incorporates adolescents’
perspectives to emphasise their autonomy, which is a key aspect of their development [98].

Virtual agents have employed MI—either to train counsellors through interaction with
a virtual patient (e.g., [10]), or to provide counselling via a virtual counsellor (e.g., [354]).
Furthermore, a recent randomised trial found that trainees with limited MI knowledge
benefited more from virtual patient simulations than from academic study alone [407].
Despite their importance, values were not explicitly incorporated into human simulations
for social skills training. This presents an opportunity to design training agents that help
trainees become more aware of and adjust to value-based behaviours by applying MI.

For people to recognise and adapt to values, they need a simulation in which values
are integrated, along with an explanation of how these values work. Integrating values
in simulations could make virtual interactions more realistic, which in turn may lead
to improved training [329]. Moreover, incorporating values could enable counsellors
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to practice aligning with them and to understand better how values influence a child’s
decisions. A necessary first step is learning to recognise which values a child might exhibit.
This is similar to recognising emotions, which can lead to better adjustment [221, 235]. We
adopt a similar line of reasoning for values: it is easier to adjust when one can first identify
the underlying value.

However, human values expressed through behaviour can be vague [305], and training
with a simulation alone might lack sufficient guidance [8]. Trainees may require explicit
guidance through feedback to recognise how a child’s values influence their decisions.
Providing feedback on a virtual agent’s decision-making can help interpret its behaviour
[151], leading to a more guided learning experience [204]. Specifically, feedback on how
values shape the child’s decisions may enhance trainees’ pedagogical understanding and
support better adjustment.

Previously, we developed Lilobot, a chatbot simulation system designed to train child
helpline counsellors [6, 145]. Lilobot simulates a virtual child contacting a helpline after
being bullied at school. The trainee counsellor’s task is to follow the five-phase model,
a communication protocol commonly used by helplines [344]. Lilobot is built using a
BDI (Belief-Desire-Intention) model [137]. However, values were not yet integrated into
Lilobot’s cognition or used to influence its decision-making.

In this paper, we incorporate values into Lilobot’s BDI framework and scenarios,
enabling it to simulate a virtual child whose decisions reflect their underlying values. The
goal is to train counsellors to recognise, understand, and align with children’s values.
By explicitly modelling values, we expect it will be easier for trainees to achieve these
objectives. Accordingly, this study examines constructs that facilitate learning as reflected
in trainees’ interactions with the agent, rather than directly measuring counselling skill
acquisition or therapeutic effectiveness.

We therefore examine four constructs. First, recognising values refers to identifying
which values a child expresses. Second, understanding values is captured through situ-
ational awareness, reflecting how well trainees understand how a child’s values shape
their current reasoning and likely actions. Third, we introduce the opportunity to align,
describing the extent to which the virtual child’s behaviour provides clear cues that make
value-based alignment possible and actionable. This notion relates to the formation of a
therapeutic alliance [47, 172] and builds on MI, where counsellors rely on clients’ expressed
concerns and values as cues for guiding the conversation. Opportunity to align does not
reflect how people learn or acquire skills; rather, it reflects how well the agent is designed
to support the required educational objectives. If a training is well-designed, it enables a
seamless and easier application of skills [222, 259]. To illustrate with a driving analogy,
this construct reflects how well the crossings and turns are designed in a driving course
to teach driving, not the trainee’s driving skills themselves. As for the fourth construct,
following the Unified Theory of Acceptance and Use of Technology (UTAUT), we assess
perceived usefulness as an indicator of trainees’ motivation to use the system [383]. We
expect that clearer value cues and alignment opportunities will make the training tool per-
ceived as more useful by supporting task performance. We therefore propose the following
hypotheses:

Hypothesis: The inclusion of (a) child values and, additionally, (b) value-related feedback,
enhances participants’ (1) recognition of child values, (2) situational awareness (under-
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standing of the situation), (3) opportunity to align with the virtual child, and (4) perceived
usefulness of the training.

To evaluate this approach, we conducted an experiment comparing three conditions:
(1) the original BDI model without value modelling, (2) a model with integrated values,
and (3) a value-based model accompanied by explanations of the virtual child’s reasoning.

4.2 Related Work
4.2.1 Agents for Training Helpline Counsellors
Limited research exists on simulation-based training for helpline counsellors, particularly
those for children. In the context of suicide helpline training, Demasi et al. [99] introduced
a chatbot designed to simulate a help-seeker. Their system uses machine learning tech-
niques, through annotated transcripts and a multi-task framework, to present various crisis
scenarios for training purposes. The authors found that their model improved the diversity
and relevance of responses compared to simpler approaches. As for child helplines, the
only training simulation we found is a serious game that simulates high-risk scenarios (e.g.,
trafficking or sexual exploitation) [382]. This game uses a choice-based interaction model
to train counsellors in navigating sensitive situations. However, the choice-based design
does not allow trainees to practice constructing their own responses, unlike open-ended
formats.

4.2.2 Motivational Interviewing Agents
Interactive agents have been used to simulate counsellors applying MI. In their scoping
review, Mercado et al. [258] identified several cases where conversational agents employed
MI to support healthy behaviours, such as addressing alcohol misuse [323], promoting
physical activity [291], and improving women’s preconception health [178]. Agents de-
livering MI were also shown to improve conversational skills when used before group
discussions [327].

On the other hand, interactive agents have also been used to simulate help-seekers,
allowing healthcare providers and counsellors to train in delivering MI. Results from such
training systems are promising. For example, Albright et al. [10] evaluated a virtual patient
training system for substance abuse counselling, finding increased knowledge and skills
among trainees compared to a control group. Similarly, Oster et al. [293, 294] reported that
MI training with a virtual client for diet and weight loss counselling improved counsellors’
skills. Other applications include training for HIV care [322] and clients hesitant to speak
with a therapist [313].

4.2.3 Values in Social Agents
Human values have been modelled in social simulations, which typically involve simulating
interactions among multiple agents to study their interactions. For example, Heidari et al.
[161] proposed a value-based framework for simulating multi-agent interactions, applying
it to the needs of villagers in a virtual village setting. By incorporating values, the simulation
shows how collective behaviour can form. Other works also integrate values into multi-
agent systems (e.g., [89, 378]).
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In our case, we simulate values in a single agent interacting with a human user, rather
than modelling society-level dynamics. Some frameworks, such as the one proposed by
Cranefield et al. [93], have explored value-based reasoning in BDI agents; however, their
approach primarily models the user’s values rather than embedding values within the
agent itself in a social simulation.

Although we found no agent-based social skills training systems that explicitly model
values in their cognitive model, such values are often implicitly present, albeit static and
scenario-dependent. For example, in a training system designed to teach de-escalation
of aggressive virtual agents through applying specific protocols [49, 51], the agent’s be-
haviour could be driven by values such as autonomy, respect, or dominance. Similarly, in a
vaccination training system [274], an anti-vaccination agent may be guided by values like
trust, privacy, or safety, leading to preservation of their decision. Values can also influence
interactions between a trainee and virtual agents. For instance, when training nurses to
speak up to a virtual surgeon [315], the doctor’s perceived authority might make it harder
for nurses to do so. Moreover, agents can reflect different value priorities. In a negotiation
training system [256], for example, a strategic agent might prioritise achievement, while a
free agent might value building trust.

4.2.4 Children’s Values
Children’s values can affect their decisions and behaviours. They hold such values from
an early age, rather than having them emerge only later, although these values are less
fine-grained than those held by adults [373, 398]. Even at young ages (e.g., 4–8 years
old), children can express value priorities such as benevolence, achievement, security,
and autonomy [333, 398]. These value priority categories follow the Schwartz theory of
basic human values [336], which organises values into higher-order dimensions. This
values model has been applied in developmental research to ground children’s value
orientations (e.g., [66, 105, 333]). Prior work shows that values can evolve across childhood
and adolescence, with different age groups exhibiting different patterns of value change
and development. For example, during the early elementary school years, a pattern of
increasing self-transcendence (e.g., benevolence) and decreasing self-enhancement (e.g.,
achievement) is observed over time [333]. In this work, we do not aim to model age-
specific value development. Instead, we use values that shape children’s responses to
different situations to model interactions and interpretations. This allows us to focus on
how value-sensitive agent behaviour can support counsellor training through simulations.

4.3 Integrating Values Into the BDI Model
We have established how incorporating human values into training can benefit the learning
process. The next question is: how can such values be integrated into simulation-based
training? Specifically, how can we integrate values into the virtual child’s BDI model, and
how can we provide value-based feedback to explain the child’s values and decisions? To
answer these questions, we describe Lilobot’s system and its components. Furthermore, we
illustrate Lilobot’s system using a character called Lilo—a virtual child who was bullied at
school, values power and achievement, and believes that hitting back will stop the bullying.
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Figure 4.1: The BDI-values integrated model, based on the ARTES architecture [8]

4.3.1 Trainee’s Learning Objective
A trainee needs to understand and align with a child’s values to navigate a conversation
successfully. To do this, they use MI to guide a child from a potentially conflicting ac-
tion—such as ”hitting back,” which is inconsistent with their value of security—toward an
alternative action that better aligns with their values—such as ”walking away confidently,”
which is consistent with both power and security. This shift leverages cognitive dissonance
[119] in the virtual child’s thinking, wherein the child experiences discomfort from the
mismatch between their behaviour and core values, increasing motivation to adopt actions
that better reflect what they care about. Table 4.3 presents a dialogue example between a
trainee and the virtual child, Lilo, illustrating the shift in action.

To facilitate action shift, a trainee should apply the four processes of MI: engaging
(building rapport), focusing (identifying the problem), evoking (eliciting change), and
planning (developing a plan) [261]. To build the system, we used an adolescent-oriented
MI guidelines by Naar and Suarez [276], which incorporates discussions of values across
the four MI processes. Specifically, engaging involves clarifying a child’s values, focusing
entails identifying a discussion path aligned with those values, evoking addresses behaviour
change in light of the values, and planning ensures the action plan remains consistent with
them. These MI processes are applied in the third and fourth phases of the five-phase model
(setting a goal with a child and working towards it). In the trainee’s intent recognition, we
modelled the four processes separately, with each MI process containing 4 to 9 possible
trainee intents. For example, one evoking intent utterance involves addressing the child’s
action: “What might happen if you chose not to hit back?”. By asking this question, the
virtual child is triggered to express their reasons for and against the behaviour, which
supports progress towards change.

4.3.2 Overall BDI-Value Model
Before introducing values, we briefly clarify the underlying BDI mechanism used in Lilobot
[145]. Lilobot maintains beliefs about itself, the trainee and the world. It also has desires
representing its goals, and intentions representing the actions it is currently committed to.
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Figure 4.2: Single decision cycle in the virtual child’s BDI-based reasoning process. Each trainee’s
input triggers intent recognition and then belief updates, after which the child re-evaluates its
intention (action) before generating a response. This cycle is repeated for each trainee input.

During interaction, user input updates the agent’s beliefs, which may lead it to reconsider
its current intentions and actions, and to respond accordingly. This allows the agent
to simulate how a person reasons about actions over time, rather than simply selecting
responses based on predefined outcomes.

Building on this base BDI mechanism, we next describe how values are integrated with
the BDI. Figure 4.1 shows the overall system flow with integrated values, adapted from
the ARTES architecture for agent-based social skills training systems [8]. When a trainee
inputs a message, the system recognises it as a trainee’s intent and maps it to predefined
belief changes within the BDI decision-making framework. For example, if a trainee asks,
“What do you think will happen if you hit them back?”, the system identifies this as the
trainee’s intent to ask Lilo to reflect on its intention (action) of hitting back. Because of this
question, Lilo starts to think about their security. As a result, Lilo’s belief in the BDI that “I
think if I hit back I will not be punished” decreases, based on pre-mapping in the reasoning
engine. Based on Lilo’s updated states, it may maintain or change its desire-intention pair,
e.g., shifting from the intention “planning to hit back” to “planning to walk away,” where
both have the active desire of “Lilo wants to be strong.” Lilo’s response is then selected
from predefined answers (e.g., “Maybe I’ll get in trouble for fighting”). This response is based
on Lilo’s beliefs, active intention, and the trainee’s input. The components in Figure 4.1 are
explained in Table 4.1. To give an intuition about the value-integrated BDI process, Figure
4.2 illustrates a single decision cycle of the virtual child, showing how trainee input leads
to belief updates and intention selection. The underlying decision-making mechanism is
described in detail in Section 4.3.4.

4.3.3 Designing Value-based Virtual Children
To create value-based virtual children, we examined literature on values in adolescent
bullying. Research by Menesini et al. [257] shows that self-enhancement values (e.g.,
power and achievement) positively correlate with bullying, whereas self-transcendence
values (e.g., benevolence and universalism) correlate negatively. These value types are
defined in Schwartz’s theory of basic human values, in which self-enhancement and self-
transcendence are opposing dimensions [336]. Therefore, we crafted two persona-based
dialogues reflecting these two dimensions, Lilo and Kai. These two virtual children were
designed to represent a child in late childhood/early adolescence. Lilo represents self-
enhancement, valuing power and achievement, while Kai represents self-transcendence,
valuing benevolence and universalism. Each persona also holds a distinct, yet inconsistent,
intention regarding their values: Lilo believes hitting back shows strength, which overlooks
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Table 4.1: Explanation of components in the value-integrated BDI model.

Component Explanation

Intent recognition The system identifies a trainee’s input based on their message (e.g.,
asking when the bullying occurred), which is then passed to the
reasoning engine as a trainee’s intent.

Values (V) Core principles that guide how a virtual child behaves in a conver-
sation and which actions (intentions) they tend to adopt. Each child
is assigned a fixed value (0–1) that shows the strength of the value.
Wemodelled three values: self-transcendence, self-enhancement, and
security. These values do not change throughout the interaction.

Convictions (C) While beliefs reflect a child’s current, changeable perspective on the
world, convictions define stable belief–value links that reinforce
actions aligned with specific values (e.g., “hitting back leads to
power”). Each conviction has a fixed number (0–1) representing
the child’s expected impact of an action on a value. Convictions
influence the child’s action choices and remain unchanged during
a conversation.

Beliefs (B) Represent what a virtual child currently believes to be true about
themselves or the world, along with how strongly these beliefs are
held (0-1). These beliefs can be interpreted as statements about
the strength of a conviction. Beliefs are dynamic and evolve in
response to the trainee’s input.

Desires (D) Represent the goals the virtual child wants to achieve (e.g., to be
strong). These reflect the child’s motivational state.

Intentions (I) The specific action plans a child is committed to carrying out, based
on their current beliefs, desires, convictions, and values (e.g., hitting
back or walking away).

Reasoning engine Manages updates to the BDI components and determines how a
child should respond, based on the intent recognition output and the
current BDI state. The underlying BDI mechanism without value
integration is detailed in Grundmann et al. [145] and Al Owayyed
et al. [6]. Here, the engine also calculates the preferred intention us-
ing a weighted combination of belief strength, conviction strength,
and value, allowing the system to simulate intention shifts during
conversations.

Response delivery Delivers a virtual child’s responses, as generated by the reasoning
engine, to a trainee.
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the possibility that it might lead to punishment; Kai believes keeping the bullying a secret
will prevent harm to others, but then the bullying might continue. For the two personas,
we defined three core values that fit their scenarios: self-enhancement, self-transcendence,
and security—the latter reflecting the shared goal of feeling safe. The personas prioritise
the three values differently. Lilo has high self-enhancement but low self-transcendence,
whereas Kai demonstrates the opposite pattern. A full list of Kai and Lilo’s beliefs, desires,
intentions, values, and convictions is included in Appendix D.1.

4.3.4 Shifting From Inconsistent Intention to a Consistent
One

As a trainee progresses through conversation using MI, a virtual child’s inconsistent
intention (i.e., planned action) may shift toward a more consistent one aligned with their
values. To operationalise the decision-making process, we define the utility of an intention
I as a function of the beliefs Bi, convictions Ci, and associated value weights Vi. This
produces a utility score per intention:

U(I) =
n
∑
i=1

(Bi ×Ci ×Vi)

Given a set of intentions I , a virtual child selects the intention that maximises this
utility:

I ∗ = argmax
I∈

U(I)

This mechanism enables a virtual child to dynamically adapt its intention based on
changes in beliefs while grounded in a stable set of value-conviction structures. Notably,
an agent may select an intention that does not align with its highest-value domain if the
supporting beliefs are stronger for an alternative. For example, in Lilo’s case, who values
power, they may choose to walk away rather than retaliate if their belief in punishment,
which aligns with security, is sufficiently strong. The following are two examples to compute
intentions using the numerical values of beliefs, convictions and values from Table 4.2:

Hitting (H) = (B1 ×C1 ×VPower )+ (B2 ×C2 ×VSecurity)
Hitting (H) = (0.9 × 0.8 × 0.8)+ (0.5 × 0.5 × 0.7)

= 0.576+0.175 = 0.751

Walking Away (W) = (B3 ×C3 ×VSecurity)+ (B4 ×C4 ×VPower )
Walking Away (W) = (0.4 × 0.5 × 0.8)+ (0.5 × 0.6 × 0.7)

= 0.16+0.21 = 0.37

Given the computed utilities, the virtual child selects the intention with the highest
utility, which is hitting back:
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I ∗ = arg max
I∈{H,W }1

U(I) = argmax{0.751,0.37} = H

Table 4.2: Initial beliefs, convictions, and values used to model Lilo’s intention preferences. The
numbers beside each represent example numerical values used in the dialogue example (Table 4.3).
Lilo also holds additional beliefs, desires, and intentions (Appendix D.1) that are not relevant to this
dialogue example.

Belief Statement (B) Conviction (C) Value (V)

B1: If I hit back, they will think I’m
strong (0.9)

C1: Hitting back → Power (0.8) Power (0.8)

B2: If I hit back, I will not be pun-
ished (0.5)

C2: Hitting back → Security (0.5) Security (0.7)

B3: If I walk away, they will think
I’m strong (0.4)

C3: Walking away → Power (0.5)

B4: If I walk away, I will not be pun-
ished (0.5)

C4: Walking away → Security (0.6)

4.3.5 Illustrative Conversational Example

Table 4.3: An excerpt of dialogue between a trainee and Lilo, with changes in beliefs and recalculated
intention values. This illustrates the mechanism of belief and preferred intentions shifting in a
value-based BDI virtual child. Appendix D.5 includes conversation scripts of participants interacting
with the virtual children during the experiment.

# Dialogue Belief
Change

Intention
Values

Preferred
Intention

1 Trainee: What do you want to
achieve in this conversation?

Initial:
B1= 0.9
B2= 0.5
B3= 0.4
B4= 0.5

Hit=0.751
Walk=0.37

Hitting
back2 Lilo: I don’t want them to bully me.

3 Lilo: I want to showmy classmates who
is stronger.

4 Trainee: Do you feel like hitting back
will make you feel stronger? B1↑ → 1 Hit=0.815

Walk=0.37
Hitting
back

5 Lilo: Then I will hurt them back and
maybe they will stop.

6 Trainee: What do you think will hap-
pen if you hit them back?

B1↓↓ → 0.8
B2↓↓ → 0.3

Hit=0.681
Walk=0.37

Hitting
back

7 Lilo: Maybe the school will punish me.

1Where H = Hitting andW =Walking Away.
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# Dialogue Belief
Change

Intentions Preferred
Intention

8 Trainee: So you might get in trouble
if you fight. B2↓↓ → 0.1 Hit=0.611

Walk=0.37
Hitting
back

9 Lilo: Yesss.

10 Trainee: What other ways could you
show you’re strong?

B1↓↓ → 0.6
B2↓ → 0.0
B3↑ → 0.5
B4↑ → 0.7

Hit=0.512
Walk=0.494

Hitting
back

11 Lilo: I can walk away, maybe they will
stop.

12 Trainee: What will happen if you
walk away?

B3↑ → 0.6
B4↑ → 0.8

Hit=0.512
Walk=0.576

Walking
away

13 Lilo: Then they might say Lilo doesn’t
care about us.

14 Trainee: How do you plan to ignore
them when they bully you? B3↑ → 0.7 Hit=0.512

Walk=0.616
Walking
away

15 Lilo: When they tease me, I will act like
this doesn’t bother me.

16 Trainee: How do you think walking
away will make you feel? B3↑ → 0.8 Hit=0.512

Walk=0.656
Walking
away

17 Lilo: I will feel better and stronger.

Note. Arrows indicate the direction of belief change (↑ increase, ↓ decrease, ↓↓ larger decrease); the value after →
shows the updated belief strength. The intention column shows the computed utility of each intention, with the
preferred intention shown in bold.

Table 4.3 presents an excerpt of a dialogue between a trainee and Lilo, in which Lilo
shifts their intention from ”hitting back” to ”walking away.” The table illustrates how each
trainee’s input affects the numerical values of relevant beliefs (from Table 4.2) and the
recalculated intention after each belief change. In line 4, the trainee reinforces Lilo’s belief
that hitting back might make them feel stronger, which increases B1 (“If I hit back, they will
think I’m strong”). Then, in line 6, the trainee begins to evoke the motivations behind Lilo’s
thinking by asking about the possible consequences of hitting back. The system recognises
this as an evocation prompt aimed at encouraging reflection on the inconsistency between
Lilo’s values and their current intention. As a result, the mapped beliefs are updated—B1
and B2 (beliefs supporting hitting back) decrease. The intention values show that ”hitting
back” still holds a higher value than ”walking away” at this point, so it remains Lilo’s
preferred intention. In line 8, the trainee confirms their understanding of Lilo’s perspective
by asking whether hitting back might lead to trouble. This leads to a further decrease in
B2, reflecting Lilo’s acknowledgement of possible negative consequences. Lilo confirms
this in their response.
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From lines 10 to 17, the trainee continues to apply MI techniques, each of which
incrementally shifts Lilo’s beliefs. These changes gradually alter the calculated utility of
the competing intentions. The actual shift in preferred intention occurs at line 12, when
the trainee asks what might happen if Lilo walks away. This reinforces beliefs B3 and
B4—supporting walking away—and tips the balance in favour of this new intention. In
other words, this dialogue sequence illustrates how the child begins to recognise that
hitting back may not be consistent with their value of security. Ultimately, they prefer to
walk away, as it aligns better with both the values of self-enhancement and security (line
12).

4.3.6 Feedback Generation
The Lilobot system provides feedback to trainees, offering them insight into the virtual
child’s state. This feedback focuses on how values influence the child’s beliefs, decisions, and
behavioural shifts throughout the interaction, without explicitly mentioning the values. We
modelled two types of feedback based on timing: real-time and post-interaction feedback.
Real-time feedback explains the child’s current state based on their BDI model and values
in real-time. For example, when Lilo has an intention of hitting back, and B4 is less than or
equal to B2, trainees receive the following feedback: “The child thinks that hitting back is
the only solution that aligns with their values. They have not considered the consequences
of such an action.” If B4 is higher than B2, but the child still intends to hit back, the feedback
is: “The child considered that hitting back might lead to punishment, and they want to
avoid that. They seem to be open to considering alternative actions that align with their
values.” This feedback updates dynamically as the conversation progresses and is generated
in real time based on changes in the BDI model. Trainees can access this feedback by
clicking a button during the conversation, which opens a pop-up showing explanations of
the child’s current state (Appendix D.4).

Post-interaction feedback is presented after the conversation ends, either because the
child leaves, the trainee ends the session, or the conversation concludes successfully. This
feedback, also based on the final BDI state, explains the child’s behaviour and decision-
making from a value-based perspective. For instance, if the child leaves due to low rapport
(i.e., the beliefs related to rapport fall below the threshold required for Lilo to continue
the conversation), the feedback states: “At the beginning, the child didn’t feel connected
enough to open up and discuss solutions. For them, opening up too quickly can feel like
giving up control…”.

4.4 Evaluation
We conducted a between-subjects experiment with three conditions to test the hypotheses
presented in Section 4.1. We randomly assigned participants to one condition: (1) a virtual
child with no explicitly modelled values (base BDI; taken from [6, 145]), (2) a virtual child
with modelled values (BDI and values), or (3) a virtual child with modelled values and
value-based feedback (BDI with values and feedback). Each participant interacted with two
virtual child scenarios within the same condition. We asked participants to use motivational
interviewing and the five-phase model to counsel the virtual children. Each experiment
took approximately 75 minutes to complete. Before the experiment, we conducted pilot
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experiments with 22 participants to identify errors, improve the conversational model, and
fine-tune questionnaires. The participants’ data were not included in the final analysis.

We obtained ethical approval from TU Delft’s Human Ethics Research Committee
(HREC reference number: 5191) and preregistered the study on the Open Science Frame-
work2. All data, R analysis code (version 4.3.1), and a Docker container for reproducibility
are publicly available via 4TU research data repository3. The system code is also publicly
available on Github4.

4.4.1 Participants
We recruited participants via Prolific from around the world. We required participants to
have at least a bachelor’s degree (or equivalent), similar to the requirements for volunteering
at the Dutch children’s helpline. Additionally, participants had to be adults fluent in English
with a minimum 95% approval rate and at least five completed studies on Prolific. Although
we used Bayesian statistics, we conducted a priori power analysis using frequentist methods
to estimate the sample size. Based on a medium effect size, we need 64 participants per
condition to achieve 95% confidence and 0.8 power in a t-test [88].

In total, 223 participants started the experiment. Out of those, we excluded 30 par-
ticipants: 13 failed attention or comprehension checks, 4 restarted the same scenario, 3
experienced technical issues, 5 skipped or wrote very little in the conversation, and 5
appeared to clearly use AI generative tools in the conversation with the virtual child. This
left us with 193 participants for the analysis (Base condition: N = 64, Values condition: N =
64, Values and feedback condition 3: N = 65). Table 4.4 shows a summary of the participant
demographics, and Figure 4.3 presents the average self-reported value profile per condition.
Based on these data, we observed no clear differences between the conditions.

4.4.2 Measures
Primary Measures.
We used four primary measures to answer the hypotheses. All questionnaires are included
in Appendix D.3.

Recognised child values. After each interaction, participants rated the virtual child’s
values using the Human Values Scale [335]. The scale includes 21 statements aligned
with 10 values. Participants rated how much each statement described the child, using a
modified version of the original scale: 0 = “Not relevant / Not present / Don’t know”, 1 =
“Not like [child name] at all”, up to 6 = “Very much like [child name]”. We replaced “me”,
from the original scale, with either Lilo or Kai depending on the agent. Furthermore, we
calculated the mean of the items per value as recommended by the scale. To come up with
a measure that we can use to test the hypothesis, we calculated the absolute difference in
ratings for each value per agent, that is, |ValuesKai−ValuesLilo| for each participant. This
gave us 10 difference scores in values per participant. For additional insights, participants
also rated their confidence in their value ratings on a scale from 0 (not confident at all) to
100 (extremely confident).

2https://osf.io/m7x6h
3https://data.4tu.nl/datasets/036a49b4-94f4-4c72-93bd-a874a7172cd6
4https://github.com/alowayyedm/LilobotTraining/tree/values-integrated
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Figure 4.3: Participant’s average ratings on their own values per condition.

Situational awareness. We measured participants’ understanding of the child’s
values in a situation using the Situation Awareness Global Assessment Technique (SAGAT)
[112, 328]. Based on the three levels of situational awareness, we developed four open-
ended questions per virtual child: one on perception (level 1), one on comprehension (level
2), and two on projection (level 3), which reflects the highest level of situational awareness.
Furthermore, we created a scoring rubric based on how well answers matched the intended
child’s story details and whether participants linked the child’s values to their decisions.
We manually score each answer from 0 to 3. We then summed the scores across all four
questions to compute a final score out of 12 for each participant, per agent.

Opportunity to align.5 We define this as the extent to which participants perceive
the virtual child to provide cues that help them align with the child’s concerns and values.
Initially, we examined existing questionnaires; however, none sufficiently captured this
construct. For example, the Working Alliance Inventory [172] focuses on collaboration
toward goals and the relationship between clients and health providers, but it does not
assess whether a virtual patient facilitates alignment. We also considered the user-agent
alliance construct from the Artificial Social Agent Questionnaire (ASAQ)[124, 125], but it
too emphasises goal achievement rather than opportunities for value alignment. Therefore,
we developed a 7-item scale to measure participants’ perceived opportunity to align with
and adjust to the child’s values. Responses were collected using a 7-point scale ranging
from 1 (strongly disagree) to 7 (strongly agree), with intermediate points: 2 (disagree), 3
(somewhat disagree), 4 (neither agree nor disagree), 5 (somewhat agree), and 6 (agree).
One example item is: “I adjusted my approach to better align with Kai and Lilo’s values.”

Perceived usefulness of the training tool. We developed a 7-item questionnaire

5In the preregistration, this measure was referred to as “ability to align.” We adopted the term “Opportunity to
Align” here to better reflect what it actually measures. The questionnaire items remain the same as those listed
in the preregistration.
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Table 4.4: Summary of participant demographics by condition (Base BDI, BDI with values, BDI with
values and feedback).

Demographic
Gender

Base: Man: 32 (50%), Woman: 31 (48.4%), Non-binary: 1 (1.6%)
Values: Man: 32 (50%), Woman: 30 (46.9%), Non-binary: 1 (1.6%), Prefer not to say: 1

(1.6%)
Values-Feedback: Man: 38 (58.5%), Woman: 26 (40%), Prefer not to say: 1 (1.5%)

Age Average
Base: 37.42 (13.9)
Values: 35.69 (12.7)
Values-Feedback: 34.97 (12.5)

Education Level
Base: Bachelor’s: 29 (45.3%), Master’s: 29 (45.3%), PhD: 4 (6.2%), Community college:

2 (3.1%)
Values: Bachelor’s: 36 (56.2%), Master’s: 22 (34.4%), PhD: 3 (4.7%), Community college:

3 (4.7%)
Values-Feedback: Bachelor’s: 33 (50.8%), Master’s: 21 (32.3%), PhD: 7 (10.8%), Commu-

nity college: 4 (6.2%)

Country
Base: South Africa: 23 (35.9%), United States: 19 (29.7%), United Kingdom: 11 (17.2%),

Others: 11 (17.2%)
Values: South Africa: 24 (37.5%), United States: 15 (23.4%), United Kingdom: 8 (12.5%),

Others: 17 (26.6%)
Values-Feedback: South Africa: 28 (43.1%), United States: 13 (20%), United Kingdom:

11 (16.9%), Others: 13 (19.9%)

Has Children
Base: Yes: 49 (76.6%), No: 14 (21.9%), Prefer not to say: 1 (1.6%)
Values: Yes: 45 (70.3%), No: 19 (29.7%)
Values-Feedback: Yes: 47 (72.3%), No: 18 (27.7%)

Note. All demographic details are available in Appendix D.2.

inspired by the performance expectancy construct from the UTAUT model [383], and a
prior questionnaire using this construct [123]. The perceived usefulness questionnaire
used the same 7-point scale as the alignment measure, and included statements like “The
learning tool helps me effectively apply motivational interviewing techniques to align with
the virtual child’s values.”

Secondary Measures
To further examine the data, we explored the following secondary measures:
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Agent believability. We used the five items in the believability construct from the
long Artificial Social Agent Questionnaire (ASAQ) [124, 125]. The scale ranged from -3
(Disagree) to +3 (Agree), with 0 representing “Neither agree nor disagree.” In all items, we
referred to the agent as the ”virtual child.”

Overall experience. We measured their experience through the short version of the
ASAQ, which has 24 items. Similar to believability, the scale ranged from -3 (Disagree) to
+3 (Agree), with 0 representing “Neither agree nor disagree.” In all items, we referred to
the agent as the ”virtual child.”

4.4.3 System
We developed a web-based training platform for the three conditions. The interface dis-
played a conversational window on the right and two cheat sheets on the left, summarising
the five-phase model and motivational interviewing. For the BDI with values and value-
with-feedback conditions, we used the virtual children model explained in Section 4.3. For
the base BDI condition, we used two virtual children that did not explicitly model values,
which were taken from the original system [6, 145]. These two virtual children were also
involved in bullying and featured two different intentions from each other. The two agents
used the same names and age range as the value-based BDI (Lilo and Kai). Visually, the
two conditions without feedback (base BDI and BDI with values) had identical interfaces,
differing only in the content of the conversation. In the values with feedback condition,
the system provided real-time (on-demand via a button) and post-interaction feedback
explaining the child’s internal value reasoning and state. Screenshots of the system are in
Appendix D.4.

4.4.4 Procedure
Participants were invited via Prolific and redirected to a Qualtrics survey. There, they first
completed an informed consent form and a demographics questionnaire, which included
a question about their commitment to providing thoughtful answers in the experiment.
After that, they watched two short training videos: one on the five-phase model and the
other on motivational interviewing, focusing on aligning with the child’s values. We then
randomly assigned participants to one of three conditions. Before starting, participants
received a brief explanation of the interface and how to interact with the system. They
were then redirected to our system to interact with the first virtual child, where the order of
the two virtual children (Kai and Lilo) was randomised. Each conversation had a 13-minute
limit, during which participants were instructed to continuously interact with the child and
restart the conversation if needed. After the time ran out, the participants were returned
to Qualtrics to complete two questionnaires: one on situational awareness and one on
value recognition, followed by a question on their confidence in the recognised values.
Next, participants were redirected to the system for a second 13-minute interaction with
the other child, followed again by the same set of questionnaires in Qualtrics. Finally,
participants completed the remaining measures: the perceived usefulness, the opportunity
to align, the short ASAQ, and the believability questionnaires. At the end of the survey,
we asked them whether they used a generative AI tool in this experiment and when, and
whether they recommend using their data in the study.
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4.4.5 Data Analysis
To examine the reliability of the situational awareness scoring, a second coder indepen-
dently scored a random sample of 19% of all responses. This resulted in a weighted Cohen’s
Kappa of 0.43, which indicates a moderate level of agreement between raters [217]. We
also assessed internal consistency for the opportunity to align and perceived usefulness
measures; the former showed lower reliability (Cronbach’s � = .66), whereas the latter
showed high reliability (� = .92). For all measures except the child’s recognised values,
we calculated the mean score per questionnaire and reverse-coded the necessary items,
following the guidelines of each scale. We then conducted Bayesian t-tests with uninfor-
mative priors to compare the three conditions. For the value recognition measure, we used
a multilevel model with uninformative priors, including random intercepts for participants
and both random intercepts and slopes by value.

To evaluate the hypotheses, we examined the posterior probabilities and interpreted
the strength of evidence based on the guidelines by Chechile [76] and Andraszewicz et
al. [16]. We also inspected the 95% Highest Density Intervals (HDIs) for all measures and
reported them to provide additional insight. We conducted the analyses in R (version 4.3.1),
using the BayesFactor package [266] for Bayesian t-tests, the brms package [67] for
multilevel modelling, and the bayestestR package [242] to calculate HDIs.

4.4.6 Results
Here, we report the analysis results of the measures. Table 4.5 presents the means and
standard deviations for all measures across conditions, while Table 4.6 summarises the
analysis results for the primary and secondary measures. Overall, the results suggest that
both the value-integrated and value-with-feedback conditions yielded higher outcomes
compared to the base condition.

Primary Measures
First, we examine the results for each primary measure, corresponding to the stated
hypotheses.

Recognised Child Values (H1) Participants recognised values most in the values-and-
feedback condition. Figure 4.4 shows the average participant ratings per agent for each
condition, where the difference in values across agents is clearer in the two value-based
conditions. This is further supported by the standard deviations of value difference scores in
Table 4.5, which are higher in the two value-based conditions. Statistical analysis indicates
some support for increased value recognition in the values-integrated condition compared
to the base condition (H1a: values-integrated > base; posterior probability = 0.69, 95% HDI
= [-0.14, 0.25]), and stronger support for the values-and-feedback condition compared to
the values-integrated condition (H1b: values-and-feedback > values-integrated; posterior
probability = 0.80, 95% HDI = [-0.10, 0.30]). The values-and-feedback condition also shows
credible support over the base condition for value recognition (posterior probability = 0.90,
95% HDI = [-0.04, 0.36]).

Confidence ratings showed a similar pattern: participants reported higher confidence
in their ratings during the value-integrated condition (M = 76.7, SD = 12.41) and the values-
and-feedback condition (M = 76.38, SD = 17.64), compared to the base condition (M = 72.57,
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Table 4.5: Descriptive statistics (means, standard deviations, and 95% Highest Density Intervals
(HDIs)) for each condition and hypothesis.

Hypothesis Condition Mean (SD) 95% HDI

Recognised Child
Values (H1)

Base 1.03 (0.12) [0.94, 1.12]
Values 1.08 (0.23) [0.92, 1.25]
Values and Feedback 1.18 (0.24) [1.01, 1.36]

Situational Awareness
(H2)

Base 4.08 (0.62) [3.97, 4.19]
Values 5.38 (1.35) [5.15, 5.62]
Values and Feedback 5.51 (1.33) [5.28, 5.74]

Opportunity to Align
(H3)

Base 4.05 (0.51) [3.93, 4.18]
Values 4.41 (0.54) [4.27, 4.55]
Values and Feedback 4.42 (0.59) [4.27, 4.57]

Perceived Usefulness
(H4)

Base 5.82 (0.9) [5.59, 6.04]
Values 5.93 (0.87) [5.71, 6.15]
Values and Feedback 6.01 (0.91) [5.78, 6.24]

Believability
(Explorative)

Base 0.94 (1.79) [0.49, 1.39]
Values 1.48 (1.48) [1.11, 1.85]
Values and Feedback 1.34 (1.55) [0.95, 1.72]

Overall Experience
(Explorative)

Base 0.85 (1.23) [0.54, 1.15]
Values 1.19 (1.09) [0.92, 1.47]
Values and Feedback 1.11 (1.09) [0.84, 1.38]

SD = 19.41). The posterior probabilities were 0.97 (95% HDI [-0.27, 8.46]) and 0.95 (95% HDI
[-0.8, 8.3]), respectively.

Situational Awareness (H2) Participants showed higher situational awareness of
the child’s values in the two values-based conditions (values-only: M = 5.38, SD = 1.35;
values and feedback: M = 5.51, SD = 1.33) compared to the base condition (M = 4.08, SD
= 0.62). The posterior probabilities provide further credible support that incorporating
values improved situational awareness relative to the base condition, with the probability
interpreted as virtually certain (H2a; Table 4.6). Additionally, there is some support that
adding feedback further improved understanding (H2b), with a posterior probability of
0.78 (95% HDI [-0.2, 0.44]).

Opportunity to Align (H3) Ratings of alignment opportunity were highest in the
values-and-feedback condition (M = 4.42, SD = 0.59), followed by the values-integrated
condition (M = 4.41, SD = 0.54), and lowest in the base BDI condition (M = 4.05, SD
= 0.51). We also found this pattern in the posterior probability. The probability that
the values-integrated condition had a higher rated alignment opportunity than the base
condition was 0.9996 (95% HDI [0.16, 0.52]), indicating credible support for H3a. Comparing
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Table 4.6: Summary of the Bayesian test results, including posterior probabilities, 95% highest
density intervals (HDIs), and posterior means and standard deviations for the group difference. The
interpretations are based on the guidelines by Chechile [76] and Andraszewicz et al. [16].

Hypothesis Comparison Posterior
Probability Interpretation Mean [95% HDI] (SD)

H1:
Recognised
Child Values

V > B 0.69 Not worth betting on 0.06 [-0.14, 0.25] (0.12)
VF > B 0.9 A promising but risky bet 0.16 [-0.04, 0.36] (0.12)
VF > V 0.8 Only a casual bet 0.10 [-0.10, 0.30] (0.12)

H2:
Situational
Awareness

V > B >0.99995 Virtually certain 1.29 [1.04, 1.55] (0.13)
VF > B >0.99995 Virtually certain 1.42 [1.16, 1.67] (0.13)
VF > V 0.78 Only a casual bet 0.12 [-0.2, 0.44] (0.16)

H3:
Opportunity
to Align

V > B 0.9996 Nearing certainty 0.35 [0.16, 0.52] (0.09)
VF > B 0.9999 Nearing certainty 0.36 [0.17, 0.55] (0.10)
VF > V 0.54 Not worth betting on 0.01 [-0.19, 0.20] (0.10)

H4:
Perceived
Usefulness

V > B 0.76 Only a casual bet 0.11 [-0.20, 0.40] (0.15)
VF > B 0.87 Only a casual bet 0.18 [-0.12, 0.5] (0.16)
VF > V 0.69 Not worth betting on 0.08 [-0.23, 0.38] (0.15)

Secondary:
Believability

V > B 0.97 Good bet-too good to disregard 0.53 [-0.04, 1.08] (0.29)
VF > B 0.9 A promising but risky bet 0.38 [-0.17, 0.99] (0.29)
VF > V 0.3 Not worth betting on -0.14 [-0.66, 0.37] (0.26)

Secondary:
Overall
Experience

V > B 0.95 Good bet-too good to disregard 0.33 [-0.08, 0.72] (0.20)
VF > B 0.89 Only a casual bet 0.25 [-0.14, 0.66] (0.20)
VF > V 0.33 Not worth betting on -0.08 [-0.46, 0.28] (0.19)

Note. B = Base BDI condition; V = BDI and Values condition; VF = BDI + Values + Feedback condition. Note. Ha
hypotheses (i.e., H1a, H2a, H3a, H4a) refer to the comparison V > B, while Hb hypotheses (i.e., H1b, H2b, H3b,
H4b) refer to the comparison VF > V.

the values-and-feedback condition to the base condition yielded a posterior probability
of 0.9999 (95% HDI [0.17, 0.55]), nearing certainty in favour of the values-and-feedback
condition. The posterior probability that the values-and-feedback condition outperformed
the values-integrated condition was 0.54 (H3b; 95% HDI [-0.19, 0.20]).

Perceived Usefulness (H4) There is some support for H4a and H4b. The values-
integrated (M = 5.93, SD = 0.87) and values-and-feedback (M = 6.01, SD = 0.91) conditions
had posterior probabilities of 0.76 and 0.87, respectively, of being higher than the base
BDI condition (M = 5.82, SD = 0.9). Furthermore, the probability that the values-and-
feedback condition had higher perceived usefulness than the values-integrated condition
(H4b) was 0.69 (95% HDI [-0.23, 0.38]). Across individual questionnaire items, the values-
integrated and values-with-feedback conditions performed similarly, except for an item
regarding whether the tool offered insights into the child’s reasoning. On this item, the
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Figure 4.4: How participants rated the values in each agent (Lilo and Kai), across the three conditions.

feedback condition scored higher, as expected, since the feedback explicitly articulated
the child’s state in relation to values (Base-BDI: M = 5.75; Values-integrated: M = 5.73;
Values-and-feedback: M = 6.06).

Secondary Measures
Like the primary constructs, the secondary measures showed general trends favouring
modelled values and feedback.

Believability Overall, the values-integrated (M = 1.48, SD = 1.48) and the values-and-
feedback (M = 1.34, SD = 1.55) conditions were rated higher in believability than the base
BDI condition (M = 0.94, SD = 1.79). The posterior probability that the value-integrated
virtual child was more believable than the base BDI-only child was 0.97, indicating credible
support. The values-and-feedback condition also outperformed the base BDI condition
(posterior probability = 0.9). However, the comparison between the two value-modelled
conditions (posterior probability = 0.3) provides no support. Thus, adding values to the
virtual child simulation appears to improve believability.

Overall Experience with the Agent Figure 4.5 presents a comparison across all ASAQ
constructs for the three conditions. The two value-based agents were rated higher than the
base condition in nearly all constructs. This is supported by the statistical analysis: the
posterior probability that the value-integrated agent outperformed the base condition agent
was 0.95, suggesting credible support. The values-and-feedback agent also outperformed
the base condition (posterior probability = 0.89), indicating a casual bet. However, the
difference between the two value-based agents is not supported (posterior probability =
0.33). To gain a deeper understanding of the experience, we compared our results to those
of the ASAQ Representative Set 2024, which comprises a set of 29 artificial social agents
that utilised the same questionnaire [125]. Figure 4.6 shows that the two values conditions
exceed 95% of the set, while the base condition exceeds the 75% mark.
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Figure 4.5: Comparison between the three conditions across all ASAQ constructs. The chart was
generated using the official ASAQ visualisation tool.

Figure 4.6: Percentile chart comparing the three agents to the ASAQ Representative Set 2024 [125].
The grey area indicates the performance range of the 29 agents in the benchmark dataset. The chart
was generated using the official ASAQ visualisation tool.
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4.5 Discussion and Conclusions
4.5.1 Results Discussion
In the experiment, we examined how integrating values (Ha) and related feedback (Hb) into
the simulation-based training system could improve value recognition (H1), situational
awareness (H2), opportunity to align (H3) and perceived usefulness of the tool (H4) in a
virtual child for the context of training new counsellors at helplines.

The results indicate that the training system can help trainees recognise (H1) and
understand (H2) the virtual children’s values, which could lead to better alignment with
those values. This effect was stronger when trainees got feedback. Making the values
explicit increased explainability and helped them better understand the virtual child’s
motivations. These findings support the need to explicitly model values in cognitive
models, such as BDI, where they can help explain internal states rather than relying on a
black-box model, for example, using a Large Language Model (LLM) in isolation without
specifying an internal states model. Similar results have been observed in human-agent
teamwork, where people showed higher situational awareness when interacting with
explainable agents — those that reveal and explain their beliefs, actions, and decisions
[384].

Generally, participants’ identified values matched with the intended values we modelled
in the virtual children (Lilo: power/achievement ; Kai: benevolence/universalism), suggesting
that participants noticed the intended value cues. An exception was self-direction, which
was the most frequently identified value for Lilo, despite not being explicitly intended. One
possible explanation is that Lilo’s desire to hit the bullies back led participants to perceive
Lilo as independent and self-driven. Additionally, the value of power may have been under-
identified. One reason could be that a related questionnaire item (asking whether “getting
rich and expensive stuff” is relevant to Lilo) may not have resonated with the way we
expressed power through Lilo’s actions. This pattern aligns with previous research, which
shows that people can instantiate and interpret abstract values in diverse ways [37, 150].

Results also suggest that integrating values improved the opportunity to align (H3)
and the perceived usefulness (H4). Although we did not directly measure learning effects,
these results suggest an increase in users’ motivation to use the system, which could lead
to improved learning outcomes [229]. In e-learning systems, users’ motivation can directly
shape how they engage with and accept a system [114]. According to the Technology
Acceptance Model (TAM), three key factors affect people’s motivation to use such systems:
perceived usefulness, perceived ease of use, and attitude toward using them [95, 142]. In our
study, we observed an increase in perceived usefulness. Additionally, the opportunity to
align can be linked to the perceived usefulness: when trainees can easily identify alignment
cues with the virtual child’s values, the system becomes more useful to use. This suggests
that adding values, particularly when combined with feedback, could positively influence
trainees’ motivation to use and the actual use of the system.

Beyond the hypotheses, we also explored believability and overall experience. For
believability, we had mixed expectations. While we argued that values might enhance
believability, it is also possible that a child who does not explicitly articulate their decisions
with values (i.e., the base BDI virtual child) may appear equally believable. Results showed
credible support that adding values increased believability. This aligns with the findings of
Bogdanovych et al. [45], who reported that virtual characters aware of their own state and
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their environment were perceived as more believable. On the other hand, the posterior
probability that adding feedback alongside values (compared to values-only) improved
believability appears to slightly favour the opposite. One possible explanation is that the
feedback condition made the virtual child’s reasoning overly explicit, articulating thoughts
that participants might expect a child to struggle to express, thereby slightly reducing
believability. A similar pattern emerged in the overall experience measure, where the
posterior probability for adding feedback alongside values (compared to values-only) again
slightly favoured the opposite. Comparing overall experiences using the short-ASAQ
percentile ratings (Figure 4.6), all three agents scored highly on constructs related to
sociality, such as natural behaviour, user-agent alliance, and social presence. This supports
the idea that the agents provided believable and socially engaging interactions, making
them potentially useful for practical applications.

4.5.2 Limitations and Future Work
One limitation of this study is that we evaluated the agent’s ability to make children’s values
recognisable and to provide opportunities for alignment, rather than assessing whether the
training improved counselling skills, such as the ability to apply MI. Evaluating the impact
on counselling skills would require more than a single session, as traditional MI training
can take several days to complete [276]. For example, in a non-randomised controlled trial,
training counsellors in MI at a suicide helpline produced similar outcomes to training on the
five-phase model [182]. The study suggested that more extensive MI training could further
enhance effectiveness — something we also expect to be necessary in this setting. Given
the lack of existing simulation-based training systems with explicitly modelled values, this
study serves as an initial step in demonstrating the feasibility and potential benefits of
incorporating values into simulated training. For future work, domain experts could assess
whether participants applied MI correctly by examining the conversations they had with
the virtual children — for example, the conversation scripts from participants in Appendix
D.5.

The situational awareness coding achieved moderate agreement (� = 0.43), indicating
limitations in the measure’s validity that should be taken into account when interpreting
the findings. Because values are expressed implicitly through language and behaviour,
their interpretation is inherently subjective [139, 280], which may contribute to variability
in situational awareness assessments. Different raters may emphasise different aspects of
participants’ reasoning, and alternative codings could therefore lead to some variability in
scores that should be considered when interpreting the results. Future research could re-
examine the rubric, for example, by explicitly distinguishing between value identification,
value–decision reasoning, and action projection

Regarding the opportunity to align, internal consistency fell below the commonly
used .70 threshold for acceptable reliability [41, 285]. To examine the robustness of the
findings, we removed two items (items 4 and 5; Appendix D.3), which resulted in acceptable
reliability (� > .70). Analyses using the reduced scale yielded the same findings, indicating
the robustness of the results.

Another limitation lies in the rule-based nature of the tool. In this study, we defined
an internal model of values and reasoning, which provides a structured and interpretable
foundation. However, intent recognition occasionally failed to identify the trainee’s intent
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accurately, which affected the participants’ experience. With recent advances in LLMs, we
expect that they can improve intent recognition while maintaining controllability through
the BDI-values model [7]. Additionally, the experiment was limited to two scenarios
focusing on four values from Schwartz’s model, which may limit the generalisability of our
findings across all values and scenarios. Furthermore, we focused on incorporating values
into a virtual child representing late childhood/early adolescence for training purposes. This
abstraction provides a simplified representation of child decision-making that facilitates
training, rather than a faithful simulation of age-specific value reasoning. As such, we
did not examine how participants’ interactions may differ based on the perceived age of a
virtual child. Future work could examine whether and how participants’ interactions differ
based on the perceived age of a virtual child.

While this study considered only the virtual child’s values, other stakeholders’ values
also influence training. These include the values of teachers [120, 365], communities [149],
and trainees themselves [298]. The latter is particularly relevant in cases of value conflict
during counselling, where discrepancies between a counsellor’s and a client’s values may
arise. Several frameworks and strategies exist for managing such conflicts (e.g., [116, 203]),
and incorporating them into future training simulations could help trainees avoid value
imposition when interacting with value-based agents. Future research could explore how
these stakeholder values can be represented and balanced within training simulations, for
example, in scenarios involving value conflicts.

4.5.3 Ethical Implications
Including values in training raises ethical considerations that trainees, tool designers, and
trainers must be aware of. In our agents, we illustrated how a child with certain values
might behave, for instance, a child who values power may choose to hit back. However,
this does not represent all possible behaviours associated with those values, which could
risk reinforcing stereotypes in training systems [8]. Therefore, training should incorporate
a variety of perspectives and virtual child behaviours to avoid associating specific values
with action. Trainees should also be mindful of the potential for unethical use of MI to
influence behaviour, and must adhere to ethical guidelines [261, 276].

Our training simulation prioritises internal value trade-offs from the child’s perspective,
without explicitly making judgments about what is morally right or aligning with societal
norms. While, in our case, avoiding punishment can itself be seen as a kind of moral
reasoning, the absence of explicit moral evaluation may lead to undesirable outcomes. For
example, if a child does not value security, they may still think it is acceptable to hit back,
as no conflicting values are guiding them otherwise. This raises questions about how to
handle simulated agents with non-conforming or socially problematic values. Such agents
might have actions that diverge from accepted norms; on the other hand, they could offer
valuable training opportunities by exposing counsellors to challenging scenarios. At the
same time, deciding which values are ‘good’ or ‘bad’ involves many intersecting factors that
make moral judgment complicated [141]. Rather than enforcing a strict moral framework
within the simulation, training could include reflective exercises that help trainees explore
how to respond when a child expresses values they do not share, and facilitate discussions
on how to address such situations.



4.5 Discussion and Conclusions

4

93

4.5.4 Conclusion
In conclusion, the findings show that integrating values into a BDI-based conversational
agent not only enhances the believability and value recognition of virtual children but also
provides trainees with clearer cues for alignment. The value-based model we introduced
enables the intentional design of diverse value profiles, allowing for more targeted training
to better prepare counsellors for value-sensitive conversations.
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5
Integrating LLMs with a

BDI-based Conversational
Agent for Child Helpline

Training

Child helpline training often relies on human-led roleplay, which is both time- and resource-
consuming. To address this, rule-based interactive agent simulations have been proposed to
provide a structured training experience for new counsellors. However, these agents might suffer
from limited language understanding and response variety. To overcome these limitations,
we present a hybrid interactive agent that integrates Large Language Models (LLMs) into a
rule-based Belief-Desire-Intention (BDI) framework, simulating more realistic virtual child
chat conversations. This hybrid solution incorporates LLMs into three components: intent
recognition, response generation, and a bypass mechanism. We evaluated the system through
three studies: (1) a script-based assessment comparing LLM-generated responses to human-
crafted responses, (2) a within-subject experiment (N = 37) comparing the LLM-integrated
agent with a rule-based version, and (3) interviews with three helpline experts who tried the
system and were then interviewed about how LLMs are integrated in training contexts. The first
study provided evidence that the three LLM components were non-inferior to human-crafted
responses. In the second study, we found credible support for two hypotheses: participants
perceived the LLM-integrated agent as more believable and reported more positive attitudes
toward it than the rule-based agent. Additionally, although weaker, there was some support
for increased engagement (posterior probability = 0.845, 95% HDI [–0.149, 0.465]). The third

This chapter is based on a previously published paper, with the addition of a third study involving experts.
Accordingly, the abstract, introduction and overall discussion were revised, and a new section for Study 3 was
added. The original paper is:

� Al Owayyed, M., Denga, A., and Brinkman, W. P. (2025, September). Controlled Yet Natural: A Hybrid BDI-
LLM Conversational Agent for Child Helpline Training. In Proceedings of the 25th ACM International Conference
on Intelligent Virtual Agents (pp. 1–10).
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study identified key training-related considerations, including the importance of modelling
teachable moments and the child’s internal states, as well as incorporating feedback. Our
findings demonstrate the potential of integrating LLMs into rule-based systems, offering a
promising direction for more flexible but controlled training systems.

5.1 Introduction
Child helplines offer a safe space for children in need to seek help. This requires extensive
counselling training efforts. Children can contact helplines such as De Kindertelefoon
through online chat interfaces or by phone. As of 2023, the Dutch Children’s Helpline, De
Kindertelefoon, has over 700 volunteer counsellors, with more than 340 new volunteers
trained that year—an increase of 20% compared to 2022 [97]. To train new counsellors,
a common practice is role-playing, where one counsellor acts as a child contacting the
helpline while the trainee engages in conversation. However, this method can be time-
consuming and resource-intensive. A potential alternative is using interactive social agents
to simulate child-helpline interactions, which were helpful in similar training scenarios,
such as virtual patients in medical education [146, 401].

A crucial aspect of a simulation system for learning is being as faithful to the actual
situation [329]. In this case, simulating realistic, open-ended chat conversations of a virtual
child. However, training counsellors using virtual agents can be sensitive, especially when
using open-ended unrestricted interaction [38]. While closed-answer options provide a
safer environment, they do not fully replicate real-world interactions where counsellors
formulate responses independently to develop their chat conversational skills.

One way to enable open-ended conversations is through rule-based intent recognition,
where the system interprets user input and selects appropriate responses. An example of
such a system is Lilobot, a BDI-based (Belief-Desire-Intention) training system designed
for child helplines [6, 145]. The system focuses on bullying scenarios, one of the main
topics children discuss with De Kindertelefoon [200]. Lilobot simulates a virtual child who
has been bullied at school and is seeking support from a helpline. The system follows a
five-phase model of counselling conversations [344], which trainees should apply correctly
for the interaction to progress. The phases are building rapport, clarifying the child’s story,
setting the conversation goal, working towards that goal and wrapping up the conversation.
If a counsellor fails to follow these phases, Lilobot may leave the conversation.

However, traditional intent recognition has limitations, as it can only respond within
the constraints of its predefined rules and training data [311]. This was also reported for
Lilobot. Although positively received for its training potential, participants highlighted
certain limitations. Specifically, the system struggled to understand complex sentences
outside its knowledge base, indicating a need for improved comprehension. Participants
also expressed a need for more response variations, as variety and realism are important for
effective learning [23]. These challenges align with the broader limitations of rule-based
conversational agents [311].

Recent progress in large language models (LLMs) offers a promising approach for
overcoming these limitations. LLMs can generate human-like text with contextual relevance
and variability, making conversations appear more natural and engaging compared to
natural language understanding and generation [128, 147, 192]. However, using pure LLMs
in training scenarios presents a challenge; while they enhance realism, they should operate
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within a controlled learning environment to ensure specific educational objectives are met.
Without appropriate constraints, LLMs may generate unintended or extraneous content,
which could interfere with the learning process, adding extraneous load to the trainee.

To balance these considerations, we propose integrating LLMs with Lilobot’s existing
BDI framework. This paper presents an integration design that preserves the structured
learning environment required for counsellor training and evaluates its effects. Our evalua-
tion includes three studies: (1) a non-inferiority analysis, conducted through human coders,
comparing LLM-generated and BDI system responses in terms of both understanding and
response quality; (2) an experimental study where participants used both LLM-integrated
and BDI-only systems in a within-subject design; and (3) interviews with helpline experts
who reviewed the system, aimed at identifying training-relevant considerations regarding
the integration of LLMs. Based on the second study, we formulate and test the following
hypotheses:

H1: Individuals perceive the integrated system to bemore believable than the rule-based
system.

H2: Individuals perceive the integrated system to be more engaging than the rule-based
system.

H3: Individuals have a more positive attitude towards the LLM-integrated system than
the rule-based one.

5.2 Related Work
5.2.1 Social Agents for Helpline Training
Researchers explored interactive social agents as tools for training helpline counsellors.
Demasi et al. [99] proposed a chatbot simulation to train counsellors in suicide preven-
tion hotlines. This simulation uses annotated transcripts and a multi-task framework to
generate responses that mimic various crisis conversation scenarios. Evaluations of the
proposed model showed improvements in response diversity and specificity compared to
simpler models. For child helpline training specifically, one example is a serious game
designed to simulate high-risk interactions in a safe environment (e.g., trafficking and
sexual exploitation) [382]. This game uses choice-based interactions to train counsellors
in handling sensitive situations while developing essential skills. However, it does not
support open-ended interactions, which helps avoid language processing and generating
limitations.

5.2.2 LLMs for Counselling
LLMs have been used to support counselling in various ways. To simulate a counsellor
providing help, Steenstra et al. [354] explored LLMs’ potential in delivering motivational
interviewing for alcohol counselling. They found that LLM-powered virtual agent responses
were perceived similarly to human-generated ones, addressing the limitations of rule-based
approaches in understanding nuanced therapy conversations. Recently, Heinz et al. [162]
reported a reduction of symptoms in depression, anxiety, feeding and eating disorders
after people interacted for four weeks with their therapy chatbot Therabot. This text-based
application used a generative LLM fine-tuned on expert-curated mental health dialogues.
For training counsellors, Wang et al. [387] introduced an LLM-driven virtual patient to
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train trainees in formulating cognitive models as part of cognitive behavioural therapy. The
authors defined several cognitive models as scenarios and instructed the LLM to simulate
patient behaviour using them. This also allows trainees to compare the identified cognitive
model with the actual one. When evaluating the system, the simulated interactions resulted
in greater perceived knowledge and confidence compared to traditional methods. Other
examples of LLM-integrated virtual patients include applications in history taking [169],
and medical diagnosis [331, 381]. LLMs have also been used to support counsellors in their
work or training by generating reflections [339], providing feedback on trainees’ responses
[63, 75], and offering suggestions to counsellors [215].

5.2.3 Integrations of LLMs and BDI
The integration of LLMs with rule-based systems has been explored to enhance simulations’
reliability, realism, and explainability. Pico et al. [304] examined integrating LLMs with
a BDI model to improve emotion recognition in intelligent agents. In their approach,
an LLM is prompted with a dialogue and tasked to pick up an emotion, which is then
converted into beliefs used by the BDI model. When evaluated, the LLM demonstrated
promising capabilities in emotion recognition. Frering et al. [129] integrated LLMs and
BDI in a human-robot interaction setting to improve explainability. The authors used an
LLM to interpret user input and translate it into commands the BDI agent could process.
Additionally, the LLM generated responses explaining the robot’s behaviour based on the
BDI agent’s state.

5.3 Integrating LLMs with Lilobot
We integrated LLMs into Lilobot’s rule-based framework to enhance understanding and
generation capabilities while maintaining control over scenario structure. We examined
integration possibilities within the existing system, explored LLM models and prompt
strategies, and then selected a practical implementation approach.

5.3.1 Integration Possibilities
Lilobot follows a BDI architecture [145], which defines internal states for the virtual child,
making its decision-making controllable and interpretable. The system maps trainee input
to predefined intents—for example, when a trainee writes to the virtual child, “How does
that make you feel?”, the input is recognised as the intent “request_unknown_feeling.”
These intents are mapped to child beliefs within the BDI framework, which are tied to the
child’s desires and intentions—for instance, the intent will increase the belief that “they
feel the trainee can be trusted.” Based on the current BDI state and the recognised trainee
intent, the system picks a response from its knowledge base. To introduce variation, each
response has four alternatives, one of which is selected at random; in this case, the child
might reply, “It makes me sad… I really don’t know what to do.” If the trainee’s intent
is not recognised, the system retrieves a default response based on Lilobot’s currently
active desire (i.e., goal). For example, when the desire “they want the trainee to call their
school” is active, a default response could be “I want you to call my school.” While this
structure ensures consistency, it also limits the dialogue’s flexibility and adaptability to
diverse responses.
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To identify where we can integrate LLMs, we followed the general architecture of
agent-based training for social skills (ARTES) [8] and Lilobot’s limitations. ARTES outlines
three possible integration points in the simulation: Natural Language Understanding (NLU),
Natural Language Generation (NLG), and Lilobot’s thinking. NLU and NLG have been
shown to perform well with LLMs [74], allowing for a better understanding of trainee
input as well as increased variability and naturalness in responses. As for the thinking
component, integrating an LLM would enable Lilobot to bypass unexpected cases not
covered in the list of trainees’ intents. Therefore, we refer to it as the Bypass component in
this paper.

5.3.2 Components

Figure 5.1: Architecture of the LLM-integrated BDI-based conversational agent based on the ARTES
architecture [8]. The green components indicate where the LLM is integrated.

Figure 5.1 shows the integrated system’s architecture. The overall flow begins with the
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trainee sending an input, which the NLU component matches to a trainee intent using over
2,000 examples from a dataset used by the rule-based system. If a match is found, the intent
is sent to the BDI system to update the cognitive state of the virtual child, resulting in the
identification of a response with four associated example responses. These are passed on
to the NLG component along with the original input message from the trainee. The NLG
component, in turn, generates a contextually appropriate response for the trainee. If the
NLU finds no matching intent, the Bypass component generates a relevant response based
on the trainee’s input, which is then sent back to the trainee.

5.3.3 Prompt Creation
We explored several prompts for the three components: NLU, NLG, and Bypass. We
followed prompt engineering techniques [21, 370]. This led to specific prompt designs, one
for each component.

NLU: To classify trainee input into a BDI-recognisable intent, we designed a prompt in
which the LLM’s task is to select the best-matching intent for the input or return “unknown”
if no match is found. When a trainee input is received, it is embedded and compared—using
L2 distance in embedding space—to over 2,000 annotated examples (e.g., “why are you
being bullied?” mapped to the intent bullying_why), which are stored in a vector database.
The closest examples to the trainee’s input are then included in the prompt, along with
their corresponding intents and the trainee’s input itself, and sent to the LLM. This method
reduced the prompt size while preserving contextual relevance. In our initial attempts, we
embedded all examples in the prompt, which resulted in slower response times.

NLG: When a trainee’s input is matched to an intent, it is sent to the BDI in the Think
component, along with the child’s state, and then passed to the NLG sub-component to
generate a response. The NLG prompt includes the trainee’s input, a defined child persona
(e.g., “You must play the character of Lilo, a 9 year old child being bullied at school.”), the
child’s current goal as represented in the BDI model, and four example child responses
linked to the identified trainee intent. The prompt instructs the LLM model to generate a
reply similar in tone and structure to these examples. The resulting response is then sent
to the trainee as the virtual child’s reply.

Bypass: When no matching trainee intent is found, the Think component triggers
the Bypass sub-component. The prompt structure is similar to that of the NLG prompt,
with the key difference being the absence of example responses. In this case, the LLM
is instructed to generate a contextually appropriate response from a child’s perspective
without relying on predefined examples. The generated response is then sent to the trainee.

5.4 Study 1: Script Evaluation
To evaluate the effectiveness of the prompts, we assessed whether the outcomes generated
by the LLM were non-inferior to those produced by human-crafted responses. These
human-crafted responses, drawn from Lilobot’s rule-based model, had been reviewed by
domain experts [145]. Inspired by Steenstra et al. [354], we employed a within-subjects
design in which we asked four human coders to rate or label the outcomes of both the
LLM prompts and the human-crafted responses from the rule-based system. The coders
included an undergraduate medical student, a computer science graduate, and two master’s
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students in computer science. For NLU, we focused on categorisation accuracy. We created
12 trainee input examples, where the LLM prompt, the rule-based system, and the coders
independently matched each utterance to a trainee intent, or labelled it as ”unknown” if it
did not match any trainee intent. For NLG and bypass, we evaluated whether the language
used in the LLM-generated responses was appropriate to the context, the virtual child’s state,
and the trainee’s input. We generated eight NLG responses per system: eight human-crafted
responses from the rule-based system and eight LLM-generated counterparts. Additionally,
we generated eight LLM bypass responses that could not be matched to intents in the
rule-based system. Participants were then presented with all 24 responses in randomised
order, along with the conversation history for context, and were asked to rate them. The
source of each response was concealed from the participants. All data, prompts, pipelines
for the prompts, and analysis code are available online 1.

5.4.1 Measures
NLU: Participants were given a list of 38 trainee intents with brief explanations and 12
trainee inputs. Their task was to match each input to one or more intents. In the ground
truth, 10 inputs were each mapped to a different intent, and the remaining two were
mapped to two intents each, resulting in 14 intents to identify.

NLG and Bypass: Participants were asked to rate each response on a Likert scale (1 =
Strongly Disagree to 7 = Strongly Agree) based on five statements adapted from Steenstra
et al. [354] (Table 5.1).

Table 5.1: Rating statements for the Bypass and NLG evaluation tasks, adapted from [354].

Statements
C1: This response is in coherent English
C2: This response is coherent in this bullying context
C3: This response directly addresses and replies to the counsellor’s previous message
C4: This response makes sense
C5: This response makes sense in this context of bullying

5.4.2 Data Analysis
We conducted a Bayesian analysis to perform a non-inferiority test. Specifically, we
fitted a Bayesian multilevel regression model, using non-informative priors. For NLU,
we used the model to estimate whether the intent categorisation result for each example
matched the ground truth using the rule-based model or the LLM. For the NLG and Bypass
components, the model accounted for variability across individual coders when rating
LLM- and human-crafted utterances. In both cases, we defined a non-inferiority threshold
just below the null value. We then assessed the proportion of the posterior distribution
of the parameter estimate that fell above this threshold, which would indicate practical
non-inferiority [214]. The threshold was set based on half of Cohen’s [271] threshold for a
small effect size (−0.1× sd(score)) to define negligible or better effects [214]. Additionally,
1https://data.4tu.nl/datasets/5c5b69b7-f727-42d0-983f-07ab910b8460
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inter-rater reliability was assessed using the Intraclass Correlation Coefficient (ICC), Fleiss’
and Cohen’s Kappa to estimate agreement between coders, the LLM, the rule-based system,
and ground truth.

5.4.3 Results and Discussion
In the NLU analysis, the LLM correctly recognised all 14 trainee intents for the 12 examples,
while the rule-based system recognised 12 intents, and the median of the four human
coders recognised 13. To check for overall reliability, Fleiss’ Kappa among human coders
alone was 0.81, and between the coders and the LLM was 0.82, which Landis and Koch
[217] classify as “almost perfect” agreement. Agreement between coders and the rule-based
model was slightly lower but still substantial (� = 0.78), according to the same classification
scale. Cohen’s Kappa indicated perfect agreement between the LLM and ground truth
(� = 1.00), and almost perfect agreement between the median coder and ground truth
(� = 0.92), as well as between the rule-based model and ground truth (� = 0.85) [217]. The
non-inferiority results indicated some support for the non-inferiority of the LLM, with the
probability of 0.87 being non-inferior.

For NLG and Bypass, coders’ ratings agreement was generally low (ICC < 0.5). Median
ratings clustered near the top of the scale (coder 1 = 6.5, coder 2 = 7, coder 3 = 7, coder
4 = 5.4), potentially indicating ceiling effects and limited variance. LLM texts received
a mean rating of 6.30 (SD = 0.89), while human-crafted texts had a mean of 6.28 (SD =
0.78). The results showed a posterior probability of 0.70, indicating some support for the
non-inferiority of LLM-generated content relative to human-crafted text.

5.5 Study 2: Experiment
After evaluating the LLM-generated script quality, we conducted a within-subjects experi-
ment to test our hypotheses. Participants role-played as counsellors tasked with applying
the five-phase model with the virtual child. There are two conditions: (1) a rule-based
agent and (2) an LLM-integrated agent. Each participant experienced both systems in a
randomised order to control for order effects, with the entire experiment lasting approx-
imately 50 minutes. This experiment was approved by the university human research
ethics committee (HREC reference number: 4768) and preregistered with the Open Science
Framework2. The data, analysis code in R (version 4.3.1), and a Docker container for
reproducibility are publicly available via the 4TU research data repository 3.

5.5.1 Participants
We recruited participants through the online platform Prolific. Tomatch the target group for
this training system, e.g., new helpline volunteers at organisations like De Kindertelefoon,
we determined eligibility as adults with at least a Bachelor’s degree. We also required
fluency in English, an approval rating of ≥ 95%, and have completed at least five studies in
the past. A total of 55 participants were invited; 18 were excluded in total due to incomplete
participation (n = 13), failing comprehension or attention checks (n = 2), not providing
consent (n = 1), or not meeting screening criteria (n = 2). This resulted in a final sample of

2https://osf.io/eqxwz
3https://data.4tu.nl/datasets/5c5b69b7-f727-42d0-983f-07ab910b8460
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Figure 5.2: Example conversation for each condition. The rule-based system (left) and the LLM-
integrated system (right) respond differently to the same counsellor input. The last input does not
exist in the trainee intents list, triggering the Bypass component in the LLM-integrated system.
Meanwhile, the rule-based system responds with a message related to the child’s active desire.

37 participants. The study was conducted between January and February 2025. Participants
received compensation per Prolific’s minimum payment policies.

Of the 37 participants, 24 held a Bachelor’s degree or equivalent (65%), 10 held aMaster’s
degree (27%), and 3 held a PhD (8%). Fourteen participants identified as male (38%) and 23
as female (62%). Age distribution was as follows: 18–24 (n = 10), 25–34 (n = 12), 35–44 (n =
9), 45–54 (n = 5), and 55–64 (n = 1). Participants represented diverse nationalities, including
the United Kingdom, Portugal, the United States, South Africa, Nigeria, and India.

5.5.2 Measures
We tested primary and secondary measures to evaluate the rule-based and integrated
systems. The primary measures were used to test the three hypotheses, while the secondary
measures provided additional insight into participants’ experiences.

Primary Measures
We have three measures corresponding to the hypotheses: Believability, Engagement, and
Attitude. All questionnaire items were drawn from the Artificial Social AgentQuestionnaire
(ASAQ) [124, 125], using a 7-point scale from –3 (Disagree) to +3 (Agree), with 0 as Neither
agree nor disagree. We replaced references to “the agent” with “the virtual child” in all
questionnaire items.

Believability: Measured using two constructs from the ASA questionnaire, Human-
Like Behaviour (HLB) and Natural Behaviour (NB). They capture how believable the agent
is to participants.

Engagement: Measured using the engagement construct, assessing participants’ in-
volvement during the interaction.
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Attitude: Measured using the attitude construct, reflecting participants’ feelings toward
the virtual child.

Secondary Measures
To gain further insight, we included the following secondary measures:

Overall Experience: Assessed using the 24-item short version of the ASA question-
naire, capturing broader constructs evaluation, expressed in short ASAQ score.

Preference: At the end of the experiment, participants answered a preference question:
“Which virtual child did you prefer interacting with?”, requiring a selection between ”The
first child” or ”The second child”.

Experience: Qualitative feedback was collected through an open-ended question after
each condition (“How did your interaction with the virtual child go?”).

5.5.3 System
Both conditions (rule-based and LLM-integrated) were presented through an identical
web interface hosted on TU Delft servers. The layout displayed the conversation on the
right and a summary of the five-phase model on the left. Each participant interacted with
two of the twelve bullying-related scenarios, with each virtual child having a different,
randomly assigned name. Scenarios were randomised across conditions to avoid systematic
scenario bias and were assigned such that no participant encountered the same scenario
twice. As described above, the systems differed only in how they processed and responded
to the participants’ input. The rule-based agent used Rasa for NLU and predetermined
responses, while the LLM-integrated version used Llama 3.2, run via Ollama, for NLU,
NLG, and bypass. To ensure a fair comparison, we modified the rule-based system to
match the response time of the LLM-integrated system (a random time between 15-25
seconds). Figure 5.2 shows a conversational example from the rule-based system (left) and
the LLM-integrated one (right). The code is publicly available online4.

5.5.4 Procedure
Participants were redirected from Prolific to Qualtrics, where they completed an informed
consent form. They then watched a short training video introducing the five-phase model
and providing context on counselling practices. Afterwards, they interacted with the two
systems (rule-based and LLM-integrated), with the order chosen at random. Participants
were first directed to one of the systems and instructed to interact with it for 15 minutes.
Within this time, the scenario restarted if the virtual child exited or if the participant
ended the interaction (e.g., by saying “bye”). After 15 minutes, participants were redirected
to Qualtrics to complete questionnaires on believability, engagement, attitude, overall
experience, and an open-ended reflection question based on the virtual child they had
just interacted with. They were then redirected to the second system, following the same
structure: 15 minutes of interaction, followed by the same questionnaires based on the
second virtual child. At the end, participants chose their preferred virtual child.

4https://github.com/adarshdenga/llm-integration-childhelpline
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5.5.5 Data analysis
We analysed data from the 37 participants who were included in the study. We reversed
items where required for all questionnaire-based measures, according to the ASA ques-
tionnaire guidelines, and computed average scores per construct. To test the hypotheses,
we conducted Bayesian5 paired-sample t-test using non-informative priors. We calculated
the posterior probability that the difference between the averages (LLM-integrated – rule-
based) is greater than zero and interpreted it based on the guidelines by Chechile [76]
and Andraszewicz et al. [16]. We also checked whether zero is included in the credible
intervals expressed by the Highest Density Interval (HDI). For the preference question, we
used a Bayesian binomial test. We performed a thematic analysis [56] of the qualitative
responses to identify recurring patterns and insights across the open-ended questions.
To ensure reliability, two coders with a background in computer science independently
coded the responses using a predefined coding scheme. The inter-coder reliability was fair
(Cohen’s � = 0.32) [217]. A third coder then reviewed the disagreements to determine the
final coding.

5.5.6 Results

Figure 5.3: Comparison of participant ratings across five constructs between the rule-based and
LLM-integrated agents.

Primary Measures
Figure 5.3 shows an overall comparison across all measures. The overall trend seems to
favour the LLM-integrated system.
5We reported the Bayesian analysis results in the main text to get more insight and to be consistent with Study
1. In the preregistration, we indicated using a frequentist test by specifying a cutoff value of p < 0.05. For
transparency, the frequentist results for each measure are as follows:

• Human-like Behaviour (H1): t(37) = 2.10, p = 0.04∗

• Natural Behaviour (H1): t(37) = 1.38, p = 0.18
• Engagement (H2): t(37) = 1.07, p = 0.29
• Attitude (H3): t(37) = 2.46, p = 0.02∗

• Overall Experience: t(37) = 2.57, p = 0.01∗

• LLM Preference: p̂ = 0.70, 95% CI [0.53, 0.84], p = .02*
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Figure 5.4: Posterior distributions of effect sizes comparing the LLM-integrated to the rule-based
system across outcome measures.

Believability (H1) Human-like behaviour and natural behaviour were rated higher
for the LLM-integrated system (HLB: M = 0.79, SD = 1.62; NB: M = 0.14, SD = 1.55) than
the rule-based system (HLB: M = 0.35, SD = 1.57; NB: M = −0.19, SD = 1.57). The posterior
probability for the human-like behaviour was 0.975, a good bet in favour of the LLM system,
with a 95% HDI of [0.002, 0.816] which excludes zero. This further supports the difference as
the HDI range is above zero (Figure 5.4). For the natural behaviour, the posterior probability
was 0.905, which is considered a promising but risky bet for the LLM-integrated system.
This is also shown in the 95% HDI [-0.161, 0.771], which overlaps with zero. Given these
two results, there is credible support for H1.

Engagement (H2) Engagement ratings were slightly higher for the LLM-integrated
system (M = 2.01, SD = 1.05) than the rule-based system (M = 1.84, SD = 0.77). The posterior
probability of 0.845 constitutes only a casual bet, with 95% HDI [-0.149, 0.465] included
zero (Figure 5.4); thus, there is some support for H2.

Attitude (H3) Participants reported a more favourable attitude toward the LLM system
(M = 0.86, SD = 1.52) than the rule-based system (M = 0.13, SD = 1.76), with a posterior
probability of 0.988—a good bet for the LLM system. The 95% HDI [0.083, 1.266] is above
zero (Figure 5.4). This indicates credible support for H3.

Secondary Measures
Similar to the primary measure, the overall trend seems to favour the LLM-integrated
system.

Overall ExperienceThe overall experience rating is also higher for the LLM-integrated
system (M = 0.46, SD = 1.25, Short ASAQ score = 11) than the rule-based system (M =
−0.021, SD = 1.28, Short ASAQ score = -1). The posterior probability was 0.991—a strong
bet and irresponsible to avoid, with the 95% HDI [0.075, 0.807] higher than zero (Figure 5.4).
We also used the ASAQ Representative Set 2024, consisting of 29 artificial social agents,
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Figure 5.5: Percentile chart comparing the LLM-integrated and rule-based agents against ASAQ
Representative Set 2024 [125]. The grey area represents the range of scores higher or lower than the
29 agents in the dataset. The visualisation was created using ASAQ’s visualisation tool [125].

for broader cross-study benchmarking, as suggested by the ASAQ’s authors [125]. This
resulted in Figure 5.5, where the LLM-integrated agent outperformed 25% of the set, while
the rule-based agent exceeded only 5%.

Preference The preference analysis indicates a preference for the LLM system, with
26 participants favouring it. The posterior probability that this preference is above chance
is 0.99, which is a strong bet that the LLM-integrated agent is preferred.

Qualitative Feedback Table 5.2 presents nine identified themes and their frequency
in each condition. The themes relate either to the child’s replies (the first five themes) or to
the interaction experience (the last four). Overall, positive themes were more prevalent
in the LLM condition, such as perceived conversational depth and human-like responses
(e.g., “… I think it acted of of a human being. It was quite impressive”). In contrast, negative
responses were more frequent in the rule-based condition, including unnatural and slow
responses (e.g., “It was boring, non-responsive, had delayed responses, did not reveal any
realistic feelings, etc.”). One theme observed in both conditions—abrupt endings—may be
partly attributed to the controlled scenario design, in which the virtual child could exit
the conversation if the trainee deviated from the five-phase model (e.g., failing to show
empathy or directly suggesting an action).

5.5.7 Discussion
In this study, we evaluated whether integrating LLMs into a rule-based system could
enhance believability (H1), engagement (H2), and positive trainee attitudes (H3) toward a
virtual child used for helpline counsellor training.

We found credible support for believability (H1), particularly human-like behaviour.
Furthermore, we hypothesised greater engagement for the LLM-integrated system than
the rule-based one (H2). The results provided some support for this. Although scores were
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Table 5.2: Themes identified from participants’ responses and the frequency of their occurrence in
each condition.

Theme LLM-integrated Rule-based

Abrupt Ending 3 7
Unnatural Responses 4 7
Depth of Conversation 4 0
Emotional Engagement 6 1
Human-Like Responses 4 2
Positive Experience 9 8
Scripted Responses 0 1
Slow Responses 6 10
Boring Task 1 1

slightly higher, the posterior distribution indicated only a casual probability in favour of
the LLM system. This may be attributed to a ceiling effect, as both systems scored highly on
engagement (Figure 5.3). Such high engagement may result from the inherently engaging
nature of the task, that is, providing support to a child in need. Additionally, participant
comments clearly indicated task-related engagement (e.g., for the rule-based system: “…we
worked together to talk about their feelings and challenges at school. It was a productive
conversation…”, and for the LLM-integrated system: “…The virtual child was engaging, and
we had a good conversation! I felt like we made a connection, …”).

Regarding attitude, we found credible support that people rated the LLM-integrated
agent more positively than the rule-based agent (H3). Participants also directly compared
the two systems in their comments, with three participants explicitly indicating that
the LLM-integrated interaction was better (e.g., “it went better than the first one [i.e., the
rule-based]…” and “Definitely better than during the 1st chat [i.e., the rule-based]…”).

Looking beyond the results obtained from hypothesis testing, we observed that partic-
ipants had a more favourable overall experience with the LLM-integrated agent. Figure
5.5 shows that the LLM-integrated agent scored above the 75th percentile on constructs
related to social presence and emotional intelligence. The agent’s emotional presence was
also supported by our thematic analysis (e.g., for the LLM-integrated system: “…the virtual
child was attentive and behaved more like a human and there were emotions involved.”). Also,
participants described the LLM-integrated interaction as more emotionally engaging (e.g.,
“The interaction was somewhat emotional and eye-opening, reinforcing the importance of
empathy, active listening, and proper intervention…”). This aligns with LLM’s capability to
generate emotional dialogues [233, 234, 264]. The results of the thematic analysis of partic-
ipants’ qualitative feedback revealed additional insights into our findings. This reinforces
the conclusion that the LLM-integrated system provided a more engaging and believable
experience for participants.

On the other hand, the short-ASAQ percentile rating falls within the lower 25% for the
LLM-integrated system and 5% for the rule-based system (Figure 5.5). In contrast to the 29
agents in the ASAQ Representative Set 2024, which are primarily assistant agents, our agent
is designed as a training simulation. Therefore, lower ratings in some cognitive constructs,
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such as performance, attentiveness, and appearance suitability, do not necessarily indicate
that the simulation is ineffective. Rather, they may reflect how participants experienced a
virtual child in distress, who sometimes ”doesn’t know” what to do and needs guidance
during the conversation—something a counsellor is expected to provide, not a statement
about the system. Response time may have affected attentiveness and performance, as 16
participants noted delays with both agents. However, this is not necessarily a limitation,
as real children may also take time to respond. Nevertheless, for training purposes, faster
replies might make the experience more engaging. Regarding appearance suitability,
one possible explanation is the lack of embodiment, which provides fewer cues during
interaction and results in a lack of visible appearance. To gain deeper insights beyond the
percentile comparison, the virtual child simulation could be compared more specifically to
other chat agents used in social situation simulations of non-experts.

Regarding the experiment’s limitations, the LLM agent had noticeable response delays
due to server constraints. Although we matched the response timing in the rule-based
agent, participants still reported both systems as slow. For the same reason, we used
a lightweight model (LLaMA 3.2) instead of the intended LLaMA 3. Initial tests with
the larger model suggest improved comprehension and response quality, which could
further enhance system performance. Additionally, interactions in our experiment were
limited to single 15-minute sessions. Extending session durations or incorporating repeated
interactions might reveal more complex dynamics or improved learning outcomes [191].
Future research could also isolate specific components (e.g., NLU or the bypass mechanism)
to assess their individual contributions to learning outcomes and trainee experience. This
could provide deeper insights into how the system is perceived and its overall effectiveness.

5.6 Study 3: Expert Interviews
Thegoal of the interviewswas to explore experts’ perspectives on hybrid and complete LLM-
based training simulations in sensitive contexts, such as child helpline training. We focused
on the added value and potential risks of integrating LLMs with an explicit cognitive model.
Accordingly, we conducted semi-structured interviews with three helpline experts from 113
Suicide Prevention helpline and De Kindertelefoon. Each interview lasted approximately
one hour. This study was approved by the university’s human research ethics committee
(HREC reference number: 6218).

5.6.1 Procedure
After signing an informed consent form, experts interacted with the hybrid training system
for 15 minutes. We instructed them to explore the system freely, and the interaction
could be restarted if it ended before the allocated time. Experts interacted with the hybrid
BDI-LLM system described here, and integrated with the pedagogical feedback described
in Chapter 3. Following the interaction, experts participated in a semi-structured interview
about their experience with the system, focusing on realism, training value, feedback,
and controllability. Afterwards, experts were presented with two dialogue scripts. One
was generated by the hybrid BDI-LLM system, and the other by an LLM-based training
system using GPT-4o, which was prompted to role-play as a child contacting a helpline for
five-phase model training, without explicit internal modelling. We then asked the experts
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to reflect on the suitability of both dialogues for training purposes, including perceived
strengths, weaknesses, potential concerns, and the added value of explicitly modelling the
mind in LLM-based simulations.

5.6.2 Data Analysis
During the interviews, we took detailed notes of the experts replies. To increase reliability,
two reviewers analysed these notes independently of each other and identified concerns
raised by experts. Afterwards, reviewers discussed their findings and established a final
list of concerns. The prompt, the two dialogue scripts, and initial questions guiding the
interviews are included in Appendix E.

5.6.3 Results and Discussion
Based on the interviews, we identified five relevant concerns and opportunities:

Experience With the Hybrid System. Experts generally described the interaction as
useful, engaging, and informative for training, and noted that the child understood most
things. However, the experience was sometimes perceived as frustrating or unnatural,
especially when the child behaved rigidly or misunderstood inputs. While some frustra-
tion was seen as realistic and pedagogically useful for creating teachable moments, they
mentioned that rigid model structures could reduce the sense of a natural conversation. At
the same time, one expert noted that children can do and say strange things, which partly
justified such behaviour.

Role of Feedback. Experts valued the feedback mechanisms. They explicitly men-
tioned five feedback types they liked: undoing the last step, getting advice on the next
message, current child situation, current phase progress, and the overall feedback at the end.
They emphasised that feedback is essential in such training systems. They also noted that
it was beneficial for feedback to be trainee-controlled, i.e., the trainee chooses when and
what type of feedback to receive. When asked whether this trainee-controlled approach
was better than automatic feedback, experts suggested that new trainees may benefit more
from automated guidance, whereas experienced trainees may prefer learner-controlled
feedback. Either way, they indicated that both approaches could be useful and that the
choice might be left to the trainee.

Teachable Moments and Controlled Challenge. Experts supported the importance
of modelling teachable moments in the simulation. They indicated that such moments
were clearly modelled in the hybrid system but were not clearly present in the scenario of
the LLM-based system. In the hybrid system, the child pursued a challenging goal that
created hurdles for the trainee. If the trainee did not deal with the challenge correctly, the
child left the conversation. Experts considered these teaching moments informative but
found the abrupt leaving of the conversation overly strict. Instead, they suggested that
the simulation should show gradual escalation rather than abrupt endings (e.g., warning
signals before leaving), which would clearly indicate dissatisfaction. This would give the
trainee a chance to recover and steer the conversation back on track. Furthermore, such
mistakes should also be clearly reflected in the feedback provided to trainees.

Added Value of an Explicit Cognitive Model. Experts noted that the LLM-based
system dialogue expressed the child’s desires and concerns more explicitly and with richer
context. Theymentioned that this made it easier to follow, but sometimes produced uncanny
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effects due to overly long and elaborate responses and reduced the controllability of the
scenario. In contrast, the hybrid system responses were shorter and more restrained, which
some experts perceived as less natural. When comparing the two dialogue scripts, experts
highlighted that virtual child simulated by the LLM-based system opened up quickly from
the start, whereas the virtual child in the hybrid system was more reluctant and required
trust to be established before opening up further. They noted that building trust is an
important counselling skill, and that counsellors often find it difficult when someone does
not want to go along, requiring more effort to establish trust. Experts also appreciated the
feedback explaining the child’s thinking, which was based on the BDI model.

Variability in Challenges Is More Important Than in Language. Experts found
variability to be useful. The hybrid system was perceived as novel during the first inter-
action, but became more repetitive when interacting with the same scenario again. In
contrast, the LLM-based system could provide more variability and more elaborate replies.
Experts agreed that variability in wording alone (i.e., different language for the same be-
haviour) does not meaningfully improve learning. Instead, what matters is variability in
hurdles, challenges, settings, and reactions within the conversation.

5.7 Overall Discussion and Conclusions
This paper presents a hybrid conversational agent that integrates LLM capabilities into a
BDI-based rule system designed for child helpline training. First, we found results that
support the non-inferiority of LLM-generated dialogues compared to those generated by
humans. Then, through both qualitative and quantitative evaluation, we showed that
integrating LLM components for NLU, NLG, and bypass improved believability and trainee
attitudes, though the support was weaker for engagement. Also, experts highlighted the
importance of teachable moments, structured feedback, and explicit modelling of the child’s
internal states when using LLMs for simulation-based training.

Several directions for future work could be considered. One direction is to generalise
this approach to other systems that train trainees to change individual beliefs and states in
conversations, e.g., training social workers to persuade a virtual agent to get vaccinated,
or to de-escalate an aggressive agent. This setup reduces the effort required to model
conversation content and responses, particularly when crafting training data or generating
response variations. However, it still requires designing the rule-based BDI model to
capture the pedagogical constraints and structure of conversations, as these are closely
tied to the simulation’s learning objectives. Furthermore, LLMs could be used to generate
belief, desire, and intention contents for a scenario [19].

LLMs controlling or directly influencing the BDI model can be challenging. LLMs are
not explicitly trained to convert inputs into structured cognitive states within a numerical or
symbolic framework. As a result, biases inherent in LLMs pose challenges when simulating
a BDI conversational model. These include formatting and token biases [185, 236], as well
as issues from unconventional prompts (e.g., prompts including negation [340]). Therefore,
to simulate virtual agents using a BDI framework, LLMs should be paired with a structured
BDI system for the LLM to interact with, rather than replace. For example, Retrieval-
Augmented Generation [228] could be used to dynamically handle BDI-related content,
e.g., retrieving relevant beliefs, desires, and rules during interaction.

One limitation of the second study is that we did not explicitly analyse the extent to
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which interactions were redirected to the bypass component. If, for example, all interactions
were handled through the bypass, improvements in believability could have been partly
due to unconstrained LLM responses. However, results from the first study indicate that
the intent recognition component performed reliably, suggesting that the system did not
predominantly rely on the bypass component. This observation is further supported by the
third study, in which the bypass component was triggered only five times out of 78 inputs
across three expert interactions. This indicates that the majority of the decision-making is
still controlled by the BDI model.

Although we focused on integrating LLMs into the agent simulator component, the
ARTES architecture [8] highlights other potential integration points. For example, LLMs
could be used to generate feedback based on trainees’ interactions, enabling deeper skill
acquisition [63, 90, 402]. In our case, the BDI system could support feedback generation by
supplying the LLM with structured inputs, such as the child’s internal state, conversational
logs, and learning materials. Furthermore, an LLM could simulate a senior counsellor,
offering additional information and answering trainees’ queries during interactions.

To conclude, the hybrid approach maintained pedagogical control over the conversa-
tional structure, yet offered a better balance between realism and control. This balance
opens up new opportunities for scalable, realistic training in sensitive interaction domains,
while still aligning with specific learning objectives.
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6
Conclusion

6.1 Main Conclusions
This thesis studies how to train lay counsellors at children’s helplines using an agent-based
simulation tool. To this end, we first examined the broader field of social skills training
systems to identify their key components (Chapter 2). Building on these components, we
empirically investigated how simulation, feedback, and reflection contribute to learning
outcomes by studying their incremental effects within a chatbot-based training environment
(Chapter 3). We then examined whether explicitly modelling human values within an
agent’s internal states improves trainees’ understanding of the simulated interaction and
perceived alignment with the virtual child (Chapter 4). Finally, we investigated how
integrating a Large Language Model with a rule-based BDI model affects the perceived
believability, consistency, and suitability of open-ended interactions for training purposes
(Chapter 5). Through this work, we aimed to answer the following overall research question:

Main Research Question

In what ways can interactive simulation-based learning tools enhance the training
of counsellors in children’s helplines?

From this main research question, we built the thesis through one initial exploratory
research question followed by three hypotheses. The conclusions for each are presented
below.

Subquestion 1

What are the key components of simulation-based social skills training systems,
and how can they be structured into a comprehensive architecture?

The research identifies two key components of simulation-based social skills training
systems: the agent simulation and the educational components. Based on an analysis
of 43 training systems and 8 existing architectures, we propose the ARTES architecture,
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which structures these components and clarifies their roles. For training systems aimed
at changing thoughts and beliefs, two components are particularly central: ‘Thinking’
within the simulation and the ‘Tutor’ within the education module. ‘Thinking’ represents
the agent’s decision-making process and model, including dialogues, states, emotions,
and backstory. These components can be represented in various ways, such as direct
question-answer pairs, cognitive models (e.g., BDI), or data-driven approaches. The ‘Tutor’
handles the pedagogy of the training, either by controlling the task or providing feedback
and guidance.

Mapping the ARTES components to four learning theories showed how the components
support different learning objectives. Behaviourism emphasises introducing teachable
moments with specific triggers to reinforce trainee behaviour; cognitivism focuses on
teaching and explaining situations; Social Cognitive Theory involves learning from di-
verse situations; and constructivism supports exploration and facilitating the learning
environment. ARTES also demonstrated coverage and generalisability when mapped to
the analysed systems and architectures. We also identified nine future research directions:
knowledge transfer, realism-education balance, explainability, ethics, LLMs, crowdsourcing
solutions, multi-agent scenarios, research methods, and procedurally generated scenarios.

Hypothesis 1

Simulation with feedback and reflection in social skills training systems improves
learning.

The research provides credible support for the first hypothesis. We tested the hy-
pothesis through a longitudinal randomised controlled trial (N = 346) comparing additive
configurations of simulation, feedback, and reflection. The results demonstrate an overall
increase in learning with the subsequent addition of components. When compared step-
wise, adding simulation improved learning relative to the control condition, which involved
only watching an educational video. Adding feedback to the simulation further improved
learning compared to the simulation alone. However, adding reflection tasks on top of
this dampened improvements in learning when compared to simulation with feedback,
for which there is weak support. In a similar pattern, secondary measures of perceived
usefulness, user experience, and usability increased as components were added. Overall, the
results show that simulation systems, particularly those with feedback, improved learning
outcomes, whereas adding reflection improved reflective capability but appears to slow the
rate of performance improvements relative to simulation with feedback.

Hypothesis 2

Integrating human values in a simulation improves the learning experience.

The results of this thesis provide credible support for the second hypothesis. We
conducted a between-subjects experiment (N = 193) comparing a base BDI agent, a value-
integrated agent, and a value-integrated agent with explanatory feedback. Participants
interacting with agents that explicitly modelled values showed higher value recognition
and situational understanding compared to the base condition. Measures of perceived
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alignment opportunities increased in the value-integrated condition, while adding feedback
showed no clear additional effect on this measure. A similar pattern was observed for
the remaining measures: perceived usefulness, believability, and overall experience. Fur-
thermore, participants reported values they perceived in the virtual child, which matched
the values we intentionally designed. Overall, the results confirm the hypothesis that
incorporating values within a training scenario, in both the simulation and the feedback,
improved value recognition, situational awareness of the values, believability, perceived
opportunity to align with the values, and perceived usefulness.

Hypothesis 3

Integrating cognitive models and LLMs in a simulation improves the learning
experience.

The thesis provides credible support for the third hypothesis. Evidence was obtained
through three complementary studies evaluating a hybrid BDI–LLM agent. (1) In a script-
based non-inferiority study, LLM-generated responses and intent recognition were not
inferior to human-generated content. (2) In a within-subjects experiment (N = 37), partici-
pants rated the hybrid agent as more believable, reported a more positive attitude toward it,
and preferred it over the rule-based agent. This preference was also reflected in qualitative
responses. (3) Expert interviews further supported the suitability of integrating LLMs
within a structured cognitive model for training scenarios, as such models could help
trainees understand why a child might exhibit specific behaviours. Overall, the empirical
evidence indicates that integrating LLMs with a cognitive model was positively perceived
by both trainees and experts.

6.2 Limitations
There are several limitations to consider when interpreting the findings of this thesis.
Although the initial design and evaluation of Lilobot involved counsellors from the Dutch
children’s helpline, the present thesis did not include an empirical evaluation with actual
volunteers or trained counsellors. Instead, to match the target population, we recruited
participants on Prolific who met the Dutch Child helpline entry criteria (i.e., holding at least
a Bachelor’s degree). Prolific workers generally provide higher-quality data, which has
been shown both in comparison to other crowd-sourcing platforms and to undergraduate
samples [106]. To avoid self-interest and loss aversion biases, we clarified that participants’
payment would not depend on their performance or interactions [107]. However, crowd-
sourcingworkers’ motivation goes beyond just payment. Their motivation is also influenced
by factors relevant to the experiments here: enjoyment, skill development [404], and
contributions to a social cause [69]. When looking at the results, participants showed
skill improvement; for example, they improved over time (H1) and identified the intended
modelled values (H2). On the other hand, paid participants might have felt more obligated
to complete all learning tasks, while a helpline counsellor might skip learning tasks they
deem unnecessary. This implies a difference in motivational structure: crowd-sourcing
workers’ motivation may stem from the factors described above, while volunteers are
typically intrinsically motivated [263], e.g., by commitment to the helpline and its mission.
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The training examined in this research focused on teaching trainees how to change
virtual children’s thoughts and beliefs. We achieved this by integrating an internal model
that guides the conversation and bases feedback on the model. This approach showed gen-
eralisability across two communication protocols: the five-phase model and motivational
interviewing. It remains to be explored whether this approach also generalises to other
types of chats received by helplines, such as pranks [391], repeat contacts that require
managing dependency, boundaries, and continuity of support [306], or very sensitive or
high-risk situations (e.g., exploitation and trafficking [382]). In such cases, the conversa-
tional goal is not to help reshape the child’s internal states by following a communication
protocol. Rather, trainees should learn to recognise signals and act appropriately, while
also managing their own emotional state. Such sensitive situations may lead to emotional
exhaustion and burnout among helpline counsellors [94, 232], and task performance train-
ing can help manage such stress [72, 225]. Also, self-reflection might focus on broader
categories in this training, involving not only learning-oriented reflection but also feelings
and personal beliefs [371].

Although we simulated interactions with a virtual child in this research, we did not
involve children directly, for example, by co-creating the virtual child’s personas or con-
versational patterns. Including children directly could have resulted in more realistic
behaviours and more relatable personas. Nevertheless, children were intentionally not
included for ethical reasons, such as exposing minors to sensitive topics. The primary
learning objective of the training was to support trainees in practising the five-phase model,
rather than to maximise conversational realism. To support this objective, the personas
and scenarios were developed with the help of experts, which contributes to their validity.
Thus, although child involvement in the design might have further improved ecological
validity, we expect it to be unlikely to have altered the main learning effects observed.

Regarding evaluation, we assessed participants’ performance and task knowledge (H1),
and self-reportedmeasures (H1, H2, H3). Althoughwe focused on the intended target group,
we did not examine long-term retention or the transfer of knowledge to real-world contexts,
as has been shown in other simulation-based training domains (e.g., diagnostic simulations
[127] or surgical simulations [337]). Knowledge transfer is an important consideration for
educational systems, as successful training should support learners in applying knowledge
beyond controlled environments. Prior research suggests that short-term retrieval practice
in educational settings can enhance long-term retention [316, 352]. Future work should
evaluate training impact in additional settings, such as role-playing exercises or supervised
training sessions, to assess the training system’s ability to improve trainee performance
in realistic scenarios, rather than unsupervised interaction with real children. Evaluating
performance with real children raises ethical and practical concerns, e.g., in experimental
manipulation, whereas role-playing and supervised sessions allow realistic yet controlled
assessment of counselling performance. Thus, experienced trainers or supervisors could
assess trainee performance using established rubrics, enabling evaluation of skill transfer
while safeguarding children’s well-being.

For the statistical analysis, we used Bayesian methods because they estimate how
probable the hypotheses are given the data, allowing results to be interpreted beyond a
binary significant/non-significant decision. A limitation is that readers who are more
familiar with frequentist testing may find this reporting style less familiar. Another
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limitation regarding analysis is that sample size estimation was based on a frequentist
power analysis as a simpler approximation, rather than on a simulation-based Bayesian
sample size analysis. However, frequentist and Bayesian approaches often yield similar
sample size estimates under comparable assumptions [175]. A further limitation is that
we assumed a medium effect size as a conventional benchmark for the power analysis.
This may have reduced our ability to detect small effects with high certainty. However, it
remains debatable whether such small effects would be practically relevant or noticeable.

Finally, the contributions of this thesis primarily focus on the perspectives of trainers
and trainees, that is, whether the learning goals were modelled appropriately and whether
participants improved. However, we did not investigate how such a training system
should be integrated into educational practice or how educators might adapt it within a
broader curriculum. This is important as educational design research emphasises alignment
between learning materials, instructional methods, and assessment tools [11, 187, 246, 252].
While the empirical insights presented in this thesis, for example on the effects of feedback
on learning outcomes, may inform future integration efforts, studying the scalability and
costs of deploying and maintaining such systems remains an important direction for future
work.

6.3 Future Work
We identify four main directions for future work: the agent simulation, feedback and
guidance, the overall training structure and goals, and deployment and research.

Agent’s Simulation: Although we integrated LLMs into the NLU and NLG compo-
nents, decision-making remains fully dependent on the rule-based BDI model. As discussed
earlier, internal models are important to the training setting explored in this thesis. Future
work could investigate different ways of integrating internal states into LLM-based agents,
and assess how they affect realism, controllability, and learning outcomes. A possible
approach is to combine LLMs with a BDI model to replace part of the rule-based decision-
making process. This could increase realism while reducing the effort required to manually
model all decision rules. One example of such integration is the use of LLMs to recognise
emotions from dialogue inputs in a zero-shot prediction and inject them as beliefs into a
BDI agent [304]. This allows the agent’s behaviour to adapt emotionally without explicitly
relying on rule-based emotion recognition models.

A promising future direction is to examine how different approaches to utterance
generation affect the training experience. Rather than relying on manually authored
dialogue, language models could be trained or fine-tuned on helpline or counselling data
to increase response variability and fluency (similar to the approach in [283]). However,
it is important to consider the risk that an LLM may reproduce utterances from real
conversations. One possible mitigation strategy is to generate synthetic data based on real
conversations and train models on this synthetic data to add a layer of anonymisation, or
to rely on foundation models that are not trained on helpline-specific data.

Feedback and Guidance: In the current training setup, feedback is rule-based and tied
to the modelled situations and internal states, which constrains how flexibly trainee actions
and their consequences can be explained. LLMs can also be used to generate feedback based
on learning objectives and the trainee’s interaction with a virtual help-seeker. Several
studies have explored LLM-generated feedback in simulation-based training systems, for
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example, to train medical students with virtual patients [63] or to support novice peer
counsellors [75]. This could be extended by explicitly incorporating the agent’s internal
states into the feedback. In this way, the LLM would not only provide feedback on trainee
performance, but also explain the help-seeker’s underlying beliefs, goals, and how the
trainee’s actions affected them.

Another avenue is to support knowledge building through guidance during training.
Such guidance could reduce cognitive load, support trainees, and promote skill acquisition.
For example, the system could introduce a virtual senior counsellor who guides the trainee.
This virtual mentor could provide feedback, explain concepts, motivate trainees, or assist
with difficult moments during the interaction. Additional support could be provided
by showing parallel or similar example dialogues that resemble the current interaction,
allowing trainees to draw inspiration from previous successful cases [326]. Furthermore,
trainees’ knowledge development could be supported through instructional principles that
structure tasks and learning progression, for example, via scaffolding mechanisms [330].

Training Structure and Goals: The proposed approach in this thesis could be gener-
alised to other communication protocols and to different helplines by applying the same
internal-states modelling approach. In addition, the approach could be adapted to train
counsellors for other sensitive scenarios, such as exploitation and trafficking. This could
also be extended to other target groups, for example, teachers learning to recognise and
respond to emotional or behavioural triggers in students. Some of these applications may
require additional design considerations, such as an agent embodiment. Related work has
already explored simulation-based training for laypeople to support conversations about
health behaviours, e.g., vaccination, with family members and friends [283]. Beyond health
contexts, a similar approach could be applied in non-health domains, for example, to train
customer service representatives to handle conflicts in chat-based interactions.

The training system in this thesis draws primarily on behaviourism, cognitivism, and
constructivism. Other learning theories could also be explored. For instance, social cogni-
tive theory could be incorporated by allowing trainees to observe and compare multiple
perspectives in multi-agent scenarios (e.g., [12]). From a humanistic perspective, training
could focus more explicitly on supporting self-reflection and self-actualisation of trainees
as developing counsellors, e.g., through an LLM-based conversational agent that supports
reflective thinking [397].

Furthermore, the training system could be made more modular by developing a user-
friendly authoring tool. Such a tool would allow educators, without technical expertise,
to create and adapt BDI-based scenarios tailored to specific learning objectives or trainee
profiles. This could be extended by using AI to initialise agent personas from values, beliefs,
and internal states while maintaining behavioural and narrative coherence, for example,
using frameworks such as DiriGent [399].

Deployment and Research: Although we evaluated a stand-alone training simulation,
future work could examine how such systems can be integrated into existing curricula,
instructional methods, and organisational training structures. This includes understanding
how simulations can complement role-playing, supervision, and theoretical instruction.
Also, identifying practical requirements for large-scale deployment, such as time invest-
ment, trainer involvement, and technical infrastructure. In addition, as discussed in the
limitations, future studies should examine the transfer of learning outcomes to real-world
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counselling practice.
Another important research direction concerns trainee motivation and engagement.

For example, reinforcement learning techniques could be used to build up competencies [9],
such as by adapting feedback and guidance strategies over time. Early stages of training
might prioritise motivational feedback, while later stages could focus more on performance
improvement. Finally, future research could investigate how the values of trainees, trainers,
or system designers influence the training process, or vice versa. This includes examining
whether and how training shapes trainee values over time, and to what extent such value
shifts are desirable or ethically acceptable. For instance, by analysing their reflections or
conversations to estimate shifts in value preferences, in line with approaches that infer
values from choices and motivations [231].

6.4 Contributions
Scientific
Modelling of Internal States: This work contributes a model of a child’s internal state
for use in agent-based systems and demonstrates how it can be implemented to support
learning in simulation-based training environments. Existing research on simulation-based
helpline training focuses primarily on observable interaction behaviour, with less attention
paid to the motivations underlying a child’s actions. The thesis shows that explicit cognitive
modelling of a help-seeker’s internal state, in this case through a BDI model, allows internal
states to be represented and controlled as part of training aimed at changing help-seekers’
beliefs. This cognitive model is further extended to integrate underlying values that
influence a child’s thinking and decision-making. This modelling enables the intentional
design of diverse profiles in interactive agents. In addition, the thesis demonstrates how
cognitive models can be combined with LLMs to improve language understanding, response
diversity, and perceived realism, while balancing control, transparency, and interpretability.

Design of Training Tools: At a general level, we propose the ARTES architecture, a
modular architecture for agent-based training systems. Existing conceptual architectures
of training systems often prioritise either virtual human simulation (e.g., [155]) or tutoring
processes (e.g., [14]), but rarely make explicit how these two parts should be combined
within a single architecture. ARTES addresses this by synthesising insights from agent-
based simulation, intelligent tutoring systems, and learning theories. The architecture
provides researchers with a structured way to analyse, compare, and understand training
systems. By making system components, interaction characteristics, learning-theory focus
and design trade-offs explicit, ARTES supports future research in the field.

Beyond the conceptual contribution of ARTES, this thesis also contributes a concrete
training system that integrates simulation with feedback and reflection mechanisms. Such
an environment can be extended or adapted to conduct experiments, either to examine how
learning can be improved or to explore how people use these behaviours under specific
controlled cues. Thework shows how feedback can be generated based on internal cognitive
states, such as beliefs and values, and how this feedback relates to different feedback
levels (e.g., task-level and process-level) and timings (during versus after interaction).
Furthermore, the design of reflection activities and the overall structure of training sessions
are grounded in learning theories. Overall, these components provide a blueprint and an
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example to follow for adding feedback to similar training systems.
Empirical Evaluation: This thesis provides empirical evidence on the effectiveness

of agent-based simulation for training lay counsellors, showing how pedagogical struc-
ture, cognitive modelling, and interaction design influence learning and user experience.
Through controlled experiments and a large randomised controlled trial, the work clarifies
the contribution of each element to learning, rather than treating training systems as a
single package. When mapping the empirical evaluation to Kirkpatrick’s Four Levels of
Training Evaluation [202], it primarily addresses Level 1 (Reaction; how trainees perceive
the training) and Level 2 (Learning; acquired knowledge, skills, and understanding of the
intervention). Evaluating higher levels—Level 3 (Behaviour; the transfer of learned skills
to real counselling practice) and Level 4 (Results; the impact of training on organisational
or societal outcomes)—remains unexplored for simulation-based training systems. This
can be attributed to the complexity of measuring real-world behavioural impact, as well
as the substantial time and monetary costs involved in conducting such evaluations for
virtual agents in social skills training [48].

The thesis empirically examines trainees’ experience with value-based cognitive models
in training. The results show that participants preferred the integration of values and
perceived it as better aligned with the intended training objectives, such as recognising
and responding to value-sensitive cues. The hybrid LLM–BDI system was also perceived
as more realistic and effective. The thesis also identifies future challenges and research
directions for the field, such as ethical and scalable agent-based training systems.

We also make the experimental structure, training scenarios, system implementations,
evaluation instruments, and analysis procedures explicit. By adopting open research prac-
tices, including preregistration and sharing of materials and code, this work enables others
to reproduce, replicate, compare, and extend the reported findings, thereby supporting
cumulative research in the field.

Societal
Trainees: This research supports trainees at helplines, such as child helpline counsellors,
in addressing the challenge of acquiring and maintaining communication skills for complex
and emotionally sensitive conversations. Applying communication protocols adequately
typically requires repeated practice, which is difficult to provide consistently through
traditional training alone. The simulation-based training tools developed in this thesis
offer trainees a safe and readily available environment for such practice. In addition, these
simulated experiences help trainees recognise cues from help-seekers and build knowl-
edge through experience. The empirical evaluation showed improvements in proximal
outcomes, including knowledge test scores and performance within the simulated training
environment. Although this does not provide direct evidence of transfer to real helpline
conversations, it does suggest that the training supports the relevant skills.

Organisations and Help-seekers: Helplines face large volumes of contacts and
pressure to recruit and train new volunteers. Although the training systems proposed in
this thesis are not positioned as an alternative to traditional training, simulation-based
training can help alleviate the burden on training resources [58, 186]. This may allow
organisations to better prepare new trainees without relying excessively on trainers’ time
for day-to-day training. As a result, trainers can focus their efforts on supporting trainees
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in more complex and nuanced situations. In addition to efficiency, the BDI model allows
educators to vary help-seeker profiles to create diverse training scenarios. These scenarios
are not necessarily tied to learning the five-phase model alone, but can be designed to
support different learning objectives. This allows organisations to expose trainees to a wider
range of situations, perspectives, and training goals. In turn, this could also reduce the risk
that trainees encounter unfamiliar or challenging situations for the first time during real
conversations with vulnerable help-seekers. For help-seekers (i.e., helpline clients), more
efficient training could translate into safer, more appropriate, and more empathetic support
[34, 183]. Trained counsellors who have practised handling emotional and value-sensitive
conversations are better equipped to respond appropriately, empathetically, and in line
with communication protocols.

Developers, Designers, and Educators: For system designers and developers, ARTES
offers a conceptual foundation that supports building training systems from scratch while
making design decisions explicit and comparable. For educators, the architecture highlights
the role of learning theories in training design. For all three groups, the thesis clarifies
how elements such as simulation, feedback, and reflection can be systematically embedded
into interactive training tools.

We also present a BDI-based computational model for changing a simulated help-
seeker’s beliefs through interaction. Based on that, the thesis introduces a mechanism for
generating feedback based on the agent’s internal cognitive state. These show how internal
models can be used not only to drive agent behaviour, but also to support explanation and
instructional feedback across different simulation-based training systems.

Finally, the materials produced in this thesis offer practical value for reuse, comparison,
and further research. By providing concrete scenarios, system designs, system code,
evaluation instruments, and empirical results, the work enables developers, designers, and
educators to compare alternative system designs, replicate and extend training systems,
and adapt existing materials to different domains, populations, or learning objectives.

6.5 Ethical Reflection and Implications
The development and evaluation of a training application for sensitive contexts, such as
helplines, should adhere to ethical standards and integrity. This section reflects on the
ethical considerations involved in conducting this research and the broader implications of
the research outcomes.

Reproducibility and Replicability: To ensure the transparency and reliability of our
findings, we adhered to open science principles throughout this research. All experimental
data, analysis code, system source code, and questionnaires (if possible) have been made
publicly available via the 4TU Research Data Repository and GitHub. By sharing these
materials, we aim to minimise issues related to replication and allow other researchers
to verify or build upon our work. Furthermore, all studies presented in this thesis were
preregistered on the Open Science Framework (OSF) before data collection. This is to
reduce the risk of selective reporting and improve reproducibility. We also conducted
reliability checks on qualitative coding, such as using multiple coders for thematic analysis
and validating LLMs’ scoring against human evaluators.

Participants’ Involvement: All experiments received approval from the Human
Research Ethics Committee (HREC) of the Delft University of Technology. To ensure
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participant privacy, all data were manually anonymised, stored securely on university
servers, and only anonymised datasets were published or shared outside the research team.
Furthermore, we informed participants of the study’s nature and potential risks before
asking them to sign a consent form. Only those who signed the form and agreed were
included in the experiments. We recruited participants online via Prolific and compensated
them in accordance with Prolific’s ethical guidelines [309]. For the single sessions studies
(Chapters 4 and 5), compensation was aligned with the platform’s minimumwage guideline
(at least £6 per hour). For the longitudinal study (Chapter 3), participants received the same
rate for the first four sessions but were offered a higher rate (£10 per hour) for the final
session. This increase in the compensation structure was intended to motivate retention
over the two-week study period and to fairly compensate participants for their continued
participation. It is worth noting that although this minimum rate aligns with Prolific
guidelines, minimum wages vary globally. Consequently, what constitutes fair compen-
sation may differ by participant location, which represents a general ethical limitation of
crowdsourcing platform research.

Improper Training and Misuse: Our simulations relied on a finite number of scenar-
ios, personas, and communication protocols. For example, Chapter 3 introduced twelve
scenarios primarily focused on bullying, and Chapter 4 explicitly modelled two children
with specific value profiles. Modelling only limited behaviours risks reinforcing stereotypes
about how children think or act when contacting helplines. If trainees are exposed solely to
these specific representations, they may develop misaligned expectations about real-world
interactions. Training, therefore, should include diverse perspectives and behavioural
patterns to promote deep understanding and transfer [351], and to reduce the risk of
stereotyping or overgeneralising specific values, behaviours, or actions [303, 367].

In the thesis, the core objective of our training system is to teach trainee counsellors to
influence a help seeker’s internal beliefs and thoughts. While our goal is training to support
children in finding safer solutions, this still poses a risk of misuse. The underlying mecha-
nism of belief change could, in theory, be modelled to train people to manipulate others or
engage in non-prosocial behaviours. For example, how to manipulate people’s beliefs into
complying with actions that primarily serve the manipulator’s interests. Trainees need
to be aware of the ethical boundaries of training simulations to ensure they are used to
support the help seeker’s autonomy rather than undermine it. This concern directly relates
to regulations such as the EU AI Act [115], which restricts AI systems that intentionally
manipulate individuals’ behaviour or exploit vulnerabilities.

AI Integration in Education: The integration of AI in education, particularly LLMs,
introduces ethical challenges. UNESCO’s report on AI and the future of education discusses
several concerns [372], including transparency, privacy, explainability, and controllability,
which are also general concerns across other application domains. The report highlights
the interactive nature of AI agents compared to passive tools, noting that such systems
may influence belief formation rather than merely supporting content delivery. It also
highlights risks related to over-reliance on AI and cognitive offloading. This may under-
mine deeper learning and increase the likelihood that people adopt AI-generated output
without adequate reflection. Furthermore, the report raises concerns about inequality, as
the infrastructure and access required to use such systems for education are not available to
at least one-third of the world’s population. In their book on the ethics of AI in education,
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Holmes and Porayska-Pomsta [170] also discussed the ethics of nudging and the risk of
declining human agency. Both sources additionally emphasise risks related to data gover-
nance and the ethical deployment of AI in contexts involving vulnerable learners. Together,
these concerns highlight the need for ethically grounded, human-centred educational AI
systems. In this thesis, these concerns are addressed by grounding AI behaviour in explicit,
interpretable agent models and pedagogical structures. For example, modelling reasoning
in a rule-based BDI preserves transparency and controllability, while supporting realistic,
explainable and ethically responsible learning interactions.

Beyond social and ethical concerns, the growing use of AI in education also raises
environmental concerns. Recent work highlights that LLMs incur substantial environ-
mental costs throughout their lifecycles, including energy consumption, water use, and
greenhouse gas emissions [238]. These impacts arise not only during model training, but
also during deployment and everyday use. Going forward, it is important to consider
environmental sustainability alongside ethical and pedagogical concerns when integrating
AI into educational systems, especially when deployed at scale.

6.6 Final Remarks
Children’s helplines rely on counsellors who can communicate with empathy, structure
conversations effectively, and support children in finding solutions. Developing these skills
requires repeated practice, which could be costly in traditional role-playing settings. At
the same time, there is a high demand for helplines, which requires training more coun-
sellors, further amplifying these costs. Interactive simulation-based tools could address
these challenges by offering an accessible, private, and safe training environment. Such
an environment allows trainees to interact with a virtual child to apply their knowledge,
while receiving guidance to build and refine their skills. This thesis aimed to explore how
simulation-based learning tools can better support the training of children’s helpline coun-
sellors. This resulted in (a) an architectural framework for social skills training systems, (b)
a randomised controlled trial demonstrating that combining simulation with pedagogical
guidance improves learning outcomes, including knowledge and performance, (c) empirical
evidence that modelling beliefs and values increases interpretability, realism, and align-
ment with counselling goals, and (d) empirical evidence that integrating large language
models with cognitive models enables natural yet controllable interactions. Together, these
findings show how interpretable, value-aware AI simulations, when combined with peda-
gogical guidance and feedback, can support effective and responsible social skills training.
This highlights the potential of simulation-based training to strengthen and accelerate
educational practice in sensitive contexts, reinforcing both professional competence and
educational impact.
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A.1 Overview of Previous Work on Lilobot
Lilobot was developed as a conversational agent to support the training of counsellors
at children’s helplines in previous work [145], as part of an MSc thesis [144]. Lilobot
simulates a child who reaches out to a helpline via text-based chat. The training objective is
to help trainees practise a structured, child-centred conversation strategy used in helplines.
Trainees interacted with Lilobot via a chat interface and attempted to guide the conversation
according to this strategy.

A.1.1 Lilobot’s Scenario Design
To support Lilobot’s learning objective, one scenario conversation was crafted in collabora-
tion with experts from the Dutch children’s helpline, without the use of LLMs. Lilobot’s
scenario focused on bullying at school. This scenario was deliberately configured to include
challenging conversational elements. For example, Lilobot could request that the helpline
directly contact the school to stop the bullying. This request falls outside the helpline’s
scope and was included to guide the trainee in applying the conversation model carefully,
rather than simply responding to the child’s first stated wish. The selected persona and
bullying context function as an example, while the same BDI-based method (explained
later) can be adapted to other personas and scenarios.

A.1.2 The Five-Phase Model
Lilobot was developed to train people to apply communication protocols. In this case,
the protocol was the five-phase model [344], a conversational strategy used in children’s
helpline services. Table A.1 shows the five-phases in more detail. The trainee was expected
to follow these phases during the conversation. If the trainee deviated from these phases,
for example, by moving too quickly, showing insufficient empathy, or failing to clarify the
child’s situation, this could lead to less desirable conversational outcomes, e.g. the child
leaving the conversation.

Table A.1: The five-phase Model steps [344].

Phase Name Function in the conversation

1 Building rapport Establish contact with the child and create a safe atmosphere
for the conversation.

2 Clarifying the
child’s story

Explore the child’s situation, understand what happened,
and identify the child’s perspective and concerns.

3 Setting the goal Clarify what the child wants from the conversation and
work toward a realistic and appropriate conversational goal.

4 Working toward
the goal

Support the child in identifying possible plans to implement
the goal and encourage actions that fits the child’s situation.

5 Rounding off the
conversation

Conclude the conversation appropriately, and in a support-
ive way.
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A.1.3 Lilobot’s Thinking
Lilobot’s thinking process is based on a Belief–Desire–Intention (BDI) computational model.
Lilobot holds various beliefs about itself, the trainee, and the world, which are affected
by the trainee’s input during a conversation. Together, the specific beliefs, desires, and
intentions defined in this model form Lilobot’s persona described above; changing this
content would result in a different persona. These beliefs function as parameters on an
interval scale from 0 to 1 and can increase or decrease depending on how the trainee
responds. For example, whether Lilobot thinks the trainee can be trusted, whether the
trainee understands its story, and whether the conversation feels safe.

Lilobot’s desires represent the child’s goals. For example, Lilobot may want to talk
about its problem, want the trainee to solve the problem directly by calling the school, want
to work toward a solution, or want to end the conversation. The intention is the desire that
is currently active and being pursued by the agent. Lilobot adopts intentions based on the
beliefs it currently holds. For example, if the belief that the trainee can be trusted drops
below a specific threshold, the child may adopt the desire to end the conversation. Based
on its current internal states, Lilobot selects an appropriate action from its knowledge base.
In this way, Lilobot’s behaviour is chosen through the interaction of its beliefs, desires, and
intentions. This structure was important for the later work in this thesis, as it provided an
interpretable cognitive basis for the simulation and made it possible to represent not only
what the virtual child says, but also why its behaviour changes over time.

To recognise trainee inputs and match them to belief changes, Lilobot used a pre-
trained NLU model built with Rasa [44]. When the trainee sends a message, the system first
classifies the raw text input into a predefined trainee intent. This recognised trainee intent
is then passed to the BDI model for reasoning. The reasoning engine uses a set of predefined
rules that map each trainee’s intent to changes in Lilobot’s belief values and, where relevant,
to changes in its active desire and next action. For example, if a trainee’s input is recognised
as showing empathy, Lilobot’s belief that the trainee understands it increases, which can
lead Lilobot to share more information about its problem. After updating its beliefs, Lilobot
re-evaluates which desire should become active. The active desire then determines the
intention Lilobot is currently pursuing, after which Lilobot selects the next response or
action. This process is repeated for each trainee’s input. In addition, Lilobot can initiate a
message if the trainee remains inactive for a short period. In such cases, the agent retrieves
a response associated with its current desire, thereby maintaining the conversational flow.
A detailed, line-by-line conversational example illustrating how different trainee inputs
affect Lilobot’s BDI model is described by Grundmann et al. [145].

Lilobot’s architecture (Figure A.1) combines a natural language understanding compo-
nent with a rule-based BDI reasoning engine. The NLU component recognises the trainee’s
intent, while the reasoning engine applies predefined rules to update Lilobot’s internal
states and select a response. The selected response is then returned to the trainee through
the chat interface.

Although the original implementation was rule-based and therefore limited in dealing
with unexpected or highly varied trainee input, it established the core simulation framework
for the later studies in this thesis. Thus, it provided the initial interpretable agent structure
that was later extended with additional scenarios, educational components, value modelling,
and the integration of large language models.
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Figure A.1: Architecture of Lilobot [145].
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B.1 Further explanations of categorisations

AgentLearner Learner

AgentLearner Learner

Input 1 Output 1

Input 2 Output2

(a)Action decision: The input is directly mapped
to output ( 2).

AgentLearner Learner Agent

Agent

Agent

Input 1

Input 3

Output 1

Input 2

Input 4

(b) Action decision: a scenario is defined ( 3).

AgentLearner Learner

State 1 cℎanges

Based on
state 1

(c) Agent model: limited states changes ( 2).

AgentLearner Learner

States 1,2,3 cℎange

Based on
all states

(d) Agent model: representation of changes
( 3).

Figure B.1: State machine diagrams explaining the four categorisation mentioned in Table 2.5.
”Learner” and ”Agent” refer to their replies.
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C.1 Participant Demographics

Table C.1: Full participant demographics by condition (control, simulation only, simulation and
feedback, simulation, feedback and reflection).

Demo-
graphic

Control (n=66) Simulation (n=66) Simulation and
feedback (n=64)

Simulation, feedback,
and reflection (n=150)

Age M = 31.41, SD = 9.58
18–23: 7 (10.6%)
24–29: 28 (42.4%)
30–39: 24 (36.4%)
40–49: 5 (7.6%)
70+: 2 (3%)

M = 31.50, SD = 9.13
18–23: 14 (21.2%)
24–29: 17 (25.8%)
30–39: 26 (39.4%)
40–49: 4 (6.1%)
50–59: 5 (7.6%)

M = 31.75, SD = 8.59
18–23: 13 (20.3%)
24–29: 17 (26.6%)
30–39: 24 (37.5%)
40–49: 6 (9.4%)
50–59: 4 (6.2%)

M = 31.90, SD = 10.24
18–23: 30 (20%)
24–29: 48 (32%)
30–39: 48 (32%)
40–49: 12 (8%)
50–59: 6 (4%)
60–69: 5 (3.3%)
70+: 1 (0.7%)

Gender Men: 30 (45.5%)
Women: 36 (54.5%)

Men: 28 (42.4%)
Women: 38 (57.6%)

Men: 32 (50%)
Women: 32 (50%)

Men: 62 (41.3%)
Women: 81 (54%)
Non-binary: 4 (2.7%)
Prefer not to say: 3 (2%)

Education Community/Technical:
3 (4.5%)
Bachelor’s: 44 (66.7%)
Master’s: 15 (22.7%)
PhD: 4 (6.1%)

Community/Technical:
3 (4.5%)
Bachelor’s: 49 (74.2%)
Master’s: 12 (18.2%)
PhD: 2 (3%)

Community/Technical:
6 (9.4%)
Bachelor’s: 41 (64.1%)
Master’s: 16 (25%)
PhD: 1 (1.6%)

Community/Technical:
13 (8.7%)
Bachelor’s: 99 (66%)
Master’s: 31 (20.7%)
PhD: 7 (4.7%)

Has
Children

Yes: 30 (45.5%)
No: 34 (51.5%)
Prefer not to say: 2
(3%)

Yes: 32 (48.5%)
No: 30 (45.5%)
Prefer not to say: 4
(6.1%)

Yes: 36 (56.2%)
No: 25 (39.1%)
Prefer not to say: 3
(4.7%)

Yes: 82 (54.7%)
No: 62 (41.3%)
Prefer not to say: 6 (4%)

English
Fluency

Native: 27 (40.9%)
Fluent: 39 (59.1%)

Native: 27 (40.9%)
Fluent: 39 (59.1%)

Native: 25 (39.1%)
Fluent: 39 (60.9%)

Native: 53 (35.3%)
Fluent: 97 (64.7%)

Field of
Study

Business: 6 (9.1%)
Law: 6 (9.1%)
ICT: 10 (15.2%)
Engineering: 13
(19.7%)
Natural Sciences: 2
(3%)
Social Sciences: 2 (3%)
Medical Sciences: 3
(4.5%)
Humanities: 7 (10.6%)
Education: 6 (9.1%)
Other: 11 (16.7%)

Business: 10 (15.2%)
Law: 2 (3%)
ICT: 13 (19.7%)
Engineering: 5 (7.6%)
Natural Sciences: 6
(9.1%)
Social Sciences: 2 (3%)
Medical Sciences: 6
(9.1%)
Humanities: 1 (1.5%)
Education: 8 (12.1%)
Other: 10 (15.2%)
Prefer not to say: 3
(4.5%)

Business: 12 (18.8%)
Law: 4 (6.2%)
ICT: 8 (12.5%)
Engineering: 5 (7.8%)
Natural Sciences: 1
(1.6%)
Social Sciences: 2 (3.1%)
Medical Sciences: 11
(17.2%)
Humanities: 3 (4.7%)
Education: 9 (14.1%)
Other: 8 (12.5%)
Prefer not to say: 1
(1.6%)

Business: 20 (13.3%)
Law: 8 (5.3%)
ICT: 36 (24%)
Engineering: 17 (11.3%)
Natural Sciences: 7
(4.7%)
Social Sciences: 8 (5.3%)
Medical Sciences: 11
(7.3%)
Humanities: 7 (4.7%)
Education: 12 (8%)
Other: 23 (15.3%)
Prefer not to say: 1
(0.7%)

Experi-
enced
Bullying

Yes: 60 (90.9%)
No: 4 (6.1%)
Prefer not to say: 2
(3%)

Yes: 60 (90.9%)
No: 6 (9.1%)

Yes: 57 (89.1%)
No: 6 (9.4%)
Prefer not to say: 1
(1.6%)

Yes: 132 (88%)
No: 15 (10%)
Prefer not to say: 3 (2%)

Chatbot
Experi-
ence

NA Once or twice: 4 (6.1%)
Occasionally: 25
(37.9%)
Frequently: 37 (56.1%)

Once or twice: 12
(18.8%)
Occasionally: 18 (28.1%)
Frequently: 34 (53.1%)

Never: 1 (0.7%)
Once or twice: 13 (8.7%)
Occasionally: 54 (36%)
Frequently: 82 (54.7%)
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Table C.2: Summary of demographics for excluded and included participants who started the pre-
questionnaire and provided consent.

Demographic Excluded Participants (n =
316)

Included Participants (n =
346)

Age M = 31.63, SD = 9.73
18–23: 67 (21.2%)
24–29: 95 (30.1%)
30–39: 107 (33.9%)
40–49: 27 (8.5%)
50–59: 12 (3.8%)
60–69: 5 (1.6%)
70+: 3 (0.9%)

M = 31.70, SD = 9.58
18–23: 64 (18.5%)
24–29: 110 (31.8%)
30–39: 122 (35.3%)
40–49: 27 (7.8%)
50–59: 15 (4.3%)
60–69: 5 (1.4%)
70+: 3 (0.9%)

Gender Men: 140 (44.3%)
Women: 170 (53.8%)
Non-binary: 3 (0.9%)
Prefer not to say: 3 (0.9%)

Men: 152 (43.9%)
Women: 187 (54.0%)
Non-binary: 4 (1.2%)
Prefer not to say: 3 (0.9%)

Education Community/Technical: 19 (6.0%)
Bachelor’s: 213 (67.4%)
Master’s: 67 (21.2%)
PhD: 17 (5.4%)

Community/Technical: 25 (7.2%)
Bachelor’s: 233 (67.3%)
Master’s: 74 (21.4%)
PhD: 14 (4.0%)

Has Children Yes: 206 (65.2%)
No: 103 (32.6%)
Prefer not to say: 7 (2.2%)

Yes: 180 (52.0%)
No: 151 (43.6%)
Prefer not to say: 15 (4.3%)

English Fluency Native: 126 (39.9%)
Fluent: 190 (60.1%)

Native: 132 (38.2%)
Fluent: 214 (61.8%)

Field of Study Business: 24 (7.6%)
Law: 13 (4.1%)
ICT: 76 (24.1%)
Engineering: 30 (9.5%)
Natural Sciences: 14 (4.4%)
Social Sciences: 19 (6.0%)
Medical Sciences: 26 (8.2%)
Humanities: 17 (5.4%)
Education: 40 (12.7%)
Other: 53 (16.8%)
Prefer not to say: 4 (1.3%)

Business: 48 (13.9%)
Law: 20 (5.8%)
ICT: 67 (19.4%)
Engineering: 40 (11.6%)
Natural Sciences: 16 (4.6%)
Social Sciences: 14 (4.0%)
Medical Sciences: 31 (9.0%)
Humanities: 18 (5.2%)
Education: 35 (10.1%)
Other: 52 (15.0%)
Prefer not to say: 5 (1.4%)

Experienced
Bullying

Yes: 286 (90.5%)
No: 26 (8.2%)
Prefer not to say: 4 (1.3%)

Yes: 309 (89.3%)
No: 31 (9.0%)
Prefer not to say: 6 (1.7%)
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There were no clear demographic differences between included and excluded participants
(Table C.2), except for parental status. Excluded participants were more likely to have
children than included participants (posterior probability = 99.9%), and this difference was
more likely to be small (79.9%) than large (0%).

C.2 Lilobot Training System Feedback

Figure C.1: An example of immediate feedback when a trainee chooses ”Advice on Next Message”,
which gives a task-level feedback.

Figure C.2: An example of immediate feedback when a trainee chooses ”Current Phase Progress”,
which gives a process-level feedback.
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Figure C.3: An example of the delayed feedback at the end of the interaction.

C.3 Questionnaires
C.3.1 Task Knowledge
Participants were given two task knowledge exams in a random order. The exams had the
same structure (e.g., number of questions), but the question order was displayed randomly.

Exam Version A
Description (if pre). As the first part of the experiment, you will be given a test to
measure your current knowledge level of the five-phase model. We want to have an honest
understanding of your current knowledge of the five-phase model (e.g., low, medium, high).
Please don’t google the answers.

Q1. What is the purpose of phase 1?
• Obtaining background information from the child
• Asking the child for their name
• Informing the child how the conversation is going
• Giving the child a warm welcome

Q2. What is the purpose of phase 3?
• To determine the child’s desired state
• To provide the child with possible solutions
• To explain to the child what they can do
• To contact the child’s school about bullying

Q3. You are now wrapping up the conversation. What happened just before this?
• You worked with the child on their desired state and goal
• You listened to the child’s story
• You asked if the child trusts someone to tell
• You asked about the child’s wishes

Q4. What should a counsellor NOT do in phase 2?
• Make the situation clearer by asking further questions
• Ask about one specific situation in which the problem occurs
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• Acknowledge the child’s problem
• Ask about important people in the child’s life

Q5. What should a counsellor NOT do in phase 4?
• Ask about important people in the child’s life
• Ask what the child can try to solve the problem
• Ask how the child can implement the agreed solution
• Ask what the child’s desired state is

Q6. You have just asked the child about their wish. What happened before this?
• You welcomed the child and calmed them
• You asked about important people in the child’s life
• You listened to the child’s background story
• You explained to the child what steps they can take

Q7. The child told you that they are being bullied. What question can you ask now in
phase 2?

• ”Who can you talk to about this problem?”
• ”Did you talk to your parents about the bullying?”
• ”Can you tell me more about your situation?”
• ”What do you want to achieve from this conversation?”

Q8. Which of the following can you say to help you navigate the conversation from
phase 3 to phase 4?

• ”What would you like to achieve with this conversation?”
• ”Is there someone that you can talk to about the bullying?”
• ”What do you think about finding a solution together?”
• ”To make it clear, you are being bullied at school and you want this to stop, is that
correct?”

Q9. What can you ask to get a clearer view of the child’s story during phase 2?
• ”Please tell me more about yourself.”
• ”Since when have you been struggling with this?”
• ”Did you start at your school this year?”
• ”Have you told anyone that you are being bullied?”

Q10. The child asks you to call their parents and tell them about bullying. What should
you say next?

• ”I can call them later today. Can you send me their number?”
• ”You should talk to your parents and tell them about the bullying”
• ”I suggest we look for another solution together. what do you think?”
• ”Sorry, the children’s helpline cannot call your parents.”

Q11. The child kept saying ‘I don’t know’ and then left when the counsellor contin-
uously asked about the child’s goal with the question: ‘What can you do to solve this
problem?’. What is the most likely mistake the counsellor made, and in which phase did
they make it? (Only choose one statement from the left and one phase number.)
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Statement In which phase? (options)
The counsellor did not properly stimulate
the child’s problem-solving skills to find a
solution

phase1, phase2, phase3, phase4, phase5

The counsellor did not ask enough ques-
tions about the details of the child’s prob-
lem

phase1, phase2, phase3, phase4, phase5

The counsellor did not show enough empa-
thy and understanding of the child’s con-
cerns

phase1, phase2, phase3, phase4, phase5

The counsellor didn’t suggest a solution
that the child could perform

phase1, phase2, phase3, phase4, phase5

Table C.3: Statements for question 11 (exam version A).

Exam Version B
Description (if pre). As the first part of the experiment, you will be given a test to
measure your current knowledge level of the five-phase model. We want to have an honest
understanding of your current knowledge of the five-phase model (e.g., low, medium, high).
Please don’t google the answers.

Q1. What is the purpose of phase 2?
• To determine the child’s wish and work with the child on that wish
• To reassure the child and tell them it will be okay
• To listen to the child and gather information about their story.
• To ask about important people in the child’s life to contact them

Q2. What is the purpose of phase 4?
• To ask about the child’s strengths
• To build towards the child’s desired state and goal
• To provide possible solutions that a child can take
• To make the problem clearer by asking further questions

Q3. You have just given the child a warm welcome. What should happen next?
• Listen to the child’s story
• Ask about the desired state of the child
• Explain to the child what steps they should take
• Find a solution together with the child

Q4. What should a counsellor NOT do in phase 1?
• Acknowledging the child’s problem and showing empathy
• Giving a warm welcome
• Making contact at the beginning of the conversation
• Asking about the child’s desired state

Q5. What should a counsellor NOT do in phase 3?
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• Investigating how the desired state would be for the child
• Agreeing with the child on the goal details
• Working towards applying a goal
• Summarising the child’s problem and desired goal

Q6. What can you say to the child in phase 5?

• ”What score would you give the conversation?”
• ”If I understand correctly, you will talk to your teacher about the problem, right?”
• ”How did you find the conversation?”
• ”I’ll arrange it for you! You’ll hear back from me later today!”

Q7. Which of these questions is NOT part of phase 4?

• ”What do you hope will be different after this conversation?”
• ”Shall we agree that you will talk to your teacher about your situation?”
• ”What are you going to tell your teacher?”
• ”Who can you talk to and who listens to you?”

Q8. You have just listened to the child’s story details. What can you say next to the
child according to the five-phase model?

• ”Why were you bullied at school?”
• ”Who can you talk to about this problem?”
• ”What have you already tried that made you feel happier at school?”
• ”Should we look for a solution together?”

Q9. You agreed with the child that they would talk to their teacher about the problem.
What would be the most suitable thing to say next?

• ”Imagine a ruler from 0 to 10. 0 is your problem at its worst, 10 is solved. Where do
you stand now?”

• ”I suggest ending the conversation now so you can get started.”
• ”Do you promise to talk to your teacher?”
• ”Is there someone else you can talk to if your teacher doesn’t listen to you?”

Q10. Which of the following can you say to help you navigate the conversation from
phase 2 to phase 3?

• ”Is there someone that you can talk to about the bullying?”
• ”If I understand you correctly, you are being bullied at school, is that correct?”
• ”What would you like to achieve with this conversation?”
• ”Is there anything I can do to help you?”

Q11. The child agreed to a goal but was not confident in performing it by the end of
the conversation. What is the most likely mistake the counsellor made, and in which phase
did they make it? (only choose one statement and one phase number)
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Statement In which phase? (options)
The counsellor did not ask enough ques-
tions about the details of the child’s prob-
lem

phase1, phase2, phase3, phase4, phase5

The counsellor did not show enough empa-
thy and understanding of the child’s con-
cerns

phase1, phase2, phase3, phase4, phase5

The counsellor did not ask enough ques-
tions about the details of applying the goal

phase1, phase2, phase3, phase4, phase5

The counsellor suggested a goal that the
child can’t perform

phase1, phase2, phase3, phase4, phase5

Table C.4: Statements for question 11 (exam version B).

C.3.2 Reflection Question
Reflection on learning experience: Please take some time to reflect on your overall
learning experience since starting the experiment. We encourage you to think deeply, as
we value your reflection capabilities. So please, take your time.

You may want to reflect on aspects such as: what you have learned, how you learned
it, how it changed your thinking, what the outcomes were, and how they align with your
initial goals.

Assessment Rubric
We assessed each reflection on five dimensions. The dimensions follow the reflection levels
in [126].

D1: Description (Revisiting) — Max 3 points
• 0: Not mentioned
• +1: Statement about an event
• +1: Another statement
• +1: Another statement

D2: Reflective Description (Revisiting with Explanation) — Max 3 points
• 0: Not mentioned
• +1: Includes reasoning
• +1: Additional reasoning
• +1: Further reasoning

D3: Dialogic Reflection (Exploring Relationships) — Max 3 points
• 0: Not mentioned
• +1: Explored one perspective or dialogue within the self
• +1: Explored more than one perspective and reasoning
• +1: Another exploration

D4: Transformative Reflection (Fundamental Change) — Max 3 points
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• 0: Not mentioned
• +1: One fundamental change mentioned
• +1: Reasoning about it
• +1: Another fundamental change

D5: Critical Reflection (Wider Implications) — Max 3 points
• 0: Not mentioned
• +1: One wider implication mentioned
• +1: Reasoning about it
• +1: Another wider implication

Total reflection score: D1+D2+D3+D4+D5 = X/15

C.3.3 Perceived Usefulness Questionnaire
Please rate the following statements about the exploration mode on a scale from strongly
disagree to strongly agree.

• The exploration mode provides me with information about the five phase model
• The exploration mode helps me to apply the five phase model better
• The exploration mode provides me with clear insight into the five phase model
• The exploration mode provides me enough control over my own learning
• Using the exploration mode, I can apply the five phase model independently
• The exploration mode fits my learning strategies



C.4 Extra Analysis

C

141

C.4 Extra Analysis
C.4.1 Cross-Condition Analysis of Primary Measures

Table C.5: Summary of Bayesian test results for three primary measures (Task Knowledge, Reflection
Capability, Conversational Outcomes), comparing each pair of conditions.

Measure Comparison Posterior
Probability Interpretation Mean [95% HDI] (SD)

Ha: Task
Knowledge

S > C 0.999 Very strong bet 1.05 [0.41, 1.70] (0.33)
SF > C >0.999 Virtually certain 1.46 [0.81, 2.14] (0.34)
SF > S 0.891 Only a casual bet 0.41 [-0.25, 1.05] (0.33)
SFR > C >0.999 Virtually certain 1.39 [0.80, 1.94] (0.29)
SFR > S 0.882 Only a casual bet 0.33 [-0.23, 0.88] (0.28)
SFR > SF 0.395 Not worth betting -0.07 [-0.63, 0.47] (0.28)

Hb: Reflection
Capability

S > C 0.989 Good bet - too good to disregard 1.31 [0.18, 2.44] (0.58)
SF > C 0.987 Good bet - too good to disregard 1.30 [0.08, 2.41] (0.59)
SF > S 0.496 Not worth betting -0.00 [-1.14, 1.10] (0.58)
SFR > C >0.999 Nearing certainty 1.77 [0.79, 2.72] (0.50)
SFR > S 0.827 Only a casual bet 0.46 [-0.46, 1.45] (0.49)
SFR > SF 0.830 Only a casual bet 0.47 [-0.49, 1.44] (0.49)

Hc:
Conversations1

SF > S 0.994 Strong bet - irresponsible to avoid 13.1 [2.85, 23.3] (5.22)
SFR > S 0.958 Good bet - too good to disregard 7.57 [-0.73, 16.5] (4.40)
SFR > SF 0.109 Only a casual bet for the opposite -5.54 [-14.0, 3.68] (4.50)

Hc:
Conversations2

SF > S 0.995 Very strong bet 2.99 [0.72, 5.25] (1.16)
SFR > S 0.976 Good bet - too good to disregard 1.93 [-0.02, 3.78] (0.97)
SFR > SF 0.140 Only a casual bet -1.06 [-2.92, 0.92] (0.98)

Note. C = Control; S = Simulation only; SF = Simulation and Feedback; SFR = Simulation, Feedback and Reflection.



C

142 C Appendix for Chapter 3

C.4.2 Exploring Feedback Option Usage in Relation to Task
Knowledge, Reflection, and Conversational Outcomes

(a) How the different option categories (Figure 3.7b)
improved in the knowledge test exam.

(b) How the different option categories (Figure 3.7b)
scored in the reflection measure.

(c) How the different option categories (Figure 3.7b) scored in the
conversational outcomes measure per session.

Figure C.4: How the different option categories in Figure 3.7b scored in the three outcome measures.
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D.1 BDI and Human Values List
We used the same list of beliefs, desires, and intentions as in [6, 145], but added the following
when integrating human values into the agent’s model. All states are written from Lilo’s
perspective, but Kai has the same list.

Beliefs
• B1: I think if I hit back they will think I’m strong
• B2: I think if I hit back I will not be punished
• B3: I think if I walk away I will not be punished
• B4: I think if I walk away they will think I’m strong
• B5: I think if I don’t tell anyone other kids will not be harmed or expelled
• B6: I think if I don’t tell anyone I will not be harmed
• B7: I think if I tell someone I will not be harmed
• B8: I think if I tell someone other kids will not be harmed or expelled

Desires
• D1: Lilo wants to be stronger than other children
• D2: Lilo wants to be good for everyone

Intentions
• I1: Lilo wants to hit back
• I2: Lilo wants to walk away
• I3: Lilo does not want to tell anyone
• I4: Lilo wants to tell someone

Convictions
• C1: Hitting back leads to Power
• C2: Hitting back leads to Security
• C3: Walking away leads to Security
• C4: Walking away leads to Power
• C5: Not-telling leads to Benevolence
• C6: Not-telling leads to Security
• C7: Telling leads to Security
• C8: Telling leads to Benevolence

Values
• V1: Self-enhancement
• V2: Self-transcendence
• V3: Security
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D.2 Demographics details

Table D.1: Participant demographics by condition.

Demo-
graphic

Base condition (n=64) Values condition
(n=64)

Values and feedback
condition (n=65)

Gender Man: 32 (50%)
Woman: 31 (48.4%)
Non-binary: 1 (1.6%)

Man: 32 (50%)
Woman: 30 (46.9%)
Non-binary: 1 (1.6%)
Prefer not to say: 1 (1.6%)

Man: 38 (58.5%)
Woman: 26 (40%)
Prefer not to say: 1 (1.5%)

Age Group 18–23: 11 (17.2%)
24–29: 16 (25%)
30–39: 15 (23.4%)
40–49: 8 (12.5%)
50–59: 7 (10.9%)
60–69: 6 (9.4%)
70+: 1 (1.6%)

18–23: 14 (21.9%)
24–29: 11 (17.2%)
30–39: 15 (23.4%)
40–49: 13 (20.3%)
50–59: 7 (10.9%)
60–69: 4 (6.2%)

18–23: 14 (21.5%)
24–29: 11 (16.9%)
30–39: 23 (35.4%)
40–49: 6 (9.2%)
50–59: 8 (12.3%)
60–69: 2 (3.1%)
70+: 1 (1.5%)

Education
Level

Bachelor’s: 29 (45.3%)
Master’s: 29 (45.3%)
PhD: 4 (6.2%)
Community college: 2
(3.1%)

Bachelor’s: 36 (56.2%)
Master’s: 22 (34.4%)
PhD: 3 (4.7%)
Community college: 3
(4.7%)

Bachelor’s: 33 (50.8%)
Master’s: 21 (32.3%)
PhD: 7 (10.8%)
Community college: 4
(6.2%)

Country South Africa: 23 (35.9%)
United States: 19 (29.7%)
United Kingdom: 11
(17.2%)
Others: 11 (17.2%)

South Africa: 24 (37.5%)
United States: 15 (23.4%)
United Kingdom: 8
(12.5%)
Others: 17 (26.6%)

South Africa: 28 (43.1%)
United States: 13 (20%)
United Kingdom: 11
(16.9%)
Others: 13 (19.9%)

Has Children Yes: 49 (76.6%)
No: 14 (21.9%)
Prefer not to say: 1 (1.6%)

Yes: 45 (70.3%)
No: 19 (29.7%)

Yes: 47 (72.3%)
No: 18 (27.7%)

Field of
Study/Work

ICT: 15 (23.4%)
Medical Sciences: 12
(18.8%)
Business: 9 (14.1%)
Education: 6 (9.4%)
Engineering: 5 (7.8%)
Humanities: 5 (7.8%)
Other: 8 (12.5%)
Social Sciences: 2 (3.1%)
Law: 1 (1.6%)
Natural Sciences: 1
(1.6%)

ICT: 24 (37.5%)
Education: 11 (17.2%)
Engineering: 6 (9.4%)
Medical Sciences: 6
(9.4%)
Business: 4 (6.2%)
Social Sciences: 4 (6.2%)
Other: 5 (7.8%)
Humanities: 3 (4.7%)
Prefer not to say: 1
(1.6%)

ICT: 27 (41.5%)
Education: 9 (13.8%)
Medical Sciences: 8
(12.3%)
Other: 7 (10.8%)
Business: 2 (3.1%)
Law: 2 (3.1%)
Engineering: 4 (6.2%)
Humanities: 3 (4.6%)
Natural Sciences: 1
(1.5%)
Social Sciences: 1 (1.5%)
Prefer not to say: 1
(1.5%)

Chatbot Ex-
perience

Not collected due to ad-
ministrative error

Frequently: 40 (62.5%)
Occasionally: 23 (35.9%)
Once or twice: 1 (1.6%)

Frequently: 48 (73.8%)
Occasionally: 13 (20%)
Once or twice: 4 (6.2%)
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D.3 Questionnaire Items and Rubric
H2: Situational Awareness Questions
Participants answered questions based on different situations with the virtual child. Re-
sponses assessed their understanding of the child’s motivations based on the child’s values.

Scenario 1: Lilo wants the trainee to call their school

Q1 What did Lilo want to do initially during the conversation?
Q2 Why did Lilo want you to call their school?
Q3 If we suggest to Lilo that standing up for themselves and confront the bullies, how

might Lilo respond and why?
Q4 If we suggest to Lilo that talking to someone at school could help solve the problem

without violence, what will Lilo think and why?

Scenario 2: Lilo wants to hit back

Q1 What did Lilo want to do initially during the conversation?
Q2 Why did Lilo want to hit back?
Q3 If we suggest to Lilo that talking to someone at school could help solve the problem

without violence, what will Lilo think and why?
Q4 If we suggest to Lilo that we will talk to their school to solve their issue, how will

Lilo react and why?

Scenario 3: Kai wants to stop going to school

Q1 What did Kai want to do initially during the conversation?
Q2 Why did Kai want to stop going to school?
Q3 If we suggest to Kai that they stand up for themselves and confront the bullies, how

might Kai respond and why?
Q4 If we suggest to Kai that talking to someone at school could help solve the problem

without violence, what will Kai think and why?

Scenario 4: Kai didn’t want to tell anyone

Q1 What did Kai want to do initially during the conversation?
Q2 Why didn’t Kai want to tell anyone?
Q3 If we suggest to Kai that they stand up for themselves and confront the bullies, how

might Kai respond and why?
Q4 If we suggest to Kai that we will talk to their school to solve their issue, how will Kai

react and why?
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Table D.2: Rubric for scoring situational awareness responses.

Score Criteria
0 No clear answer to the question
1 Q1: Answers the goal without linking to values

Q2–Q4: Identifies child motivations based on goals/emotions without value
framing

2 Q1: Explains the goal with reference to values
Q2–Q4: Identifies motivations through human values

+1 bonus For any question: Mentions value conflict, moral reasoning, or compares/mul-
tiplies value perspectives

H3: Opportunity to Align (7-point scale)
Please indicate how much you agree with the following statements about you interactions
with Kai and Lilo from strongly disagree to strongly agree.

1. I adjusted my approach to better align with Kai and Lilo’s values.
2. I easily understood and recognised Kai and Lilo’s values.
3. Kai and Lilo provided more than a surface-level explanation for their goal.
4. (R) Kai and Lilo have similar concerns and values.
5. Kai and Lilo have different views about which solutions are acceptable for stopping

the bullying.
6. (R) When you began exploring solutions, Kai and Lilo only needed a practical and

hands-on solution.
7. (R) The solutions you explored focused on achieving a goal without being biased by

Kai and Lilo’s values.

H4: Perceived Usefulness (7-point scale)
Please rate the following statements about the overall learning tool from strongly disagree
to strongly agree.

1. The learning tool helps me effectively understand how to align with the virtual
child’s values (motivational interviewing).

2. The learning tool helps me clearly understand the communication protocol (the
five-phase model).

3. The learning tool helps me effectively apply motivational interviewing techniques to
align with the virtual child’s values.

4. The learning tool provides clear insight into how the virtual child’s values impact
their reasoning.

5. The learning tool enables me to apply motivational interviewing to align with the
child’s values.

6. The learning tool enables me to apply the communication protocol (the five-phase
model).
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7. The learning experience improved my ability to recognise and align with the virtual
child’s values.

D.4 System Interface Screenshots

Figure D.1: Screenshot of the value-with-feedback condition. The right pane shows the conversa-
tional chat with the virtual child. The left includes two menus summarising the five-phase model
and motivational interviewing. The ”Current Child Situation” button above them reveals value-based
feedback. This button is absent in the base BDI and values-integrated conditions.

Figure D.2: Example feedback shown when the ”Current Child’s Situation” button is clicked,
displaying the child’s values and reasoning in a pop-up.
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D.5 Example Participant Conversation Scripts
Participant Interaction 1: Lilo

Participant: Hi there!
Lilo: Hiiii I am Lilo
Participant: Hello Lilo, it is so nice to meet you.
Lilo: Hey, I’m Lilo.
Participant: How are you doing today?
Lilo: It’s not going well :((
Participant: Why is that?
Lilo: I’m being bullied
Participant: Oh, I am so sorry to hear that.
Lilo: :(
Participant: Can you explain a little bit more as to what is happening?
Lilo: I get shouted at, teased and so on. It actually started with jokes, but now it is
becoming more and more bullying
Lilo: I sometimes go to school with a stomach ache.
Participant: Where is this bullying happening?
Lilo: at school :(
Participant: So to clarify, you are getting bullied at school?
Lilo: yes!
Participant: And it makes you feel alone and small?
Lilo: :(
Lilo: Yesterday they beat me up again. they often tease me and sometimes hit me…I
don’t like that
Participant: I am sorry to hear that Lilo
Lilo: :(
Participant: What do you want to achieve in this conversation?
Lilo: I want the bullying to stop
Participant: I understand that.
Lilo: okay
Participant: Have you tried talking to anyone else?
Lilo: nobody. I don’t want people thinking I can’t handle it.
Participant: You do not want people knowing about the bullying?
Lilo: I want to hit them back.
Participant: It sounds like you want to keep this conversation between us.
Participant: It sounds like you want to keep this conversation between us.
Participant: What do you think hitting them back will resolve?
Lilo: If I hit them, they’ll see I’m not easy to tease.
Lilo: I want to show my classmates who is stronger.
Participant: Don’t you think that might hurt them?
Participant: Perhaps the situation will get worse if you retaliate
Lilo: maybe the situation will get worse
Lilo: Maybe the school will punish me
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Participant: Maybe we can come up with another solution together?
Lilo: yesss
Participant: What else can you do besides fighting back?

Thinking shift:
Lilo’s thinking is
shifting to the new
intention

Lilo: Ignoring them and walk away might make me look stronger.
Participant: That sounds like a good goal.
Lilo: thank yooou
Participant: Is there a teacher you can speak to about it?
Participant: Is there someone at school you can talk to about it?
Lilo: I don’t want people thinking I can’t handle it.
Participant: Let’s try ignoring them and walking away
Lilo: yesss
Participant: After that, what will you do next?
Lilo: I’ll keep my head up and act like they’re not worth my time.
Participant: That is wonderful Lilo
Participant: I am proud of you for coming up with that goal on your own
Lilo: :)
Participant: Do you feel better?
Lilo: Better and stronger than them, I think
Participant: Do we agree on our goal?
Lilo: that they don’t hit me anymore
Participant: I think we might be done here
Participant: Thank you for opening up to me
Participant: I appreciate our conversation
Lilo: :(
Participant: Do you feel better?
Lilo: I do not understand what you mean
Participant: Do you feel better about the bullying situation?
Participant: Let’s try ignoring them and walking away
Lilo: yeah
Participant: After that, what will you do next?
Lilo: I think I’d just look at them, not say anything, and walk away like they’re not
even worth my time.
Participant: That is good
Lilo: :))))
Participant: Do you feel better?
Lilo: I will feel like I’m stronger.
Participant: Great job!
Lilo: thank yooou
Participant: I think we are done here.
Participant: Have a nice day Lilo
Lilo: Bye!
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Participant Interaction 2: Kai

Participant: Hello
Kai: Hey, I’m Kai.
Participant: How are you, Kai?
Kai: It’s not going well :((
Participant: What’s wrong?
Kai: I’m bullied at school
Participant: I am sorry to hear that
Kai: thanks :(
Participant: Have you told anyone?
Participant: What do you think would happen if you told someone?
Kai: I haven’t talked to anyone about it yet. Otherwise they might bully others as well
Participant: Why do they bully you?
Kai: I’m not sure
Participant: How often does it happen?
Kai: almost every week
Participant: I m sorry to hear that
Kai: :(
Participant: What do you want to get out of this counselling session?
Kai: I don’t want to be bullied anymore
Participant: I understand
Kai: :(
Participant: That must be tough
Kai: :(
Participant: What do you think would be a good plan?
Kai: I’m afraid of what will happen to other children.
Participant: Do you think others will be safe if you don’t tell?
Kai: I don’t want anyone to get in trouble because of me.
Kai: I hope they be nice, so no one else feels like this.
Participant: Maybe they need to get in trouble if they are doing something bad
Kai: maybe they will think it’s okay to keep bullying other kids too
Participant: If you don’t tell someone do you think they will stop?
Kai: then they will not hurt anyone and they will not be expelled
Participant: What do you think is a good plan?
Kai: I don’t want to tell anyone, otherwise my classmates might be expelled
Participant: What would happen if you told your teacher?
Kai: how can my teacher help me?
Participant: Sounds like you don’t want to get anyone in trouble
Participant: But if you don’t tell someone, they may hurt someone else
Kai: maybe they will keep bullying me and others even if I don’t tell

Thinking shift:
Kai’s thinking is
shifting to the new
intention

Participant: Thats a good point
Kai: :)))
Participant: What small steps could you take?
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Kai: If I talk to someone, maybe they can help to protect everyone.
Participant: Thats a good idea
Kai: thank yooou
Participant: Do you have any questions?
Kai: :(
Participant: When will you tell someone?
Kai: I will tell my teacher tomorrow about them and that I don’t want them to be
expelled
Participant: That’s very good
Kai: ok
Participant: Your teacher will be able to handle the bullies
Kai: :)
Participant: What else can you do?
Kai: If I tell, maybe they’ll learn that hurting people isn’t okay and they don’t grow
up to be criminals.
Participant: Very good point,
Kai: thank yooou
Participant: Sounds like telling a teacher is a good idea
Kai: yesss
Participant: Thank you for talking to me
Participant: Good luck with your plan
Kai: yeah, okeeey :)))
Participant: Good bye
Kai: Bye bye!
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E.1 Prompt Used for Script Generation
The following prompt was used to generate the AI-based dialogue script through GPT-4o:

Engage in roleplay to train me on the five phase model. You are a child (Sarah)
who was bullied at school and chatting with a child helpline. I will play the
volunteer at the helpline. Let’s start: “I am John, I am here to listen to you.
What do you like to talk about?”

E.2 Dialogue Scripts
Before reviewing the dialogue scripts, interview participants were given the following
instructions:

Script A (Sarah) was generated by an AI (e.g., ChatGPT). Script B was generated
by Lilobot. Please go quickly through the two scripts. As you read, consider
how the overall structure of each conversation supports the trainee’s learning.

E.2.1 Script A: Sarah (AI-Generated)
…

Trainee: have you told your mother or teacher about it?
Sarah: I don’t want to… Last time I told my teacher, she just said “ignore them” and
nothing changed. And if I tell my mom, she’ll just get super mad and come to the
school. That would make it worse… they’d tease me even more. You’re the only
person I’ve told so far…

Trainee: did you report the bullies?
Sarah: But… what if they find out I told on them? [worried] They already call me
names and push my stuff off my desk. If they think I’m a snitch, they’ll probably do
worse. I just want it to stop… but I don’t want to get in more trouble. Do you really
think reporting them will help?

Trainee: you have to report them
Sarah: …You keep saying that. [upset] But you’re not really listening to how scared I
am. What if they hurt me worse next time? What if no one believes me? I came here
to talk because I thought maybe you’d understand how hard this is… not just tell me
what to do.

Trainee: when did this happen?
Sarah: It was earlier today… during morning break and then again at recess. It kind of
feels like it’s been happening a lot lately, but today was the worst. I’ve been thinking
about it ever since I got home.

Trainee: what do you want to achieve in this conversation?
Sarah: Um… I guess… I just want someone to actually hear me. Most of the time I
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feel like no one really notices what’s going on. I don’t need you to fix everything,
but… I want to feel a bit less alone, and maybe figure out what I can do so it doesn’t
keep happening.

Trainee: that’s a nice thing to have
Sarah: Yeah… I just don’t really feel it a lot of the time. But talking to you… it already
feels a little safer than talking to anyone at school. I just hope things can get better
somehow.

Trainee: how do you want to achieve this?
Sarah: Um… maybe by just talking it through with you? Like… if I can tell you what’s
been happening and how it makesme feel, maybewe can figure out some ideas together.
I think just having someone who’s calm and not judging me helps me think a bit more
clearly. So… I guess by being honest and trying to understand what options I even have.

Trainee: can you think of any options?
Sarah: Maybe… a few? I’m not totally sure if they’re good ones, though. I could…
– try telling a teacher, but I’m scared they’ll just make it worse or the girls will get
mad.
– talk to my mom, but I don’t want her to worry too much.
– try staying with different people at recess… but I don’t really have close friends
right now. Or I could just ignore them, but that hasn’t really worked so far.
I don’t know… those are the only things I can think of.

Trainee: is there someone that you trust?
Sarah: Hmm… I guess the person I trust the most is my mom. She always tries to
understand me, even when I’m upset. There’s also one girl in my class, Mia… we’re
not super close, but she’s always nice to me. I just don’t know if I should tell her
about this stuff. It feels embarrassing. But… yeah. My mom is probably the one I trust
the most.

…

E.2.2 Script B: Hybrid Lilobot
…

Trainee: have you told your mother or teacher about it?
Lilo: I didn’t tell anyone.

Trainee: did you report the bullies?
Lilo: I haven’t talked to anyone about it yet. Otherwise the bullying will get worse. :(
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Trainee: you have to report them.
Lilo: No I don’t want to

Trainee: when did this happen?
Lilo: Yesterday

Trainee: what do you want to achieve in this conversation?
Lilo: I want the bullying to stop

Trainee: that’s a nice thing to have
Lilo: thank yooou

Trainee: how do you want to achieve this?
Lilo: Can you call my school?

[Branch 1: Trainee Refuses Request]
Trainee: No we can’t do that
Lilo: Bye!
(Scenario ends abruptly)

[Branch 2: Trainee Redirects]
Trainee: can you think of any options?
Lilo: I don’t know

Trainee: is there someone that you trust?
Lilo: I think Miss Ellie is sweet but I don’t dare tell her

Trainee: that’s a good idea

…

E.3 Guiding Questions for the Semi-Structured In-
terviews

The following questions were used to guide the semi-structured interviews:

Experience Interacting with the Hybrid System
a. How did this feel compared to a real training or role-play session? Did it feel stressful

and demanding like a real call, or stressful in another way?

b. If you said the wrong thing, did the child’s reaction help you understand why it was
a mistake, or was it confusing?
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c. When you demonstrated a specific skill (e.g., empathy), did the child’s responses
provide positive reinforcement (e.g., feeling that a connection was built)?

Reflections on the Example Scripts
a. Do the scripts allow the trainee to fail, or do they force a “happy path”? Which

approach is better for learning?

b. Are the children easy—or perhaps too easy—to understand and connect with? What
is the right balance for learning?

c. In the AI-based script, Sarah’s responses vary across runs. Is this variability beneficial
for learning, or is a more controllable scenario (as in Lilobot) more effective?

d. In Lilobot, the child abruptly leaves the chat if the trainee refuses a request to call
the school. Is this “sudden exit” good?

e. Does one scenario perform more of the “heavy lifting” for the trainee (i.e., reduce
cognitive load)? If so, is this beneficial or detrimental to training?
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