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Abstract

Multivariate volumetric datasets are becoming increasingly large and complex, making transfer function
design for direct volume rendering more difficult. Recent work has shown that flat dimensionality re-
duction techniques, such as t-SNE, can support transfer function design by projecting high-dimensional
voxel attributes into a two-dimensional embedding space. However, flat dimensionality reduction meth-
ods become difficult to scale to datasets containing millions of voxels. They produce visually cluttered
transfer function domains and require large nearest-neighbor structures for mapping rendering sam-
ples to the embedding. In this work, we use Hierarchical Stochastic Neighbor Embedding (HSNE) as
a scalable alternative for dimensionality reduction-based transfer function design in multivariate vol-
ume rendering. Instead of defining the transfer function over all voxels, we select a level of the HSNE
hierarchy and use its landmarks as a reduced domain, and integrate this representation into the ren-
dering pipeline. Our method is implemented and evaluated in the ManiVault framework using large
multivariate tissue datasets. The results show that the HSNE-based approach significantly reduces
preprocessing and rendering times compared to a t-SNE-based baseline, while also reducing visual
clutter in the transfer function space. Higher hierarchy levels further improve runtime performance and
simplify interaction, although they may lose fine detail. These results demonstrate that hierarchical
dimensionality reduction can improve the scalability and usability of dimensionality reduction-based
transfer function design for large multivariate volumetric datasets.
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1
Introduction

The increasing availability of large, complex volumetric datasets through advances in technology and
instrumentation [1, 2, 3] poses significant challenges for effective analysis and interpretation in scientific
visualization. In fields such as medical imaging, fluid dynamics, and materials research, each voxel
in a volumetric dataset can contain multiple interrelated variables. Direct volume rendering (DVR)
enables visualization of such data by mapping the values to visual properties such as color and opacity
through transfer functions (TFs). However, defining meaningful TFs becomes increasingly difficult as
data dimensionality grows, since users must reason about relationships that are not directly visible in
the original data space.

Recent work has shown that neighborhood-preserving dimensionality reduction (DR) can support TF
design by projecting high-dimensional voxel attributes into a two-dimensional embedding. In this em-
bedding, similar voxels are positioned close to each other, allowing users to select and color regions
that correspond to meaningful data patterns. Snellenberg [4] demonstrated that embeddings created
with methods such as t-SNE [5] and UMAP [6] can be used as an intuitive domain for multivariate TF
design. Since these nonlinear DR methods do not provide an explicit mapping for newly interpolated
samples during rendering, this approach evaluates the TF by using an approximate nearest neighbor
(ANN) graph in the original high-dimensional attribute space.

Although this makes DR-based TF design possible for multivariate volume rendering, it also introduces
scalability limitations. In a flat embedding, every voxel is represented as a point in the TF domain.
For datasets containing millions of voxels, this creates two problems. First, the embedding becomes
visually cluttered, making it difficult to identify clusters and define precise TF selections. Second, the
ANN graph used during rendering must be constructed over a very large set of points, increasing pre-
processing time and query times needed to find the closest neighbors of the samples. Since there are
many samples along each viewing ray, this lookup step can become a major bottleneck for interactive
rendering.

Our work addresses these limitations by using Hierarchical Stochastic Neighbor Embedding (HSNE)
[7] as a hierarchical alternative to flat DR-based TF design. HSNE represents the data at multiple ab-
straction levels using landmark points, where higher levels summarize larger groups of voxels. Instead
of defining the TF over all voxels, our work uses a selected HSNE hierarchy level as the TF domain.
This reduces the number of points shown to the user and the number of points used in the ANN struc-
ture during rendering. As a result, the method aims to improve scalability and interaction usability while
preserving the main structures needed for exploratory visualization.

The main contribution of this thesis is the design and evaluation of a scalable DR-based TF approach
for multivariate volume rendering using HSNE landmarks. The contributions of this research are:

• Adaptation of a full data rendering pipeline in which interpolated samples are mapped to HSNE
landmarks using nearest neighbor queries in the high-dimensional attribute space.

• Adaptation of a 2D position rendering pipeline that precomputes voxel-to-embedding mappings
to reduce rendering costs during interaction.

1
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• Quantitative and qualitative comparison with a flat t-SNE-based baseline, focusing on ANN con-
struction time, rendering performance, TF interaction, visual clutter, and visual quality.

The remainder of this thesis is structured as follows. Chapter 2 provides the necessary background
on DVR, TF, and DR techniques that are essential for understanding our proposed method. Chapter 3
reviews related work in DVR, TF design, and hierarchical visualization methods. Chapter 4 describes
our proposed HSNE-based TF method and the two rendering pipelines. Chapter 5 presents the run-
time, interaction, and visual quality evaluation. Finally, Chapter 6 concludes the thesis and discusses
limitations and directions for future work.



2
Background

This chapter introduces the background concepts needed to understand the proposed method. First,
the representation of volumetric and multivariate data is discussed in Section 2.1. Then, Section 2.2
explains direct volume rendering (DVR), including ray casting. Transfer functions (TFs) are explained
in Section 2.3, along with the difference between pre-classification and post-classification. Section 2.4
introduces dimensionality reduction (DR) techniques, focusing on how they can be used to support TF
design. Lastly, hierarchical approaches such as Hierarchical Stochastic Neighbor Embedding (HSNE)
are explained in Section 2.5, with their relevance for large volumetric datasets.

2.1. Data Representation
A volumetric dataset can be described as a set V of samples (x, y, z, v), commonly referred to as
voxels. Each voxel corresponds to a spatial position (x, y, z) in three-dimensional space and stores
an associated data value v. This value represents a property of the underlying physical or simulated
phenomenon at that location.

The stored value v can take different forms depending on the application. In the simplest case, it may
be binary; for example, a 0 indicates the background, or a label i from a predefined set I indicates the
presence of a specific object. However, in many scientific applications, the value represents a single
measurable scalar quantity such as density, temperature, pressure, or intensity.

In more complex datasets, each voxel contains multiple attributes. In such cases, v can be represented
as a vector, storing several variables at the same spatial location. Examples include velocity fields in
fluid simulations, color values such as RGB triples, or measurements from multiple imaging modalities,
such as anatomical and functional scans acquired from CT, MRI, PET, or fMRI. These multivariate
volumetric datasets are common in modern medical and scientific visualization.

2.2. Direct Volume Rendering
A widely used technique for visualizing volumetric data without first extracting geometric representa-
tions such as iso-surfaces or polygonal meshes is DVR. Instead of transforming the data into explicit
surfaces, DVR directly maps voxel values to optical properties. This approach enables the visualization
of internal structures that would otherwise remain hidden in surface-based techniques.

In DVR, the volume is interpreted as a semi-transparent medium in which each spatial location con-
tributes to the final image according to its optical characteristics. These characteristics are typically
defined in terms of color and opacity and are assigned through a TF, which is explained in Section 2.3.
The rendered image is generated by integrating these contributions along viewing rays.

2.2.1. Ray Casting and Optical Model
Ray casting is one of the most widely used techniques for implementing DVR. For each pixel in the
2D image plane, a viewing ray is generated from the camera position and traced through the volume
domain. As illustrated in Figure 2.1, each ray traverses the volume and is evaluated at discrete sampling
positions along its path.

3
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Figure 2.1: A camera casting a viewing ray through a 2D image plane into a semi-transparent volume cube, with discrete
sample points marked along the ray inside the volumetric data.

At each sampling position si, the data value is usually not directly available since the sample position
does not necessarily coincide with a voxel center. Therefore, the value at si is reconstructed from
the surrounding voxels in the discrete grid using sampling strategies. These sampling strategies are
discussed in more detail in Section 2.2.2. This reconstructed value is then mapped to optical proper-
ties, typically color Ci and opacity αi, using a TF. The TF, therefore, determines how the data values
contribute to the final image.

The contributions of all samples along a ray are accumulated using an optical compositing model. The
emission-absorption model is adopted for our method. In this model, each sample emits light while also
attenuating the light accumulated from previous samples along the ray. As the ray progresses through
the volume, color and opacity are combined in order of increasing depth.

The accumulated color along a ray is computed incrementally using front-to-back compositing, as
shown in Equation (2.1). At each sampling position i, the newly accumulated color C ′

i is computed
from the previously accumulated color C ′

i−1 and the premultiplied sample color Ci, weighted by the
remaining transparency 1−α′

i−1. Here, Ci denotes the sample color after its RGB values have already
been multiplied by the sample opacity αi. The newly accumulated opacity α′

i is computed in Equa-
tion (2.2) from the previous accumulated opacity α′

i−1 and the sample opacity αi, again weighted by
the remaining transparency 1− α′

i−1.

C ′
i = C ′

i−1 + (1− α′
i−1)Ci (2.1)

α′
i = α′

i−1 + (1− α′
i−1)αi (2.2)

The compositing process continues until the ray exits the volume or becomes fully opaque, thus α′
i ≥ 1.

The final accumulated color determines the pixel value in the rendered image. This optical model en-
ables semi-transparent visualization of internal structures, making DVR particularly suitable for medical
and scientific volumetric data.

2.2.2. Sampling and Reconstruction Strategies
Volumetric data is stored as discrete samples on a regular 3D grid. However, during ray casting, sam-
pling positions along a ray generally do not coincide with voxel centers. Therefore, continuous data
values must be reconstructed from neighboring voxel samples.

The simplest reconstruction strategy is nearest neighbor interpolation, where the value of the closest
voxel is used. Although computationally efficient, this method can introduce block-like artifacts and
abrupt intensity changes.
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More commonly, trilinear interpolation is applied. In this strategy, the value at a sampling position
is computed as a weighted combination of the eight surrounding voxels. This produces smoother
transitions and improves visual quality while maintaining a reasonable computational cost.

In addition to interpolation, the choice of sampling step size along the ray is important. A smaller step
size increases visual accuracy and reduces aliasing artifacts but requires more sampling evaluations
and higher computational cost. A larger step size improves performance but may miss fine structures
or introduce visual inaccuracies.

Together, the interpolation method and the sampling density directly influence rendering quality and
runtime speed. Since the TF is evaluated at every sampling position, the number of samples per ray
also determines the computational cost of TF evaluation during rendering.

2.3. Transfer Functions
In DVR, the TF defines how data values are mapped to visual properties such as color and opacity.
While ray casting determines how samples are accumulated along a viewing ray, the TF determines
what each sample contributes to the final image. As such, the TF plays a central role in revealing
structures of interest within volumetric data.

For each reconstructed sample value v, the TF assigns a color C(v) and an opacity α(v). These
optical properties directly influence the compositing model, as seen in Equation (2.1) and Equation (2.2).
Regions assigned high opacity become visually prominent, whereas regions with low opacity become
transparent. Similarly, color mappings allow for differentiation between materials, tissues, or features
within the data.

2.3.1. One- and Multi-Dimensional TFs
The most basic form of a TF is one-dimensional (1D), where optical properties depend on a single
scalar data value, typically intensity. In this case, the TF can be represented as a curve or a set of
control points defined over the data value range.

1D TFs are intuitive and computationally efficient. They are commonly used in applications such as
CT or MRI visualization, where intensity values often correspond to specific materials or tissue types.
However, in many datasets, different structures may share overlapping intensity ranges. In such cases,
a purely intensity-based mapping is insufficient for reliable separation.

To better distinguish structures, multi-dimensional TFs incorporate additional voxel attributes beyond
raw intensity. These attributes may include the magnitude of the gradient, curvature, texture measures,
or other derived features. Bymapping combinations of attributes to optical properties, multi-dimensional
TFs enable more selective and expressive visualizations.

For example, the magnitude of the gradient is often used together with the intensity to emphasize the
boundaries of the material. In such a 2D TF, opacity may be assigned based on both intensity and
gradient magnitude, allowing boundary regions to be highlighted while homogeneous regions remain
transparent.

More generally, a multi-dimensional TF defines a mapping:

(v1, v2, ..., vn) → (C,α), (2.3)

where each voxel is described by multiple attributes. While this increases expressive power, it also
significantly increases complexity.

As the number of voxel attributes increases, the TF design space becomes high-dimensional and dif-
ficult to navigate. Instead of adjusting a single intensity curve, users must reason about relationships
between multiple variables simultaneously. Because humans cannot directly visualize more than two or
three dimensions at once, understanding how different attributes interact becomes challenging. Small
adjustments in one dimension may have unexpected effects when combined with others, making the
design process less predictable.

In high-dimensional settings, the parameter space of the TF grows rapidly, which increases complexity
and makes systematic exploration difficult. Structures that overlap in some attributes but differ in others
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Figure 2.2: Visual comparison between pre-classification and post-classification. Pre-classification can introduce a loss of
detail, while post-classification better preserves fine detail and clear boundaries. Image from [8].

may still be hard to separate without careful tuning. As a result, users often rely on trial-and-error, itera-
tively modifying parameters, and observing the rendered output. This process can be time-consuming
and cognitively demanding, especially for large multivariate datasets.

These limitations highlight the need for techniques that simplify the high-dimensional attribute space
into more manageable representations. DR methods address this challenge by projecting multivariate
voxel attributes into lower-dimensional spaces that are easier to visualize, explore, and use for TF
design. These methods are discussed in more detail in Section 2.4.

2.3.2. Pre-Classification and Post-Classification
The evaluation of a TF can be performed either before or after interpolation during ray casting. These
two strategies are commonly referred to as pre-classification and post-classification.

In pre-classification, the TF is applied directly to the discrete voxel values stored in the grid. Color and
opacity are assigned at the voxel centers, and afterward, interpolation is performed on these optical
properties. While computationally efficient, pre-classification may introduce visual artifacts, especially
when sharp transitions are present in the TF.

In post-classification, interpolation is first performed on the data values to obtain the reconstructed
scalar or multivariate value at each sampling position. The TF is applied to this interpolated value. This
approach produces smoother and more accurate visual results, particularly when using non-linear or
complex TFs.

Post-classification is generally more expensive than pre-classification, because the TF is evaluated
after interpolation at the sampling positions along each ray. In standard scalar volume rendering, how-
ever, this additional cost is usually limited, since the TF evaluation is typically a simple lookup. The
implications of post-classification become more important when the TF is defined in a DR space, as
discussed in Section 2.4.3.

The main advantage of post-classification is the improved visual quality. As illustrated in Figure 2.2, pre-
classification can introduce a loss of detail and blur clear boundaries, while post-classification preserves
these structures better. For this reason, post-classification is commonly used when visual accuracy is
important.

2.4. Dimensionality Reduction for Visualization
Modern scientific and medical datasets often contain multiple variables per data point. Each voxel can
therefore be described by attributes such as intensity, gradient magnitude, curvature, and modality-
specific measurements. While this increases expressive power, it also makes analysis and interaction
more difficult. Humans cannot directly reason about high-dimensional spaces, and direct visualization
beyond three dimensions is not possible without transformation.
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This challenge is addressed by DR by projecting high-dimensional data into a lower-dimensional space,
typically two dimensions. The goal is to make the data easier to visualize and explore while still pre-
serving meaningful structural relationships.

The goal of DR in visualization is, therefore, not merely compression but structure preservation. Points
that are similar in the original high-dimensional space should remain close in the low-dimensional em-
bedding, while dissimilar points should remain separated.

In the context of TF design, DR enables users to interact with complex voxel attribute spaces through a
2D representation. Instead of reasoning about multiple attributes separately, users can explore clusters
and patterns directly in the embedded space.

2.4.1. Linear Techniques
Linear DRmethods assume that the data lies approximately on a linear subspace of the high-dimensional
space. This means that the main variation in the data can be captured by a limited number of linear
directions. The most widely used linear DR technique is Principal Component Analysis (PCA) [9].

PCA identifies orthogonal directions, called principal components, in which the data experiences max-
imum variance. By projecting the data onto the first few principal components, a lower-dimensional
representation is obtained that captures as much global variance as possible.

Linear methods such as PCA are computationally efficient and mathematically well-defined. They pre-
serve global structure and are easy to interpret. However, they are limited in their ability to represent
non-linear relationships. If the data are in a curved manifold embedded in high-dimensional space, a
linear projection may distort important neighborhood relationships.

For complex multivariate volumetric datasets, where attributes often exhibit non-linear dependencies,
purely linear DR methods may fail to capture intrinsic data structure.

2.4.2. Non-Linear Techniques
To better capture intrinsic structure, non-linear DR techniques have been developed. Unlike linear
methods, these approaches assume that the data may lie on a non-linear manifold embedded in high-
dimensional space.

Techniques such as t-SNE [5] and UMAP [6] focus on preserving neighborhood relationships. Instead
of maximizing global variance, they try to maintain local similarities between data points. Points that
are similar in the original space are mapped close together in the embedding, while distinct points are
pushed apart.

T-SNE constructs probability distributions over pairwise similarities in both high- and low-dimensional
spaces and minimizes their divergence. This often produces visually well-separated clusters, making it
particularly suitable for exploratory data analysis. However, t-SNE may distort global relationships and
distances between clusters.

UMAP also preserves local structure but introduces a stronger theoretical foundation based onmanifold
learning and topological structures. It often provides better global organization and improved scalability
compared to t-SNE.

2.4.3. Limitations of Flat Embeddings
Although flat non-linear DR methods provide powerful visualizations, they also introduce important
limitations when applied to large volumetric datasets and interactive TF design.

The first major limitation is the non-parametric nature of non-linear techniques such as t-SNE and
UMAP. Unlike linear methods such as PCA, these approaches do not learn an explicit mapping from the
original high-dimensional attribute space to the low-dimensional embedding. Instead, the embedding
is constructed only for the set of samples used during optimization.

This limitation becomes important in DVR when using post-classification. During ray casting, sampling
positions are reconstructed continuously through interpolation and therefore generally do not corre-
spond exactly to existing voxels in the dataset. In post-classification, the TF must be evaluated for
every interpolated sample along every viewing ray. For a standard scalar TF, this is usually a simple
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lookup. However, when the TF is defined in a non-linear DR embedding, the sample first needs to be
mapped to a position in the embedding space. Because non-linear DR techniques are non-parametric,
a new interpolated sample has no directly available position in the precomputed embedding. Adding
this sample to the embedding would require recomputing or extending the non-linear embedding, which
is not feasible during rendering.

The full data pipeline proposed by Snellenberg [4] addresses this issue by constructing an Approximate
Nearest Neighbor (ANN) graph on the voxel attributes. For each interpolated sample, similar voxels
are searched in the graph. The corresponding embedding positions of these voxels are then used for
TF evaluation. More details on this process are provided in Section 4.3.1.

However, this introduces a second limitation. As the size of the volumetric dataset increases, the
ANN graph also becomes significantly larger. Consequently, nearest-neighbor searches become more
expensive in both memory usage and runtime. Since these lookup operations must be performed
repeatedly for millions of sampling positions during rendering, the ANN search can become a major
computational bottleneck and reduce interactive rendering performance.

A third limitation of flat embeddings is visual clutter. In a flat embedding, all voxels are projected into
a single global 2D space at the same level of abstraction. For large datasets, this can produce dense
embeddings in which clusters overlap and fine structures become difficult to distinguish or select ac-
curately. As a result, users may struggle to navigate the embedding efficiently and isolate meaningful
regions for TF design.

These limitations motivate hierarchical DR approaches such as HSNE. By organizing the embedding
across multiple abstraction levels, HSNE reduces visual clutter while also reducing the effective search
space for neighborhood lookups, thereby improving scalability and rendering performance.

2.5. Hierarchical DR
Traditional DR methods produce a single embedding in which all data points are represented at the
same level of detail. While this flat representation may reveal clusters and local relationships, it be-
comes difficult to interpret when the dataset is large. Millions of points projected into a single 2D space
can lead to visual clutter and reduced usability.

Hierarchical DR addresses this limitation by organizing data across multiple levels of abstraction. In-
stead of constructing one global embedding, the data is represented at several scales. Higher levels
provide a coarse overview of the global structure, while lower levels reveal increasingly detailed local
neighborhoods. This multi-scale organization supports a structured exploration strategy. Users can
first inspect the global distribution of the data at a high abstraction level, identify regions of interest, and
then progressively refine their view by navigating to more detailed levels.

The key idea is that abstraction is not achieved through simple subsampling, but through a selection
of representative points that preserve neighborhood relationships. A well-designed hierarchical em-
bedding must maintain consistency between levels so that local structure remains meaningful when
transitioning between scales.

2.5.1. HSNE
The hierarchical approach HSNE [7] extends t-SNE to support scalable, multi-level exploration of large,
high-dimensional datasets. While t-SNE constructs a single embedding that preserves local neighbor-
hood similarities, HSNE builds a hierarchy of embeddings that enables exploration from overview to
detail without recomputing the entire embedding. This overview-to-detail idea is illustrated in Figure 2.3,
where clusters at the overview level are linked to more detailed embeddings at the data level.

The construction of HSNE begins with a k-nearest neighbor (kNN) graph in the original high-dimensional
space. Instead of directly embedding all points, HSNE identifies a subset of representative points,
called landmarks, that capture the structure of the dataset at a coarser scale.

The landmarks are selected using a random walk-based importance measure defined on the kNN
graph. Points that are frequently visited during random walks are considered structurally important and
chosen as representatives of the next abstraction level. This ensures that densely connected regions
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Figure 2.3: Schematic illustration of HSNE overview-to-detail exploration. (a) A small high-dimensional dataset is shown using
three marker dimensions, where points form several local clusters. (b) HSNE represents this data using a hierarchy of

embeddings. The overview level contains landmark groups that summarize the main cluster structure, while the data level
shows more detailed embeddings of the selected regions. The arrows indicate how regions at the overview level are linked to

their corresponding finer-scale representations. Image adapted from [10].

Figure 2.4: The area of influence of landmarks across multiple HSNE levels can be seen. Each landmark at a higher level
represents a region of influence over points in the lower level, visualized as converging flows. Overlap between these regions

indicates similarity between landmarks and reflects how local structures are preserved across scales. Image from [7].

and meaningful clusters remain well represented at higher levels.
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Each landmark represents a group of points on the level below. The influence of lower-level points
on higher-level landmarks is captured through area-of-influence relationships, illustrated in Figure 2.4.
Importantly, HSNE avoids collapsing unrelated regions together, a common issue in naive subsampling
approaches. Instead, neighborhood relationships are preserved across levels.

Once the landmarks are selected, a t-SNE-like embedding is computed only for the landmarks at that
level. Because the number of landmarks is significantly smaller than the number of original data points,
this reduces computational cost and visual clutter. If a user selects a region of interest in the embedding,
HSNE allows exploration of the corresponding subset at the next finer level, where new landmarks are
embedded with respect to their local neighborhood structure.

This process can be repeated across multiple levels, forming a hierarchy from a coarse global overview
to fine local detail. Crucially, each level preserves meaningful neighborhood relationships without re-
quiring the full dataset to be embedded simultaneously.



3
Related Work

This chapter reviews prior work related to scalable transfer function (TF) design for multivariate volume
rendering. Existing approaches for direct volume rendering (DVR) and TF design are discussed in Sec-
tion 3.1, with a focus on the increasing difficulty of defining meaningful mappings for high-dimensional
voxel attributes. Next, dimensionality reduction (DR) methods are reviewed as a way to support TF
design through lower-dimensional representations of multivariate data. In Section 3.2, hierarchical
and multi-scale approaches are discussed, including hierarchical DR methods such as Hierarchical
Stochastic Neighbor Embedding (HSNE). Together, these works provide the context for positioning our
proposed method as a hierarchical DR-based approach for improving the scalability of TF design and
evaluation.

3.1. TF Design for DVR
Ray casting and DVR have long been used to visualize volumetric data, allowing the exploration of inter-
nal structures without the need for explicit surface extraction [11]. Over the years, extensive research
has focused on improving rendering quality and efficiency, including the development of advanced
optical models and shading methods [12, 13] and GPU-based implementations for better interactive
performance [14, 15]. While these advances have significantly improved visual fidelity and interactivity,
they assume that meaningful TFs are already available and do not address the challenges of designing
TFs for high-dimensional, multivariate volume data.

A central problem in DVR is TF design, since the TF determines how data values are mapped to visual
properties such as color and opacity. Previous surveys have shown that TFs can be specified using
a wide range of strategies, including data-driven, feature-based, and interaction-driven approaches
[16]. As volumetric datasets have become more complex, simple one-dimensional TFs are often not
enough to separate structures in multivariate volume data. Early extensions of one-dimensional TFs
incorporated additional features such as gradients, curvature, or texture to better highlight structural
boundaries and subtle features within the data [17, 18, 19, 20]. Feature-based multi-dimensional TFs
allow users to define mappings based on derived voxel attributes rather than raw intensity values,
improving the separation of structures that are difficult to distinguish using traditional histogram-based
methods [21]. However, as the number of voxel attributes increases, these approaches shift the burden
to the user, who must reason about complex relationships in high-dimensional feature spaces that are
not directly observable. As a result, TF design remains a largely manual and exploratory process that
does not scale well with data dimensionality.

More recent research has focused on reducing manual trial-and-error in TF design by leveraging data-
driven and learning-based methods. Optimization-based frameworks guide TF selection using pre-
defined objectives or interactive feedback [22, 23]. Learning-based methods, including differentiable
rendering and latent design spaces, model the TF space to enable automatic suggestion or refinement
of mappings [22, 23, 24]. These approaches aim to optimize or automate TF design by encoding prior
knowledge or learned objectives into the system. While effective for specific tasks, they often reduce
direct user control and transparency, which can be limiting in exploratory visualization scenarios where
analysts seek to iteratively probe and interpret complex, unfamiliar data. In contrast, this work focuses
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on improving the scalability and computational efficiency of TF evaluation for large multivariate volu-
metric datasets, rather than automating TF decisions.

Other recent work has focused on improving the interaction with multivariate TFs directly. Information-
display-inspired TF editors have been proposed for volume datasets with more than three channels,
allowing users to inspect and manipulate relationships between multiple variables in a more structured
interface [25]. Such approaches improve the usability of TF design for multivariate data, but they do
not specifically address the scalability limitations of DR-based TFs, where large flat embeddings and
nearest neighbor (NN)-based evaluation can become computational bottlenecks during rendering.

As TFs become more complex for multivariate and high-dimensional volumetric datasets, exploring
the full space of voxel attributes becomes increasingly difficult. DR has therefore become a key tech-
nique for enabling TF design by projecting high-dimensional voxel attributes into lower-dimensional
spaces that can be processed, visualized, and mapped to optical properties. In practice, DR is not
only a conceptual aid for understanding multivariate data, but also a practical mechanism for making
TF design and evaluation feasible for large volumes. Early work on DR for TF design primarily relied
on linear techniques, with Principal Component Analysis (PCA) [26, 27] being the most widely used
method. PCA has been applied to guide TF design for multi-dimensional imaging spectroscopy data
by capturing directions of maximum variance in the data [28]. While linear DR methods, like PCA, are
computationally efficient and easy to interpret, they are limited in their ability to represent non-linear
relationships and complex manifolds that frequently occur in multivariate volumetric data.

To better capture intrinsic data structure, non-linear DR methods such as t-SNE [5], UMAP [6], Isomap
[29], and Locally Linear Embedding (LLE) [30] have been adopted in the context of TF design. These
methods aim to preserve local neighborhood relationships and manifold geometry, resulting in embed-
dings that more accurately reflect similarities among voxels. Several approaches have used Isomap
and LLE for the design of TF in multi-channel datasets [31], while more recent work has demonstrated
that t-SNE-based embeddings can effectively support exploratory TF design by clustering voxels with
similar multivariate characteristics [4, 32, 33].

Several extensions have been proposed to improve the scalability of t-SNE. Tree-based approximations
reduce the computational cost of t-SNE by accelerating the optimization process, making it more prac-
tical for larger datasets [34]. Parametric variants learn an explicit mapping from the high-dimensional
data space to the low-dimensional embedding space, which can support the projection of previously
unseen samples without recomputing the full embedding [35]. However, these methods primarily ad-
dress the cost of embedding computation or out-of-sample projection. They do not directly reduce
visual clutter in the TF domain, nor do they provide a hierarchical landmark structure that reduces the
number of elements involved in TF interaction and NN-based evaluation during rendering.

As explained in Section 2.4.3, commonly used flat non-linear embeddings are non-parametric. There-
fore, an interpolated sample generated during ray casting cannot be directly mapped to a position in
the precomputed embedding space. Snellenberg [4] addressed this limitation by introducing an Ap-
proximate Nearest Neighbor (ANN) graph over the voxel attributes. During rendering, each sample is
matched to nearby voxels in the original high-dimensional attribute space, after which the correspond-
ing embedding positions can be used for TF evaluation.

Although this approach makes DR-based TF evaluation feasible, it does not fully remove the scalability
problem. As volumetric datasets grow to millions of voxels, the ANN graph also grows in size. This
increases both memory usage and query time, since NN searches have to be performed repeatedly
for a large number of samples during rendering. As a result, the mapping from interpolated samples
to the embedding space can still become a major performance bottleneck, limiting immediate visual
feedback during interactive TF design.

This motivates the use of a hierarchical representation. Instead of constructing the TF domain and
NN structure over all voxels in a flat embedding, this work investigates the use of an HSNE landmark
level as a computational abstraction layer. By defining the TF over a selected level of the hierarchy,
the number of embedded elements used for interaction and NN queries is reduced, while the relevant
neighborhood structure is still preserved. In this way, HSNE is not used primarily as an overview-to-
detail exploration technique, but as a mechanism for improving the scalability of DR-based TF design
and evaluation in multivariate volume rendering.
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3.2. Hierarchical and Multi-Scale Approaches
Previous work has also used rendering-side acceleration and hierarchical representations to improve
the interactivity of volume visualization. GPU-based ray-casting techniques have been used to achieve
real-time rendering of discrete isosurfaces while supporting advanced shading effects [36]. Other work
has used multiresolution texture-based volume visualization, where large volumes are represented at
multiple spatial resolutions to support interactive exploration of large datasets [37].

These approaches share the goal of improving scalability and interactivity for large volumetric datasets.
However, they operate primarily on the rendering or spatial representation of the volume. In contrast,
our work does not introduce a new isosurface renderer, texture-based renderer, spatial octree, or level-
of-detail volume representation. Instead, the hierarchy is introduced in the high-dimensional attribute
space through HSNE. The aim is therefore not to reduce the spatial resolution of the volume, but to
reduce the number of elements involved in DR-based TF design and evaluation. This distinction makes
hierarchical DR complementary to traditional rendering-side acceleration techniques.

Hierarchical representations, abstraction techniques, and multi-scale interaction have also been stud-
ied more broadly as ways to manage complexity in visualization. Abstraction-based approaches sim-
plify complex data or visual representations while aiming to preserve the most relevant structures for
analysis [38]. Focus+context and multi-scale interaction techniques allow users to inspect data at dif-
ferent levels of detail without losing awareness of the surrounding context [39, 40]. These ideas are
relevant to scalable visualization because they reduce visual complexity and support structured explo-
ration. However, they do not directly address the specific challenge considered in this work: defining
and evaluating TFs over high-dimensional voxel attribute spaces. In contrast, our approach uses hi-
erarchy in the DR domain, where HSNE landmarks reduce the number of elements involved in TF
interaction and NN-based evaluation.

In parallel, hierarchical DR methods have been proposed to support scalable visual analysis of high-
dimensional data. HSNE constructs a hierarchy of representative landmark points, where landmarks
at higher abstraction levels summarize regions of influence over points from lower levels [7]. Instead
of embedding all data points simultaneously, this hierarchy allows users to inspect a smaller set of
representative points while preserving relevant neighborhood relationships across levels.

This hierarchical structure has been applied successfully in biomedical visualization, where HSNE is
used to analyze large mass cytometry datasets and reveal rare cell populations through interactive
exploration across multiple scales [10]. In that setting, the hierarchy primarily supports an overview-to-
detail workflow: users start from a coarse embedding, select regions of interest, and then navigate to
finer levels for more detailed analysis. In contrast, our presented work does not use HSNEmainly as an
interactive navigation mechanism. Instead, it uses a selected HSNE landmark level as a computational
abstraction layer for DR-based TF design and evaluation. The goal is therefore not only to support multi-
scale exploration but also to reduce the number of elements involved in TF interaction and NN-based
evaluation during volume rendering.

Hierarchical ideas have also been explored in TF design itself. For example, hierarchical clustering
of material boundaries has been used to automate TF generation by organizing volumetric structures
in a coarse-to-fine manner [41]. This demonstrates that a hierarchy can help structure the TF design
process and reduce manual trial-and-error. However, this type of approach focuses on classification
and TF specification rather than on improving the runtime cost of evaluating a DR-based TF during
rendering.



4
Method

To improve scalability, reduce visual clutter in dimensionality reduction (DR)-based transfer function
(TF) design, and preserve the main structures in the visualization, we propose a method that combines
hierarchical DR, TF design, and direct volume rendering (DVR). The method uses a selected level of
the Hierarchical Stochastic Neighbor Embedding (HSNE) hierarchy as the domain of the TF. Instead
of defining the TF over all voxels in a flat embedding, the user interacts with a reduced set of HSNE
landmarks, each representing a subset of voxels in the original volumetric dataset. An overview of the
method is shown in Figure 4.1.

The input of the system is a multivariate volumetric dataset in which each voxel is described by a set of
attributes. These attributes are used to construct an HSNE hierarchy, from which one two-dimensional
landmark embedding is selected for TF design. In this embedding, nearby landmarks represent voxels
with similar high-dimensional attribute patterns. The user defines the TF by selecting regions in the em-
bedding and assigning color and opacity values to them. These selections determine which structures
become visible in the final rendering and how they are visually represented.

To generate the final visualization, the TF is integrated into the DVR process. For each sample along a
viewing ray, the method determines a corresponding position in the selected embedding. The TF is then
evaluated at this position to obtain color and opacity values, which are accumulated using front-to-back
compositing.

Our system supports two rendering pipelines that differ in how this mapping to the embedding space
is performed. The first pipeline, the full data renderer, operates on the original high-dimensional voxel
attributes and maps each interpolated sample to the embedding using NN queries. This preserves
a closer relation to the original attribute space but is computationally more expensive. The second
pipeline, the 2D position renderer, precomputes embedding positions for voxels and interpolates these
positions directly during rendering. This enables faster rendering but may introduce visual artifacts
when interpolation in the embedding space crosses unrelated TF regions.

Figure 4.1: Overview of our proposed method. The input multivariate volumetric dataset is processed using HSNE to generate
a hierarchical embedding. A single selected layer from this hierarchy is used to construct a TF, which is then integrated into two

rendering approaches: the full data renderer or the 2D position renderer, ultimately producing the final visualization.
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Our proposed method builds on the DR-based TF approach introduced by Snellenberg [4], which uses
a flat t-SNE embedding as the TF domain in ManiVault. In contrast, our method replaces this flat
embedding with a selected HSNE landmark level. This changes both the interaction space and the
rendering pipeline: the number of points shown in the TF domain is reduced, and the number of ele-
ments involved in NN-based TF evaluation can be decreased. As a result, the method aims to improve
scalability, interaction usability, and rendering performance for large multivariate volumetric datasets,
while preserving the visual quality of the final rendering.

Section 4.1 explains the use of a single HSNE hierarchy level as the TF domain. Section 4.2 discusses
how the landmark embedding affects TF design, particularly for large volumetric datasets. Section 4.3
describes the two rendering pipelines and their trade-offs.

4.1. HSNE-based DR
We use HSNE [7] in this method as a scalable alternative to flat DR techniques to construct the TF
domain. Rather than embedding all voxels, HSNE obtains a reduced representation consisting of
landmarks. This reduction is essential to avoid visual clutter in the TF domain; more in-depth details
about this are given in Section 4.2. Another reason why this reduction is essential is to integrate it into
the rendering pipeline, as it significantly decreases both the preprocessing time and the computational
cost of algorithms such as nearest neighbor (NN) queries. More in-depth details on this are provided
in Section 4.3.

Although HSNE provides multiple levels of abstraction, in this work, we select a single level of the
hierarchy. This design choice is motivated by several considerations. First, restricting the method to a
fixed embedding simplifies the user interaction, as users can define and refine the TF within a stable
two-dimensional space without the need to navigate between levels. Second, it avoids the complexity of
maintaining consistency between TF definitions across different levels of abstraction. Finally, it reduces
computational overhead during rendering, as no additional logic is required to dynamically select or
interpolate between hierarchy levels.

However, this simplification introduces a trade-off between abstraction and detail in the TF domain.
Coarser levels of the hierarchy provide a more compact representation, improving usability and runtime
speed, but they may merge distant structures or fine-grained features. In contrast, finer levels maintain
more detail but they increase the number of landmarks, partially reducing the scalability benefits of
HSNE and increasing interaction complexity. The user should therefore select an abstraction level that
is a compromise between preserving relevant structures in the data and maintaining an efficient and
usable representation.

Although HSNE supports exploration across multiple hierarchy levels, our work uses a single selected
level as the TF domain. A possible alternative would be to allow users to refine selected regions by
transitioning to a finer HSNE level. This could reveal additional landmarks and provide more detailed
control over local structures. However, such a multi-level interaction would require TF definitions to
remain consistent across different hierarchy levels, which is non-trivial because each level contains a
different landmark representation. It would also increase the complexity of both the user interface and
the rendering pipeline. For these reasons, dynamic refinement is not included in our proposed method
and is instead considered as future work.

The HSNE computation is performed using the existing implementation within the ManiVault framework.
The resulting two-dimensional embedding of the selected hierarchy level is used as the domain for TF
design, forming the basis for the subsequent stages of the visualization pipeline.

4.2. TF of HSNE Embedding
The TF in our method is defined in the two-dimensional embedding generated from the selected HSNE
hierarchy level. This embedding serves as an abstract domain in which high-dimensional voxel at-
tributes are represented as points, enabling users to interact with complex multivariate data through a
two-dimensional interface. Each point in this space corresponds to a landmark, which in turn represents
a subset of voxels in the original volumetric dataset.
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Figure 4.2: Interactive TF design. Landmarks are visualized as points in a two-dimensional layout, where selected regions are
assigned color and opacity. These selections define the mapping from embedding space to optical properties used during

volume rendering. On the right, color and opacity can be specified for each selection.

The TF is constructed through direct interaction in the embedded space. As shown in Figure 4.2, the
user selects regions within the two-dimensional layout to identify groups of landmarks. These selected
regions are assigned color and opacity values, defining how the corresponding voxel subsets contribute
to the final rendering. In this way, the TF establishes a mapping from regions in the embedding space
to optical properties used during DVR.

Compared to embeddings generated using flat DR methods such as t-SNE, the use of HSNE improves
the usability of the TF domain, particularly for large volumetric datasets. Since HSNE represents the
data using a reduced set of landmarks instead of all voxels, the resulting embedding is significantly
less dense. This reduction decreases visual clutter, making it easier to identify and select meaningful
regions. An example can be seen in Figure 4.3. Furthermore, because each landmark represents
a coherent group of voxels, interactions in the TF naturally operate on aggregated structures rather
than individual samples. This potentially leads to more stable and manageable selections compared
to densely populated embeddings, where overlapping points can obscure the underlying patterns.

Despite these advantages, defining TFs in nonlinear DR spaces is inherently challenging. In traditional
TF design, the axes correspond to physically meaningful quantities, such as intensity or gradient mag-
nitude, allowing users to reason directly about how data values map to visual properties. In contrast,
the axes of a nonlinear embedding do not have a direct interpretation. Instead, the structure of the
embedding is determined by similarity relationships in the high-dimensional space. As a result, users
must rely on spatial patterns, such as clusters and relative proximity, to guide interaction, which can
make the TF design less intuitive.

In contrast to traditional TF design, where mappings are often more directly interpretable and repro-
ducible, the TF definition in an embedded space introduces a degree of subjectivity. Different users
may interpret the same embedding differently, leading to variations in the resulting visualization. This
subjectivity is an inherent aspect of DR-based TF design and should be considered when analyzing
and comparing results.

A more fundamental issue is that distances in the embedding space do not necessarily correspond
to similarities in the original high-dimensional attribute space. Although HSNE aims to preserve local
neighborhood relationships, global distances can be distorted. Hence, points that appear close to each
other in the embedding are not guaranteed to represent similar voxel attributes, and similar structures
in the data may be separated in the embedding. This introduces ambiguity during interaction: a con-
tiguous region selected in the embedding may group together voxels that are not semantically related,
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Figure 4.3: Two DR techniques applied to the same tissue dataset containing 5,941,250 data points. (a) HSNE embedding at
the first level of a three-level hierarchy, consisting of 53,688 landmarks. (b) t-SNE embedding of the full dataset, showing all

data points. The t-SNE embedding shows significant visual clutter due to the high point density, which complicates the
selection of meaningful regions for TF design, whereas the HSNE embedding provides a more manageable and interpretable

representation.

while meaningful structures may be fragmented across multiple regions. In addition, the cluster bound-
aries are not explicitly defined, requiring users to interpret visual patterns that depend on the specific
embedding configuration.

The effectiveness of our approach therefore depends on the assumption that the HSNE embedding
provides a meaningful organization of the data with respect to the features of interest. If relevant
structures are not well separated or distorted in the embedding, the resulting TF may not be able to
isolate them effectively. As such, the quality of the final visualization is inherently tied to the quality of
the DR.

These challenges are further influenced by the use of HSNE landmarks. Since each landmark repre-
sents a subset of voxels, assigning color and opacity to a single point effectively assigns these prop-
erties to an entire group of voxels. While this aggregation reduces the complexity of the TF domain
and mitigates visual clutter, it also introduces a loss of detail, as variations within each group are not
explicitly represented. As a result, the expressiveness of the TF depends on how well the selected
landmarks capture the relevant structures in the data.

During rendering, the TF is evaluated by mapping samples to the embedding space and querying the
corresponding color and opacity values. In our method, the TF is applied after the interpolation of
voxel attributes along the viewing rays, following a post-classification approach. The motivation for
using post-classification is discussed in Section 2.3.2. By interpolating in the original attribute space,
smoother transitions between structures are obtained, resulting in higher visual quality. However, this
approach introduces an additional computational cost, as the mapping from high-dimensional attributes
to the embedding space must be performed for each sample.

4.3. Rendering Pipelines
After defining the TF in the embedding space, the final step is to integrate this TF into the DVR process.
In DVR, samples are taken along viewing rays through the volumetric data, and for each sample, color
and opacity are determined and accumulated using front-to-back compositing.

A key challenge in our method is that the TF is defined in the two-dimensional embedding space, while
the volumetric data exists in a high-dimensional attribute space. Therefore, for each sample during
rendering, a mapping from the high-dimensional voxel attributes to a position in the embedding space is
required in order to evaluate the TF. Since the non-linear dimensionality techniques are non-parametric,
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as explained in Section 2.4.3, we need to find other ways to project the samples into the embedding
space.

To address this, we adapt two rendering pipelines designed by Snellenberg [4], which differ in how
the mapping to the embedding space is performed. The first pipeline, referred to as the full data ren-
derer, finds the landmark that is most similar to each sample in the original attribute space. The low-
dimensional embedding position of this landmark is then used to evaluate the TF and obtain the corre-
sponding color and opacity. This approach is computationally more expensive, but generally results in
more accurate visualizations.

The second pipeline, referred to as the 2D position renderer, precomputes the mapping. For each
voxel, it selects the landmark with the highest influence and stores its 2D embedding position. During
rendering, interpolation is then performed directly in the embedding space. This enables significantly
faster rendering, but may introduce visual artifacts due to distortions in the embedding. Supporting both
pipelines allows users to choose between accuracy and runtime speed depending on the application.

4.3.1. Full Data Renderer
The full data renderer determines the position of each sample in the embedding space during render-
ing. Since no explicit mapping from the high-dimensional attribute space to the embedding space is
available, this mapping is approximated using NN search.

To efficiently perform NN queries, an approximate nearest neighbor (ANN) structure is constructed over
the set of landmarks obtained from HSNE. An exact NN search would require comparing each query
sample with all landmarks, resulting in a linear complexity of O(L) per query, where L is the number
of landmarks. Since NN queries must be performed for a large number of samples during rendering,
this quickly becomes a computational bottleneck. ANN methods reduce this cost by allowing a small
approximation error in exchange for significantly faster query times, making them more suitable for
interactive rendering scenarios.

In our implementation, we use the Hierarchical Navigable Small World (HNSW) index to build the ANN
on the CPU. TheHNSW index is chosen because it provides fast query times with high accuracy. HNSW
constructs a graph-based structure in which the nodes are connected based on proximity, enabling
efficient navigation through the search space. In practice, this results in near-constant time query
performance while maintaining high-quality NN approximations. Other ANN structures, such as tree-
based methods, often degrade in performance in high-dimensional spaces, making them less suitable
for our use case.

The ANN structure is constructed on the CPU rather than the GPU. Although GPU-based ANNmethods
can offer higher throughput, they typically require transferring data between CPU and GPU memory,
which introduces additional overhead. Since our rendering pipeline already involves CPU-side prepro-
cessing and relatively small ANN structures due to the use of landmarks, a CPU-based implementation
provides sufficient performance while keeping the system design simpler.

The ANN index is constructed using the high-dimensional attribute vectors of the landmarks and similar-
ity is measured using the Euclidean distance. This choice is motivated by its simplicity and efficiency, as
the Euclidean distance can be computed quickly and is widely supported by ANN libraries. However, it
is important to note that this distance measure differs from the similarity definition used in HSNE. HSNE
constructs neighborhood relationships based on transition probabilities derived from random walks on
a similarity graph [7]. In contrast, our ANN structure relies on Euclidean distances in the attribute space.
This introduces an approximation, as the notion of similarity used during rendering does not fully match
the one used during the construction of the HSNE hierarchy. However, this simplification is necessary
to enable efficient NN queries and is consistent with the approach used in the original method.

The use of HSNE significantly reduces the number of points in the ANN structure, since only landmarks
are considered instead of all voxels. Let N be the number of voxels and L the number of landmarks.
The query time of the ANN structure for a t-SNE approach is approximately O(logN), while for HSNE
it is approximately O(logL), with L ≪ N . This results in a substantial speed improvement during
run-time.
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Due to memory limits, the rendering process is divided into batches. Instead of processing all samples
at once, groups of samples are processed sequentially. This reduces memory overhead. The batching
strategy follows the approach described by Snellenberg [4], and we refer to that work for a more detailed
discussion.

Within each batch, the position of each sample in the embedding space is computed using the ANN
structure. For each sample with attribute vector x, a k-NN query is performed in the high-dimensional
attribute space to identify the k closest landmarks. This is formulated as retrieving the set of landmarks
that minimizes the Euclidean distance:

Nk(x) = argmin
S⊆{x1,x2,...,xL}

|S|=k

∑
xi∈S

d(x, xi), (4.1)

whereNk(x) denotes the set of k nearest landmarks, xi represents the attribute vector of landmark i, S
is the candidate subset of landmarks, L is the total number of landmarks, and d(x, xi) is the Euclidean
distance, defined as:

d(x, xi) =

√√√√ D∑
j=1

(xj − xi,j)2, (4.2)

where D denotes the dimensionality of the attribute space, j represents the attribute index, xj rep-
resents the j-th attribute of the sample vector x, and xi,j is the j-th attribute of the landmark vector
xi.

In our implementation, we only use k = 1. Snellenberg [4] compared k = 1 and k = 9 and showed
that using k = 9 only increases the run-time without improving the quality of the final rendered image.
Therefore, we use only the single nearest landmark. This means that the embedding position of the
nearest landmark is directly assigned to the sample. This approach is computationally efficient and
preserves sharp transitions, but may introduce noise or discontinuities due to the discrete assignment.

Because the mapping is based on only a single nearest landmark, small changes in the interpolated
attribute values may cause a sample to switch to a different landmark. Although neighboring samples
in the high-dimensional attribute space are generally expected to remain close in the embedding, this is
not always guaranteed in non-linear DRmethods. As a result, neighboring samples along a viewing ray
may occasionally map to noticeably different positions in the embedding space, which can introduce
local inconsistencies or visual artifacts in the rendered image.

The resulting embedding positions are then passed to the rendering stage. The TF is evaluated at the
resulting embedding position to obtain color and opacity values, which are accumulated using front-to-
back compositing to produce the final image.

4.3.2. 2D Position Renderer
The 2D position renderer avoids NN queries during rendering by precomputing a mapping from voxel
attributes to positions in the embedding space. Instead of determining the embedding position at run-
time, we assign a fixed position in the two-dimensional embedding to each voxel during a preprocessing
step.

We assign a landmark from the selected HSNE hierarchy to each voxel. To determine the assignment,
we use an existing function provided by the HSNE framework. This function computes, for each voxel,
the influence of landmarks across the hierarchy levels. The influence values represent how strongly a
landmark contributes to the representation of a voxel, based on the probabilistic relationships defined
during the HSNE construction.

For each voxel, we retrieve the influence values at the selected hierarchy level and identify the land-
mark with the highest influence. The voxel is then assigned to this landmark and the corresponding
two-dimensional embedding position of that landmark is stored. This results in a single embedding
coordinate (x, y) per voxel.
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To improve efficiency, we use a minimum influence threshold of 0.05 when retrieving the influence
values. Landmarks that have an influence below this threshold on the voxel are ignored. This reduces
the number of landmarks that need to be considered per voxel, as many landmarks have negligible
contribution. As a result, both computation time and memory usage are reduced.

In our implementation, each voxel is assigned to a single landmark based on the maximum influence.
This results in a discrete mapping from voxels to embedding positions, which is simple to compute and
efficient to store.

An alternative approach would be to use a weighted combination of multiple landmarks, where the final
embedding position is computed as a weighted average based on the influence values. This could
better capture smooth transitions between regions and reduce discontinuities in the mapping. However,
averaging multiple landmark positions may also blur the separation between clusters in the embedding
space, especially near boundaries between different structures. In addition, storing and processing
multiple landmark associations per voxel increases the complexity of the preprocessing pipeline and
thememory required for the precomputedmapping. Since the 2D position renderer is primarily intended
for simple and interactive visualization, we use only the single most influential landmark for each voxel.

The chosen approach represents a trade-off between simplicity and accuracy. By selecting only the
most influential landmark, the preprocessing step remains efficient, and the resulting data representa-
tion is compact.

During rendering, interpolation is performed directly on the precomputed embedding positions instead
of the original voxel attributes. For each sample along a viewing ray, the embedding positions of
neighboring voxels are interpolated, and the resulting position is used to query the TF. This design
removes the need for NN queries during rendering, significantly improving performance and enabling
near-instant interaction.

A major limitation of the 2D position renderer is that interpolation is performed in the embedding space
instead of in the original attribute space. In the full data renderer, each sampling position is first recon-
structed in the high-dimensional attribute space. The nearest landmark is then found based on this
reconstructed attribute vector. This means that the mapping to the TF is based on the actual interpo-
lated data value.

The 2D position renderer works differently. Here, each voxel is first assigned a fixed 2D embedding
position during preprocessing. During rendering, these 2D positions are interpolated directly. However,
the embedding is a non-linear projection of the original high-dimensional attribute space. Therefore, a
straight line between two points in the embedding does not necessarily represent a meaningful transi-
tion between the corresponding voxel attributes. As a result, interpolation in the embedding space may
create artificial intermediate positions that do not correspond to valid or meaningful data samples.

This can lead to visual artifacts. For example, two neighboring voxels may have embedding positions
on different sides of the TF domain or in different clusters. Interpolating between their 2D positions can
pass through regions of the embedding that do not represent the actual transition in the original attribute
space. If these intermediate regions have different color or opacity values, the renderer may assign
optical properties that would not be selected by the full data renderer. An example of this problem is
shown in Figure 4.4.

This limitation is the main trade-off of the 2D position renderer. By precomputing and interpolating
2D positions, the renderer avoids expensive NN queries during rendering and becomes much faster.
However, this speedup comes at the cost of a less reliable mapping between interpolated samples and
the TF domain. Therefore, the 2D position renderer is mainly useful when interaction speed is more
important than preserving the most accurate relation to the original high-dimensional data.
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Figure 4.4: Illustration of interpolation artifacts in the 2D position renderer. The left image shows a TF defined in a 2D
embedding space with three separated clusters. The middle image shows the result of interpolating directly between
embedding positions, as done by the 2D position renderer. This interpolation can create artificial intermediate positions

between unrelated clusters, which may lead to incorrect color and opacity values. The right image shows the full data renderer,
where interpolation is performed in the original attribute space before mapping the sample to the embedding. This better

preserves the intended separation between structures.



5
Results

This chapter presents the evaluation of our proposed hierarchical stochastic neighbor embedding (HSNE)-
based transfer function (TF) approach. The goal of the evaluation is to analyze whether the hierarchical
landmark representation improves scalability and usability compared to a flat t-SNE embedding, and
how this affects the final rendered result. First, Section 5.1 describes the datasets, preprocessing steps,
TF setup, rendering configuration, hardware, and evaluation metrics used throughout the experiments.
Next, Section 5.2 compares preprocessing and rendering runtime between t-SNE and different HSNE
hierarchy levels. Section 5.3 then evaluates how the different embeddings affect TF interaction and
visual clutter. Finally, Section 5.4 compares the visual quality of the resulting renderings and analyzes
the trade-offs between the full data renderer and the 2D position renderer.

5.1. Experimental Setup
This section describes the experimental setup used to evaluate our proposed method. It outlines the
dataset, preprocessing steps, TF configuration, rendering settings, hardware, and evaluation metrics
used in the experiments.

Dataset

Wemake use of a tissue dataset [42], which was also used and preprocessed by Snellenberg [4]. Using
the same dataset allows for a direct and fair comparison with previous work. Two subsets have been
derived from this dataset at different resolution levels. The first set, hereafter called Dataset 1, is a
high-resolution zoom in and contains 194 × 175 × 175 voxels, resulting in a total of 5,941,250 data
points. The second set, hereafter called Dataset 2, has a lower resolution, is more zoomed out, and
contains 162 × 162 × 194 voxels, resulting in a total of 5,091,336 data points. Both sets can be seen
in Figure 5.1. Each voxel in both sets is described by 26 attributes, representing different measured
properties of the tissue.

(a) Dataset 1: high-resolution zoom in (b) Dataset 2: low-resolution zoom out

Figure 5.1: Two subsets derived from the tissue dataset [42].

22
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(a) All DR techniques applied to the zoomed-in dataset.

(b) All DR techniques applied to the zoomed-out dataset.

Figure 5.2: Comparison of the DR embeddings for the zoomed-in (a) and zoomed-out (b) datasets. From left to right for both
datasets: the embeddings of the four levels of the HSNE hierarchy, followed by the t-SNE embedding on the far right,

illustrating the progressive increase in detail across the hierarchy levels and the visual differences between hierarchical and flat
embeddings.

This dataset is well suited for our experiments, as it is both high-dimensional and large-scale, which
makes it challenging for traditional dimensionality reduction (DR) and rendering techniques. As a result,
it provides a meaningful benchmark for evaluating scalability and visual quality.

Preprocessing

Before rendering, we computed both HSNE and t-SNE embeddings using the same input data to ensure
a fair comparison. We performed all computations and renderings within the ManiVault framework,
using the existing DR method plugins available in the system. Using the same environment for all
methods ensures consistency in the processing pipeline and avoids differences caused by external
implementations.

For t-SNE, we use the standard implementation with a perplexity value of 30, which is a commonly
used setting that balances local and global structure preservation. We compute the embedding using
Euclidean distance, consistent with the preprocessing used for HSNE.

For HSNE, we construct a four-level hierarchy using Euclidean distance in the high-dimensional at-
tribute space. We chose Euclidean distance because it is consistent with both the ANN queries used
during rendering and the t-SNE baseline, ensuring that all methods are comparable. The neighbor-
hood graph is constructed using HNSW for the k-NN algorithm, with 90 nearest neighbors (NN) per
point. This number of neighbors helps capture local structures in the data and improves the stability
of the hierarchy. The choice of four levels provides a range of abstraction from detailed to coarse rep-
resentations, which is sufficient to study the influence of abstraction level on TF design and rendering
results.

We only use three of the four levels of both HSNE hierarchies and exclude the lowest levels. As shown
in Figure 5.2, the lowest levels do not show any good clusters and have a lot of overlap and visual
clutter. So both levels are not very useful. Also, the lowest levels use all of the voxels, which would
remove the benefits of the hierarchical representation, since the number of points becomes all of the
data points again.
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Figure 5.3: Four-level HSNE hierarchy of the tissue dataset. The highest abstraction level is shown on the left, with
progressively finer levels towards the right. Some selected data points are highlighted in red at each level. We use this

selection mechanism to ensure consistent TF definition across different abstraction levels.

TF Setup

To ensure a fair comparison between different rendering methods, we use the same TF settings where
possible. We define the TF in the embedding space by selecting regions and assigning color and
opacity values. These selected regions determine which parts of the data become visible in the final
rendering.

For qualitative comparisons that involve manually defining TF widgets in different embeddings, we
make use of the interactive selection mechanism available in the system. The embedding highlights
selected data points, allowing the user to identify corresponding regions across different hierarchy
levels, as shown in Figure 5.3. These highlights can be used to create comparable TF widgets across
different embeddings, so similar structures can be visualized consistently across renderings. It should
be noted that this process involves user interaction and is not fully automated. However, we took care
to select comparable regions across all experiments to maintain consistency.

For the visual quality comparison between t-SNE and HSNE hierarchy levels in Section 5.4.1, we use
a more controlled setup. Instead of manually recreating similar TF widgets for each HSNE level, we
define the TF once in the t-SNE embedding and reuse this TF for all HSNE renderings. For each HSNE
level, we link the landmarks to their corresponding original data points and assign the color and opacity
values from the t-SNE-defined TF to these landmarks. During rendering, we map each sample to its
nearest HSNE landmark in the original high-dimensional attribute space using k = 1, as explained in
Section 4.3.1, and then use the propagated color and opacity values. This setup compares the t-SNE
and HSNE renderings using the same TF definition, so visual differences can be attributed to the HSNE
abstraction level and landmark representation rather than to manually different TF selections.

Rendering Setup

We performed all rendering experiments using the same rendering configuration to ensure compa-
rability. The output resolution is the same, and we used the same sampling step size of 0.5 for all
methods. Color and opacity values are accumulated using front-to-back compositing, as described in
Section 2.2.1. By keeping these parameters constant, differences in the results can be attributed to
the DR and rendering pipeline rather than to variations in rendering settings.

Hardware

We performed all experiments on a system equipped with an AMD Ryzen 7 6800H 8-core CPU running
at 3.20 GHz and 24 GB of RAM. The system also includes an NVIDIA GeForce RTX 3070 Laptop GPU
with 8 GB of VRAM.

Evaluation Metrics

We evaluated the proposed method based on runtime speed, usability, and visual quality.

The runtime evaluation measures preprocessing time and rendering time. Preprocessing time includes
the construction of the ANN tree, but excludes the processing time of the DR technique itself. Rendering
time measures the time required to generate an image. Together, these metrics provide insight into the
scalability and efficiency of the different approaches.
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The usability evaluation consists of a qualitative analysis of the TF design process in the embedding
space. Since TF creation in our system relies on direct user interaction with the embedding, the us-
ability of a representation depends on how easily users can select meaningful structures. The analysis
focuses on the level of visual clutter in the embedding, the precision required to define selections, the
number and size of TF widgets needed to isolate structures, and the ease of reproducing consistent
TF definitions across different embeddings.

The visual quality evaluation compares the rendered images qualitatively. It focuses on the clarity of
structures, the presence of noise or artifacts, and the ability to distinguish meaningful regions in the
data. Although quantitative image quality metrics could be used, qualitative analysis better matches
the goal of the system, which is to support user-driven exploration and interpretation of the data.

5.2. Preprocessing and Rendering Runtime Comparison
In this experiment, we evaluated the runtime performance of our proposed HSNE-based method in
comparison to a baseline approach using t-SNE on the two different sets. The goal is to determine
whether replacing t-SNE with HSNE improves rendering efficiency and what the difference is between
the HSNE hierarchy levels.

The comparison focuses on the rendering stage. To ensure a fair evaluation, we evaluated both meth-
ods using the full data renderer. This renderer maps each sample to the TF domain during rendering,
which means that differences in performance can primarily be attributed to the DR technique and the
resulting data representation.

All rendering parameters are kept identical to those described in Section 5.1. In particular, the volume
is not repositioned after loading, ensuring that all renderings traverse the same volume extent. Fur-
thermore, we did not create any TF widgets during the runtime measurements. As a result, the opacity
lookup for each sample remains below the early ray termination threshold, preventing early ray termina-
tion from influencing the measured rendering times. This ensures that the reported runtime differences
reflect the cost of the rendering pipeline and TF lookup rather than differences in ray traversal length
or opacity accumulation. The final images were thus always black.

To obtain reliable measurements, we performed 20 runs. We measured runtime in milliseconds (ms)
and report the average runtime. We also computed the standard deviation to assess the stability of the
measurements. The evaluation includes both the preprocessing time required to build the ANN graph
and the rendering time required to render the image on the screen.

For t-SNE, the ANN graph construction uses the full embedding, meaning that all voxels are included.
This results in 5,941,250 points for Dataset 1 and 5,091,336 points for Dataset 2. For HSNE, the ANN
graph construction uses only the landmarks of the selected hierarchy level. This means that the number
of points is much smaller. For Dataset 1, HSNE level 1 contains 558,509 landmarks, level 2 contains
86,710 landmarks, and level 3 contains 14,940 landmarks. For Dataset 2, these levels contain 428,169;
65,399; and 11,290 landmarks, respectively.

ANN Construction Time

The results, visible in Figure 5.4, show a clear reduction in ANN construction time when using HSNE
compared to t-SNE for both datasets. The t-SNE bars are much higher than the HSNE bars. We
expected this behavior because the ANN structure uses only the HSNE landmarks instead of all the
voxels in the dataset.

For Dataset 1, the ANN construction time decreases from 349,0 s for t-SNE to 15,0 s for HSNE level
1, 4,4 s for HSNE level 2, and 3,3 s for HSNE level 3. We can see a similar trend for Dataset 2, where
t-SNE requires 257,8 s, while HSNE levels 1, 2, and 3 reduce the construction time to 11,2 s, 3,6 s,
and 2,8 s, respectively.

The results suggest that ANN construction time mainly follows the size of the point set used to build the
graph. We do not claim an exact complexity from these measurements, since only a limited number
of dataset sizes and hierarchy levels are evaluated. However, the observed trend is clear: when the
number of embedding points decreases, the ANN construction time also decreases strongly.
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Figure 5.4: Runtime speed comparison between the proposed HSNE-based approach and the baseline t-SNE method for two
volumetric datasets. The left column shows the ANN graph construction time, the middle column shows the rendering time, and
the right column shows the amount of points in the embedding. Results are reported for three HSNE hierarchy levels and for
t-SNE using the full embedding. Each blue bar represents the average runtime over 20 runs, with error bars indicating the

standard deviation. The results demonstrate that HSNE significantly reduces both preprocessing and rendering time compared
to t-SNE, with higher hierarchy levels providing additional speed improvements due to the reduced number of landmarks.

This explains the large difference between t-SNE and HSNE. For t-SNE, the ANN structure uses all
voxels in the dataset, so the index contains more than five million points. For HSNE, the ANN graph
uses only the landmarks of the selected hierarchy level. Since higher HSNE levels contain fewer
landmarks, the graph becomes smaller and is faster to construct. We can see for both datasets that
level 3 is the fastest HSNE level, followed by level 2 and level 1. This confirms that the hierarchical
representation improves scalability, especially for large volumetric datasets.

The standard deviation is relatively small for all methods, which means that the ANN construction time
is stable across the 20 runs. The t-SNE baseline also has low variance, but its absolute construction
time remains much higher. Therefore, the main difference is not caused by unstable measurements,
but by the much larger ANN structure required for the full t-SNE embedding.

Rendering Speed

The rendering measurements, visible in Figure 5.4, show that HSNE is consistently faster than t-SNE
for both datasets. However, the reduction in rendering time is much smaller than the reduction observed
for ANN construction. While the ANN construction time decreases by several orders of magnitude when
moving from the full t-SNE embedding to the coarser HSNE levels, the rendering time is reduced by
roughly a factor of two.

In Figure 5.4, we see that for Dataset 1, the full t-SNE renderer takes 63.25 s, while HSNE level 3
reduces this to 29.27 s. This means that the coarsest HSNE level needs slightly less than half of the
t-SNE rendering time. A similar trend can be seen for Dataset 2, where the rendering time decreases
from 72.46 s for t-SNE to 31.84 s for HSNE level 3. The intermediate HSNE levels follow the same
pattern, with rendering time decreasing as the hierarchy level becomes coarser.

This pattern shows that the number of points in the ANN graph still influences rendering performance.
During rendering, each sample has to be mapped from the high-dimensional attribute space to the
embedding space using an ANN query. Since HSNE uses only landmarks instead of all voxels, these
queries are performed on a smaller graph, which reduces the lookup cost.
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At the same time, the improvement is less extreme than for ANN construction. This is because ren-
dering time is not only determined by the ANN lookup. The renderer still has to cast rays through the
same volume, take samples along those rays, interpolate the data, evaluate the TF, and perform front-
to-back compositing. These steps are mostly the same for t-SNE and HSNE, because the rendering
settings and camera setup are kept fixed. Therefore, reducing the ANN size improves only part of the
total rendering pipeline, while the remaining rendering work stays similar.

The hierarchy level again has a clear influence on performance. Higher HSNE levels contain fewer
landmarks, which makes the ANN search cheaper and reduces the total rendering time. HSNE level 3
is therefore the fastest configuration for both datasets.

Compared to the ANN construction measurements, the rendering measurements show larger standard
deviations. This is expected, because rendering involves more operations than only building the ANN
graph, including ray traversal, sampling, interpolation, and repeated ANN queries. Still, the overall
trend remains clear for both datasets: HSNE consistently reduces rendering time compared to t-SNE,
with the coarsest HSNE level reaching approximately half of the t-SNE runtime.

Comparison Between Datasets

Although both datasets exhibit the same overall behavior, Dataset 2 consistently produces slightly lower
ANN construction times but somewhat higher rendering times than Dataset 1. This can be explained
by the fact that Dataset 1 contains a few more voxels than Dataset 2; thus, the construction time for
Dataset 1 is a bit longer. However, the volume of the space that the rays have to traverse for Dataset
2 is a bit larger than that for Dataset 1, resulting in slightly longer rendering times overall.

Despite these differences, the relative performance improvements achieved by HSNE remain consis-
tent across datasets, indicating that the proposed method generalizes well to different volumetric data
characteristics.

Experimental Result

Overall, the experiment shows that replacing t-SNE with HSNE improves both preprocessing and ren-
dering speed, but the size of the improvement differs between the two stages. The largest improvement
is found during ANN construction. This is expected, because this stage directly depends on the num-
ber of points that are inserted into the ANN graph. For t-SNE, this means that all voxels in the dataset
have to be added. For HSNE, only the landmarks of the selected hierarchy level are used. Since this
reduces the point set from millions of voxels to a much smaller number of landmarks, the construction
time decreases strongly.

The rendering stage also benefits from the smaller ANN structure, but the improvement is less extreme.
This is because rendering does not only consist of NN lookup. The renderer still has to traverse the
same volume, sample along each ray, interpolate the data, evaluate the TF, and perform front-to-back
compositing. These operations remain mostly the same for t-SNE and HSNE, since the same rendering
settings are used for all experiments. Therefore, HSNE reduces the cost of the ANN lookup part of the
rendering pipeline, but not the full rendering cost. This explains why the rendering time is roughly
halved for the coarser HSNE levels, while the ANN construction time decreases much more strongly.

These results confirm that HSNE is more scalable than a flat t-SNE embedding for this rendering setup.
The advantage of HSNE is not only that it gives faster preprocessing, but also that it changes the
size of the data representation used during rendering. By using landmarks instead of all voxels, HSNE
reduces the computational cost of the ANN-based mapping step while still allowing the TF to be defined
in a two-dimensional embedding space. This makes the hierarchical representation more suitable for
large multivariate volumetric datasets, especially when interactive performance is important.

5.3. TF Interaction Comparison
Besides runtime performance, the usability of the embedding as a TF domain is an important aspect
of DR-based volume visualization. A useful embedding should allow users to identify meaningful struc-
tures and create selections with limited effort. In this experiment, we qualitatively compare the interac-
tion characteristics of t-SNE and HSNE embeddings and analyze how different HSNE hierarchy levels
influence TF design.
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Embedding Visual clutter Time to reproduce Ease of isolating structures Number of widgets Size of widget Selection precision
HSNE Level 3 Very Low Very Low Easy Few Large Low
HSNE Level 2 Low Low Moderate Moderate Medium Medium
HSNE Level 1 Moderate Moderate Difficult Many Small High
t-SNE Very High High Difficult Many Small High

Table 5.1: Qualitative comparison of TF interaction characteristics for the different embeddings.

The evaluation focuses on the visual clutter of the embedding, the ease of selecting meaningful regions,
and the number and precision of TF selections required to isolate structures. We perform a qualitative
evaluation because DR-based TF design involves user interaction. However, a formal user study is
not conducted in this work. Consequently, the observations are based on a qualitative analysis of
the interaction process and the resulting visualizations. A more extensive user evaluation could be
considered in future work to further assess usability and interaction effectiveness.

To perform the comparison, we created TFs on the t-SNE embedding and on the first three levels of the
HSNE hierarchy for both datasets. For each dataset, we selected one or more representative structures
in a reference embedding, after which we identified comparable regions in the other embeddings to
obtain visually similar renderings. This approach allowed us to compare how different embeddings
and hierarchy levels influence the complexity of TF design while maintaining comparable visualization
goals across the experiments.

During TF creation, we placed selections primarily on clusters corresponding to meaningful structures
in the rendered volume rather than on sparse background regions or noise. This ensured that the
comparison focused on the ability of the embeddings to represent and isolate relevant structures within
the data.

Figure 5.5 and Figure 5.6 show the TF interaction results for the different HSNE hierarchy levels and
the t-SNE embedding. The figures include both the embedding used for TF design and the resulting
rendering produced using the defined TF.

A summary of the qualitative observations is in Table 5.1. The table compares the different embeddings
in terms of visual clutter, interaction complexity, preservation of structural detail, and the number of TF
widgets required to isolate meaningful regions.

Visual Clutter

The t-SNE embeddings in both datasets contain all data points and therefore show significant visual
clutter, as visible in Figure 5.5 and Figure 5.6. The embeddings become highly dense, with many
overlapping and fragmented structures. The high point density also reduces the readability of the
embeddings, making it more difficult to visually identify coherent structures.

In contrast, the HSNE hierarchy levels progressively reduce the number of represented points by re-
placing groups of voxels with landmarks. At HSNE level 1, the embedding already becomes noticeably
less dense than the t-SNE embedding while still preserving much of the local structure. Compared to
t-SNE, the structures appear more coherent. However, the embedding still contains a relatively high
amount of detail, and several structures remain partially overlapping.

At HSNE level 2, the reduction in visual clutter becomes more apparent. The structures in the embed-
ding become more compact and clearly separated, making it easier to identify and isolate meaningful
regions. There is little to no overlap between the clusters, which already makes the embedding suitable
for distinguishing the different structures.

HSNE level 3 provides the strongest abstraction of the data. The embedding becomes significantly
sparser and more visually organized. It is easy to distinguish the different clusters, and therefore the
visual clutter is considered very low in Table 5.1.
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HSNE level 3 HSNE level 2

HSNE level 1 t-SNE

Figure 5.5: Comparison of TF interaction across the three HSNE hierarchy levels and t-SNE for the zoomed-in dataset,
together with their corresponding rendered volumes. As the hierarchy level decreases, TF widgets become more numerous,
smaller, and require higher precision. The t-SNE embedding exhibits the highest level of visual clutter and the strongest

overlap between clusters, making TF design more difficult.



5.3. TF Interaction Comparison 30

HSNE level 3 HSNE level 2

HSNE level 1
t-SNE

Figure 5.6: Comparison of TF interaction across three HSNE hierarchy levels and t-SNE for the zoomed-out dataset, together
with their corresponding rendered volumes. Higher HSNE levels require a similar number of TF widgets, while lower levels
introduce increasingly more precise widgets. Visual clutter increases progressively from the highest HSNE level to the t-SNE
embedding. HSNE level 1 shows more green regions in the rendered volume compared to the other embeddings, as the green

TF widget lies at the overlap of two clusters.
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TF Selections

In Figure 5.5, we observe that more detail is rendered as the abstraction level decreases toward the
t-SNE embedding. This can be explained by the increased precision required to create TF widgets
and the overlap between data points. At HSNE level 1, substantially more red regions become visible
than at the higher hierarchy levels. This occurs because the red TF widget corresponds to a specific
subset of data points located within a larger cluster. Consequently, when creating the widget, additional
data points are automatically selected as well. Another example can be seen in the t-SNE embedding,
where even more voxels are rendered. In particular, more green regions become visible because three
small clusters required TF definitions within a larger cluster. As a result, it is not possible to isolate only
the intended data points using the TF widgets.

Figure 5.6 demonstrates a different behavior. We observe that HSNE levels 2 and 3 require the same
number of TF widgets, while HSNE level 1 requires significantly more widgets and the t-SNE embedding
requires only a couplemore. This occurs because the t-SNE embedding containsmany extremely small
clusters located within larger clusters. These clusters were so small that it is not possible to create TF
widgets that produced meaningful visualizations. Therefore, TF widgets were not created for those
regions. Also, in the HSNE level 1 rendering, more green regions are visible. This is because there
is a single cluster in the level 1 embedding located within another cluster. Consequently, selecting
the desired cluster automatically included surrounding data points as well. In contrast, HSNE levels
2 and 3 contained their own distinct green clusters, while the t-SNE embedding contained one larger
selectable cluster, together with several smaller structures that did not receive TF definitions.

In Table 5.1, Figure 5.5, and Figure 5.6, we observe that higher levels of abstraction contain less
visual clutter and therefore allow TF definitions to be reproduced more easily, require fewer and larger
widgets, and demand less precise selections. However, the increased abstraction also causes smaller
structures to merge into larger groups in the embedding, which affects the final visual outcome. More
detail on this in Section 5.4.

Another observation is that creating TF widgets is significantly easier in the HSNE level 2 and 3 em-
beddings than in the HSNE level 1 and t-SNE embeddings. In ManiVault, TF widgets can be created
using two interaction modes: rectangle mode, which creates a TF widget over a rectangular region, and
lasso mode, which allows users to create highly precise TF selections. In Figure 5.5, all TF widgets in
HSNE levels 2 and 3 were created using rectangle mode, whereas the t-SNE and HSNE level 1 em-
beddings required the use of lasso mode. This demonstrates how visual clutter influences TF design,
the precision required for the widgets, and the overall difficulty of isolating structures.

Experimental Result

The experiment demonstrates that increasing the HSNE abstraction level reduces interaction complex-
ity by decreasing visual clutter and simplifying the TF domain, which results in fewer, larger, and less
precise TF widgets. Conversely, lower abstraction levels preserve more detail and are better able
to separate clusters in high-dimensional space, but they increase interaction complexity due to denser
embeddings. The t-SNE embedding represents the extreme case of this trade-off, where all data points
are preserved, resulting in the highest level of detail but also the most difficult interaction process.

Overall, the results show that HSNE provides a more manageable and scalable TF domain for large vol-
umetric datasets than t-SNE. The landmark-based representation substantially reduces visual clutter
and simplifies interaction while still preserving the dominant structures required for meaningful visu-
alization. Furthermore, the hierarchy levels provide flexibility by allowing users to choose between
overview-oriented interaction at coarse levels and more detailed structure exploration at finer levels.
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5.4. Visual Quality Comparison
In this section, we evaluate the visual quality of the renderings produced by the proposed HSNE-based
TF approach. While the previous sections focused on preprocessing time, rendering performance, and
interaction complexity, this section focuses on the final rendered result. The goal is to investigate how
the choice of DR representation and rendering pipeline influences the structures that become visible in
the volume.

The comparison is qualitative, since there is no direct ground truth TF or visualization for the tissue
dataset. Therefore, the renderings are evaluated by visually inspecting the clarity of selected structures,
the preservation of fine detail, the amount of noise or clutter, and the ability to distinguish meaningful
regions in the volume.

We divided the visual comparison into two parts. First, Section 5.4.1 compares the renderings produced
by the different HSNE hierarchy levels and the t-SNE embedding. This experiment evaluates howmuch
visual information is preserved when the t-SNE-defined TF is evaluated through increasingly abstract
HSNE landmark representations. Second, Section 5.4.2 compares the full data renderer with the 2D
position renderer. This evaluates the visual trade-off between the more accurate full data pipeline and
the faster 2D position pipeline.

5.4.1. Comparison of HSNE Hierarchy Levels and t-SNE
In this experiment, we compare the visual results obtained from the different HSNE hierarchy levels with
the t-SNE-based rendering. The goal is to evaluate how the abstraction level of the HSNE hierarchy
influences the final visualization when the TF itself is kept fixed.

In the interaction comparison shown in Section 5.3, we defined TFs manually in each embedding. This
made it possible to evaluate how difficult it is to select meaningful regions in the different TF domains.
However, such a setup is less suitable for judging visual quality because differences in the rendered
images may be caused either by the DR representation or by small differences in the manually defined
TFs. To isolate the effect of the HSNE hierarchy, we therefore used one shared t-SNE TF for all methods
in this experiment, as explained in Section 5.1.

This setup allows for a more controlled comparison between t-SNE and HSNE. The t-SNE rendering
represents the result obtained when the TF is evaluated using the full flat embedding. The HSNE
renderings show how this same TF is approximated when the data is represented by landmarks at
different abstraction levels. Therefore, differences between the images indicate the effect of HSNE
abstraction and landmark influence rather than differences in TF design.

Figure 5.7 shows the results for Dataset 1. Overall, the main selected structures are preserved across
all HSNE levels and in the t-SNE rendering. The large colored structures are visible in all renderings,
including the green regions near the top, the cyan structures distributed throughout the lower and central
parts of the volume, the red region near the center, and the magenta structure on the right. This shows
that the propagated TF remains meaningful across the HSNE hierarchy.

However, several differences between the hierarchy levels are visible. One noticeable difference occurs
in HSNE level 2, where part of the structure that appears red in the t-SNE rendering is assigned a cyan
color. The landmark-based approximation causes this. During HSNE rendering, we map each sample
to the nearest HSNE landmark in the original high-dimensional attribute space. If the nearest landmark
corresponds to a point that receives a cyan assignment in the t-SNE TF, the sample will also be rendered
cyan, even if nearby samples in the t-SNE rendering are red. This indicates that, at level 2, this part of
the data lies close to a landmark with a cyan TF assignment, while the other HSNE levels are closer to
a landmark with a red TF assignment. As a result, the boundary between the red and cyan selections
differs from the other renderings.

At the same time, the level of abstraction influences the amount of visible detail. In HSNE level 3, the
rendering gives the most abstract result. The rendering preserves the main structures, but some of
the smaller red, yellow, and green details are less clearly separated. We see this around the central
region, where several selected colors are close to each other spatially. At this abstraction level, a single
landmark can represent a larger and more mixed group of data points, causing nearby structures with
different t-SNE TF assignments to be summarized more strongly.
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HSNE level 3 HSNE level 2

HSNE level 1 t-SNE

Figure 5.7: Visual comparison of Dataset 1 rendered using the same t-SNE TF for all renderings. The bottom-right image
shows the t-SNE rendering, while the other images show the result of propagating this TF to HSNE hierarchy levels 1, 2, and 3.
The selected colored structures are largely preserved across the HSNE levels, although local differences in color assignment

occur due to nearest-landmark approximation and hierarchy-level abstraction.
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Figure 5.8: Visual comparison of Dataset 2 using a single t-SNE TF. The bottom-right image shows the t-SNE reference
rendering, while the other images show the same TF propagated to HSNE hierarchy levels 1, 2, and 3. The main colored
structures remain visible across the HSNE levels, showing that the hierarchy preserves the dominant selected regions.
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In HSNE level 1, the rendering has more local detail since this level contains more landmarks. Because
each landmark represents a smaller subset of the data, the propagated color assignments can follow
the local variation in the t-SNE TF more closely. In HSNE level 3, the representation is more abstract,
but the dominant regions are still preserved. However, because this level contains fewer landmarks,
each landmark represents a larger subset of the original data. As a result, local TF variation can be
lost. If a sample is mapped to a landmark whose corresponding t-SNE embedding point does not
receive color or opacity, then all samples assigned to that landmark remain transparent, even if some
of the underlying data points would have been colored in the full t-SNE rendering. This is more likely
to occur at higher abstraction levels, where fewer landmarks are available to represent the variation in
the original TF.

Figure 5.8 shows the results for Dataset 2. The same general trend can be observed. The large green
region on the left side of the volume, the yellow structures on the right side, and the red structures
near the center remain visible in all renderings. This shows that the HSNE landmark representation
can preserve the dominant structures selected by the TF, even though the TF is evaluated through a
reduced set of landmarks.

The yellow structures on the right side of Dataset 2 in Figure 5.8 also show differences between the lev-
els. In the t-SNE rendering, these structures contain more fine vertical detail. HSNE level 1 preserves
more of this fine-scale variation, while levels 2 and 3 show a slightly more compact and less detailed
version of the same region. Similarly, the green region on the left is stable across all renderings, but
its boundaries become smoother and less locally varied at the higher levels. These observations illus-
trate the main effect of the HSNE abstraction: the large-scale selected structures are maintained, while
smaller color variations and boundary details depend on the hierarchy level.

Experimental Result

The comparison demonstrates that HSNE can reproduce the main visual outcome of a t-SNE-defined
TF, even when the TF is evaluated through a reduced set of landmarks. This is important because it
shows that the landmark abstraction does not fundamentally change the dominant selected structures
in the rendered volume. Instead, it mainly affects the level of detail and the exact placement of color
boundaries.

The main trade-off is therefore between visual detail and abstraction. Lower HSNE levels preserve
a bit more of the fine structure present in the t-SNE reference, but they also contain more landmarks
and introduce more small-scale visual variation. Higher HSNE levels provide a bit cleaner and more
compact representation, but they can merge smaller structures and reduce fine detail.

5.4.2. Comparison of Full Data Renderer and 2D Position Renderer
In this experiment, we compare the visual results of the full data renderer with the 2D position renderer.
The goal of this comparison is to investigate how the approximation used by the 2D position renderer
influences the final rendering. For this comparison, the same HSNE level, TF widgets, colors, opacity
values, camera position, and rendering settings are used. The only difference between the two results
is the rendering pipeline. This makes it possible to directly compare the visual effect of evaluating the
TF in the full data renderer and in the 2D position renderer.

As explained in Section 4.3.1, the full data renderer first interpolates the original high-dimensional
voxel attributes at each sampling position. After this interpolation, the nearest landmark is found in the
original attribute space using the ANN graph, and the TF is evaluated using the embedding position
of this landmark. This means that the TF evaluation is based on the reconstructed data value at the
sampling position. This approach is more expensive, because a NN query is required during rendering,
but it preserves a stronger relation to the original high-dimensional data.

The 2D position renderer works differently, as explained in Section 4.3.2. Instead of performing NN
queries during rendering, each voxel is assigned a precomputed 2D embedding position. During ren-
dering, these 2D positions are interpolated directly. This makes the renderer much faster, but it also
introduces problems. Since the embedding is a nonlinear projection of the original attribute space, in-
terpolation in the 2D embedding does not necessarily correspond to a meaningful interpolation in the
original data space. As a result, the interpolated position can be within regions of the embedding that
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Figure 5.9: Visual comparison between the full data renderer and the 2D position renderer. The same HSNE level, TF widgets,
colors, opacity values, camera position, and rendering settings are used for both renderers. (a) shows Dataset 1, where the 2D

position renderer introduces clear visual artifacts. In particular, the red selection becomes much more dominant because
interpolation in the embedding space can pass through selected TF regions that do not correspond to the actual interpolated
high-dimensional data values. (b) shows Dataset 2, where both renderers preserve the same general structures, although the

2D position renderer produces a more compact and less detailed result. This illustrates the trade-off between the more
accurate full data renderer and the faster but approximate 2D position renderer.

do not represent the actual data value at that sample position. If a TF widget is located in such a region,
the sample can incorrectly receive color and opacity.

This effect can be seen clearly in Figure 5.9a for Dataset 1. The full data renderer shows the selected
structures as more separated regions. The red, blue, green, and yellow structures are visible, but
the red selection does not dominate the complete volume. In the 2D position renderer, the red color
becomes much more widespread and covers a large part of the volume. This indicates that many
samples are evaluated inside or near the red TF region after interpolation in the embedding space,
even though these samples would not be assigned to the red region by the full data renderer. This is
a visual artifact caused by the 2D position approximation.

This problem is more likely to occur when a TF widget is placed in the middle of the embedding, rather
than near the edge of the abstraction. When embedding positions are interpolated between neighboring
voxels, the interpolated path can pass through the middle of the embedding. If a widget is placed in this
central region, it can unintentionally capture interpolated positions that lie between different clusters.
These positions do not necessarily correspond to actual landmarks or meaningful data samples. In
contrast, widgets near the edge of the embedding are less likely to be crossed by such interpolation
paths, because fewer interpolated positions pass through those outer regions. Therefore, central TF
widgets are more sensitive to artifacts in the 2D position renderer.
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For Dataset 2, shown in Figure 5.9b, the difference between the two renderers is less severe. Both
renderers show the same general organization of the volume. The blue region is mainly visible on the
left side, the green structures appear more toward the center and right side, and the magenta region
remains visible in the upper right part of the volume. However, the 2D position renderer still appears
smoother and less detailed in some regions. The full data renderer contains more variation and more
mixed structures, while the 2D position renderer gives amore compact result. This suggests that the 2D
approximation can work well when the selected regions are more separated or when the interpolation
paths do not cross important TF widgets.

Experimental Result

Overall, the comparison shows the main trade-off between the two rendering pipelines. The full data
renderer gives amore reliable visual result, because the TF is evaluated after interpolation in the original
high-dimensional attribute space. This reduces the chance that samples are assigned to a TF region
only because of interpolation artifacts in the embedding. The 2D position renderer is faster and can still
preserve the main visual structures, especially for broad and well-separated selections. However, it
can introduce incorrect color assignments when interpolation in the embedding space passes through
selected regions. This makes the 2D position renderer useful for fast interactive exploration, but less
reliable when accurate visual separation of structures is required.



6
Conclusion and Discussion

This thesis presents a hierarchical approach to transfer function (TF) design for multivariate direct
volume rendering using Hierarchical Stochastic Neighbor Embedding (HSNE). Our proposed method
extends previous dimensionality reduction (DR)-based visualization approaches by replacing flat em-
beddings such as t-SNE with a hierarchical representation based on landmarks. The goal of this work
is to improve the scalability, interaction usability, and rendering performance of DR-based TF design
for large multivariate volumetric datasets.

Our proposed system, explained in Chapter 4, integrates HSNE into the visualization pipeline by using a
selected hierarchy level as the domain of the TF. Users can interactively define optical properties directly
within the low-dimensional embedding, after which the TF is integrated into the rendering process.
Two rendering pipelines are adapted: the full data renderer based on nearest neighbor (NN) mapping
in the original attribute space and the 2D position renderer, which performs rendering directly in the
embedding space using precomputed positions.

The experimental results demonstrate that the use of HSNE substantially improves preprocessing and
rendering speed compared to a t-SNE-based baseline, as shown in Section 5.2. Because HSNE rep-
resents the data using a reduced set of landmarks rather than all voxels, both ANN construction and
rendering times are significantly reduced. Furthermore, higher abstraction levels in the HSNE hierar-
chy provide additional performance improvements due to the reduced number of landmarks involved
in NN queries.

The qualitative interaction experiments further show that HSNE improves the usability of the TF do-
main for large datasets, as shown in Section 5.3. Compared to t-SNE embeddings, the landmark-based
HSNE embeddings contain substantially less visual clutter, making it easier to identify and isolate mean-
ingful regions during TF design. Higher abstraction levels simplify interaction by reducing the number
of required TF widgets and lowering the precision needed for selections. Conversely, lower abstraction
levels expose more fine-grained structure in the embedding and allow for more detailed TF selections,
but they also increase interaction complexity due to denser and more cluttered layouts. The results,
therefore, demonstrate a trade-off between interaction simplicity and selection granularity in the TF
domain.

The results also highlight that no single hierarchy level is universally optimal. Coarser levels provide
cleaner and more manageable embeddings but may group multiple smaller structures into larger land-
mark regions. Finer levels provide a more detailed TF domain but require more precise and complex
interactions. The hierarchy, therefore, provides flexibility, allowing users to choose an abstraction level
that best matches their dataset, task, and desired level of detail.

The visual quality evaluation in Section 5.4 shows that the HSNE-based approach can reproduce the
dominant visual structures of the t-SNE-based reference, even when the TF is evaluated through a
reduced landmark representation. The comparison between hierarchy levels shows that the level of
abstraction affects the amount of visual detail in the final rendering. Lower HSNE levels retain more
small-scale variation and sharper local differences, while higher abstraction levels provide cleaner and
more compact results but may smooth boundaries or merge smaller structures. This visual trade-off is
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consistent with the interaction results, where finer levels allow more detailed TF selections but require
more complex interaction, whereas coarser levels simplify TF design.

The renderer comparison further shows that the full data renderer produces more reliable visual results,
since TF evaluation remains connected to interpolation in the original high-dimensional attribute space.
In contrast, the 2D position renderer provides faster rendering and can preserve the main structures
for broad and well-separated selections, but they may introduce incorrect color assignments when
interpolated embedding positions pass through selected TF regions. Therefore, the visual results show
that HSNE improves scalability while maintaining meaningful visual output, but also that the selected
hierarchy level and rendering pipeline directly influence the balance between speed, selection precision,
visual detail, and rendering reliability.

Overall, the results indicate that HSNE is a suitable alternative to flat DR methods for TF design in
large multivariate volumetric datasets. By reducing visual clutter and decreasing computational costs,
the hierarchical representation improves both scalability and interaction usability while still preserving
the meaningful structures required for exploratory visualization.

6.1. Limitations and Future Work
Several limitations remain in our proposed method. First, the system depends on multiple approxi-
mations throughout the pipeline, including the construction of the HSNE hierarchy, the generation of
low-dimensional embeddings, and the use of approximate NN queries during rendering. Since the
effectiveness of the visualization strongly depends on the quality of the embedding, variations in the
HSNE results can affect both the TF design process and the final rendered image. In addition, DR
methods such as HSNE are not fully deterministic, meaning that repeated computations may produce
slightly different embeddings. This can make interaction less consistent for users and may reduce
reproducibility between sessions. The use of approximate NN search further introduces small map-
ping errors during rendering, which can also influence the visual quality of the final image. Together,
these approximations reflect the broader trade-off between rendering accuracy, interaction usability,
and computational scalability in large-scale multivariate visualization systems.

Another limitation is the trade-off between scalability and detail preservation introduced by the landmark-
based abstraction used in HSNE, as shown in Section 5.3. Higher hierarchy levels reduce visual clutter
and improve interaction usability by representing the data with fewer landmarks. However, this abstrac-
tion may merge fine-grained structures into larger groups, making it more difficult to isolate smaller
features in the data. In contrast, lower hierarchy levels preserve more detail but produce denser em-
beddings that are more difficult to explore and interact with. As a result, users must choose a hierarchy
level that balances detail and usability for their specific dataset and visualization task.

Another important limitation and an important direction for future work is that our current system only
uses a single level of the HSNE hierarchy during interaction and rendering. Although HSNE inherently
supports multi-scale exploration, dynamic refinement between hierarchy levels is not supported in our
proposed method. As a result, users must select a fixed abstraction level beforehand, limiting the ability
to seamlessly combine overview and detail during exploration. Prior work, such as CyteGuide [43],
shows that users can benefit from interactively navigating between levels to explore regions of interest
in more detail. Future work could, therefore, focus on enabling local refinement, where users can select
a region in the embedding and transition to a finer hierarchy level to reveal additional structure. The
TF definitions should be propagated with this refinement through the hierarchy levels and should be
allowed to make local adjustments at the finer scales. This would provide a consistent interaction model
while still enabling detailed exploration.

Another limitation and an important direction for future work is improving the mapping between the
high-dimensional attribute space and the embedding space during rendering. In the current implemen-
tation, the ANN graph described in Section 4.3.1 is constructed using Euclidean distance in the original
attribute space. However, the HSNE hierarchy itself is built using probabilistic neighborhood relation-
ships derived from random walks on a similarity graph. As discussed by Pezzotti et al. [7], relying only
on Euclidean distance can introduce shortcuts between data points that are close in distance but not
truly connected through the underlying data manifold. As a result, samples may be mapped to land-
marks that do not accurately reflect the neighborhood structure preserved by HSNE. Future work could
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therefore explore ANN methods or similarity measures that better match the probabilistic relationships
used during HSNE construction, potentially improving the consistency between the embedding and the
rendering process.

Finally, a limitation and a direction for future work is improving the interpretability of embedding-based
TF design. Currently, users mainly rely on visible clustering patterns to guide interaction. However,
these clusters only indicate that points within the same cluster are similar. The distance between
different clusters in the embedding space does not necessarily reflect how similar or different they are
in the original high-dimensional space. As a result, it can be difficult for users to identify groups that
are distinct but still closely related in the original data. In practice, this often requires significant trial
and error during TF creation. Future work could, therefore, explore embedding methods that better
preserve relationships between groups in high-dimensional space, such as scvis [44], or incorporate
additional information, such as attribute statistics, into the visualization. These additions could help
users better understand the meaning of clusters and reduce ambiguity during TF design.

6.2. Reflection on our Work
This work sits in the broader context of scientific visualization and high-dimensional data analysis,
where a clear trend is that datasets are getting larger and more complex every day, while at the same
time, users still want interactive ways to explore them. Instead of looking at the values, it is better
to visualize the data. In that sense, methods like t-SNE and UMAP have been widely used, but they
also show their limits when scaling to very large volumetric datasets. HSNE fits into a newer direction
where, instead of trying to embed everything at once, the data is organized into multiple levels of ab-
straction. This idea of looking at the data at different scales is something that also appears in other
areas of computer science, especially in large-scale data systems and machine learning, where full
global computation is often too expensive.

This also introduces some challenges. Even though HSNE improves structure and reduces clutter,
the embedding still does not correspond directly to meaningful physical quantities. Users still have to
rely on patterns like clusters and distances, which can feel intuitive visually but are still the result of a
complex transformation. In practice, this makes the interpretation of results somewhat subjective. Two
users might not necessarily define TFs in the same way, even if they start from the same data, simply
because the embedding does not provide a single correct way of interpreting it. When two different
users interpret the embedding and visualize the dataset differently, it is possible for them to end up with
two different conclusions. In the medical domain, this can lead to problems where users can mistake
cancer cells for healthy cells.

Also an important consideration is that many users may not be experienced with either the visualization
system or DR techniques. As a result, users may incorrectly assume that points that are relatively
close to each other in a DR-based embedding always represent similar structures, or that points that
are far apart are necessarily unrelated. However, as shown in Section 5.2, structures that are similar in
the high-dimensional space can still become separated into different clusters in the embedding. This
introduces a potential risk in real-world applications, where incorrect interpretation of the embedding
may lead to misleading conclusions. Therefore, users should be properly trained to understand the
limitations and ambiguities of DR-based visualizations.

Furthermore, by using HSNE instead of t-SNE, our visualization technique can be applied with lower
computational and memory requirements. This makes the approach more accessible on a wider range
of devices and enables the visualization of larger datasets without requiring high-end hardware. As a
result, the method can be more easily used by people working with large volumetric datasets, such as
medical students, geoscientists, materials scientists, or researchers working with scientific simulations
and medical imaging data.

Another thing that became clear during this work is that a lot of the system depends on approximations,
especially in the rendering pipeline. Using methods like HNSW and landmark-based mappings makes
everything interactive and feasible at this scale, but it also means that the visualization is never an
exact representation of the underlying high-dimensional space. This is not necessarily a problem, since
approximation is a standard part of modern computer science, especially in large-scale systems, but it
does mean that results should be interpreted carefully. In particular, when these techniques are used
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in real-world analysis tasks, it is important to be aware that performance optimizations can influence
what patterns are visible.

Overall, this project shows both the strengths and limitations of embedding-based visualization. On
one hand, hierarchical DR like HSNE makes it possible to work with datasets that would otherwise be
completely unmanageable in an interactive setting. On the other hand, it also makes the visualization
more abstract, which shifts the burden of interpretation to the user. In that sense, this work reflects a
larger trend in computer science: we are increasingly able to compute and visualize very complex data,
but understanding that data still depends heavily on how these computational choices shape what we
see.
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