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K-loops: Loop Transformations
for Reconfigurable Architectures

Abstract

RECONFIGURABLE computing is becoming increasingly popular, as it
is a middle point between dedicated hardware, which gives the best
performance, but has the highest production cost and longest time to

the market, and conventional microprocessors, which are very flexible, but give
less performance. Reconfigurable architectures have the advantages of high
performance (given by the hardware), great flexibility (given by the software),
and fast time to the market.

Signal processing represents an important category of applications nowadays.
In such applications, it is common to find large computation intensive parts of
code (the application kernels) inside loop nests. Examples are the JPEG and the
MJPEG image compression algorithms, the H264 video compression algorithm,
the Sobel edge detection, etc. One way of increasing the performance of these
applications is to map the kernels onto reconfigurable fabric.

The focus of this dissertation is on kernel loops (K-loops), which are loop
nests that contain hardware mapped kernels in the loop body. In this thesis,
we propose methods for improving the performance of such K-loops, by using
standard loop transformations for exposing and exploiting the coarse grain loop
level parallelism.

We target a reconfigurable architecture that is a heterogeneous system con-
sisting of a general purpose processor and a field programmable gate array
(FPGA). Research projects targeting reconfigurable architectures are trying to
give answers to several problems: how to partition the application – decide
which parts to be accelerated on the FPGA, how to optimize these parts (the
kernels), what is the performance gain. However, only few try to exploit the
coarse grain loop level parallelism.

This work goes towards automatically deciding the number of kernel instances
to place into the reconfigurable hardware, in a flexible way that can balance
between area and performance. In this dissertation, we propose a general frame-
work that helps determine the optimal degree of parallelism for each hardware

i



mapped kernel within a K-loop, taking into account area, memory size and
bandwidth, and performance considerations. In the future it can also take into
account power. Furthermore, we present algorithms and mathematical models
for several loop transformations in the context of K-loops. The algorithms are
used to determine the best degree of parallelism for a given K-loop, while the
mathematical models are used to determine the corresponding performance
improvement. The algorithms are validated with experimental results. The loop
transformations that we analyze in this thesis are loop unrolling, loop shifting,
K-pipelining, loop distribution, and loop skewing. An algorithm that decides
which transformations to use for a given K-loop is also provided. Finally, we
also present an analysis of possible situations and justifications of when and why
the loop transformations have or have not a significant impact on the K-loop
performance.
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1
Introducing K-Loops

THIS CHAPTER introduces the research context of this thesis and answers
to the following questions: what is the problem that we are trying to
solve, why is it important for the community, and what are the solutions

that we propose. Section 1.1 presents the research context, Section 1.2 presents
the problem definition, Section 1.3 presents the contributions of this thesis, and,
finally, the thesis organization is presented in Section 1.4.

1.1 Research Context

Industry and society have been benefiting from steady improvements in compu-
tation power. While the hardware and software engineers have to develop new
approaches to provide the best possible performance for increasingly complex
applications, the threat of the power-wall has forced hardware to enter the
multicore era. Because of this, a lot of effort has been directed to the domain
of automatic parallelization, that would allow already existing applications to
take advantage of the multicore characteristics. One solution for increasing
the performance, but with less effort, is to use heterogeneous systems, which
include General Purpose Processors (GPPs) and various other processing ele-
ments such as Digital Signal Processors (DSPs), and reconfigurable Processing
Elements (PEs), such as Field Programmable Gate Arrays (FPGAs). In our
work, we target a Reconfigurable Architecture (RA) that is a heterogeneous
system consisting of a GPP and an FPGA.

Reconfigurable Computing (RC) is a middle point between Application Specific
Integrated Circuits (ASICs) and conventional microprocessors. The ASIC
hardware is a custom hardware, thus has the highest performance for the
targeted application. However, it has very long and costly design times and no
post-design modifiability. If a change needs to be made to the circuit, a new chip

1



2 CHAPTER 1. INTRODUCING K-LOOPS

(and probably a new device to use the chip) must be designed, manufactured,
shipped and installed. Conventional microprocessors (also known as GPPs)
have a low design cost and high post-design modifiability, but low performance
when compared to dedicated architectures. RAs have the advantages of high
performance (given by the hardware), great flexibility (given by the software),
and fast time to the market. If a change needs to be made to the hardware in a
RA, the FPGA only needs to be reprogrammed. Another advantage is that an
FPGA can be programmed with different Custom Computing Units (CCUs),
either at the same time (parallel execution) or at different times.

Examples of architectures that adhered to the multicore and heterogeneous
paradigm are Xilinx’s Virtex family with FPGA and PowerPC, and Altera’s
embedded technologies that combine FPGAs with embedded processors – the
Cortex-M1 (FPGA with ARM) and the V1 ColdFire (FPGA with Freescale
Semiconductor’s ColdFire processor) [5], the announced MP32 (FPGA with
MIPS) and ‘Stellartone’ (FPGA with Intel Atom E600) [6].

In heterogeneous systems, the applications’ performance can be increased by
mapping onto the different PEs, such as a Reconfigurable Processor (RP) or a
DSP, the computation intensive parts of the application (the application kernels).
In such systems, there are several problems to be answered: how to partition
the application – decide which parts go on which PEs, how to optimize these
parts (the kernels), what is the performance gain.

The focus of this thesis is on coarse grain loop level parallelism, which refers
to kernel functions that are called from within a loop nest. This is the case
when classical loop level parallelism meets standard task level parallelism, and
traditional loop optimizations are applied for improving the performance.

In our work, a kernel refers to a piece of code (or a function) where the
application spends a considerable amount of the execution time – more than
20%. This type of kernel is what we also call a ‘large kernel’, to emphasize that
the kernels in this thesis refer to functions where a large part of the execution
time of an application is spent. The applications that we target are from
the signal processing domain, where large kernels in the innermost loop are
common. Examples are the JPEG (Joint Photographic Experts Group) and
the MJPEG (Motion-JPEG) image compression algorithms, the H264 video
compression algorithm, the Sobel edge detection, and so on. Multimedia
applications such as M/JPEG have also a streaming nature, which means that
data enters at one point, and is then propagated through a series of tasks. The
methodology that we propose in this thesis works better for applications that
have such a task-chain structure, especially for multi-kernel K-loops.
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This work goes towards automatically deciding the choice of kernel instances
to place into the reconfigurable hardware, in a flexible way that can balance
between area and performance. In the future it can also take into account power.
The benefits to this approach are the following.

• It is labour-saving, because automatically generated kernel hardware code
can be used. Even if the hardware kernel code is not optimal, compared
to a hand tuned implementation, because of the parallelism between
different kernel instances, a similar overall speedup of the loop nest can
be obtained.

• It speeds up the design-exploration – a quick estimate of scalability
limits can be achieved, without needing to hand-tune the kernels in
order to investigate the achievable performance. An example from our
experimental results is the DCT kernel.

• Third party library kernels can automatically run in parallel as well. Even
aggressively optimized kernel implementations can benefit from running
them in parallel.

While we focus in this thesis on FPGA mapped kernels, similar methods to
those proposed in the next chapters can be applied for automatic parallelization
of applications on multicore processors. In this case, the kernels are offloaded
to other cores in the system, and these cores could be tailored for specific
application domains. However, when applied for multicore processing, the
methodology would be different regarding the memory aspects. On the recon-
figurable platform that we are targeting, the memory is shared between the PEs
and all kernels read and write from the same memory. This is not the case on
multicore platforms, where each core has its own memory.

1.2 Problem Overview

In this thesis, a kernel loop (K-loop) is defined as a loop containing in the
loop body one or more kernels mapped on the reconfigurable hardware. The
loop may contain also code that is not mapped on the reconfigurable hardware,
but will always execute on the general purpose processor (in software). The
software code and the hardware kernels may appear in any order in the loop
body. The number of hardware mapped kernels in the K-loop determines its
size. An example of a size one K-loop is illustrated in Figure 1.1, where SW is
the software function and K is the hardware mapped kernel.
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for (i = 0; i < N ; i + +) do
/* a pure software function */
SW(blocks[i]);
/* a hardware mapped kernel */
K(blocks[i]);

end

Figure 1.1: K-loop with one hardware mapped kernel.

Loop unrolling
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Figure 1.2: Loop unrolling.

The problem addressed in this thesis is improving the performance of such
K-loops. This is important because, by definition, K-loops are the parts where
applications spend the most of their execution times. The proposed approach is
to use standard loop transformations and maximize the parallelism inside the
K-loop.

Loop unrolling [1,20,24–26,32,39,76,79,82,121,139] is a transformation that
replicates the loop body and reduces the iteration number. In our work, we use
unrolling to expose the loop parallelism, allowing us to execute concurrently
multiple kernels on the reconfigurable hardware. Figure 1.2 illustrates the
unrolling transformation, where each task inside the initial loop is replicated
for the same number of times inside the unrolled loop.

Loop shifting [31,60,82] is a particular case of software pipelining. The shifting
transformation moves operations from one iteration of the loop body to the
previous iteration, as can be seen in Figure 1.3. The operations are shifted from
the beginning of the loop body to the end of the loop body and a copy of these
operations is also placed in the loop prologue. To be more specific, the prologue
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Loop shifting
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Figure 1.3: Loop shifting.

Loop pipelining
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Figure 1.4: Loop pipelining.

consists of A(1), the epilogue consists of B(N) and C(N), and each iteration
from the transformed loop body consists of B(i), C(i), and A(i + 1). In
our research, loop shifting means moving a function from the beginning of
the K-loop body to the end, while preserving the correctness of the program.
We use loop shifting to eliminate the data dependencies between software and
hardware functions, allowing them to execute concurrently. We use the loop
shifting transformation for single kernel K-loops.

Loop pipelining (or software pipelining [1,7,41,44,45,49,54,66,70,78,89,97,99,
113,115–120,128,134,135]) is used in our work for transforming K-loops with
more than one kernel in the loop body. The loop pipelining transformation is
illustrated in Figure 1.4. The prologue consists of A(1) followed by A(2) and
B(1). The epilogue consists of B(N) and C(N − 1), followed by C(N). Each
iteration i from the transformed loop body consists of C(i), A(i + 2), and
B(i + 1). When applied to K-loops, we call this transformation K-pipelining.
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Loop distribution
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Figure 1.5: Loop distribution.

Its purpose is to eliminate the data dependencies between the software and
hardware functions and allow them to execute in parallel. Assuming that the
software and hardware functions alternate within the K-loop body, then half of
the total number of function will need to be relocated.

Loop distribution [23, 72, 74, 75, 86, 92, 96] is a technique that breaks a loop
into multiple loops over the same index range but each taking only a part of the
loop’s body. In our work, loop distribution is used to break down large K-loops
(more than one kernel in the loop body) into smaller ones, in order to benefit
more from parallelization with loop unrolling and loop shifting or K-pipelining.
A generic representation of the loop distribution transformation is presented in
Figure 1.5. In the top part of the figure, a loop with three tasks is illustrated. In
the bottom part, each task is within its own loop and the execution order of the
tasks has not been changed.

Loop skewing [11, 80, 96, 125, 126, 143] is a widely used loop transformation
for nested loops iterating over a multidimensional array, where each iteration
of the inner loop depends on previous iterations. This type of code cannot
be parallelized or pipelined in its original form. Loop skewing rearranges the
array accesses so that the only dependencies are between iterations of the outer
loop, and enables the inner loop parallelization. Consider a nested loop whose
dependencies are illustrated in Figure 1.6(a). In order to compute the element
(i, j) in each iteration of the inner loop, the previous iteration’s results
(i − 1, j) must be available already. Performing the affine transformation
(p, t) = (i, 2 ∗ j + i) on the loop bounds and rewriting the code to loop
on p and t instead of i and j , the iteration space and dependencies change as
shown in Figure 1.6(b).
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(b) Loop dependencies after skewing

Figure 1.6: Loop dependencies (different shades of gray show the elements that can
be executed in parallel).

An algorithm that selects which transformations to use for a given K-loop is
presented in Section 3.5.

Next, we propose a general framework for optimizing K-loops, and algorithms
associated with the analyzed loop transformations. The algorithms are validated
with experimental results. In the future it is desired that they are implemented
in the compiler and enabled by specific compile time options.

1.3 Thesis Contributions

The contributions of this thesis are the following:

• A framework that helps determine the optimal degree of parallelism for
each hardware mapped kernel within a K-loop, taking into account area,
memory and performance considerations. The decision is taken based
on profiling information regarding the available area, the kernel’s area
requirements, the memory bandwidth, the kernel’s memory transfers,
the kernel’s software and hardware execution times, and the software
execution times of all other pieces of code in the K-loop.

• Algorithms and mathematical models for each of the proposed loop
transformations in the context of K-loops. The algorithms are used to
determine the best degree of parallelism for a given K-loop, while the
mathematical models are used to determine the corresponding perfor-
mance improvement. The algorithms are validated with experimental
results.
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• An analysis of possible situations and justifications of when and why the
loop transformations have or have not a significant impact on the K-loop
performance.

1.4 Thesis Organization

The thesis is organized as follows. Chapter 2 presents an overview of the most
important loop optimizations and related research projects. In Chapter 3, we
detail the notion of K-loop and the framework used in our work. In this chapter
we present of general notations used throughout the thesis, together with area,
memory and performance considerations. Next, the random test generator
used for validating some of our transformations is introduced, followed by an
overview of the different loop transformations presented in this thesis and an
algorithm that decides which loop transformations to use on a given K-loop.

Chapter 4 is dedicated to loop unrolling, which is the main technique we use for
exposing the available parallelism. By unrolling a K-loop without inter-iteration
dependencies, several instances of the hardware mapped kernel can execute in
parallel.

Chapter 5 and Chapter 6 are dedicated to loop shifting and K-pipelining. These
two transformations are used for eliminating intra-iteration dependencies and
enabling software-hardware parallelism. Loop shifting is a special case of
pipelining and applies to K-loops with only one hardware mapped kernel.
K-pipelining applies to K-loops with two or more kernels.

Chapter 7 addresses loop distribution, which represents an important step
forward in accelerating large K-loops that are otherwise severely constrained
by the area requirements. The method presented in this chapter proposes that
large K-loops are split into smaller K-sub-loops, and each of these K-sub-loops
is further optimized with the methods previously presented. If needed, the area
is reconfigured in between K-sub-loops.

Chapter 8 focuses on loop skewing as the method for eliminating wavefront-like
inter-iteration dependencies. The transformed (skewed) loop is then parallelized
by means of loop unrolling. Two methods are proposed for scheduling the
kernels execution within the skewed loop: one with all kernels running on the
FPGA and one that schedules part of the kernels in software in order to have
balance the software and hardware execution times.

Finally, Chapter 9 shows an overview of this thesis, draws the conclusions and
presents the open issues and future work directions.



2
Related Work

IN MANY real life applications, loops represent an important source of op-
timization. Depending on the targeted architecture and on the class of
applications, loops can be optimized for reducing the memory or the power

consumption, or for increasing the application performance by speeding up the
overall execution.

Various loop transformations, such as loop unrolling, software pipelining, loop
shifting, loop distribution, loop merging, and loop tiling have been success-
fully used in the last decades for exploiting instruction level and loop level
parallelism.

The focus of this thesis is on optimizing loops that contain kernels in the loop
body (K-loops). For this purpose, traditional loop transformation such as the
ones mentioned above are used. The kernels inside the K-loops are mapped
onto reconfigurable hardware1. For this reason we are also interested in the
related work in the field of Reconfigurable Computing.

In Section 2.1, we discuss the different types of parallelism that can be exploited
within an application, and the loop transformations that can be used to enable
and exploit that parallelism. Section 2.2 presents an overview of the most
popular loop optimizations. Section 2.3 looks at several related research projects
in Reconfigurable Computing and the way they address application optimization.
Finally, in Section 2.5 we identify the open issues and present a choice of loop
transformations to address these issues.

1More details about K-loops can be found in Section 3.1

9
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2.1 Levels of Parallelism

There are various levels of parallelism that can be exploited within an applica-
tion, depending on the application characteristics and on the target architecture.

The Instruction Level Parallelism (ILP) is the finest granularity. ILP allows the
compiler and the processor to overlap the execution of multiple instructions
or even to change the order in which the instructions are executed. The most
common architectures suitable for exploiting ILP are the superscalar and Very
Long Instruction Word (VLIW) architectures, featuring multiple execution units
that can be used for the parallel execution of instructions. Within a loop, the
ILP can be exposed by using software pipelining techniques, which mimic the
behaviour of the hardware pipelining. However, the pipelining can be performed
only within basic blocks and the amount of parallelism is limited by the basic
block size. Several loop transformations can be used to increase the basic block
size. These include loop unrolling, loop tiling, and loop fusion.

Loop Level Parallelism (LLP) refers to the parallelism among iterations of a
loop. It can be exploited only in the absence of loop-carried dependencies.
Loop unrolling is used to expose LLP, while coarse-grain pipelining, loop
shifting, loop peeling, loop fission and unimodular transformations can be
used to break possible loop-carried dependencies. The data level parallelism
is a particular case of LLP. It is a form of parallelization of computing across
multiple processors in parallel computing environments.

Task Level Parallelism (TLP), also known as function level parallelism, em-
phasizes the distributed (parallelized) nature of the processing. The thread
model is a particular case of TLP, targeting multiprocessor systems. Open
Multi-Processing (OpenMP) [102] is a parallel programming paradigm for mul-
tiprocessor platforms with shared memory. Using specific language annotations
(pragma-s for C for example) and API-s, it allows the developer to describe
parallelism at a high level. It is suited for both data and task level parallelism.
Message Passing Interface (MPI) [68] is an API specification that allows pro-
cesses to communicate with each other by sending and receiving messages.
It is typically used for parallel programs running on computer clusters and
supercomputers. When TLP is associated with loops, the same transformations
as in the case of LLP are needed to enable the parallelism.

In this thesis, we target task parallelism at loop level. As a result, our focus is
on loop transformations that are suitable for LLP.
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2.2 Loop Transformations Overview

In this section, an overview of the most popular loop optimizations is pre-
sented. It is difficult to give an exhaustive classification of the various loop
transformations, as most of them can be used in different ways, depending on
the architecture, on the purpose (expose parallelism, increase the parallelism,
improve memory behaviour, minimize power consumption, etc.), on the type
of exploited parallelism (ILP, LLP, etc.). While some transformations are used
mainly for exposing parallelism (loop unrolling, fusion, etc.), there are others
that work on data dependencies and loop bounds (loop bump, index split, etc.)
and are used mainly for enabling the transformations from the first category.

2.2.1 Loop Unrolling

Loop unrolling, also known as loop unwinding, is a transformation that repli-
cates the loop body and reduces the iteration number. The number of times that
the loop is expanded is called unroll factor (u ) and the iteration step will be u
instead of 1. If the loop iteration count is not a multiple of the unroll factor,
then the remainder of the loop iterations must be executed separately (the loop
epilogue). Any loop can be unrolled, at both high and low levels. Unrolling
can also be performed ”by hand”, and this is why some compilers perform loop
rerolling before applying this transformation.

The benefits of unrolling have been studied on several different architec-
tures [39]. Traditionally, the method is efficient because it removes branch
instructions, reducing pipeline disruptions, and the index variable is modified
fewer times. In reconfigurable computing it is used to expose parallelism. In
all cases, it can reduce the number of computations and/or memory accesses
when the same value is needed/referred multiple times, and can enable the use
of other optimizations.

There are several approaches for unrolling loop nests. The main ones are
unroll-and-jam [20] and loop quantization [1].

• Unroll-and-jam means unrolling an outer loop in a nested loop and
fusing inner loop bodies together. Unlike the unrolling of a single loop,
unrolling of multiple loops is not always legal2. The first unroll step
can always be performed, but data dependencies may prevent the sec-
ond fusion (‘jam’) step from being performed. Complex (non-linear)

2In the context of loops, a loop transformation is legal if it preserves the program correctness.
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loop bounds can also affect the legality of performing a loop unrolling
transformation. In a classical unroll-and-jam transformation, it is the
responsibility of the fusion step to recognize when an illegal unrolling
transformation is being attempted on a loop nest. The legality condition
for unrolling multiple loops is equivalent to that of tiling [145]: given a
set of k perfectly nested loops i1, ... , ik , it is legal to unroll the outer
loop ij if it is legal to permute the loop ij to the innermost position. The
unrolling of multiple loops can be seen as the division of the iteration
space into small tiles. However, the iterations in an unrolled ‘tile’ execute
copies of the loop body that have been expanded (unrolled) in place,
rather than executing inner control loops as in tiling for cache locality.

• Loop quantization works by adding statements to the inner loop directly,
to avoid replicated inner loops. Even though the structure of the loop nest
remains the same, the iteration ranges are changed. Quantization is not
always legal, as it changes the order of execution of the loop.

Several methods have been proposed for loop unrolling, for innermost loops
only, but also for nested loops. For the work presented in this thesis it is
important to use unroll methods that target nested loops, with a focus on
maximizing data reuse and on computing the optimal unrolling factor that
would bring the highest speedup, taking into account the hardware constraints.

Davidson and Jinturkar [32] were among the first to propose optimized versions
of loop unrolling, answering questions such as how and when to unroll. The
authors perform compile- and run-time analyses of the loop characteristics from
a set of 32 benchmark programs. One of the key points was the importance
of handling loops where the loop bounds are not known at compile-time. The
analysis shows that most of the loops that are candidates for unrolling have
bounds that are not known at compile-time (i.e., execution-time counting loops).
Another factor analyzed was the control-flow complexity of loops that are
candidates for unrolling. The analysis shows that unrolling loops with complex
control-flow is as important as unrolling execution-time counting loops.

The problem of automatically selecting unroll factors for nested loops has been
addressed first by Carr and Kennedy [26] and by Carr and Guan [25], and then
by Koseki [76] and Sarkar [121]. Koseki unrolls outer loops simultaneously to
achieve a higher level of instruction parallelism. The work takes into consider-
ation loop dependencies and focuses on data reuse over iterations. The effect
of code scheduling and register allocation is not taken into account. Sarkar
addressed the problems of automatically selecting unroll factors for a set of per-
fectly nested loops, and generating compact code for the selected unroll factors.



2.2. LOOP TRANSFORMATIONS OVERVIEW 13

The code generation algorithm for unrolling nested loops generates more com-
pact code (with fewer remainder loops) than the unroll-and-jam transformation
for the selected benchmarks. An algorithm for efficiently enumerating feasible
unroll vectors is also presented.

Liao et al. propose in [82] a model for the hardware realization of kernel loops.
The compiler is used to extract certain key parameters of the analyzed loop.
From these parameters, by taking into account the resource constraints, the user
is informed about the performance that can be obtained by unrolling the loop or
applying loop unrolling together with software pipelining. The algorithm also
suggests the optimal unroll factor to be used, but their method does not consider
parallel execution. Besides, their model needs to be ‘calibrated’ by running
several transformed loops in order to be able to make a prediction about the
frequency and, thus, about the execution time.

Cardoso et al. propose in [24] a model to predict the impact of full loop
unrolling on the execution time and on the number of required resources,
without explicitly performing it. However, unroll-and-jam (unrolling one or
more nested loops in the iteration space and fusing the inner loop bodies
together) is not covered. The design space algorithm evaluates a set of possible
unroll factors for multiple loops in the loop nest, searching for the one that leads
to a balanced, efficient design. The estimation of needed resources for unrolled
loops is performed simply by multiplying the resources for the loop body with
the number of iterations, similar to the way we estimate the resource usage
for multiple instances of the kernel. The execution time for the transformed
loop (unrolled or pipelined) is computed by a complex formula, which takes
into account the loop overhead, the length of the pipeline, and the number of
successive accesses to the same memory. Nevertheless, their research does not
consider parallel execution, nor memory bandwidth constraints.

The work of Weinhardt and Luk [137–139], known as pipeline vectorization,
tries to extract parallelism from a sequential program and exploit this parallelism
in hardware and it is based on software vectorizing compilers. In their approach,
loop unrolling is an important technique used to increase basic block size,
extending the scope of local optimizations. However, only inner loops are
unrolled, in order to vectorize the next outer loop. The inner loop must have
constant bounds in order to be completely unrolled. Partial unrolling is not
suitable for pipeline vectorization and, as a result, it is not taken into account.

Lam et al. [79] apply loop fission in conjunction with loop unrolling, and
across multiple loops. The advantage of considering unrolling and fission of all
loops globally is that unrolled sub-loops from various loops can be potentially
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executed in parallel. The target is a heterogeneous computing system, with two
processing elements: one microprocessor and one FPGA. The addressed loops
are the application kernels. The mapping and scheduling strategy considers
that different instances of the same task can be scheduled on different PEs after
unrolling. Partial reconfigurability is not considered.

In our work, loop unrolling is very important, as it is used to expose the
parallelism and enable concurrent execution of multiple instances of the same
kernel in hardware.

2.2.2 Software Pipelining

Software pipelining is another technique used to improve instruction level
parallelism. The idea of software pipelining came from Patel and Davidson,
who studied hardware pipelining and showed that by inserting delays between
resources in the pipeline it is possible to eliminate resource collisions and
improve the throughput.

In software pipelining, the operations in a loop iteration are broken into s stages.
A single iteration executes stage 1 from iteration i , stage 2 from iteration i − 1
and so on. One of the major difficulties of implementing software pipelining is
the need for prolog – which initializes the pipeline for the first s − 1 iterations –
and postlog, which drains the pipeline for the last s − 1 iterations. Note that for
large loop bodies, prolog and postlog are very big and might affect performance
due to cache misses.Software pipelining is often used in combination with
loop unrolling as they can produce better results together than separately. By
applying software pipelining after other loop transformations it is possible to
have benefits in terms of data locality and reduced register pressure.

A survey on different methods used for software pipelining has been published
in 1995 by Allan et al. [3]. In this survey, the authors explored relationships
between the methods and highlight possibilities for improvements.

There are many criteria to classify the various approaches of software pipelining.
The most important are:

• suitable for innermost loops ( [54, 66, 97]) or for nested loops ( [1, 48,
115]);

• resource constrained ( [45]) or not ( [115]);

• suitable for loops with control flow ( [78]) or without ( [1]);
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• suitable for loops with conditional branches ( [69,113]) or not (predicated
execution);

• focused on achieving high throughput ( [44,66]) or on minimizing register
pressure ( [44, 69, 78]) or on a low memory impact ( [18, 120, 135]);

• the targeted architecture is: VLIW machines ( [78]); Itanium ( [97]);
IA-64 ( [118]); scalar architectures ( [70]); etc.;

• the main method used for pipelining is based on:

– kernel recognition: Perfect Pipelining ( [1]), Petri nets ( [49,
113]).Kernels recognition algorithms simulate loop unrolling and
scheduling until a ‘pattern’ (a point where the schedule would be
cyclic) appears. This pattern will form the kernel of the software-
pipelined loop.

– Heuristics: Modulo Scheduling ( [44,45,66,78,89,97,115–120,134,
135]). The algorithms look for a solution with a cyclic allocation of
resources. Every λ clock cycles, the resource usage will repeat. The
algorithm looks thus for a schedule compatible with an allocation
modulo λ, for a given λ (called the initiation interval). The value
λ is incremented until a solution is found. Finding the optimal
scheduling for a resource constrained scenario is a NP-complete
problem. As a result, some researchers use software heuristics for
scheduling loops that contain both intra- and inter-iterations data
dependencies to achieve a high throughput.

– Linear programming - Move-Then-Schedule algorithms ( [7, 54,
66, 70]). The algorithms use an iterative scheme that alternatively
schedules the body of the loop (loop compaction) and moves in-
structions across the back-edge of the loop as long as this improves
the schedule.

Loop shifting is a particular case of software pipelining. Shifting means
moving an operation from the beginning to the end of the loop body. To
preserve the correctness of the program, a copy of the operation is placed in
the loop prologue, while a copy of the loop body without the shifted operation
is placed in the loop epilogue. Loop shifting is used in combination with
scheduling algorithms to software pipeline loops.

In our work, shifting and pipelining can be performed at high (functional) level,
to help eliminate data dependencies and enable hardware–software parallelism.
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To expose more hardware parallelism, other techniques are used, such as loop
unrolling.

Wang and Eisebeis [134] consider software pipelining as an instruction level
transformation from a single dimension vector to a two-dimensional matrix
(named DEcomposed Software Pipelining – DESP). The algorithm consists
of two steps: the determination of the row numbers and the determination of
the column numbers, which can be performed in any order. If the first step
is to determine the row numbers, the algorithm is called FRLC, otherwise it
is FCLR. For an operation, if the row number and column number have been
determined, its position in the new loop body can be fixed. In conclusion, after
determining the row numbers and the column numbers of all operations, the new
loop body can be found. In the extended version of DESP, the algorithm exploits
instruction level parallelism for loops with conditional jumps. In comparison
with general algorithms like the one presented in [1], DESP with loop unrolling
achieves the same time efficiency and it is much better from the space utilization
point of view. Compared with algorithms that require that each loop body has
identical schedules and initiation interval (restricted algorithms [128]), DESP is
much more time efficient.

Stoodley and Lee [127] developed an algorithm called All Paths Pipelining
(APP), focused on efficiently scheduling loops with control flows. APP uses
techniques from both modulo scheduling and kernel recognition algorithms,
extending the work in [1], [41], [128]. The algorithm has three steps: i) extract
the iteration paths; ii) software pipelining each individual path using a modulo
scheduling algorithm, and iii) insert code that is executed from one schedule
to another when a subsequent iteration executes a different path - this step that
combines the code being the main contribution of the research.

The work of Novack and Nicolau [99] in the domain of software pipelining
is a different approach than previous heuristic-based strategies. They propose
a technique called Resource-Directed Loop Pipelining (RDLP), which works
by repeatedly exposing and exploiting parallelism in a loop until resource
dependencies or loop-carried dependencies prevent further parallelization, or
the balance between cost and desired performance is reached. Loop unrolling
and loop shifting are the transformations used to expose parallelism.

Darte [31] is following the ideas developed in DESP. Loop shifting is used to
move statements between iterations, thereby changing some loop independent
dependencies into loop carried dependencies and vice versa. Then, the loop is
compacted by scheduling multiple operations to execute concurrently, consid-
ering only the loop independent dependencies. Loop shifting is performed at
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low (instruction) level, and the resulted loops are scheduled and mapped on the
hardware. Similarly, [60] uses shifting to expose loop parallelism and then to
compact the loop by scheduling multiple operations to execute in parallel.

Liao et al. propose in [82] a model for the hardware realization of kernel loops,
where loop shifting is used in combination with loop unrolling. More details on
this approach have been presented in Section 2.2.1.

2.2.3 Loop Fusion

Also known as loop merging, or loop jamming, loop fusion is the opposite of
loop fission. It combines one or more loops with the same bounds into a single
loop. Two loops can be fused if they have the same loop bounds. When they
do not have the same bounds, it is sometimes possible to make them identical
by using loop index split, loop bump, or other enabling loop transformations.
However, it is not always legal to fuse two loops with the same bounds. Fusion
is possible only if there are no statements S1 in the first loop and S2 in the
second loop such that S1 would depend on S2 in the fused loop.

Loop fusion is extensively used for data locality. It increases variable reuse
by bringing references closer together in time. This has an impact on memory
space and energy consumption [38, 47, 64, 65, 75, 91, 112, 122, 132, 151].

Fusion is also used to increase the loop parallelism [75, 93, 122]. Fusion
increases the granule size of parallel loops, which is desirable because it elimi-
nates barrier synchronization points. Uniprocessors may also benefit from larger
granule loops because they provide more fodder for instruction scheduling.

Although loop fusion reduces loop overhead, it does not always improve run-
time performance, and may reduce it. For example, the memory architecture
may provide better performance if two arrays are initialized in separate loops,
rather than initializing both arrays simultaneously in one loop.

In the context of reconfigurable computing, we mention the work of Hammes
et al. [61]. Loop fusion is applied to window-based loops, specific to the SA-C
language [59, 98]. The SA-C compiler generates dataflow graphs, which are
then compiled to VHDL. The aim of applying loop fusion is to fuse producer-
consumer loops, as this often reduces data traffic and it may eliminate interme-
diary data structures.

In pipeline vectorization [139], loop fusion is one of the transformations used
to increase basic block size and extend the scope of local optimizations.

In more recent works, loop fusion is used for reducing code size and improving
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execution time [85, 86].

In our work, loop fusion is only theoretically useful, since we do not need to in-
crease the granule of the K-loop (we are already considering large kernels). We
foresee that small K-loops have more potential for improving the performance.
However, it may be the case that by fusing two K-loops more hardware-software
parallelism could be exploited. By fusing two or more K-loops, it would also
be possible to schedule different kernels to run in parallel, but this is subject to
future research.

2.2.4 Loop Fission

Loop fission, also known as loop distribution or loop (body) splitting, is a
fundamental transformation used for optimizing the execution of loops. Loop
distribution consists of breaking up a single loop (loop nest) into multiple loops
(or loop nests), each of which iterates over distinct subsets of statements from
the body of the original loop. The placement of statements into the loop must
preserve the data and control dependencies of the loop. Loop fission may enable
loop fusion, when one or more of the resulted sub-loops may be merged with
other loops. This is desirable for increasing the parallelism granularity of loops.

Loop fission has been introduced by Muraoka [96] in the early ’70s and it has
been used traditionally in the following contexts.

• to break up a large loop that does not fit into the cache [74, 75];

• to improve memory locality in a loop that refers too many different
arrays [75, 92];

• to enable other optimization techniques, such as loop fusion, loop inter-
change, and loop permutation [75, 86, 92];

• to eliminate dependencies in a large loop whose iterations cannot be
run in parallel, by creating multiple sub-loops, some of which can be
parallelized (automated vectorization).

Distribution may be applied to any loop as long as the dependencies are pre-
served. All statements belonging to the same dependence cycles must be placed
in the same sub-loop. If statement S2 depends on S1 in the original loop, then
the sub-loop containing S1 must precede the sub-loop containing S2.

More recent research targets embedded DSPs, such as the work of Liu et al. [86].
The authors propose to use loop distribution in conjunction with loop fusion
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for improving the execution time and code size of loops. First, maximum loop
distribution is applied on multi-level nested loops, taking into account the data
dependencies. Direct loop fusion is then applied to the distributed loop in
order to increase the performance of the execution, without increasing the code
size. The technique, called MLD DF, showed a timing improvement of 21%
and a code size improvement of 7% for the selected loops, compared with the
original. The performance improvement of MLD DF is inferior to the authors
work based only on loop fusion. However, with MLD DF there is a decrease in
code size, which was actually the desired outcome for the target architecture.

In reconfigurable computing, loop distribution has been used to break a loop into
multiple tasks [72]. An extension of loop distribution, called loop dissevering,
has been presented in [23]. The idea is the same, breaking the loop into multiple
tasks for temporal partitioning. Each individual task will then be mapped onto
the FPGA, making it possible to implement applications that exceed the size
constraint of the FPGA. However, loop unrolling is not involved, thus there is
no parallelism to exploit.

The research in [79] is more similar to our work. Loop fission is applied in
conjunction with loop unrolling, and across multiple loops. The advantage of
considering unrolling and fission of all loops globally is that unrolled sub-loops
from various loops can be potentially executed in parallel. A more in-depth
discussion of this work can be found in Section 2.2.1, where related works on
loop unrolling are presented.

Loop distribution occupies an important place in our research. We use it to
break large K-loops, containing multiple tasks, into smaller sub-K-loops that
have more potential for performance improvement.

2.2.5 Loop Scheduling Transformations

For nested loops with wavefront-like dependencies, a higher level of parallelism
is achieved by changing the execution sequence. This sequence of execution is
commonly associated with a schedule vector s , which affects the order in which
the iterations are performed. The iterations are executed along hyperplanes
defined by s .

The wavefront processing method has been introduced by Lamport [80] and
extended by Wolfe [143], and by Aiken and Nicolau [2]. Unimodular trans-
formation is one of the major techniques for selecting an appropriate schedule
vector. Other techniques are multi-dimensional retiming and loop striping.
These techniques are detailed in the following.
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Unimodular Transformations

The unimodular transformation technique combines various loop transforma-
tions, such as loop skewing, loop interchange and loop reversal, to achieve a
particular goal, such as maximizing parallelism or data locality. The sequence
of execution and the loop bounds are changed. One disadvantage is the added
overhead: non-linear index bounds checking needs to be conducted on the new
loop bounds to assure correctness, loop indexes become more complicated, and
additional instructions are needed to calculate each new index.

This overhead can be more or less significant, depending on the architecture. In
our case, where we target coarse-grain parallelism, such overhead will not have
a noticeable impact on the performance. Among the unimodular transformations
presented in this section, we have used only loop skewing for eliminating the
dependencies for wavefront-like computations.

Loop Skewing. Loop skewing is a widely used loop transformation for
wavefront-like computations [11, 80, 96, 143]. An example of wavefront-like
dependency in a loop nest with the index variables (i, j) is: A[i, j] =
f(A[i − 1, j], A[i, j − 1]). In order to compute the element A(i, j)
in each iteration of the inner loop, the previous iteration’s results A(i − 1, j)
must be available already. Therefore, this code cannot be parallelized or
pipelined as it is currently written. By performing the affine transformation
(p, t) = (i, 2 ∗ j + i) on the loop bounds and by rewriting the code to
loop on p and t instead of i and j , the iteration space is changed. The shape
of the resulted loop changes (e.g. from rectangular to trapezoidal) and it can be
parallelized because the dependencies are broken.

An implementation of the loop skewing transformation can be found in the
Compaan [125, 126] compiler (method and tool set). Compaan transforms
affine nested loops programs written in Matlab into a Kahn Process Network
specification. The transformations supported by the Compaan compiler are:
unfolding, plane cutting, skewing and merging. Compaan is used in conjunction
with the Laura tool [153], which operates as a back-end for the compiler. Laura
maps a Kahn Process Network (KPN) specification onto hardware, for example
onto an FPGA.

Loop skewing is used also for increasing data locality, and is often used in
conjunction with interchange, reversal, and tiling [71, 133, 141].
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Loop Interchange. Loop interchange is the process of exchanging the posi-
tions of two loops in a loop nest, generally moving one of the outer loops to
the innermost position. A major aim of loop interchange is to improve the
cache performance for accessing array elements. Parallel performance can be
improved by moving an independent loop outward in a loop nest to increase
the granularity of each iteration. It is not always safe to exchange the iteration
variables due to dependencies between statements or the order in which they
must execute. To determine whether a compiler can safely interchange loops, a
dependence analysis is required.

Loop interchange is used in conjunction with skewing, reversal, and tiling for
improving data locality [141]. The theory of loop interchange is discussed by
Allen and Kennedy in [4].

Loop Reversal. Reversal changes the direction in which the loop traverses
the iteration range [136]. It is usually used in conjunction with other trans-
formations, as it can modify the data dependencies [142]. In [133], it is used
for improving data access regularity, together with loop skewing and loop
permutation.

Multi-Dimensional Retiming

Passos et al. [104,105] have proposed a type of loop restructuring that changes
the structure of the iterations. The purpose is to achieve full parallelism within
an iteration. Loop bodies are represented by Multi-Dimensional Data Flow
Graphs (MDFG). Several algorithms for multi-dimensional retiming for uniform
nested loops are presented: MD incremental retiming, MD chained retiming,
and MD rotation scheduling.

Loop Striping

Loop striping has been proposed by Xue et al. in [148]. Loop striping groups
iterations into stripes, where all iterations in a stripe are independent and can be
executed in parallel. The original row-wise execution sequence does not change.
The loop bounds remain unchanged, as opposite to unimodular transformations.
The striping creates also a loop prologue and a loop epilogue. Experiments
are performed on a set of two-dimensional digital filters. Loop striping gives
better results than simple unrolling and than software pipelining. However, no
comparison with the combination of the two or with loop skewing is performed.
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We estimate that in the context of coarse-grain parallelism, the performance of
loop striping is comparable to the performance of loop skewing. However, it is
worth investigating more the potential of this loop transformation.

2.2.6 Enabler Transformations

A number of loop transformations such as strip mining, loop bump, loop
extend/reduce, and loop index split are commonly used to enable other loop
transformations (such as fusion, reverse, and interchange) that improve data
regularity and locality.

Strip Mining

Strip mining is a method for adjusting the granularity of an operation by splitting
a single loop into a nested loop. The resulting inner loop iterates over a section
or strip of the original loop, and the new outer loop runs the inner loop enough
times to cover all the strips, achieving the necessary total number of iterations.
The number of iterations of the inner loop is known as the loop’s strip length.

Strip mining helps to ensure that the data used in a loop stays in the cache until
it is reused. The partitioning of the loop iteration space leads to the partitioning
of a large array into smaller blocks, thus fitting accessed array elements into the
cache size, enhancing cache reuse and eliminating cache size requirements.

Used by itself, strip mining is not profitable. However, when it is used by loop
tiling, it enhances parallelization.

Loop tiling, also known as loop blocking, strip mine and interchange, or
supernode partitioning, is a loop optimization used by compilers to make the
execution of certain types of loops more efficient. Loop tiling is the multi-
dimensional generalization of strip mining.

The term loop tiling was introduced by Wolfe [142, 145]. He proposed the
division of the iteration space of a loop into blocks or tiles with a fixed maximum
size. Thus tiles become a natural candidate as the unit of work for parallel task
scheduling. Synchronization between processors can be done between tiles,
reducing the synchronization frequency (at some loss of potential parallelism).
Parallelization is then a matter of optimization between tiles.

Loop tiling is one of the transformations used by Weinhardt and Luk in order
to increase the basic block size and to extend the scope of local optimizations
in their work on pipeline vectorization [139]. Loop tiling is often used in
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conjunction with loop skewing, loop reversal and loop interchange, and used
for improving regularity and locality [71, 141].

In our work, loop tiling is only theoretically useful, since we do not need to
increase the granule of the K-loop (we are already considering large kernels).

Loop Bump

Loop bump modifies the loop bounds by adding/subtracting a fixed amount.
The array indices inside the loop body are adjusted accordingly, buy subtract-
ing/adding the same amount. It is used for enabling loop fusion, improving the
data locality [27].

Loop Extend/Reduce

Loop extend expands the loop bounds, and introduces control code inside the
loop body which tests that the loop index is within the old loop bounds. The
original code will then be executed conditionally, within the control block.
The indices used to access the data arrays inside the loop are not changed by
this transformation. Loop reduce is the opposite of loop extend, and passes
conditions existing inside the loop body into the loop manifest. The extend and
reduce transformations are used for enabling loop fusion and improving the
data locality [27].

Loop Index Split

This transformation splits the original loop into two or more loops that have the
same loop body, but complementary iteration domains. It enables loop reverse
(used for improving regularity) and loop interchange (used for regularity and
locality) [27].

Loop peeling is a special case of loop index splitting. Loop peeling splits
any problematic first (or last) few iterations from the loop and performs them
outside of the loop body. It has two uses: it is used to remove dependencies
created by the first (or last) few loop iterations, thereby enabling parallelization;
and it is used to match the iteration control of adjacent loops to enable fusion.

Loop peeling was originally mentioned in [83], and automatic loop peeling
techniques were discussed in [90]. August [10] showed how loop peeling
could be applied in practice, and elucidated how this optimization alone may
not increase program performance, but may expose opportunities for other
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optimization leading to performance improvements. August used only heuristic
loop peeling techniques.

Song [123, 124] proposes a technique for variable driven loop peeling, which
is based on a static analysis for loop quasi-invariant variables, quasi-induction
variables and their peeling lengths. The purpose is to determine the optimal
peeling length needed to parallelize loops.

2.2.7 Other Loop Transformations

In addition to the loop transformations that held our interest so far, there are
several more that need to be mentioned, although they do not find a direct
application in our work.

Loop Unswitching

Loop unswitching [11] is applied when a loop contains a conditional with
a loop-invariant test condition. It moves the conditional outside the loop by
duplicating the loop’s body, and placing a version of it inside each of the if and
else clauses of the conditional. This can improve the parallelization of the loop.

Loop-Invariant Code Motion

Loop-invariant code consists of statements that can be moved outside the body
of a loop without affecting the semantics of the program. Loop-invariant
code motion [11] is a compiler optimization which performs this movement
automatically. While this transformation can improve performance in traditional
programs, it does not show a potential to improve parallelism.

Loop Inversion

Loop inversion [11] is a loop transformation that replaces a while loop by an if
block containing a do..while loop. Loop inversion allows safe loop-invariant
code motion to be performed.
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2.3 Loop Optimizations in Reconfigurable Computing

Several research projects develop C-to-VHDL frameworks, trying to exploit as
much as possible the advantages of reconfigurable systems by maximizing the
parallelism in targeted applications and accelerating kernel loops in hardware.
We identify two types of reconfigurable architectures: fine-grained and coarse-
grained architectures.

2.3.1 Fine-Grained Reconfigurable Architectures

Fine-grained reconfigurable logic devices allow designers to specialize their
hardware down to the bit level. The configurability makes devices, like FPGAs,
suitable to implement a large variety of functions directly. This configurability
comes at a significant cost in terms of circuit area, power, and speed.

GARP (University of California, Berkeley)

The Garp project was the first one to develop a C compiler that automatically
partitioned sequential code between software and hardware, automatically
generated hardware for the custom logic array as well as the interface logic to
reconfigure the array dynamically during execution.

The Garp compiler proposes a solution for automatic compilation of sequential
ANSI C code to hardware, and their approach is hardly influenced by the target
platform, the theoretical Garp chip ( [22], [21]) – a MIPS processor with a
reconfigurable coprocessor. The Garp compiler uses techniques that are similar
to those used by VLIW compilers, with the hyperblock as a unit for scheduling.

A hyperblock is formed from many adjacent basic blocks, usually including
basic blocks from different alternative control paths. For optimization purposes,
a hyperblock will typically include only the common control paths rather than
the rarely taken paths. By definition, a hyperblock has a single point of entry,
but may have multiple exits. The Garp compiler uses the hyperblock structure
for deciding which parts of a program are executed on the reconfigurable
coprocessor, as well as for converting the operations in the selected basic blocks
to a parallel form suitable for the hardware.

The unit of code that gets accelerated in hardware is a loop. General loop
nesting is not supported (loops implemented in hardware cannot have inner
loops).

The Garp compiler uses SUIF as front-end and a control flow graph library for
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generating the basic block representation of the code. The compiler does not
seem to perform any special transformations on the loops before selecting the
hyperblocks.

The NAPA project (National Semiconductor)

The NAPA 1000 chip was the first reconfigurable co-processor, consisting of
a RISC core and CLAy reconfigurable logic from National Semiconductors.
The NAPA C compiler [51, 52] is pragma based, allowing the user to tag
regions of code to be placed in the hardware. The compiler performs semantic
analysis of the pragma-annotated program and co-synthesizes a conventional
program executable combined with a configuration bit stream for the adaptive
logic. Compiler optimizations include synthesis of hardware pipelines from
pipelineable loops. This methodology is most effective when the application
shows ‘90/10’ behavior – 90% of execution time in 10% of the code. By placing
such compute intensive blocks in hardware, the NAPA could achieve 1-2 orders
of magnitude performance improvement over DSP processors.

The Cameron project (University of California, Riverside)

The Cameron project (highly active between 1998 and 2003) proposes an
extension to the C language (called SA-C) and a compiler that maps high-level
programs directly onto FPGA as a solution for reconfigurable computing [98],
[59]. The targeted applications are mainly in the domain of image processing.

SA-C was not conceived to be a stand-alone language. It is assumed that
developers would rewrite selected loops and functions of existing C programs
in SA-C and incorporate them in the original program. The SA-C compiler
would first analyze these segments to find parallel loops that can be executed
on an FPGA, and translate all sequential code to C and include it in the host
program. After that, it maps them to hardware (note that SA-C does not support
any file I/O operations, it is assumed that such operations will be carried out in
C).

Internally, the SA-C compiler uses several intermediate representations to bridge
the gap between high-level algorithmic programs and FPGA configurations.
After parsing the SA-C code, it transforms the program into a Data Dependence
and Control Flow (DDCF) graph, which has nodes for complex operators such
as sliding a window of data across an image. During optimization passes, this
graph is transformed such that subgraphs of simpler nodes replace the complex
nodes, until a more traditional data flow graph is obtained. The last steps consist
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of generating and optimizing an abstract hardware architecture graph.

The compiler performs transformations on the intermediary data flow graphs,
by applying traditional optimizations, as well as optimizations specific for
generating hardware circuits. Among traditional optimizations, there are: com-
mon subexpression elimination, constant folding, invariant code motion and
dead code elimination. The compiler also does specialized variants of loop
strip mining, array value propagation, loop unrolling, function inlining, lookup
tables, loop body pipelining, and array blocking, along with loop and array size
propagation analysis [61].

The FPGA specific optimizations are:

• Producer/Consumer Loop Fusion. The fusion of producer-consumer
loops is often helpful, since it reduces data traffic and may eliminate
intermediate data structures. In simple cases, where arrays are processed
element-by-element, fusion is straightforward. For some other cases,
when loop do not iterate over the same index domain or have different
number of iterations, loop fusion is also possible by examining the data
dependencies.

• Temporal Common Subexpression Elimination. The SA-C compiler
performs conventional CSE (common subexpression elimination within a
block of code), but it also looks for values in one loop iteration that were
previously computed in other loop iterations. In such cases, the redundant
computation can be eliminated by holding the values in registers so that
they are available later and do not need to be recomputed.

• Window Narrowing. When performing Temporal CSE, it may happen that
one or more columns in the left part of the window become unreferenced,
making it possible to eliminate those columns. By narrowing the window,
the space required to store the window’s values on the FPGA is decreased.

• Pipelining. After multiple applications of fusion and unrolling, the result-
ing loop often has a long critical path, resulting in a low clock frequency.
By adding stages of pipeline registers it is possible to break up the critical
path and thereby boost the frequency. The SA-C compiler uses propa-
gation delay estimates, empirically gathered for each of the Data Flow
Graph (DFG) node types, to determine the proper placement of pipeline
registers. The user specifies to the compiler the number of register stages
to place.
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Results presented in [59] show that in terms of design time, SA-C’s productivity
is 10 to 100 times of that of handwritten VHDL. Anyhow, there are penalties
in area (use of SA-C can double the device area utilization) and execution
time: handwritten designs have 10% - 20% higher maximum clock frequencies
and typically save about 40% in clock cycles with respect to SA-C generated
circuits. Overall, the execution time of a handwritten design is approximately
50% of that of SA-C version.

ROCCC (University of California, Riverside)

ROCCC is a C-to-hardware compilation project whose objective is the FPGA-
based acceleration of frequently executed code segments (loop nests), built upon
the knowledge and experience of SA-C and Streams-C. It relies on a profiling
tool that uses GCC to obtain a program’s basic block counts and identifies, after
the execution, the most frequently executed loops that form the computation
kernel.

The compiler transforms modules and systems written in C into synthesizable
VHDL. Modules are written in a subset of C and transformed into parallel,
pipelined VHDL. Modules compiled by ROCCC are then exported back to the
user and may be used to build up larger modules and complete systems that
interface with memory through user specified channels. The main features of
ROCCC 2.0 are:

• The modular (LEGO-like) code design supporting code re-use and com-
piler generated modular redundancy for increased reliability.

• The separation of user application code from the interface to external
devices.

• The possibility to import of hard or soft IP cores into modules written in
C code.

• The support for dynamic partial reconfiguration.

The high level compiler transformations are implemented using the SUIF
toolset [30]. The hardware generation and low level optimizations passes
are implemented using the LLVM toolset [111]. The front-end is based on GCC
4.0.2 [109]. All the information used by the compiler, such as the available or
compiled modules, is stored in a database.

ROCCC can be used to generate VHDL only from perfectly nested loops.
ROCCC 2.0 currently does not support:
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• more than two nested loops;

• logical operators that perform short circuit evaluation;

• generic pointers;

• memory accesses that are dynamically determined;

• non-module functions, including C-library calls;

• shifting by a variable amount;

• non-for loops;

• non-boolean select style if statements.

The compiler performs regular loop unrolling and strip-mining transformations
on loop nests in order to use efficiently the available area and memory bandwidth
of the reconfigurable device. The results in [77] show that compile-time area
estimation can be done within 5% accuracy and in less than one millisecond.

The compiler exploits both instruction level and loop level parallelism and
pipelines the loop body to be able to execute multiple loops simultaneously [58].

ROCCC 2.0 performs the following loop optimizations: normalization, invari-
ant code motion, peeling, unrolling, fusion, tiling, strip mining, interchange,
unswitching, skewing, induction variable substitution, and forward substitution.

PARLGRAN (University of California, Irvine)

PARLGRAN [12, 13] is an approach that tries to maximize performance on
reconfigurable architectures by selecting the parallelism granularity for each
individual data-parallel task. The authors target task chains and make a decision
on the parallelism granularity of each task. The task instances have identical area
requirements but different workloads, which translates into different executions
time (a task is split into several sub-tasks). The proposed algorithm takes into
consideration the physical (placement) constraints and reconfiguration overhead
at run-time, but without taking into account the memory bottleneck problem.
Parallel execution of software and hardware is not considered.

2.3.2 Coarse-Grained Reconfigurable Architectures

Coarse-grained reconfigurable architectures have potential advantages in terms
of circuit area, power, and speed. Many researchers have pursued the use of
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Coarse-Grained Reconfigurable Arrays (CGRAs) considering that they would
be easier targets for higher level development tools. However, as pointed out
by Hartenstein [62], the challenge with the use of CGRAs is that there is no
universal form that is effective for all applications. To be more efficient, CGRAs
are optimized in terms of operators and routing for some specific problem
domain or set of domains. Thus, an application must be well matched with the
array to realize dramatic improvements over other reconfigurable solutions.

RaPiD (University of Washington)

The Reconfigurable Pipelined Datapath (RaPiD) [42, 43] aims at speeding up
highly regular, computation-intensive tasks by deep pipelines on its linear array
of data path units.

RaPiD is currently programmed using Rapid-C, a language that allows the
programmer to schedule computations to the architecture while hiding most
of the details of the architecture. In Rapid-C, extensions to the C language
(like synchronization mechanisms and conditionals to identify first or last loop
iteration) are provided to explicitly specify parallelism, data movement and
partitioning. Rapid-C programs may consist of several nested loops describing
pipelines. Outer loops are transformed into sequential code for address gen-
erators and inner loops are transformed into structural code for the RA. The
Rapid-C compiler generates and optimizes the configured control circuits for
the program.

PipeRench (Carnegie Mellon University)

PipeRench is one of the architectures proposed for reconfigurable computing,
together with an associated compiler [19], [53]. PipeRench is particularly
suitable for stream-based media applications or any applications that rely on
simple, regular computations on large sets of small data elements.

The compiler is designed to trade off configuration size for compilation speed.
For example, when handling the 1D discrete cosine transform, 4 times more
bit operations are generated than when using the Xilinx tools. However, the
compilation with the PipeRench compiler takes only 2.4 seconds, compared
with 75 minutes with the Xilinx tools. The compilation process begins from an
architecture description file. The source language is a Dataflow Intermediate
Language (DIL), which is a single assignment language that can be easily used
by the programmers, or as an intermediate language in a high level language
compiler.
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The compiler flow is as follows. After parsing, all modules are inlined and all
loops are unrolled. Afterwards, a straight-line, single-assignment program is
generated, which is converted into a graph upon which the rest of compiler
operates. The compiler determines each operator’s size and decomposes high-
level operators and operators that exceed the target cycle time. There follows
an operator recomposition pass that uses pattern matching to find subgraphs
that it can map to parametrized modules. These modules take advantage of
architecture-specific routing and PE capabilities to produce a more efficient set
of operators.

Finally, a place-and-route algorithm is used to generate hardware configurations.
This algorithm is a deterministic linear-time greedy algorithm and it represents
the key to the compiler’s speed.

Among the optimizations performed by the compiler, there are: common subex-
pression elimination, dead code elimination, bit level constant propagation,
algebraic simplifications, register reduction and interconnection simplification.

ADRES (IMEC)

ADRES (Architecture for Dynamically Reconfigurable Embedded System) [33,
94] is a flexible architecture template that consists of a tightly coupled VLIW
processor and a coarse-grained reconfigurable array; an architecture instance
can be described in an XML-based description language and it is used by
the compiler in the scheduling step. DRESC(Dynamically Reconfigurable
Embedded System Compiler) is a retargetable C-compiler framework, which
includes the compiler, the binary utilities (assembler and linker), and several
simulators and RTL generators for the ADRES architecture.

When compiling an application for ADRES, the kernels which will be mapped
on the reconfigurable array are identified in the profiling/partitioning step. In
order to make the kernels pipelineable, some transformations are performed
on the source code. On the intermediate representation, dataflow analysis and
optimization and scheduling are performed.

In order to parallelize the kernels, the compiler performs software pipelining,
using a modulo scheduling algorithm described in [95]. Traditional ILP schedul-
ing techniques are applied to discover the available moderate parallelism for
the non-kernel code.

The modulo scheduling algorithm by the DRESC compiler utilizes a data
dependency graph representing the loop body and a graph-based architecture
representation, called MRRG (Modulo Routing Resource Graph). MRRG
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is needed in order to model resources in a unified way, to expose routing
possibilities and to enforce modulo constraints. The algorithm combines ideas
from FPGA placing and routing and VLIW modulo scheduling. It is based
on congestion negotiation and simulated annealing methods. Starting from an
invalid schedule that overuses resources, it tries to reduce overuse over time
until a valid schedule is found.

The results show 18.8-44.8% utilization of Functional Units and 12-28.7%
instructions per cycle. The speed-up reported for a MPEG2-decoder over an
8-issue VLIW is about 12 times for kernels and 5 times for the entire application.

The limitations of this modulo scheduling algorithm are that it can handle
only the innermost loop of a loop nest and it cannot handle some architecture
constraints (pipelined FUs and limited register files).

2.4 LLP Exploitation

Loop nests are the main source of potential parallelism, and loop level paral-
lelization has been widely used for improving performance [15]. Automatic
vectorization has long been shown a successful way of exploiting data paral-
lelism for vector processors and supercomputers [152].

Following the same idea, modern microprocessors provide Single Instruc-
tion Multiple Data (SIMD) extensions to enable exploitation of data paral-
lelism, characteristic of multimedia and scientific computations. These ex-
tensions perform the same operation simultaneously on multiple data ele-
ments packed in a SIMD word. Examples of such SIMD extensions include
Intel R©’s MMXTM [106] and SSE [114], AMD’s 3DNow!TM [100], and IBM’s
AltiVec [37]. With the increasing computational demand for embedded applica-
tions, processors for embedded system also started featuring SIMD extensions,
such as ARM R©’s NEONTM [9]. Furthermore, the IBM/Sony/Toshiba Cell R©

processor [67] introduced the Synergistic Processing Elements (SPE) core [57]
that operates exclusively in a SIMD fashion, without hardware support for
scalar operations.

Software vectorization happens typically at loop level. In [14], loop peeling
and loop distribution are proposed for transforming loops with data parallelism
to enable vectorization. The work of Weinhardt and Luk [137–139], known as
pipeline vectorization, tries to extract parallelism from a sequential program
and exploit this parallelism in hardware and it is based on software vectorizing
compilers. Auto-vectorization is performed also by the GCC compiler [50].
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Parallelizing compiler prototypes have also provided valuable research results
on loop transformations, such as Tiny [144] and Suif [30, 140]. Pips [8, 110],
LooPo [55,81,101], LLVM [56,111], and PoCC [46,107,108] are continuously
developed and have adopted the polyhedral representation of loops. There are
also a number of High-Level Synthesis tools that focus on efficient compilation
of loops and are based on the polyhedral model: Alpha [36], Compaan [126],
Paro [17].

In the domain of embedded architectures, [27] is a good source of references to
loop transformations for LLP and other work in the embedded compiler and ar-
chitecture community. In [73], the authors discuss how loop-level parallelism in
embedded applications can be exploited in hardware and software. Specifically,
it evaluates the efficacy of automatic loop parallelization and the performance
potential of different types of parallelism, namely, true thread-level parallelism
(TLP), speculative thread-level parallelism and vector parallelism, when exe-
cuting loops. Additionally, it discusses the interaction between parallelization
and vectorization. Applications from both the industry-standard EEMBC R©

1.1, EEMBC 2.0 and the academic MiBench embedded benchmark suites are
analyzed using the Intel R© C compiler.

Bathen et al. [16] propose a methodology for discovering and enabling paral-
lelism opportunities using code transformations such as loop fission, loop tiling,
loop unrolling, as well as task/kernel level pipelining. The application’s tasks
are decomposed into smaller units of computation called kernels, which are
distributed and pipelined across the different processing resources. Inter-kernel
data reuse is taken into account, with the purpose of minimizing unnecessary
data transfers between kernels, and load-balancing is performed in order to
reduce power consumption and improve performance.

Targeting a multicore system, Zhong et al. [150] show that substantial amounts
of loop level parallelism is available in general purpose applications, but it
is difficult to see because of data and control dependencies. In addition to
traditional techniques, the authors propose three new transformations to deal
with dependencies: speculative loop fission, speculative prematerialization, and
isolation of infrequent dependencies. A control-aware memory profiler is used
to identify the cross iteration dependencies and the candidate loops.

Loop level parallelism has been studied also in the context of reconfigurable
architectures. The ROCCC compiler, described in Section 2.3.2, performs well-
known transformations meant to aggressively optimize loops. For the ROCCC
compiler, loops are seen as kernels, and not as kernel containers, which is the
case in our work.
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Liu et al. [87] proposed a geometric framework for exploring data reuse (buffer-
ing) and loop level parallelism under the on-chip memory constraint in the
context of FPGA-targeted hardware compilation, within a single optimization
step. The data reuse decision is to decide at which levels of a loop nest to
insert new on-chip arrays to buffer reused data for each array reference. The
parallelization decision is to decide an appropriate strip-mining for each loop
level in the loop nest, allowing a parametrized degree of parallelism.

Derrien et at. [35] use loop skewing and serialization (clustering) for pipelining
the data-path, for improving array performance. The arrays are synthesized for
FPGAs. A very fine grained parallelism is exploited in this paper, by pipelining
down to the logic cell level.

The work presented in this thesis is different than other works targeting LLP.
Loop optimizations for embedded systems usually have a very fine granularity,
while we consider that kernels are large functions, and can also be ‘black boxes’,
when only the VHDL implementation is available. The main concerns when
compiling for embedded platforms are memory and power consumptions, while
the work presented in this dissertation focuses more on performance in terms of
speedup, and on reconfiguration.

Loop optimizations for reconfigurable architectures usually focus on aggres-
sively optimizing loops that are seen as kernels, pipelining the data-path, and
in some cases making use of vectorizing compilers. The granularity of our
approach is different, as we consider loops to be containers for kernels. The
performance gain in our work comes from executing several kernels in parallel,
and not from maximizing the parallelism within a kernel.

2.5 Open Issues

The general strategy for accelerating an application that is partially mapped
on reconfigurable hardware is to find the most time consuming parts of that
application (namely, the application kernels), and aggressively optimize them
while generating the corresponding hardware code. When the kernels are
(nested) loops, the loop optimizations presented in this chapter are used to
transform the loop prior to generating the hardware. This strategy exploits the
instruction level parallelism of the applications. Task parallelism is generally
not sought in conjunction with loops. An example of loop level parallelism in
the related work is that in the ROCCC project, where multiple loops can be
executed simultaneously. This differs from our target, the parallel execution of
tasks inside loops.
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There are several aspects that have not received adequate attention in literature
as a source of performance improvement.

First, coarse grain loop level parallelism (parallel execution of tasks inside
loops) is mostly associated with TLP. For a single threaded application, opti-
mizing compilers usually focus on a given instruction set and try to exploit the
VLIW or SIMD parallelism. In the case of RAs, loops usually represent the
kernels and the hardware/software compiler must generate efficient hardware
code for mapping the loop onto the reconfigurable processor. K-loops are
considered to be kernel containers, where the kernel hardware implementation
is already available and not subject to change, or where the kernel hardware im-
plementation is automatically generated and not hand-tuned. Optimizing such
K-loops gives another level of optimization, which can boost up performance
regardless of how optimized the application kernels’ implementations are.

Second, the exploitation of software-hardware loop level parallelism, where a
part of a loop (e.g. a kernel) is accelerated on the hardware, while the rest of
the loop executes on the GPP, is usually considered with a different granularity.

Last, partial reconfigurability is one of the topics of interest in the reconfigurable
community. However, not much work has been carried in the context of partial
hardware mapping. By partial hardware mapping we refer to the fact that only
the kernels are mapped on the reconfigurable hardware, while the rest of the
code contained in the K-loop body will always execute on the GPP. The rest of
the loop body will execute in software.

In this thesis, we address coarse grain LLP, software-hardware LLP and partial
reconfigurability at loop level. For this purpose, we make use of some of the
traditional loop transformations presented earlier in this chapter. However,
K-loops must be viewed from a perspective that differs from that of normal
loops, because the parallelism inside them is coarse-grained. In traditional
computing, some of the most common scenarios for speeding up an application
is to use loop transformations that improve cache hits and/or reduce branching.
In the context of K-loops, loop transformations that might not be interesting in
traditional computing because of the large overhead they introduce might be
in our advantage. An example is the loop fission transformation, which may
require the use of (large) intermediate buffers to communicate the data from
one sub-loop to another.

The following loop transformations have been the subject of the research pre-
sented in this thesis, and they can improve K-loops performance. Loop unrolling
(Chapter 4) will be used for exposing intra-loop parallelism, which will enable
different instances of the same task (kernel) to execute in parallel in the hard-
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ware. Loop shifting (Chapter 5) and pipelining (Chapter 6) will be used for
breaking intra-iteration dependencies and enable software-hardware parallelism.
Loop skewing (Chapter 8) will also be used for breaking wavefront-like depen-
dencies. Loop distribution (Chapter 7) will be used for breaking large loops into
smaller sub-loops that could be accelerated more easily. Partial reconfiguration
may be used between the sub-loops.



3
Methodology

IN THIS CHAPTER we detail the notion of K-loop, a loop containing in the
loop body one or more kernels mapped on the reconfigurable hardware.
Later on, we present the framework that helps determine the optimal

degree of parallelism for each hardware mapped kernel within a K-loop. Opti-
mizing K-loops with the methods presented in the following chapters answers
to the open issues that we have identified in the previous chapter: coarse grain
loop level parallelism, software-hardware parallelism, and considering partial
reconfigurability while accelerating parts of a loop nest.

Assumptions regarding the K-loops framework and the targeted applications
are presented in Subsection 3.1.2. General notations that are used in the mathe-
matical models of the following chapters are presented in Section 3.3.1, while
the area, memory and performance considerations for the proposed methods
are presented in Subsection 3.3.2, Subsection 3.3.3, and Subsection 3.3.4, re-
spectively. In Subsection 3.3.5, Amdahl’s Law is adapted to our framework
such that we can compare the speedup achieved by loop unrolling or unrolling
plus shifting, etc., with the theoretical maximum speedup assuming maximum
parallelism for the hardware. In Section 3.4, the random test generator used
for showing the potential improvement of K-pipelining and loop distribution
is presented. An overview of the proposed loop optimizations, including an
algorithm that can be used to decide which transformations to use for a given
K-loop, is given in Section 3.5.

3.1 Introduction

In this section, we detail the notion of K-loops and introduce some general
assumptions regarding the targeted applications and the framework.

37
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3.1.1 The Definition of K-loop

Within the context of Reconfigurable Architectures, we define a kernel loop
(K-loop) as a loop containing in the loop body one or more kernels mapped
on the reconfigurable hardware. The loop may also contain code that is not
mapped on the FPGA and that will always execute on the GPP (in software).
The software code and the hardware kernels may appear in any order in the
loop body. The number of hardware mapped kernels in the K-loop determines
its size.

for (i = 0; i < N ; i + +) do
/* a pure software function */
SW(blocks[i]);
/* a hardware mapped kernel */
K(blocks[i]);

end

Figure 3.1: A K-loop with one hardware mapped kernel.

A simple example of a size one K-loop is illustrated in Figure 3.1. In our
work, we focus on improving the performance for such loops by applying
standard loop transformations to maximize the parallelism inside the K-loop.
Loop unrolling is used for hardware parallelism, as shown in Chapter 4. Loop
shifting, presented in Chapter 5, and K-pipelining, presented in Chapter 6,
are used for hardware-software parallelism and they can be combined with
loop unrolling. Loop skewing, presented in Chapter 8, is used for eliminating
data dependencies for wavefront-like applications and is combined with loop
unrolling for parallelizing. Loop distribution, presented in Chapter 7, is used to
split large K-loops into smaller K-sub-loops where the mentioned techniques
can be applied in a more efficient manner to the K-sub-loops.

3.1.2 Assumptions Regarding the K-loops Framework

Our assumptions regarding the application and the framework can be divided
into three categories: K-loop structural assumptions, memory assumptions and
area assumptions.

At the beginning of our research, the K-loop structure was restricted to perfectly
nested loops with no inter-iteration dependencies. Nevertheless, our research
has shown that some inter-iteration dependencies can also be included in the
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analysis since they can be eliminated by using loop transformations such as
loop reversal, loop interchange, loop skewing, and so on. The requirement that
the loop bounds are known at compile time stays, as the loop dimensions can
have a large impact on the achievable speedup and on the chosen degree of
parallelism.

There are several assumptions regarding the memory accesses. First, we assume
that all the necessary data are read by the kernel at the beginning. After that,
the kernel processes them, and, finally, it writes the output data. This model is
needed to simplify the estimation of the number of kernel instances running in
parallel for which the memory bandwidth will becomes the bottleneck. For this
same reason, but also for architectural reasons, there are no memory transactions
performed in parallel (e.g. two kernel instances reading at the same time from
the memory, or one reading and another one writing). For a more accurate
model, the polyhedral representation of loops can be used. This is a subject
of future research. More details about the memory model can be found in
Subsection 3.3.3.

Another assumption regarding the memory is that there is no need for external
memory, and all external data needed by the kernel is available in the on-chip
shared memory. This is important for the estimation of the speedup, since
external memories have different access times. The use of an external memory
is not within the scope of this thesis. Nevertheless, it will be addressed in our
future work. Kernel’s private data are stored in the FPGA’s local memory, as
decided by the VHDL generator.

As far as it concerns the area and the placement, the main assumption is that the
design fits on the available area without creating routing issues, thus shape of
the design is not considered. However, only 90% of the total area can be used by
the Custom Computing Units (CCUs), in order to avoid the routing issues. More
details about the area limitations can be found in Subsection 3.3.2. Our methods
based on loop unrolling, shifting, pipelining and skewing do not require that
the area is reconfigured while the K-loop executes. Therefore, we assume that
the hardware configuration is performed well in advance (by a scheduler), such
that the configuration latency is hidden. When loop distribution is used to split
a K-loop into several K-sub-loops, the initial configuration latency is not taken
into account.

These assumptions are summarized in Table 3.1.
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Table 3.1: Assumptions for the experimental part.

K-loop structure:

? no inter-iteration dependencies, except for wavefront-like dependen-
cies;
? K-loop bounds known at compile time.

Memory accesses:

? memory reads/writes at the beginning/end;
? on-chip memory shared by the GPP and the CCUs used for program
data;
? all necessary data available in the shared memory;
? all memory reads/writes from/to the shared memory performed
sequentially;
? kernel’s local data stored in the FPGA’s local memory, but not in the
shared part of the memory.

Area & placement:

? shape of design not considered;
? initial hardware configuration decided by a scheduling algorithm,
such that the configuration latency is hidden.
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Figure 3.2: The Molen machine organization.

3.2 Framework

The work presented in this thesis is part of the Delft WorkBench (DWB)
project [34]. The DWB is a semi-automatic toolchain platform for integrated
hardware-software co-design in the context of Custom Computing Machines
(CCM), which targets the Molen polymorphic machine organization [131] and
the Molen programming paradigm [130]. The Molen programming paradigm
is a paradigm that offers an abstraction of the available resources to the pro-
grammer, together with a model of interaction between the components. The
Molen machine organization is illustrated in Figure 3.2. By using a ‘one time’
architectural or operating system extension, the Molen programming paradigm
allows for a virtually infinite number of new hardware operations to be executed
on the reconfigurable hardware.

The DWB supports the entire design process, as follows. The kernels are
identified in the first stage of profiling and cost estimation. Next, the Molen
compiler [103] generates the executable file, and replaces the function calls to
the kernels implemented in hardware with specific instructions for hardware
reconfiguration and execution, according to the Molen programming paradigm.
An automatic tool for hardware generation, the Delft Workbench Automated
Reconfigurable VHDL Generator (DWARV) [149], is used to transform the
selected kernels into VHDL code targeting the Molen platform.
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3.3 Theoretical Background

In this section, the methodology used in the following chapters of the thesis is
introduced. Since the main performance improvement in our work comes from
parallel execution of kernel instances on the reconfigurable hardware, different
aspects that limit the degree of parallelism need to be taken into account. First,
the degree of parallelism is limited by the available area. Second, the degree
of parallelism is limited by the memory bandwidth, since this usually is a
bottleneck. Last, we impose an extra bound to the degree of parallelism, which
is given by the achievable speedup, more exactly by a trade-off between speedup
and area consumption.

The way Amdahl’s Law for parallelization is applied to our work for determining
the theoretical maximum achievable speedup is presented in the end of this
section.

Before introducing the different constraints that will be taken into account, the
main notations used throughout this thesis are listed.

3.3.1 General Notations

The notations used in the methodology and mathematical models for various
loop transformations fall mainly into two categories: kernel related notations
and K-loop related notations. The basic notations, common to all mathematical
models presented in the following chapters, are presented in this section. The
notations introduced for specific loop transformations are presented in the
corresponding chapter.

Note that throughout this thesis, we refer to the execution time of various
functions, or to the K-loop’s execution time. When in the context of K-loops,
the execution time always refers to the number of cycles, as all the notations in
this section refer to the number of cycles.

Kernel related notations:

• Tr — the number of cycles required by a kernel K running in hardware to
read all the necessary data from the memory;

• Tw — the number of cycles required by a kernel K running in hardware
to write all the necessary data to the memory;
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• Tmin(r,w)/Tmax(r,w) – the minimum/maximum of Tr and Tw:

Tmin(r,w) = min (Tr, Tw) (3.1)

Tmax(r,w) = max (Tr, Tw) ; (3.2)

• Tc — the number of cycles required by a kernel K running in hardware
to perform the computations;

• TK (sw)/TK (hw) — the number of cycles required by a kernel K running in
software/hardware (either the average of several instances or the maxi-
mum, depending on the case). In particular:

TK (hw) = Tr + Tw + Tc; (3.3)

• TK (hw)(u) — the number of cycles required by u instances of the kernel
K running in hardware.

K-loop related notations:

• M , N — the dimensions of a nested K-loop before any transformation.
Without loss of generality, we assume that M ≤ N . In the case of simple
K-loops, M = 1;

• R — the reminder of the division of N by the unroll factor u ;

• Tsw — the number of cycles required by one instance of the software func-
tion (the function that is always executed by the GPP – in our example,
the SW function);

• Tprolog — the number of cycles for the prologue of a transformed K-loop
(when applying loop shifting or K-pipelining for instance);

• Tbody — the number of cycles for the loop body of a transformed K-loop;

• Tepilog — the number of cycles for the epilogue of a transformed K-loop;

• Tloop(sw) — the number of cycles for the K-loop executed completely in
software. Note that it does not depend on the unroll factor. For a simple
K-loop, the software time is:

Tloop(sw) = (Tsw + TK (sw)) · N · M; (3.4)
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• Tunroll(u) — the number of cycles for the K-loop when parallelized with
loop unrolling, with unroll factor u and the kernel instances running in
hardware;

• Sunroll(u) — the K-loop speedup when parallelized with loop unrolling,
with unroll factor u ;

• Tshift(u) — the number of cycles for the K-loop when parallelized with
loop unrolling and shifting, with unroll factor u and the kernel instances
running in hardware;

• Sshift(u) — the K-loop speedup when parallelized with loop unrolling
and shifting, with unroll factor u ;

• Tpipe(u) — the number of cycles for the K-loop when parallelized with
loop unrolling and K-pipelining, with unroll factor u and the kernel
instances running in hardware;

• Spipe(u) — the K-loop speedup when parallelized with loop unrolling
and K-pipelining, with unroll factor u ;

• Tdistr — the number of cycles for the K-loop when transformed via the
distribution algorithm, with the kernel instances running in hardware;

• Sdistr — the K-loop speedup when transformed via the distribution algo-
rithm;

• Th/h(u) — the number of cycles for the skewed K-loop when all kernel
instances are running in hardware, assuming the unroll factor u ;

• Th/s(u) — the number of cycles for the skewed K-loop when part of the
kernels are running in hardware and part in software, assuming the unroll
factor u ;

• Sh/h(u) — the speedup for the skewed K-loop when all the kernels
instances are running in hardware, assuming the unroll factor u .

Sh/h(u) =
Tloop(sw)

Th/h(u) + Tsw · M · N
; (3.5)

• Sh/s(u) — the speedup for the skewed K-loop when part of the kernels
are running in hardware and part in software, assuming the unroll factor
u :

Sh/s(u) =
Tloop(sw)

Th/s(u) + Tsw · M · N
. (3.6)
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Notations for K-loops with more than 1 kernel:

• Nf — the K-loop’s number of functions;

• Nk — the number of kernels, which is half of the number of functions:
Nk = bNf/2c;

• Ki — the i -th kernel in the K-loop;

• SWi — the i -th software function in the K-loop (the pre- function of
Ki );

• TKi — the number of cycles for Ki running in hardware;

• TSWi — the number of cycles for SWi .

3.3.2 Area considerations

The hardware implementation of each of the selected kernels required a certain
amount of area on the reconfigurable device. As the area available on the
reconfigurable hardware is always limited, area becomes the first limitation to
parallelism. Additionally, although a 100% use of the reconfigurable area may
allow a higher degree of parallelism than a partial use of the reconfigurable
device, it may cause routing issues. For this reason, we aim at using no more
than 90% of the available area.

By taking into account the area constraints and by assuming no constraint
regarding the placement of the kernel, we can devise an area-related upper
bound for the unroll factor as follows:

ua =

⌊
Area(available)

Area(K)

⌋
,where: (3.7)

Where:

• Area(available) is the available area, taking into account the resources
utilized by Molen and by other configurations; We assume that the overall
interconnect area grows linearly with the number of kernels;

• Area(K) is the area utilized by one instance of the kernel, including the
storage space for the values read from the shared memory. All kernel
instances have identical area requirements.
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3.3.3 Memory Considerations

Ideally, all data would be available immediately at request and the degree of
parallelism would be limited only by the available area. However, for many
applications, the memory bandwidth is an important bottleneck in achieving
the maximum theoretical parallelism. As specified in Section 3.3.1, Tr, Tw,
and Tc are the number of cycles required by a kernel K running in hardware
to read data, to write data, and to perform the computations, respectively, as
indicated by the profiling information. The number of cycles for one instance
of the kernel K on the reconfigurable hardware TK (hw) is the sum of the total
number of cycles for reading, writing, and performing the computations.

As specified in 3.1.2, we assume that within any kernel K, the memory reads
are performed at the beginning and memory writes in the end. This is needed
in order to simplify the mathematical model, which gives the estimation of the
memory bound and the performance estimation. For a more accurate model, the
polyhedral representation of loops can be used. Hu et al. [63] give a high-level
memory usage estimation, including accesses and size, that is used for global
loop transformations. Then, as illustrated in Figure 3.3,a new instance of K can
start only after a time Tr. The kernel instances are denoted in Figure 3.3 by
K(1), K(2), etc.

There are several possible cases to consider regarding the relation between Tr,
Tw, and Tc. Figure 3.3 represents only one of them, more precisely the case
when Tw ≤ Tr < Tc and Tw + Tr > Tc. However, in all cases, the performance
stops increasing at the moment when the computation is fully overlapped by
the memory transfers performed by the kernel instances running in parallel. We
denote with um the unroll factor where this case happens. As a result, um sets
another bound for the degree of unrolling on the reconfigurable hardware. A
further increase of the unroll factor gives a converse effect when computation
stalls occur due to waiting for the memory transfers to finish, as it can be seen
in Figure 3.3(b).

Note that this is actually the worst case scenario in our analysis and our al-
gorithm will always give results which are on the safe side. More precisely,
using the above assumption to compute the unroll factor bound um with respect
to the assumed memory accesses is just a very quick worst case estimation,
which does not require further study of the target application. Moreover, de-
termining um with this assumption guarantees that for any unroll factor which
is less than um, there will be no computation stalls due to the memory ac-
cesses/transfers.Depending on the hardware implementation, the real threshold
value um for the unroll factor regarding memory transfers will be more re-
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Figure 3.3: Parallelism on the reconfigurable hardware. In this case, Tw ≤ Tr < Tc
and Tw + Tr > Tc.

laxed than in our estimation. The time for running u instances of K on the
reconfigurable hardware is:

TK (hw)(u) =

{
Tc + Tmin(r,w) + u · Tmax(r,w), if u ≤ um
u · (Tr + Tw), if u > um

(3.8)

The speedup at kernel level is SK(u) =
u · TK (hw)(1)

TK (hw)(u)
. For u > um, the

speedup is:

SK(u > um) =
u · (Tr + Tw + Tc)

u · (Tr + Tw)
=
Tr + Tw + Tc
Tr + Tw

, (3.9)

which means that the speedup is constant. Therefore it is not worth to unroll
more. Performance increases with the unroll factor if the following condition is
satisfied:

Tc + Tmin(r,w) + u · Tmax(r,w) < u · (Tmin(r,w) + Tmax(r,w)). (3.10)

The memory bound can be derived as follows:

u ≤ um =

⌊
Tc

Tmin(r,w)

⌋
+ 1 (3.11)

When applied to the example in Figure 3.3, um = 2. The case u ≤ um
corresponds to Figure 3.3(a) and the case u > um corresponds to Figure 3.3(b).
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In our example, Tw ≤ Tr. As a result, Tmax(r,w) = Tr and Tmin(r,w) = Tw. In
Figure 3.3(a), the time for running in parallel two kernel instances (K(1) and
K(2)) is given by the time for K(1), Tc + Tr + Tw, plus the necessary delay for
K(2) to start (Tr). In Figure 3.3(b), K(1) writing to memory is delayed because
of K(3) reading from memory. In this case, the actual kernel computation is
hidden by the memory transfers and the hardware execution time depends only
on the memory accesses (u · (Tr + Tw)).

3.3.4 Performance Considerations

When multiple kernels are mapped on the reconfigurable hardware, the goal
is to determine the optimal unroll factor for each kernel, which would lead to
the maximum performance improvement for the application. For this purpose,
we introduce a new parameter in the model: the calibration factor F , a positive
number decided by the application designer, which determines a limitation of
the unroll factor according to the targeted trade-off. For example, one may not
want to increase the unrolling, if the gain in speedup would be with a factor of
0.1%, but the area usage would increase with 15%. The simplest relation to be
satisfied between the speedup and necessary area is:

∆S(u + 1, u) ≥ ∆A(u + 1, u) · F (3.12)

where ∆A(u + 1, u) is the relative area increase, which is constant since all
kernel instances are identical:

∆A(u + 1, u) = A(u + 1)− A(u) = Area(K) ∈ (0, 1) (3.13)

and ∆S(u + 1, u) is the relative speedup increase between consecutive unroll
factors u and u + 1:

∆S(u + 1, u) =
S(u + 1)− S(u)

S(u)
. (3.14)

Note that only in the ideal case
S(u + 1)

S(u)
=
u + 1

u
. This means that

S(u + 1) < 2 · S(u), ∀u ∈ N, u > 1 (3.15)

and the relative speedup satisfies the relation:

∆S(u + 1, u) ∈ [0, 1), ∀u ∈ N, u > 1. (3.16)
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Thus, F is a threshold value which sets the speedup bound for the unroll factor
(us). How to choose a good value for F is not within the scope of this research.
However, it should be mentioned that a greater value of F would lead to a lower
bound, which translates to ‘the price we are willing to pay in terms of area
compared to the speedup gain is small’. Additionally, the upper limit for F is

Fmax =
∆S(2, 1)

Area(K))
. If F = Fmax , then the unroll factor will be u = 2. The case

F > Fmax incurs that u = 1, which means that no unroll will be performed. In
conclusion, the possible values of F are:

F ∈
[
0,

∆S(2, 1)

Area(K))

]
. (3.17)

The speedup bound is defined as:

us = min(u) such that ∆S(us + 1, us) < F · Area(K). (3.18)

Local optimal values for the unroll factor u may appear when u is not a divisor
of N , but u +1 is. To avoid this situation, as S is a monotonic increasing function
for u < um, we add another condition for us:

∆S(us + 2, us + 1) < F · Area(K). (3.19)

When the analyzed kernel is the only one running in hardware, it might make
sense to unroll as much as possible, given the area and memory bounds (ua and
um), as long as there is no performance degradation. In this case, we set F = 0
and us = um.

Binary search can be used to compute in O(log N) time at compile-time the
value of us. The value of us must satisfy the conditions ∆S(us + 1, us) <
F · Area(K) and ∆S(us + 2, us + 1) < F · Area(K).

Figure 3.4 illustrates the speedup achieved for different unroll factors for the
DCT kernel, as presented in [40]. The area for one instance of DCT represents
approximately 12% of the area on Virtex-II Pro. With respect to these data,
Figure 3.5 shows how different values of F influence the unroll factor. Note

that in this case,
∆S(2, 1)

Area(K))
= 6.23, which means that for F > 6.23 there will

be no unroll (meaning that us = 1).

3.3.5 Maximum Speedup by Amdahl’s Law

For each analyzed kernel, we must compare the speedup achieved when using
the proposed methods with the theoretical maximum achievable speedup using
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Amdahl’s Law for parallelization. When computing the value with Amdahl’s
Law, we consider maximum parallelism for the kernels executed in hardware
(e.g., full unroll). The serial part of the program (the part that cannot be
parallelized) consists of the N instances (N is the number of iterations in the
K-loop) of the software function SW plus one instance of the kernel running
in hardware. The parallelizable part consists of the N instances of the kernel
running in software minus one instance of the kernel running in hardware,
because the execution time of N kernels in hardware is at least the time for
running a single kernel — and that is the ideal case. We denote by PK the
percentage of the loop time that can be parallelized:

PK =
N × TK (sw) − TK (hw)

Tloop(sw)
(3.20)

From now on, we will refer to the computed theoretical maximum speedup
using Amdahl’s Law as the speedup by Amdahl’s Law, which is:

SAmdahl =
1

1− PK +
PK
N

(3.21)

Note that Amdahl’s Law neglects potential bottlenecks, such as memory band-
width.

3.4 The Random Test Generator

In order to study the impact of various loop transformations over K-loops, more
test data than the available ones are needed. While new programming models
that are emerging to fit the multicore era and future applications in various
domains (such as audio-video) are more likely to have large K-loops, not many
of the present applications meet our requirements and, thus, the need for a test
generator arose. A random test generator has been developed in order to be able
to study the potential for performance improvement of K-pipelining (Chapter 6)
and loop distribution (Chapter 7) and possibly other transformations, which are
part of the future work. The generated tests simulate K-loops of any size (the
size can be specified at compile time or at run time). A part of the random test
generator consists of a computational module, which determines the speedup
for the analyzed K-loop using the techniques that are described in this thesis:
loop unrolling (Chapter 4), loop shifting (Chapter 5), K-pipelining (Chapter 6),
and loop distribution (Chapter 7).

A test case is determined by the following parameters:
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• N — the number of iterations;

• Tsw[j] — the number of cycles for each software function SWj ;

• MAX(sw) — the maximum of the number of cycles of the software
functions:

MAX(sw) = max
j
(Tsw[j]);

• TK (sw)[i] — the number of cycles for kernel Ki running in software;

• S[i] — the speedup for kernel Ki (S[i] ∈ R);

• A[i] — the area occupied by kernel Ki in hardware, in percent (A[i] ∈
R). Additionally, ∑

(A[i]) ≤ 90%;

• TK (hw)[i] — the number of cycles for kernel Ki running in hardware:

TK (hw)[i] = (int)
TK (sw)[i]

S[i]
;

• Tr[i] — the time for memory read for kernel Ki running in hardware
(cycles);

• Tw[i] — the time for memory write for kernel Ki running in hardware
(cycles);

• Tc[i] — the time for computation for kernel Ki running in hardware
(cycles):

Tc[i] = TK (hw)[i]− Tr[i]− Tw[i].

The computational module can be used to determine the speedup of any given
K-loop whose parameters are known.

For the randomly generated tests, the values for the presented parameters
have been generated according to the Table 3.2. Note that in some cases, the
maximum value of a parameter depends on the generated value of another
parameter (for instance, the number of cycles needed by a kernel for reading
the data from memory is at most one third of the total number of cycles for the
kernel running in hardware).

To study the impact that the area requirements have on performance, the maxi-
mum value for the area for a kernel is set first to 12%, and later on to 60%.
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Table 3.2: Parameter values for randomly generated tests.

Parameter Min. value Max. value

N 64 256*256
Tsw[j] 0 800
TK (sw)[i] 1.5 * MAX(sw) 41.5 * MAX(sw)
S[i] 2.0 10.0
A[i] 1.2% 12.0%/60%
Tr[i] 1 TK (hw)[i]/3
Tw[i] 1 TK (hw)[i]/6

3.5 Overview of the Proposed Loop Transformations

In this section, we present an algorithm used to decide which loop transforma-
tions to apply to a given K-loop. Table 3.3 shows an overview of the different
loop transformations analyzed in this thesis. For each transformation, the
following information is shown:

• the K-loop size that it is suitable for;

• the impact it has on the code (such as enabling parallelism or eliminating
dependencies);

• the transformations that can be used in conjunction with it;

• the transformations that are exclusive with it;

• whether the transformation can schedule kernels to run in software or
not.
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The ‘Loop Trans’ algorithm in Figure 3.6 can be used to decide which loop
transformations to use on a given K-loop (KL ).

If the K-loop size is 1, depending on the existing loop dependencies, the K-loop
is transformed with either loop skewing and/or loop shifting. Loop shifting is
used to enable the software-hardware parallelism. If loop shifting is performed,
it is important to look at the ratio between the execution times of the software
part and of the hardware part of the K-loop, in order to understand if loop
unrolling, which exposes the hardware parallelism, should be performed. If the
software execution time is twice (or more) more than the hardware execution
time, unrolling will bring no benefit because the hardware execution would be
completely hidden by the software execution. If the ratio between the software
and the hardware execution times is less than the threshold value (Eps = 2),
unrolling will be performed.

If the K-loop size is larger than 1, the loop distribution algorithm will determine
the best partitioning of the K-loop. The algorithm works in a Greedy manner,
selecting the most promising kernel in terms of speedup and adding functions
around it to create a K-sub-loop, while constantly checking the performance
of the K-sub-loop against that of the original loop. It is possible that the
partitioning that gives the best performance is the original K-loop. If the
decision is to split the K-loop into smaller K-sub-loops, each of the K-sub-loops
will be transformed according to the same ‘Loop Trans algorithm. If the loop
distribution algorithm has decided that the original K-loop would perform best,
then it will be transformed with K-pipelining and unrolling.

Table 3.4 summarizes the formulas for computing the K-loop execution time
(in cycles) for each of the proposed loop transformations. The formulas pre-
sented for the loop unrolling, loop shifting, K-pipelining and loop skewing
are dependent on the unroll factor, assuming that we are always interested in
exploiting the hardware parallelism. In the case of loop distribution, the total
execution time is the sum of the execution times of the K-sub-loops and their
reconfiguration times, and each of the K-sub-loops may have a different degree
of parallelism and different formula to compute its execution time. For this
reason, we cannot explicitly write the formula in the case of loop distribution.
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Eps = 2;
shift = 0;

Loop Trans KL:

if (KL.Size == 1) then
if (KL.Dependencies & WAVEFRONT) then

Skew(KL);
end
if (KL.Dependencies & TASKCHAIN) then

Shift(KL);
shift = 1;

end
if shift && (KL.SW ExecTime() / KL.HW ExecTime() <
Eps ) then

Unroll(KL);
end

else
go = KL.Distribute();
if (go) then

while (KLi[i] = KL.GetNextSubLoop()) do
Loop Trans (KLi[i]);
i++;

end
else

KPipeline(KL);
Unroll(KL);

end
end

end

Figure 3.6: The loop transformations algorithm.
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3.6 Conclusions

In this chapter, we laid the foundation for the methods presented in the follow-
ing chapters, suitable for optimizing applications for heterogeneous platform
comprising a reconfigurable processor.

In Section 3.1, we explained the notion of K-loops and the assumptions as-
sociated with the K-loops framework and with the targeted applications. The
platform used for our experiments is presented in Section 3.2. The main nota-
tions used throughout this thesis are an important part of the methodology and
are presented in Section 3.3. The area, memory and speedup considerations,
which are common to the algorithms illustrated in this thesis, are also presented
in Section 3.3.

A random test generator used to study the impact of various loop transforma-
tions on K-loops has been developed and it is described in Section 3.4. The
experimental results presented in Chapter 6 and Chapter 7 make use of the test
cases created with this random test generator.

In Section 3.5, we have presented an overview of the loop transformations
proposed in this thesis, and an algorithm that decides which of these transfor-
mations to use for a given K-loop.

The next chapter of this dissertation is dedicated to loop unrolling. The math-
ematical model of using loop unrolling in the context of K-loops will be pre-
sented, followed by experimental results.



4
Loop Unrolling for K-loops

IN THIS CHAPTER, we discuss how loop unrolling can be used in the context
of K-loops. In Section 4.1.1 we show how a simple K-loop that contains
only one kernel can be parallelized via loop unrolling. In Section 4.2, we

present the mathematical analysis that allows to determine the K-loop speedup
that can be achieved after parallelizing with loop unrolling. Experimental results
for several kernels extracted from well-known applications are presented in
Section 4.3. Finally, conclusions are presented in Section 4.4.

4.1 Introduction

Loop unrolling is a transformation that replicates the loop body and reduces
the iteration number. In traditional computing, it is used to eliminate the
loop overhead, thus improving the cache hit rate and reducing branching. In
reconfigurable computing, loop unrolling is used to expose parallelism. In this
thesis, we use loop unrolling to expose the loop-level parallelism, which allows
us to concurrently execute multiple kernels on the reconfigurable hardware.
A generic representation of the loop unrolling transformation is presented in
Figure 4.1. In this figure, each task inside the initial loop is replicated for the
same number of times inside the unrolled loop.

4.1.1 Example

We illustrate the loop unrolling technique on a motivational example illustrated
in Figure 4.2. In this example, data dependencies between SW and K may
exist in each iteration. In order to be able to apply loop unrolling and run in
parallel multiple instances of the kernel, data dependencies between K(i ) and
K(j ), for any iterations i and j , with i 6= j , may not exist. For instance,

59
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Loop unrolling

N times

N/u times

u times u timesu times

A

A

B

B

C

C

Figure 4.1: Loop unrolling.

SW can be the code that computes the parameters for the kernel instance to be
executed in the same iteration. The unrolled and parallelized loop is illustrated
in Figure 4.3. This figure shows the case N mod u = 0, when the loop unrolling
transformation does not create an epilogue.

for (i = 0; i < N ; i + +) do
/* a pure software function */
SW(blocks[i]);
/* a hardware mapped kernel */
K(blocks[i]);

end

Figure 4.2: Original K-loop with one kernel.

4.2 Mathematical Model

The speedup at loop nest level for the K-loop transformed with loop unrolling is
defined as the ratio between the execution time for the pure software execution
and the execution time for the loop with the kernel running in hardware:

Sunroll(u) =
Tloop(sw)

Tunroll(u)
. (4.1)

In the example in Figure 4.3, the total execution time for the K-loop with the
kernel running in hardware is:

Tunroll(u) = (Tsw · u + TK (hw)(u)) · (N/u). (4.2)
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for (i = 0; i < N ; i+ = u ) do
/* u instances of SW(), sequentially */
SW(blocks[i + 0]);
...
SW(blocks[i + u − 1]);
/* u instances of K in parallel */
#pragma parallel

K(blocks[i + 0]);
...
K(blocks[i + u − 1]);

#end
end

Figure 4.3: Parallelized K-loop after unrolling with factor u .

For the general case where u is not a divisor of N , the remainder instances of
the software function and hardware kernel will be executed in the loop epilogue.
We denote by R the remainder of the division of N by u :

R = N − u ∗ bN/uc , 0 ≤ R < u. (4.3)

We define TK (hw)(R) as:

TK (hw)(R) =

{
0, R = 0

Tc + Tmin(r,w) + R · Tmax(r,w), R > 0.
(4.4)

Then, Tunroll(u) is:

Tunroll(u) = bN/uc · (Tsw · u + TK (hw)(u)) + (R · Tsw + TK (hw)(R))

= N · Tsw + bN/uc · TK (hw)(u) + TK (hw)(R) (4.5)

which, by expanding TK (hw)(u) from (3.8) with u ≤ um, is equivalent to:

Tunroll(u) = (Tsw + Tmax(r,w)) · N + (Tc + Tmin(r,w)) · dN/ue (4.6)

Since Tloop(sw)(u) is constant and Tunroll(u) is a monotonic decreasing func-
tion, then Sloop(u) is a monotonic increasing function for u < um.

This means that performance increases with the unroll factor. However, our
experimental results show that the performance increase after a certain unroll
factor tends to be smaller and smaller and can be considered at some point
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negligible. The application designer will then decide which is the desirable area-
performance trade-off. The optimum unroll factor is determined by applying
the general methodology described in Chapter 3 regarding area, memory and
performance.

4.3 Experimental Results

The purpose of this section is to illustrate loop unrolling for K-loops, by apply-
ing it to several kernels from well known applications. The relative speedup
obtained by running multiple instances of a kernel in parallel compared to run-
ning a single instance is computed taking into account the profiling information.
The optimal unroll factor is then automatically determined, based on the area
and memory constraints and the desired trade-off. The achieved performance
depends on the kernel implementation, but is also subject to Amdahl’s Law.

4.3.1 Selected Kernels

Four different kernels have been selected to illustrate the parallelization with the
loop unrolling method. For some kernels, multiple implementations have been
tested. The dependencies between different iterations of the loops containing
the kernels have been eliminated, if there were any. The VHDL code for the
analyzed kernels has been automatically generated with the DWARV tool [149]
and synthesized with Xilinx XST tool of ISE 8.1. The kernels are:

1. DCT (Discrete Cosine Transformation) - a 2-D integer implementa-
tion, extracted from the MPEG2 encoder multimedia benchmark. The
DCT operates on 8×8 memory blocks and there are 64 memory reads
and 64 memory writes performed by each kernel instance. The SW
function consists in a pre-processing of the blocks by adjusting the lumi-
nance/chrominance.

2. Convolution - extracted from the Sobel algorithm. We have chosen
not to implement in hardware the whole Sobel algorithm as most of
its execution time is spent inside a loop which uses the convolution.
By accelerating the convolution, a large speedup for the whole Sobel
algorithm can be obtained, but with a much smaller area consumption.
As the kernel consists only of the convolution, the part of the algorithm
that adjusts the values of the pixels to the interval [0, 255] is contained in
the SW function.



4.3. EXPERIMENTAL RESULTS 63

Table 4.1: Profiling information for the DCT, Convolution, SAD, and Quantizer
kernels.

Kernel Area Tr/Tw TK(sw) TK(hw) N iter. Tloop(sw) Tsw
[%] (cycles) (cycles) (cycles) (cycles) (cycles)

DCT 12.39 192/64 106626 37278 6*16 10751868 5292
Convolution 3.70 24/1 2094 204 126*126 35963184 168
SAD-area 6.81 330/1 4013 2908 11*13 619392 84
SAD-time 13.17 330/1 4013 1305 11*13 619392 84
Quantizer-1 2.98 192/64 12510 2970 64*16 20925786 8112
Quantizer-2 4.35 192/64 12510 1644 64*16 20925786 8112
Quantizer-4 7.08 192/64 12510 1068 64*16 20925786 8112
Quantizer-8 12.13 192/64 12510 708 64*16 20925786 8112

3. SAD (Sum of Absolute Differences) - extracted also from the MPEG2
encoder. For this kernel, we have chosen two VHDL implementations: an
implementation that is faster but occupies more area, and another one that
is slower but takes less area. We will call them SAD-time and SAD-area,
respectively. Note that the VHDL code was automatically generated and
the performance does not compare to a hand-written implementation.
The loop nest containing the SAD has been transformed into a perfect
nest, and the execution times for one instance of SAD on GPP/FPGA
used in the algorithm are taken as the weighted average for the execution
times of all instances within the loop nest. The length of the execution of
a SAD function is determined by the values of some parameters, which
are updated after each execution. As a result, SW is the post-processing
code which updates the values of these parameters.

4. Quantizer - an integer implementation, extracted from the JPEG applica-
tion. For this kernel, we have four implementations, denoted by Q-1, Q-2,
Q-4 and Q-8. The one with the smallest area consumption is the slowest
(Q-1), and the fastest one also requires the most area (Q-8). The SW is
a post-processing function, and it performs a Zig-Zag transformation of
the matrix.

Table 4.1 summarizes the profiling information for the kernels considered
in these experiments. It includes the area occupied by one instance of the
kernel, memory transfer times, various execution times, and the number of
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iterations in the loop nest. The execution times have been measured using the
PowerPC timer registers. For the kernels running on FPGA, the times include
the parameter transfer using exchange registers. The measured execution times
are the following:

1. the execution time for a single instance of each kernel running in software
/ hardware — TK (sw) / TK (hw);

2. the execution time for the whole loop — Tloop(sw);

3. the execution time for the software part (in one iteration) — Tsw.

The times for the memory transfers (Tr / Tw) are computed considering 3 cycles
per memory read (in the automatically generated VHDL, the memory transfers
are not pipelined) and 1 cycle per memory write.

The experiments have been performed with one instance of the kernel running
on the FPGA. The results for the execution time of the loop for higher unroll
factors are computed using (4.6), while the speedup is computed using (4.1).

4.3.2 Analysis of the Results

The results for the kernels considered in our experiments are illustrated in
Figure 4.4. The left-side figures illustrate, for each kernel, the speedups for
different unroll factors and the speedup by Amdahl’s Law. The area consump-
tion for each kernel for various unroll factors is shown in the right-side figures.
Taking into account also area requirements, the optimum unroll factor depends
on the desired trade-off between area consumption and performance. If, for
instance, the metric chosen for the optimum unroll factor is to have a speedup
increase with a factor of 0.5 compared to the previous unroll factor, then the
optimum unroll factors are: 8 for DCT, 4 for Convolution, 6 for SAD-area
and 5 for SAD-speed, 1 for Q-1–Q-8 (no unroll). Since 8 instances of DCT
would occupy 99% of the VirtexII-Pro area and create routing problems, the
unroll factor 7 is selected for this platform. Table 4.2 summarizes these results,
showing for each kernel the optimal unroll factor, the area requirements, the
achieved speedup, the maximum obtainable speedup by Amdahl’s Law and,
finally, how close we are to that maximum.

1. DCT (MPEG2). As it can be seen in Figure 4.4(a), Sloop(u) is
monotonously increasing, with the maximum value 19.07 for u = N .
For comparison, the speedup at kernel level – which would be achieved
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Figure 4.4: Loop unrolling: speedup and area consumption for: a) DCT; b) Convolu-
tion; c) SAD; d) Quantizer.
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Table 4.2: Loop unrolling: results summary for the analyzed kernels.

Kernel U opt. Area usage [%] Speedup Amdahl Percent

DCT 7 87.0 10.27 19.97 51.4 %
Convolution 4 14.8 9.56 13.48 70.9 %
SAD-area 6 40.9 5.12 35.28 14.51 %
SAD-time 5 65.9 7.08 35.28 20.06 %
Q-8 1 12.1 2.32 2.52 92.06 %

if the loop would not have a software part – is drawn with a dashed line
on the same figure, while the speedup by Amdahl’s Law is represented
as a horizontal continuous line with the value 19.97.

If the area is not a constraint, the optimum unroll factor can be decided
considering the desired speedup increase between two consecutive unroll
factors. For a speedup increase of minimum 0.4, the unroll factor is 12,
with the speedup 13.05. For a speedup increase of 0.5, the unroll factor
is 8, with the speedup 11.06.

For Virtex II-Pro, considering the DCT and Molen area requirements, the
optimal unroll factor is 7, with an area consumption 87% and speedup of
10.27. This represents 51.4% of the speedup by Amdahl’s Law.

2. Convolution (Sobel). The speedups for Sobel are illustrated in Fig-
ure 4.4(b). Sloop(u) is an increasing function, reaching its maximum
value of 11.8 for u = N . The shape of the function is due to the fact that
the execution time for the software part of the loop is 82% of the kernel’s
execution time in hardware.

The speedup at kernel level is drawn with a dashed line on the same
figure. The shape is due to the fact that the memory transfers represent a
significant amount of the kernel’s hardware execution time, almost 12%.

If a speedup increase of 0.5 between consecutive unroll factors is desired,
then the optimum unroll factor is 4. This leads to a speedup of 9.56 for
the whole loop and an area consumption of 14.8% of the Virtex II-Pro
area.

3. SAD (MPEG2). For SAD we have two different implementations: the
first one is time-optimized, while being also area-consuming (SAD-time),
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and the second one is area-optimized, while being more time-consuming
(SAD-area). The results for both implementations are illustrated in
Figure 4.4(c). If a speedup increase of 0.5 between consecutive unroll
factors is desired, then the optimal unroll factor for SAD-time is 5, with
a speedup of 7.08 and with area consumption of 65.9%. For SAD-area,
the optimal unroll factor is 6, with an area consumption of 40.9% and
speedup of 5.12.

By looking at the experimental results, it is a wise decision to choose the
SAD-time implementation, which gives better performance and requires
a reasonable amount of area. Nevertheless, we must mention that the
decision on which implementation to use differs from case to case, as it
cannot be taken without comparing the best solutions for the different
implementations.

The maximum Amdahl based speedup is 35.28, and for the sake of
clarity it is not illustrated in the figure, and the maximum value of the
Y axis is 12. For SAD, the performance achieved with our method is
only 20% of the theoretical maximum. Part of the explanation is that
Amdahl’s Law does not take into account memory bottlenecks. Memory
accesses represent an important part of the total execution time of the
SAD kernel (11.34% for SAD-area and 25.28% for SAD-time), as they
are not optimized at all in the hardware implementations generated by
the DWARV tool. For this reason, the speedup increases slowly when
using the loop unrolling.

In conclusion, this is an example of K-loop that would benefit more from
an optimized hardware implementation of the kernel able to reduce the
memory access time.

4. Quantizer (JPEG). Out of the four Quantizer implementations we tested
(Q-1, Q-2, Q-4 and Q-8), Q-1 is the slowest but requires the least area, and
Q-8 is the fastest and requires the most area. However, Tsw (the execution
time for the software function) is significantly larger than TK (hw) (the
execution time for the kernel running in hardware). This leads to a very
small performance increase, as can be seen in Figure 4.4(d).

Kernel speedup and area consumption are represented separately. We
notice that a kernel speedup of 40 is possible, with area consumption of
50% (Q-4 for u = 7), but the loop speedup for the same unroll factor is
only 2.4.

As a conclusion, this loop example shows that if the software part of
the loop needs more time to execute than the kernel’s time in hardware,
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there will be very little or no gain in unrolling, no matter how optimized
the kernel implementation is. This is nothing but a practical proof for
Amdahl’s Law. The speedup achieved with Q-8 without unrolling is 2.32,
that is very close to the theoretical maximum given by Amdahl’s Law, ≈
2.53. The area consumption is 12.13% of the Virtex II-Pro area.

4.4 Conclusions

Loop unrolling is a very useful and common transformation for exposing paral-
lelism. In the context of K-loops, loop unrolling is used for exposing hardware
parallelism, and enabling parallel execution of identical kernel instances on the
reconfigurable hardware.

We have analyzed four well-known kernels, and compared the achieved results
with the theoretical maximum speedup computed with Amdahl’s Law, by
assuming maximum parallelism (full unroll) for the hardware.

Depending on the ratio between the execution time of the software part of the
K-loop and that of the kernel executing in hardware, we see different aspects of
Amdahl’s Law. If the software is faster, as in the case of DCT and SAD, different
results will be obtained for different kernel implementations, depending on
how much optimized they are. However, the speedup cannot be larger than
the theoretical maximum given by Amdahl’s Law. If the execution time of the
software part is much larger than the kernel’s execution time in hardware, then
unrolling does not bring any benefit, as in the case of the Quantizer kernel.

For I/O intensive kernels, the performance that can be achieved by applying our
methods with automatically generated VHDL is quite far from the theoretical
maximum. The main reasons for this are that Amdahl’s Law does not consider
memory bottlenecks, and that in the current stage, the DWARV tool does not
optimize the memory accesses.

The next chapter of this dissertation is dedicated to loop shifting. The mathe-
matical model of using loop shifting in the context of K-loops will be presented,
followed by experimental results.

Note. The content of this chapter is based on the the following papers:

O.S. Dragomir, E. Moscu Panainte, K. Bertels, S. Wong, Optimal Unroll Factor
for Reconfigurable Architectures, ARC 2008
O.S. Dragomir, T. Stefanov, K. Bertels, Optimal Loop Unrolling and Shifting
for Reconfigurable Architectures, TRETS 2009



5
Loop Shifting for K-loops

IN THIS CHAPTER, we discuss how loop shifting can be used in the context
of K-loops. In Section 5.1.1, we show how a simple K-loop with one
hardware kernel and intra-iteration dependencies is parallelized via loop

unrolling plus shifting. In Section 5.2, we present the mathematical part of
determining the K-loop speedup after parallelizing with loop unrolling and
shifting. Experimental results for several kernels extracted from real-life appli-
cations are presented in Section 5.3, while final conclusions are presented in
Section 5.4.

5.1 Introduction

Loop shifting is a transformation that moves operations from one iteration of
the loop body to the previous iteration, as shown in Figure 5.1. Loop shifting
is a particular case of software pipelining, The operations are shifted from the
beginning of the loop body to the end of the loop body and a copy of these
operations is also placed in the loop prologue. In our research, loop shifting
means moving a function from the beginning of the K- loop body to its end,
while preserving the correctness of the program. While loop unrolling is used
to expose the parallelism at hardware level (e.g., by running multiple kernels
in parallel), loop shifting is used to eliminate the data dependencies between
software and hardware functions, which, as a result, allows to concurrently
execute on the GPP and FPGA.

Loop shifting can be used together with loop unrolling for enhanced perfor-
mance. Anyhow, cases exist when loop unrolling does not bring any benefit
after performing loop shifting.

69
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Loop shifting

N times

N-1 times

CBA

A AB BC C

Figure 5.1: Loop shifting.

5.1.1 Example

We illustrate the loop shifting technique on a motivational example illustrated
in Figure 5.2. Assuming that there are data dependencies between the software
function SW and the hardware kernel K within the same iteration but not inter-
iterations, the objective is to break the dependencies and enable concurrent
execution of the software function and the hardware kernel. The proposed loop
shifting moves the software part of the K-loop to the end of the loop body and
each iteration i of the shifted K-loop contains the hardware kernel Ki and the
software function SWi+1. The parallelized shifted K-loop is shown in Figure 5.3.

for (i = 0; i < N ; i + +) do
/* a pure software function */
SW(blocks[i]);
/* a hardware mapped kernel */
K(blocks[i]);

end

Figure 5.2: Original K-loop with one kernel.

The loop unrolling and loop shifting can be combined for better results. In order
to be able to apply loop unrolling, inter-iteration data dependencies between
K(i ) and K(j ) (i 6= j ) are not allowed. Figure 5.4 illustrates the parallelized
K-loop resulted by applying the loop unrolling and the loop shifting techniques.
The K-loop is unrolled with a factor u and then the software part of the K-loop
is shifted to the end of the K-loop body. In each new iteration, u sequential
executions of the function SW are executed in parallel with u identical kernel
instances. The first u calls of SW are executed before the K-loop body and they
determine the K-loop prologue. The last u kernel instances are executed after



5.2. MATHEMATICAL MODEL 71

SW(blocks[0]);
for (i = 1; i < N ; i + +) do

#pragma parallel
/* the hardware mapped kernel from the

previous iteration */
K(blocks[i − 1]);
/* the software function */
SW(blocks[i]);

#end
end
K(blocks[N − 1]);

Figure 5.3: The parallelized shifted K-loop.

the K-loop body (the K-loop epilogue). Note that if the unroll factor u is not a
divisor of the total number of iterations N , the reminder of functions that do not
make a full iteration will be found in the K-loop epilogue. For clarity, the code
Figure 5.4 shows the case when N mod u = 0.

5.2 Mathematical Model

In this section, we show how the speedup of the parallelized K-loop in Figure 5.4
is computed. We assume that the K-loop is transformed via loop shifting and
loop unrolling with factor u . If only loop shifting is desired, the value of u
should be 1. The speedup at loop nest level when unrolling and shifting are used
is defined as the ratio between the execution time for the pure software execution
and execution time for the K-loop with the kernel running in hardware:

Sshift(u) =
Tloop(sw)

Tshift(u)
. (5.1)

The total execution time (Tshift(u)) for the K-loop transformed with unrolling
and shifting with the kernel running in hardware is the sum of the execution
times of the prologue, transformed loop body, and epilogue:

Tshift(u) = Tprolog(u) + Tbody(u) + Tepilog(u). (5.2)

By looking at Figure 5.4, the three components of the total execution time are
computed as follows.



72 CHAPTER 5. LOOP SHIFTING FOR K-LOOPS

SW(blocks[0]);
...
SW(blocks[u − 1]);
for (i = u ; i < N ; i+ = u ) do

/* u instances of K in parallel with the
software */

#pragma parallel
K(blocks[i − u]);
...
K(blocks[i − 1]);
/* sequential execution in software */
{

SW(blocks[i + 0]);
...
SW(blocks[i + u − 1]);

}
#end

end
#pragma parallel

K(blocks[N − u]);
...
K(blocks[N − 1]);

#end

Figure 5.4: Parallelized K-loop after shifting and unrolling with factor u .
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(i) Tprolog(u) is the time for the K-loop prologue:

Tprolog(u) = u · Tsw; (5.3)

(ii) Tbody(u) is the time for the transformed K-loop body, consisting of parallel
hardware and software execution:

Tbody(u) =
(
bN/uc − 1

)
· max

(
u · Tsw, TK (hw)(u)

)
; (5.4)

(iii) Tepilog(u) is the time for the K-loop epilogue.

For the simplified case in Figure 5.4, the epilogue consists of the hardware
parallel execution of u kernel instances: Tepilog(u) = TK (hw)(u).

For the general case (N mod u 6= 0), the time for the epilogue is:

Tepilog(u) = max
(
R · Tsw, TK (hw)(u)

)
+ TK (hw)(R), (5.5)

where TK (hw)(R) is defined in (4.4).

In order to compute Tbody(u) from (5.4) and Tepilog(u) from (5.5) – where the
max function is used –, there are different cases depending on the relations be-
tween Tsw, Tc, Tmin(r,w) and Tmax(r,w). For values of u greater than a threshold
value U1, the execution on the reconfigurable hardware in one iteration will take
less time than the execution on GPP. If Tsw ≤ Tmax(r,w), then the execution time
for the software part inside a loop iteration increases slower than the hardware
part and the threshold value is U1 = ∞. Otherwise, the execution time of the
software part increases faster than the hardware part and we have to compute
the threshold value. The execution time for one iteration is:

max
(
u · Tsw, TK (hw)(u)

)
=

{
TK (hw)(u), u < U1

u · Tsw, u ≥ U1.
(5.6)

If u ≤ U1 then:

u · Tsw ≤ Tc + Tmin(r,w) + u · Tmax(r,w). (5.7)

This determines the threshold value U1 for the case Tsw > Tmax(r,w) as:

U1 =

⌈
Tc + Tmin(r,w)
Tsw − Tmax(r,w)

⌉
. (5.8)
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The execution time for the K-loop transformed with unrolling and shifting is:

Tshift(u) =


u · Tsw + bN/uc · TK(hw)(u) + TK(hw)(R), (u < U1)

bN/uc · u · Tsw + max
(
R · Tsw, TK(hw)(u)

)
+ TK(hw)(R).

(u ≥ U1)

(5.9)

Intuitively, we expect that the unroll factor that gives the smallest execution
time and, thus, the largest speedup is the one where the software and hardware
execute concurrently in approximatively the same amount of time. This happens
in the close vicinity of U1 (we define the close vicinity as the set {U1 − 1, U1,
U1 + 1}), depending if any of these values is a divisor of N or not. More
specifically, if U1 is a divisor of N , then it is the value that maximizes the
speedup function. Otherwise, this value might be found for u > U1 when u is a
divisor of N , but then Tshift(u) is significantly smaller (more than 10%) then
Tshift(U1) only if bN/uc ≥ 10.

Unrolling and shifting vs. unrolling We compare Tshift(u) from (5.9) with
Tunroll(hw)(u) from (4.5).

Tunroll(hw)(u)− Tshift(u) =


(N − u) · Tsw, if u < U1

R · Tsw + bN/uc · TK (hw)(u)−
max(R · Tsw, TK (hw)(u)), if u ≥ U1.

(5.10)

This means that the execution time for the two methods is the same when
using the maximum unroll factor (u = N ) or when the K-loop has no software
part. Otherwise, the execution time for the K-loop transformed with unrolling
and shifting is smaller than the one for unrolling only, and, as a result, the
performance is improved.

5.3 Experimental Results

The analyzed kernels are DCT, Convolution, SAD and Quantizer. Details about
their implementation and profiling information are provided in Section 4.3.
The results for parallelizing the selected kernels with loop unrolling and loop
shifting are illustrated in Figure 5.5. For each kernel, we show the possible
speedups for different unroll factors, and the speedup by Amdahl’s Law. Ta-
ble 5.1 summarizes these results, showing the optimal unroll factor, the area
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Table 5.1: Loop shifting: results summary for the analyzed kernels.

Kernel U opt. Area usage [%] Speedup Amdahl Percent

DCT 7 87.0 18.7 19.97 93.6 %
Convolution 2 7.4 13.48 13.48 99.9 %
SAD-time 6 79.0 8.71 35.28 24.7 %
Quantizer 1 12.1 2.52 2.52 99.9 %

requirements, the achieved speedup, and the speedup by Amdahl’s Law for
each kernel.

1. DCT (MPEG2). In Figure 5.5(a) it can be seen that Sshift(u) is growing
significantly faster than Sloop(u) until unroll factor u = U1 = 8. At this
point, Sloop(u) = 11.06 and Sshift(u) = 19.65, which is the maximum
value. For u > 8, Sshift(u) has values between 18.5 and 19.65, while
Sloop(u) is monotonously increasing, with the maximum value 19.07 for
u = N .

For comparison purposes, the speedup at kernel level – which would be
achieved if the loop would not have a software part – is drawn with a
dashed line on the same figure, while the speedup by Amdahl’s Law is
represented as a horizontal continuous line with the value 19.97.

In conclusion, if the area is not constraint, the best solution is unrolling
and shifting with unroll factor 8. For Virtex II-Pro, considering only the
area requirements for DCT and for Molen, the optimal unroll factor is 7,
with an area consumption of 87% and speedup of 18.7.

2. Convolution (Sobel). The execution time for the software part of the
loop is 82% of the kernel’s execution time in hardware, which leads
to U1 = 2. Indeed, as suggested by Figure 5.5(b), the maximum for
Sshift(u) is achieved for u = 2. Sloop(u) is an increasing function,
reaching its maximum value of 11.8 for u = N . Note that the speedup
obtained by combining unrolling with shifting is approximatively equal
to the speedup by Amdahl’s Law, 13.48.

The speedup at kernel level is drawn with a dashed line on the same
figure. The shape is due to the fact that the memory transfers represent a
significant part of the kernel’s execution time in hardware, almost 12%.
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In conclusion, unrolling combined with shifting gives an optimal unroll
factor of 2, which leads to a speedup of 13.48 for the whole loop and an
area consumption of 7.4% of the Virtex II-Pro area.

3. SAD (MPEG2). The software part of the loop executes faster than the
memory transfers performed by the hardware kernel. As a result, U1 is
set to∞. As a consequence, Sshift(u) looks like an increasing function
in the interval [0, N], with a maximum at u = N . This can be seen in
Figure 5.5(c).

As seen in the previous chapter, two different implementations of SAD
are considered. The first one is time-optimized and area-consuming
(SAD-time), and the second one is area-optimized and time-consuming
(SAD-area). We note that for SAD-time, the optimal unroll factor is 6
with a speedup of 8.71 and with an area consumption of 79% (92.2%
occupied area for unroll factor 7 would have been too much and it would
have made the design slow). For SAD-area, the optimal unroll factor is
13, with an area consumption of 88.5% and speedup of 8.08.

The decision is to use SAD-time, which gives better performance and
requires less area. Nevertheless, we must mention that the decision on
which implementation to use differs from case to case as it cannot be taken
without comparing the best solutions for the different implementations.

The maximum Amdahl based speedup is 35.28. In this case, the per-
formance achieved with our method is only at 24.7% of the theoretical
maximum. As specified in the previous chapter, a part of the explanation
is that Amdahl’s Law does not take into account memory bottlenecks.
Memory accesses represent an important part of the total execution time
of the SAD kernel, leading to only a slow speedup increase when un-
rolling. Also, the time for the software function (Tsw) is smaller than the
time for the memory transfers Tmax(r,w), meaning that the execution on
the GPP is completely hidden by the execution on the FPGA when loop
unrolling and shifting are performed.

In conclusion, this is an example of a K-loop that would benefit from an
optimized hardware implementation of the kernel that would be able to
reduce the memory access time.

4. Quantizer (JPEG). Out of the four Quantizer implementations we tested
(Q-1, Q-2, Q-4 and Q-8), Q-1 is the slowest but requires the least area,
and Q-8 is the fastest and requires the most area. As explained in the
previous chapter, since the execution time for the software function is
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significantly larger than the execution time for the kernel running in
hardware, the performance increase is negligible, as it can be seen from
Figure 5.5(d). When applying also loop shifting, the speedup slightly
increases compared to when only loop unrolling is used, but Sshift is ≈
2.52 for all unroll factors and even for all Quantizer implementation.

Kernel speedup and area consumption are represented separately. We
notice that a kernel speedup of 40 is possible, with an area consumption
of 50% (Q-4 for u = 7), but the loop speedup for the same unroll factor
is only 2.4.

As a conclusion, the best solution in this context is to apply shifting
without unrolling. Transforming the K-loop with loop shifting leads to a
speedup of 2.52, slightly better than the speedup of 2.32 achieved for Q-8
without any transformation, only with the kernel accelerated in hardware.
This performance is also very close to the theoretical maximum given by
Amdahl’s Law, which is ≈ 2.53. The area consumption is 12.13% of the
Virtex II-Pro area.

The experiments show the following possible situations:

1. TK (hw) >> Tsw (DCT, SAD). In this case, loop unrolling plus shifting
will be the most beneficial. It will also matter how much optimized the
kernel implementation is, but only up to the point when TK (hw) becomes
comparable to or less than Tsw. When that happens, the conclusions for
the second or third category apply (see below).

2. TK (hw) ≈ Tsw (Convolution). Most probably, a combination between
shifting and unrolling with a factor 2 is the best solution.

3. TK (hw) << Tsw (Quantizer). In this case, unrolling is not beneficial,
which is also seen from Amdahl’s Law. By applying loop shifting without
unrolling there will be a slight performance improvement, while the area
requirements will not change.

5.4 Conclusions

Loop shifting is used for eliminating data dependencies for K-loops with one
hardware-mapped kernel. As a consequence, loop shifting exposes the software-
hardware parallelism and enables concurrent execution of the software functions
and the hardware-mapped kernels.
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Figure 5.5: Loop shifting: speedup with unrolling and shifting for: a) DCT; b)
Convolution; c) SAD; d) Quantizer.
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In Section 5.2, we have proven that combining loop shifting with loop unrolling
always gives results that are superior (or, in the worst case, equal) to those when
only loop unrolling is used. There are various situations that can appear, when
the best performance is achieved by using a combination of loop unrolling and
loop shifting, or when loop shifting is used by itself.

In the experimental part of this chapter, we looked at the same kernels that were
considered in Chapter 4, where the K-loops were parallelized by using loop
unrolling. The results in Table 5.1 show that when the execution time of the
software part of the K-loop is much larger than that of the kernel executing
in hardware, as in the case of Quantizer, or when the kernel is I/O intensive,
unrolling is not beneficial and the K-loop should be transformed only with loop
shifting. When the execution time of the hardware kernel is much larger than
that of the software part, then several instances of the software function can be
‘hidden’ by a kernel running in hardware, and a combination of loop unrolling
with loop shifting gives the best performance. This was the case for the DCT and
SAD K-loops. When the software and hardware have similar execution times
in an iteration of the original K-loop, most probably a combination between
shifting and unrolling with a factor 2 is the best solution, as seen in the case of
Convolution.

Loop shifting is a particular case of software pipelining and is suitable for
K-loops with a single hardware-mapped kernel. For larger K-loops, the trans-
formation called K-pipelining, presented in the next chapter, should be used.
First, we will show the mathematical model of using K-pipelining, followed
by theoretical results on randomly generated test cases, and by experimental
results for the MJPEG application.

Note. The content of this chapter is based on the the following papers:

O.S. Dragomir, T. Stefanov, K. Bertels, Loop Unrolling and Shifting for Re-
configurable Architectures, FPL 2008
O.S. Dragomir, T. Stefanov, K. Bertels, Optimal Loop Unrolling and Shifting
for Reconfigurable Architectures, TRETS 2009





6
K-Pipelining

IN THIS CHAPTER, we present the K-pipelining technique, a version of loop
pipelining specifically adapted for K-loops. In Section 6.1.1, the difference
between loop shifting and K-pipelining is illustrated on a large K-loop

with two hardware mapped kernels and three software functions .

Section 6.2 presents the methodology for applying K-pipelining and unrolling
for the parallelization of large K-loops. In order to study the potential for
performance improvement of using the K-pipelining on K-loops, a test suite
composed of randomly generated test cases, and a K-loop extracted from the
MJPEG application are used. The related experimental results are presented in
Section 6.3. Finally, Section 6.4 concludes this chapter.

6.1 Introduction

The previous chapters focused on simple K-loops containing only one hardware
kernel to accelerate on the FPGA and some software code that always executes
on the GPP. For larger loops that contain several software functions more
hardware-software parallelism is possible. This parallelism can be exposed
using the K-pipelining technique, which is presented in this chapter.

The loop pipelining transformation is illustrated in Figure 6.1. It consists of
relocating (shifting) part of the functions in the loop – in our example, two out
of the three functions are relocated. In the loop prologue, a first instance of
function A is executed, followed by a second instance of function A and by the
first instance of function B . As a result, in the loop body there are now function
calls from different iterations: A(i + 2), B(i + 1) and C(i), which can now
execute in parallel. The execution order of functions A , B and C is preserved.

The purpose of the K-pipelining transformation is to eliminate the data depen-
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dencies between the software and hardware functions and allow them to execute
in parallel. Assuming that the software and hardware functions alternate within
the K-loop body, then half of the total number of functions will need to be
relocated. The differences between the K-pipelining technique and loop shifting
and software pipelining are illustrated in Section 6.1.1.

Loop pipelining

N times

CBA

BA C BA B C

N-2 times

Figure 6.1: Loop pipelining for K-loops (K-pipelining).

6.1.1 Example

A generic K-loop is illustrated in Figure 6.2(a). The example shows a K-
loop with several functions. The SWj functions are always executed on the
GPP, while the Ki functions are the application kernels that are meant to be
accelerated in hardware. These can be viewed as a task chain, where we
assume that there are dependencies between consecutive tasks in the chain
(intra-iteration dependencies), but not between any two tasks from different
iterations (no inter-iteration dependencies).

In Figure 6.2(b), we illustrate the execution model of the K-loop when the
simple loop shifting technique is applied. In this case, the first kernel of the
K-loop body executes in parallel with the first software function from a different
iteration. The K-loop prologue and epilogue resulted from the shifting are not
shown on the figure. Considering that the base iteration is i , the corresponding
original iterations (i , i + 1) for each function call are showed on the figure.

In Figure 6.2(c), the execution model of the K-loop transformed by K-pipelining
is illustrated. Each of the kernels in the K-loop executes in parallel with its
preceding software function. As in the case of simple loop shifting, the K-loop
prologue and epilogue are not shown on the figure. Considering that the base
iteration is i , the corresponding original iterations (i , i + 1,i + 2) for each
function call are showed on the figure.
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(b) Shifted loop

SW1 K1

SW2 K2

SW3

i+1i+2

i

i+1 i

(c) K-pipelined loop

Figure 6.2: K-loop with 2 hardware mapped kernels and 3 software functions.

The code in Figure 6.3 is used to illustrate the difference in parallelization via
simple loop shifting, full loop pipelining (software pipelining correspondent
at function level), and the newly introduced K-pipelining. The shifted loop
is presented in Figure 6.4, the fully pipelined loop in Figure 6.5, and the K-
pipelined loop in Figure 6.6. The meaning of the curly brackets ({ and }) is that
the functions called in between them are scheduled to be executed in parallel.
For more clarity, all function calls from a prologue or epilogue iteration are put
on the same line.

for (i = 0; i < N ; i + +) do
A(i);
B(i);
C(i);
D(i);
E(i);

end

Figure 6.3: Original loop to be parallelized.
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A(0);
for (i = 0; i < N − 1; i + +) do
{ A(i + 1); B(i); }
C(i);
D(i);
E(i);

end
B(N − 1); C(N − 1); D(N − 1); E(N − 1) ;

Figure 6.4: Shifted loop.

A(0);
{ A(1); B(0); }
{ A(2); B(1); C(0); }
{ A(3); B(2); C(1); D(0); }
for (i = 0; i < N − 4; i + +) do
{ A(i + 4); B(i + 3); C(i + 2); D(i + 1); E(i); }

end
{ B(N − 1); C(N − 2); D(N − 3); E(N − 4); }
{ C(N − 1); D(N − 2); E(N − 3); }
{ D(N − 1); E(N − 2); }
E(N − 1);

Figure 6.5: Fully pipelined loop.

A(0);
{ A(1); B(0); } C(0);
for (i = 0; i < N − 1; i + +) do
{ A(i + 2); B(i + 1); }
{ C(i + 1); D(i); }
E(i);

end
B(N − 1); { C(N − 1); D(N − 2); } E(N − 2);
D(N − 1); E(N − 1);

Figure 6.6: K-pipelined loop.



6.2. MATHEMATICAL MODEL 85

6.2 Mathematical Model

The loop shifting technique presented in Chapter 5 is suitable for single-kernel
K-loops. For larger K-loops, more parallelism can be exploited if more functions
can be relocated in order to break the dependencies. We are not interested in a
fully parallel K-loop body. That would imply that different kernels execute in
parallel. Instead, we are interested in a half-parallel loop body, which allows
for each kernel to execute in parallel with its preceding software function.
Therefore, we do not need to implement a full coarse-grain software pipelining
technique, but a simpler type of pipelining, which we refer to as K-pipelining.

There are several K-loop requirements for the K-pipelining transformation to
make sense:

1. no inter-iteration dependencies are allowed between consecutive func-
tions;

2. intra-loop dependencies between consecutive functions should exist;

3. the hardware mapped kernels and the software scheduled functions should
alternate within the K-loop body, like in Figure 6.2.

In order to compute the total execution time for the K-pipelined loop, we assume
that the first function in the K-loop is a software only function. We use the
notations in Section 3.3.1 and, in addition, the notations presented below.

• Tep (T odd
ep / T even

ep for Nf odd/even) — the execution time for the prologue
and epilogue (cycles);

• Titer (T odd
iter / T even

iter for Nf odd/even) — the execution time for one
iteration of the K-pipelined loop (cycles);

• Niter — the number of iterations of the new K-loop body:

Niter = N − Nk. (6.1)

The execution time for a K-loop with size larger than 1, running completely in
software, is:

Tloop(sw) = (
Nk∑
i=1

TKi +

dNf/2e∑
i=1

TSWi) · N. (6.2)
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When a software function and a hardware kernel execute in parallel, the maxi-
mum of their execution times is taken into account when computing the overall
time.

The execution time for one iteration when Nf is even (Nf = 2× Nk ) is:

T even
iter =

Nk∑
i=1

max(TKi, TSWi). (6.3)

When Nf is an odd number, e.g. Nf = 2× Nk + 1, the execution time for the last
software function needs to be taken into account. The execution time for one
iteration is:

T odd
iter = Titer + TSWNk +1. (6.4)

Each function is called Nk times in the added prologue and epilogue. This
means that the added size of the prologue and epilogue for K-pipelining is
Nk × Nf function calls (for full pipelining it would be Nf × Nf function calls).

For maximum performance, we exploit the hardware-software parallelism in
the prologue and epilogue as well. Except for one occurrence, all hardware
functions called in the prologue and epilogue will execute in parallel with
the corresponding software functions. For K-loops with an odd number of
functions, the last one will not have a corresponding parallel function in the
prologue/epilogue, as it does not have in the transformed K-loop body.

The execution time for the prologue and epilogue when Nf is even is:

T even
ep = (Nk − 1) · (

Nk∑
i=1

max(TKi, TSWi)) +
Nk∑
i=1

TKi +
Nk∑
i=1

TSWi; (6.5)

T even
ep = (Nk − 1) · Titer +

Nk∑
i=1

TKi +
Nk∑
i=1

TSWi. (6.6)

Similarly, the execution time for the prologue and epilogue when N is odd is:

T odd
ep = (Nk − 1) · T odd

iter +
Nk∑
i=1

TKi +
Nk+1∑
i=1

TSWi. (6.7)

In general, the total execution time is:

Tpipe = Tep + Niter · Titer; (6.8)

Tpipe = (N − 1) · Titer +
Nk∑
i=1

TKi +

dNf/2e∑
i=1

TSWi. (6.9)
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The K-loop speedup is computed by dividing the execution time for the pure
software K-loop by the execution time of the K-pipelined K-loop:

Spipe =
Tloop(sw)

Tpipe
. (6.10)

When combining the K-pipelining with loop unrolling, the following formulas
are used to compute the execution time for the prologue and epilogue, as well as
the total execution time, for a certain unroll factor u . The number of iterations
for the transformed loop body with unroll factor u is:

Niter(u) = (N − Nk · u)/u. (6.11)

The execution time for one iteration is:

T even
iter (u) =

Nk∑
i=1

max(TKi(u), u · TSWi); (6.12)

T odd
iter(u) = Titer(u) + u · TSWNk +1. (6.13)

The execution time for the prologue and epilogue is:

T even
ep (u) = (Nk − 1) · Titer(u) +

Nk∑
i=1

TKi(R) +

dNf/2e∑
i=1

u · TSWi+

+
Nk∑
i=1

max(TKi(u), R · TSWi); (6.14)

T odd
ep (u) = T even

ep (u) + (R + u) · TSWNk +1. (6.15)

The total execution time when unroll factor u is used is:

Tpipe(u) = Tep(u) + Niter(u) · Titer(u); (6.16)

Tpipe(u) = (N/u − 1) · Titer(u) +
Nk∑
i=1

TKi(R) +

dNf/2e∑
i=1

u · TSWi+

+
Nk∑
i=1

max(TKi(u), R · TSWi) + (R + u) · TSWNk +1. (6.17)
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6.3 Experimental Results

This section presents two sets of results. In the first part, the random test
generator presented in Section 3.4 was used to generate a test suite and study
the potential for performance improvement of unrolling combined with K-
pipelining on arbitrary K-loops. Results for the randomly generated tests are
presented in Section 6.3.1.

Experimental results for a K-loop extracted from the MJPEG application are
presented in Section 6.3.2.

6.3.1 K-pipelining on Randomly Generated Tests

A test suite composed of randomly generated test cases has been used in order
to study the impact of K-pipelining on K-loops with sizes between 2 and 8. For
each loop size, 1500 tests have been generated. For each test, we compare the
performance improvement when applying loop unrolling with the performance
improvement when unrolling and K-pipelining are applied to the original K-
loop.

To study the impact of the area requirements, we made two sets of tests. For the
first set, all kernels have small area requirements, between 1.2% and 12%. For
the second test, the maximum area requirement for a kernel is 60%. However,
the kernels should fit altogether on the available area. Therefore, the sum of all
areas should be less than the maximum allowed (in our tests, this maximum is
90%).

In Figure 6.7, we illustrate the performance improvement for the different loop
sizes when applying the K-pipelining method combined with loop unrolling,
compared to loop shifting and unrolling. For Figure 6.7(a), the set of tests
was generated with Small Area Requirement (SAR) for each kernel, between
1.2% and 12%. In Figure 6.7(b), the displayed results are for the case of Larger
Area Requirements (LAR), maximum 60% per kernel. In both cases, the K-
pipelining brings no improvement for K-loops of size 2 and shows variable
improvement for all K-loop sizes larger than 2. Little performance improvement
(less than 10%) is shown in only 1% of the SAR cases, compared to 20% for
LAR cases. An improvement of 10–20% is shown for 12% of the SAR cases
and the majority (56%) of the LAR cases. A better performance gain, between
20–40% is shown for the majority of the SAR cases (61%) and for 21.5% of
the LAR cases. A significant performance improvement of more than 40% is
shown for more than 25% of the SAR cases and only 2% of the LAR cases.
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The conclusion of this experiment is that the K-pipelining technique combined
with loop unrolling has good potential for improving K-loops performance, for
K-loops that contain more than two hardware mapped kernels. The results show
that there is a larger probability of a better speedup when all kernels have small
area requirements. The reason for this is simple: large area requirements means
little or no hardware parallelism because of the area constraints. In this case, all
the performance gain comes from the hardware-software parallelism enabled by
the K-pipelining. An interesting fact is also that the numbers are quite evenly
distributed for various K-loop sizes larger than 2. The reason for this is that the
K-pipelining is scaled to the number of kernels in the K-loop.

6.3.2 K-pipelining on the MJPEG K-loop

Motion JPEG is a video format where each video frame or interlaced field of
a digital video sequence is separately compressed as a JPEG image. It uses a
lossy form of intra-frame compression based on the Discrete Cosine Transform
(DCT). This mathematical operation converts each frame/field of the video
source from the time domain into the frequency domain. A perceptual model
based loosely on the human psycho-visual system discards high-frequency
information, i.e. sharp transitions in intensity, and color hue. In the transform
domain, the process of reducing information is called quantization. Basically,
quantization is a method for optimally reducing a large number scale (with
different occurrences of each number) into a smaller one, and the transform-
domain is a convenient representation of the image because the high-frequency
coefficients, which contribute less to the over picture than other coefficients,
are characteristically small-values with high compressibility. The quantized
coefficients are then sequenced and packed into the output bitstream.

The main parts of the MJPEG algorithm are: the Discrete Cosine Transform
(DCT), the Quantization (Q), and the Variable Length Encoder (VLE). The
DCT and Quantizer functions have been previously used to illustrate the use of
loop unrolling and loop shifting. The VLE function is based on the Huffman
encoder, and consists of two main parts: the EncodeAC() function, that takes as
input the pixel block and encodes it by passing the values of the codes found
to the Huffman package, and the EncodeDC() function, that encodes the input
coefficient to the stream using the currently installed DC Huffman table. In
addition to these functions, there are some auxiliary functions that are used for
pre- or post-processing of the data. These functions are:

• PreShift — subtracts 128 (2048) from all matrix elements. This results
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Figure 6.7: K-pipelining: performance distribution for the randomly generated tests.
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Table 6.1: Profiling information for the MJPEG functions.

Kernel TK (sw)(cycles) TK (hw)(cycles)

PreShift 3096 –
DCT 106626 37278
Bound 1953 –
Quantizer 7854 2862
ZigZag 8112 –
VLE 51378 6252

in a balanced DCT without any DC bias;

• Bound — clips the Dct matrix such that it is no larger than a 10 bit word
(1023) or a 14 bit word (4095);

• ZigZag — performs a zig-zag translation on the input matrix.

The MJPEG main loop is illustrated in Figure 6.8. The data transmitted from
task to task is a 8×8 pixel block. All functions need to perform the reading and
writing of each pixel in the data block. This means that there are 64 memory
reads and 64 memory writes per function. All functions, except VLE, have a
constant execution time, independent of the input data.

for (i = 0; i < VNumBlocks ; i + +) do
for (j = 0; j < HNumBlocks ; j + +) do

PreShift(blocks[i][j]);
DCT(blocks[i][j]);
Bound(blocks[i][j]);
Quantizer(blocks[i][j]);
ZigZag(blocks[i][j]);
VLE(blocks[i][j]);

end
end

Figure 6.8: The MJPEG main K-loop.

The VHDL code for the DCT, Quantizer and VLE functions has been auto-
matically generated with the DWARV [149] tool and synthesized using the
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Table 6.2: Synthesis results for the MJPEG kernels.

Kernel Area (slices) % VirtexIIPro %Virtex4

DCT 1692 12.35 4.72
Quantizer 409 2.98 1.14
VLE 10631 77.62 29.66

Xilinx XST tool of ISE 11.2 for the Xilinx VirtexIIPro-XC2VP30 and Virtex4-
XC4VLX80 boards. The code was executed only on the Virtex II Pro-XC2VP30
board and the execution times were measured using the PowerPC timer registers.
For the considered implementation, the shared memory has an access time of 3
cycles for reading and storing the value into a register and 1 cycle for writing
a value into memory. The profiling information for all the functions in the
MJPEG K-loop is presented in Table 6.1. The software and hardware execution
times for VLE that are presented in the profiling information are the average
of the execution times of several instances of the VLE kernel. The synthesis
results for the MJPEG kernels are presented in Table 6.2.

Note that the ZigZag function, although has a quite large execution time, is a
software only function, as it is I/O intensive and its implementation in hardware
would not be beneficial.

Figure 6.9 illustrates the speedup (compared to the pure software execution)
that can be achieved for the MJPEG K-loop with various techniques. The
K-pipelining combined with unrolling is compared with simple unrolling, and
with shifting plus unrolling. Note that due to the area constraints, the chosen
unroll factor for the Virtex-II Pro platform is 1 (no unroll), while for Virtex-4
it is 2. The K-pipelining performs better than the shifting plus unrolling, and
significantly better than the loop unrolling (more than 20% improvement). The
final speedup for the Virtex-II Pro is 3.69 and for the Virtex-4 it is 6.16.

The performance improvement depends heavily on the ratio between the ex-
ecution time of the hardware kernels and the execution time of the software
functions, which influence the efficiency of the hardware-software parallelism.
Because some of the software functions in the MJPEG K-loop have a large
execution time, the achieved performance improvement is not large, but only
satisfactory.
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Figure 6.9: K-pipelining: MJPEG speedup with unrolling, unrolling + shifting, and
unrolling + K-pipelining.

6.4 Conclusions

K-pipelining provides the means for exploiting more hardware-software paral-
lelism for K-loops that contain more than one hardware mapped kernel. Experi-
mental results on randomly generated tests show that the K-pipelining technique
combined with loop unrolling has good potential for improving K-loops perfor-
mance, for K-loops that contain more than 2 hardware mapped kernels. The
results show that there is a larger probability of a better speedup when all kernels
have small area requirements, since large area requirements means little or no
hardware parallelism. When the area constraints limit the hardware parallelism,
the performance gain comes from the hardware-software parallelism enabled
by the K-pipelining. The results also show that the K-pipelining is scaled to the
number of kernels in the K-loop.

Experimental results on the MJPEG K-loop show a performance improvement
of 16% compared to unrolling plus shifting and more than 20% compared to
unrolling only. The performance could be improved if the software functions
would be optimized such that more software-hardware parallelism would be
possible.

The next chapter of this dissertation is dedicated to loop distribution, also
known as loop splitting or loop fission. This transformation is suitable for large
K-loops. The motivation for using loop distribution is that for a large K-loop,
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the degree of parallelism may be more limited than the degrees of parallelism
of the resulted K-sub-loops. An algorithm of applying loop distribution in
the context of K-loops will be presented, followed by theoretical results on
randomly generated test cases, and by experimental results for the MJPEG
application.



7
Loop Distribution for K-loops

IN THIS CHAPTER, we discuss another traditional loop transformation, loop
distribution, and see how it can be used in the context of K-loops. In
Section 7.2 we propose an algorithm for distributing K-loops that contain

more than one kernel. The purpose is to split large K-loops into smaller
K-sub-loops and apply the previously proposed loop transformations - e.g.
unrolling and shifting/K-pipelining to the K-sub-loops. In order to study the
potential for performance improvement of using the loop distribution on K-
loops, we make use of a suite of randomly generated test cases. The results of
applying the distribution algorithm to the randomly generated tests are shown
in Subsection 7.3.1. The algorithm is also validated with a K-loop extracted
from the Motion JPEG (MJPEG) application in Subsection 7.3.2.

7.1 Introduction

Loop distribution is a technique that breaks a loop into multiple loops over the
same index range but each taking only a part of the loop’s body. In our work,
loop distribution is used to break down large K-loops (more than one kernel in
the loop body) into smaller ones, in order to benefit more from parallelization
with loop unrolling and loop shifting or K-pipelining. Note that according to
Chapter 5 the term shifting is used when the loop is shifted one position only
(suitable for K-loops with one hardware-mapped kernel) and K-pipelining is
the generalized version, used for K-loops with more than one kernel.

A generic representation of the loop distribution transformation is presented in
Figure 7.1. In the top part of the figure, a loop with three tasks is illustrated. In
the bottom part, each task is within its own loop and the execution order of the
tasks has not been changed.

95
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Figure 7.1: Loop distribution.

7.1.1 Motivation

In the previous chapters we focused mostly on simple K-loops with one
hardware-mapped kernel, which is accelerated on the FPGA, and some software
code, which always executes on the GPP. For this kind of K-loops, we pro-
posed algorithms for loop unrolling (Chapter 4) and loop unrolling plus shifting
(Chapter 5) to determine which would be the best unroll factor that would allow
the maximum parallelization and performance. For generic K-loops with an
arbitrary number of kernels and pieces of software code occurring in between
the kernels, the K-pipelining method combined with loop unrolling has been
proposed in Chapter 6. However, this method does not exploit the hardware par-
allelism at its best, as it forces the same degree of parallelism for all kernels in
the K-loop. An example of a K-loop containing two hardware mapped kernels
and three software functions illustrated in Algorithm 7.2.

for (i = 0; i < N ; i + +) do
SW1(blocks[i]) ; // software function
K1(blocks[i]) ; // hardware mapped kernel
SW2(blocks[i]) ; // software function
K2(blocks[i]) ; // hardware mapped kernel
SW3(blocks[i]) ; // software function

end

Figure 7.2: K-loop with 2 kernels.



7.1. INTRODUCTION 97

The K-loop in the example contains several functions – the SW j functions will
always execute on the GPP, while the Kj functions are the application kernels,
which are accelerated in hardware. This K-loop can be viewed as a task chain,
where we assume that there are dependencies between consecutive tasks in the
chain, but not between any two tasks from different iterations. Inter-iteration
dependencies can be handled with other loop transformations such as loop
skewing and are not within the scope of this thesis. As specified in Chapter 6,
the software functions situated before and after the kernel are called the kernel’s
pre- and post- functions. The loops that result from the splitting of the original
K-loop are called K-sub-loops.

It is obvious that for large K-loops, unrolling and/or K-pipelining have lim-
itations in regard to exposing the available parallelism. In the case of loop
unrolling, different kernels in the K-loop may benefit from different unroll
factors, due to various factors: the kernel’s I/O, the kernel’s area requirements,
the kernel’s acceleration factor, the relation between the kernel and the pre-
/post- software functions. Since different kernels could benefit from different
unrolling factors, it means that performance could be improved if the unrolling
and shifting/K-pipelining would be applied on smaller K-loops.

SW1

K1

SW2

K2

SW3

a)Loop

SW1

K1

SW2

K2

SW3

SW1

K1

SW2

K2

SW3

SWp

Kp

i

i+1

i-1

b)Distributed loop(1) d)Distributed loop(2)

+

+

Kp SWp+1

i i-1

SWp Kp

ii+1

c)Execution model

SWp+1

Figure 7.3: Possibilities of loop distribution.
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7.2 Mathematical Model

In this section, we propose a method for splitting a K-loop containing inter-
leaved kernels and software functions. A K-sub-loop will contain one or more
kernels. The K-loop breaking points are considered to be the points between
two subsequent kernels that will be placed in different K-sub-loops. Assuming
that the software functions and the kernels are placed evenly within the K-loop
such that between any two kernels there is a software task, a decision has to be
made whether to distribute the software task with the first kernel or with the
second one. This kind of decision can be taken at each breaking point of the
loop.

Figure 7.3 shows a loop with two hardware kernels and three software functions.
The possibilities of breaking this loop between the two kernels are illustrated
in Figure 7.3b) and Figure 7.3d). In Figure 7.3c) we illustrated the parallel
execution model for each of the three cases of a loop containing one hardware
kernel inside, depending on the position of the software code, where i − 1, i ,
and i + 1 are the iteration numbers.

The algorithm uses the profiling information about memory transfers, execution
times for all the software and hardware functions, area requirements for the
kernels, memory bandwidth and available area. The proposed algorithm is a
Greedy type of algorithm, applied to the sorted list of kernels. The sorting is
performed according to a heuristic based on the hardware execution time, the
memory constraints and the relation with the pre-/post- software function for
each kernel. The first kernel in the list is the most promising kernel in terms of
speedup. The algorithm is illustrated in Algorithm 7.4.

The sorted list of kernels is processed in a Deep First Search manner. Since
each function (either kernel or software) can belong to only one K-sub-loop,
the function will be processed (added to the current K-sub-loop) only if it has
not been previously selected in a K-sub-loop. The order of the functions is
preserved in the distributed K-loop because of intra-iteration dependencies. We
will call a function that does not belong to a K-sub-loop a ‘free’ function. For
each free kernel in the list, the following steps are performed.

1. A K-sub-loop is created (denoted by L ), containing the current kernel.
The pre- and post- functions are added to L if they are free.

2. While the speedup of L is less than the speedup of the original (undis-
tributed) K-loop, and while the next kernel and its pre- function are free,
they are added to L .
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S = Loop.GetSpeedup() ; // get loop speedup
Klist.OrderKernels() ; // order kernel list
Llist.Init() ; // initialize loop list
// start with the first kernel in the list
K = Klist.First();
while (K! = NULL ) do

if (!K.added ) then
L = new Loop();
L.AddKernel(K);
L.AddSwFunc(K);
S temp = L.GetSpeedup();
if (S temp < S ) then

next = K.GetNext();
prev = K.GetPrev();
while (next && !next.added && S temp < S ) do

L.AddKernel(next);
L.AddSwFunc(next);
next = next.GetNext();
S temp = L.GetSpeedup();

end
while (prev && !prev.added && S temp < S ) do

L.AddKernel(prev);
L.AddSwFunc(prev);
prev = prev.GetPrev();
S temp = L.GetSpeedup();

end
end
Llist.AddLoop(L);

end
K = Klist.Next();

end

Figure 7.4: The distribution algorithm.
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3. While the speedup of L is less than the speedup of the original (undis-
tributed) K-loop, and while the previous kernel and its post- function are
free, they are added to L .

4. L is saved in the list of K-sub-loops.

The following considerations apply regarding the software functions.

1. If the first function in the K-loop is a software function, it will always be
grouped with the first kernel.

2. If the last function in the K-loop is a software function, it will always be
grouped with the last kernel.

3. The software functions that are called in between kernel functions will be
grouped with either the previous or the following kernel function. This
decision is taken at the stage of kernel ordering.

7.2.1 Reconfigurability Issues

The loop distribution can be performed either considering that all kernel in-
stances should fit on the FPGA or considering that the FPGA will be (partially)
reconfigured in between K-sub-loops to accommodate the new kernels.

Of course trying to fit all kernel instances on the FPGA imposes severe area
constraints, especially in the case of small FPGAs such as the VirtexIIPro-
XC2VP30. This may result in poor or no improvement when parallelizing the
split loop because of the limitations imposed on the unroll factors.

However, larger FPGAs such as the Virtex4-XC4VLX80 may offer enough
space for configuring all the needed kernel instances at once. Then the true
potential for performance improvement of loop distribution can be seen.

Reconfiguration (either partial or total) can be expensive in terms of CPU cycles.
Although part of the reconfiguration time can be hidden by the K-sub-loops
prologue/epilogue (that appear because of loop unrolling and loop shifting/K-
pipelining), the reconfiguration overhead might be so big that the performance
decreases instead of increasing.

Because of the different technologies involved, different platforms have different
reconfiguration times. For the random tests we have considered so far that the
reconfiguration latency does not exist or can be hidden. In the future, we will
refer to a specific platform and compute what is the reconfiguration latency that
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we can afford in order to still have an improvement when applying the loop
distribution technique.

Reconfiguration on Virtex II Pro. The Virtex-II Pro configuration memory
is arranged in vertical frames that are one bit wide and stretch from the top edge
of the device to the bottom. These frames are the smallest addressable segments
of the Virtex-II Pro configuration memory space; therefore, all operations must
act on whole configuration frames [147].

Configuring the entire device takes approx. 20ms. However, Virtex-II Pro
devices allow partial reconfiguration – rewriting a subset of configuration
frames. We consider that the time needed to reconfigure only a part of the
device is proportional to the size of the module to be configured.

When computing the reconfiguration latency for the kernels in our experiments,
we will be considering 2 strategies. The first one uses the official Xilinx re-
configurability facilities, with no further optimizations. The second considers
the work of Claus et al [28, 29] who have developed ways to accelerate partial
reconfiguration on Xilinx FPGAs. The authors first developed Combitgen, a
tool that generates optimized partial bit-streams. It reduces the reconfiguration
time for VirtexIIPro by a factor of 96.9, as the new bitstream can be configured
in 0.20ms, compared to 19.38ms when using the Xilinx Early Access Partial
Reconfiguration (EAPR) to create the bitstream. In [29], a method to calculate
the expected reconfiguration throughput and latency is presented. In addition,
the authors propose a PLB ICAP (Processor Local Bus Internal Configuration
Access Port) controller that enables fast on-chip Dynamic Partial Reconfigura-
tion (DPR) close to the maximum achievable speed. Compared to an alternative
state-of-the art realization, an increase in speed by a factor of 18 in the case of
VirtexIIPro can be obtained.

Reconfiguration on Virtex-4. The Virtex-4 FPGA family marks a significant
change in layout over previous devices. The configuration architecture is still
frame-based, but a frame spans 16 rows of Configurable Logic Blocks (CLBs)
rather than the full device height. These frames are the smallest addressable
segments of the Virtex-4 configuration memory space, and all operations must
therefore act upon whole configuration frames [146].

The number of frames that need to be configured determines the size of the
reconfiguration bitstream. There is also a configuration overhead of 1312 words.
In order to compute the configuration time, the throughput must also be known.
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The idealized throughput on the Virtex-4 chip is 400MB/s, at 100MHz. The
work of Liu et al [88] proposed a Direct Memory Access (DMA) engine design
that yields a throughput of 399MB/s. Considering that the size of a frame is 41
words, the reconfiguration time is 0.411µs /frame. When adding the overhead,
the total reconfiguration time is

Treconfig = Number of frames ∗ 0.411 + 13.15(µs) (7.1)

7.3 Experimental Results

In order to study the potential for performance improvement of distributing
K-loops, we make use of the random test generator. The results of applying
the distribution algorithm to the randomly generated tests are shown in Sub-
section 7.3.1. The algorithm is also validated with a K-loop extracted from the
MJPEG application in Subsection 7.3.2.

7.3.1 Distribution on Randomly Generated K-loops

A suite of randomly generated tests has been used in order to study the impact
of loop distribution on K-loops with sizes between 2 and 8. For each loop size,
1500 tests have been generated. For each test we compare the performance
improvement when applying unrolling and K-pipelining to the original K-loop
with the performance improvement when distributing the K-loop using the
above algorithm and unrolling and shifting/K-pipelining the resulted K-sub-
loops. For these experiments, the reconfiguration latency is not taken into
account. Details about the random test generator and the parameters that
determine a test case can be found in Section 3.4.

Parallel hardware execution (enabled by loop unrolling) is a great source of
performance improvement. The kernels’ area requirements influence the maxi-
mum degree of parallelism, thus the performance. To study the impact of the
area requirements, two sets of tests with K-loop sizes between 2 and 8 were
used. For the first set, all kernels have small area requirements, between 1.2%
and 12%, which allows for a parallelism degree of 7 or more. For the second
test, the maximum area requirement for a kernel is 60%, which can lead to
no hardware parallelism. All kernels in a K-loop should fit together on the
available area, therefore the sum of all areas should be less than the maximum
allowed (in our tests, this maximum is 90%, in order to avoid routing issues).

In Figure 7.5 we illustrate the performance improvement for the different loop
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Figure 7.5: Loop distribution: performance distribution for the randomly generated
tests.
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sizes when applying the loop distribution method, compared to the unrolling
and K-pipelining method. For Figure 7.5(a) the set of tests was generated with
Small Area Requirements (SAR) for each kernel, between 1.2% and 12%. In
Figure 7.5(b), the displayed results are for the case of Large Area Requirements
(LAR), maximum 60% per kernel.

The distribution algorithm brings no improvement for K-loops of size 2 for 38%
of the SAR cases and 24% of the LAR cases, but these numbers decrease with
the K-loop size, down to less than 2% for K-loop size 8. Little performance
improvement (less than 10%) is shown for 11.2% of the SAR cases and 3.6%
of the LAR cases. An improvement of 10–20% is shown for 23% of the SAR
cases and 7% of the LAR cases. A performance gain between 20–40% is shown
for most of the SAR cases (47.6% ) and 19% of the LAR cases. A significant
performance improvement of more than 40% is shown for 12% of the SAR
cases and most of the LAR cases (67.3%).

The results show that the area requirements have a great impact on performance
when loop distribution is taken into account. When the K-loop contains kernels
with high area requirements, it is beneficial to split it into smaller K-sub-loops.
This way, the smaller kernels can benefit from higher unroll factors.

Also, a large K-loop size is a good reason for splitting the loop. Having small
K-sub-loops brings more benefit from loop shifting/K-pipelining, when the
software and hardware execute concurrently.

7.3.2 Distribution on the MJPEG K-loop

Details about the Motion JPEG application, as well as profiling and synthesis
information, are presented in Section 6.3.2. The MJPEG K-loop consists of
three hardware mapped kernels (DCT, Quantizer and VLE) and three software
functions (PreShift, Bound and ZigZag).

The MJPEG main loop is illustrated in Algorithm 7.6.

In the remaining text, we will use the notation u for the unroll factor used for
the whole K-loop. The ui notations are used when the K-loop is split into
several K-sub-loops and each ui corresponds to the i -th kernel in the original
loop. Then, u1 is the unroll factor for DCT, u2 is the unroll factor for Quantizer
and u3 is the unroll factor for VLE. In order to optimize the execution of the
MJPEG K-loop, three scenarios are possible:

1. Unroll and parallelize the kernel execution in the main loop.
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for (i = 0; i < VNumBlocks ; i + +) do
for (j = 0; j < HNumBlocks ; j + +) do

PreShift(blocks[i][j]);
DCT(blocks[i][j]);
Bound(blocks[i][j]);
Quantizer(blocks[i][j]);
ZigZag(blocks[i][j]);
VLE(blocks[i][j]);

end
end

Figure 7.6: The MJPEG main K-loop.

2. Apply K-pipelining such that DCT can execute in parallel with PreShift,
and ZigZag can execute in parallel with VLE (concurrent hardware-
software execution). Then unroll to parallelize hardware execution.

3. Apply the distribution algorithm to find the optimal loop distribution. Par-
allelize the resulted K-sub-loops by shifting/K-pipelining and unrolling.
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Figure 7.7: Loop distribution: speedup for scenario 1 (loop unrolling) and scenario 2
(loop unrolling + loop shifting/K-pipelining).
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Scenarios 1 and 2. Unrolling and K-pipelining. When the MJPEG K-loop
is parallelized with loop unrolling or loop unrolling combined with shifting or
K-pipelining, the speedup varies with the unroll factor according to Figure 7.7.
Note that both these methods constrain that the same parallelization factor
applies to all kernels (namely, the unroll factor). All kernel instances must be
configured at the same time, no reconfiguration is considered. The final speedup
depends on the specific area constraints and/or desired area-speedup trade-off.

No area constraints. The maximum speedup that can be achieved using un-
rolling and K-pipelining is 12.93, for the unroll factor u = 28. A very similar
performance with less area usage is possible with u = 13, when the speedup
is 12.81. Note that the maximum achievable speedup by Amdahl’s Law for
parallel hardware execution is 13.23. However, this does not take into account
the concurrent hardware-software execution, nor the memory constraints.

The VirtexIIPro area constraints require that no unrolling is performed. This
leads to a speedup of only 3.56.

The Virtex-4 area constraints require a maximum unroll factor of 2, leading to
a speedup of 5.88.

Scenario 3. Loop distribution, followed by unrolling and shifting/K-
pipelining. The loop distribution algorithm decides to partition the K-loop
into two K-sub-loops. The first K-sub-loop (KL1) consists of the PreShift,
DCT and Bound functions, while the second K-sub-loop (KL2) consists of the
Quantizer, ZigZag and VLE functions. The maximum achievable speedup by
Amdahl’s Law for parallel hardware execution for KL1 is 20.91 and for KL2
is 8.23. Again, it does not take into account the concurrent hardware-software
execution, nor the memory constraints.

The two K-sub-loops have now different optimal parallelization factors. For
KL1, the optimal factor (assuming no area constraints) is u1 = 20, leading to a
speedup of 22.11 for KL1.

For KL2, the optimal factor is u2 = u3 = 1, with speedup of 8.23. The reason for
this optimal unroll factor follows. Performing K-pipelining allows the software
functions to execute in parallel with the hardware kernel. Since the execution
time of the software will then be approximately the same as the execution time
of the hardware VLE, there is no gain in unrolling in the case of KL2.

The K-loop speedup depends now on whether we choose to map all the needed
kernel instances on the FPGA (no reconfigurability) or map the K-sub-loops
kernels separately (partial reconfigurability before KL2).
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Loop distribution with no reconfigurability.

No area constraints. The K-loop speedup for the optimal factors u1 = 20,
u2 = 1 is 13.53.

The VirtexIIPro area constraints allow no unrolling for either KL1 or KL2,
therefore applying loop distribution would bring no improvement. The speedup
is 3.56.

The Virtex-4 area constraints allow a maximum unroll factor u1 = 13 for
KL1, while KL2 does not benefit from unrolling, hence the optimal factor is 1
(u2 = u3 = 1). The speedup for KL1 will be 21.65, while the K-loop speedup
after distribution is 13.41. The final unroll factors are (u1, u2, u3) = (13, 1, 1).
Compared to the speedup of 5.88 when loop distribution is not used on Virtex4,
this is a 228% performance improvement.

Loop distribution with partial reconfigurability. It makes no sense to con-
sider partial reconfigurability with no area constraints, therefore we will analyze
only the VirtexIIPro and Virtex-4 cases.

The VirtexIIPro area constraints allow for a maximum of 7 DCT kernels to be
configured at a time (we aim at occupying no more than 90% of the area of the
XC2VP30 in order to avoid routing issues). The speedup for KL1 is 18.93 and
ideally, the speedup for the K-loop with unroll factors (7, 1, 1) will be 12.71.

The reconfiguration latency is not negligible in this case. The VLE kernel
from KL2 will need to be configured after the DCTs have finished. Since the
Quantizer takes only 2.98% of the area and we are willing to minimize the
reconfiguration time, the Quantizer can be configured before the end of KL1,
since the DCTs occupy only 86.45% of the total area.

Considering the reconfiguration time of 19.39ms for the whole board, it would
take 14.93ms to map VLE onto the FPGA. This means 985400 cycles at
the recommended frequency of 66MHz. The maximum VLE reconfiguration
latency that can be hidden by the epilogue of KL1 and prologue of KL2 and that
is equal to only 14880 cycles. The MJPEG speedup increases when using loop
distribution with partial reconfiguration from 3.56 to 8.22.

The Virtex-4 area constraints impose an unroll factor u1 = 18 for KL1. Ignoring
the reconfiguration overhead, the speedup for the K-loop with unroll factors
(18, 1, 1) is 13.51. Similar to the case of VirtexIIPro, the Quantizer can be
configured before the end of KL1 and the VLE kernel will need to be configured
after the DCTs have finished. The maximum VLE reconfiguration latency that
can be hidden by the epilogue of KL1 and prologue of KL2 and that is equal to
28551 cycles. It differs from the one computed for VirtexIIPro because the KL1
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Table 7.1: Performance results for different area constraints and different methods
([1]-loop unrolling; [2]-K-pipelining; [3]-loop distribution).

Area constraints (u1,u2,u3) methods reconfig. SK−loop

∞ (max) (28,28,28) [1]+[2] no 12.93
∞ (trade-off) (13,13,13) [1]+[2] no 12.81
∞ (max) (20, 1, 1) [3]+[1]+[2] no 13.53
∞ (trade-off) ( 8, 1, 1) [3]+[1]+[2] no 13.24

VirtexIIPro ( 1, 1, 1) [1]+[2] no 3.56
VirtexIIPro ( 1, 1, 1) [3]+[1]+[2] no 3.56
VirtexIIPro ( 7, 1, 1) [3]+[1]+[2] yes 8.23 / 12.341

Virtex-4 ( 2, 2, 2) [1]+[2] no 5.88
Virtex-4 (13, 1, 1) [3]+[1]+[2] no 13.41
Virtex-4 (18, 1, 1) [3]+[1]+[2] yes 11.95

epilogue is larger for u1 = 13 (Virtex-4) than for u1 = 7 (VirtexIIPro).

To load the VLE on Virtex-4, a total of 883.9KB need to be transferred on
the FPGA. The reconfiguration time of the VLE kernel computed with (7.1) is
2.21ms at 100MHz, that is the equivalent of 221000 CPU cycles. The K-loop
speedup with partial reconfiguration is 11.95, less than the speedup achieved
with static mapping of the kernels on the Virtex-4.

The speedup when using loop distribution followed by unrolling and shifting/K-
pipelining (scenario 3) is illustrated in Figure 7.8. The three area requirements
cases are shown: no area constraints, VirtexIIPro constraints, Virtex-4 con-
straints, while considering both cases of reconfigurability/no reconfigurability.
Only the global optimum is shown for the case of no area constraints. Only
the best value (with the least reconfiguration time) is shown for VirtexIIPro.
Table 7.1 summarizes the results of mapping the MJPEG K-loop onto reconfig-
urable hardware, using the presented techniques and various area constraints.
Note that∞ means no area constraints. In this case, two types of results are
shown. The (max) type means the global optimum in terms of performance.
The (trade-off) type means a lower unroll factor that gives a performance 2-3%

1The two values for the speedup on VirtexIIPro when using partial reconfiguration correspond
to the different times for reconfiguring the chip using first the traditional method (with the Xilinx
EAPR) and second using Combitgen for an optimized bitstream( [28]).
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less than that of the global optimum.
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Figure 7.8: Loop distribution: speedup for scenario 3 (loop distribution followed by
unrolling and shifting/K-pipelining).

The results on VirtexIIPro show that loop distribution with partial reconfig-
uration gives a significant performance improvement when the area is very
restrictive (speedup increase from 3.56 to 8.22). Partial reconfiguration allows
for a higher unroll factor in the first K-sub-loop and thus more parallelism. If
the reconfiguration latency could be decreased, the performance would improve
with maximum 54% (up to 12.71 speedup on VirtexIIPro).

The results of mapping MJPEG on the Virtex-4 show that loop distribution
with no reconfigurability gives the best performance when the area is not a big
constraint. The performance increased by 228%(from 5.88 to 13.41), which
represents 99% of the maximum speedup (13.53) that could be achieved with
infinite resources.

7.3.3 Interpretation of the Results

Some observations regarding various possible situations influencing the results
follow.

• The relation between the kernel hardware time and the pre-/post- software
function time is essential in determining the usefulness of loop unrolling.
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If the hardware kernel time and the software function time are comparable,
unrolling with a factor larger than 2 is not beneficial and in some cases
shifting or K-pipelining alone will suffice to get to the maximum speedup.

• High area requirements for certain kernels are a good reason for splitting
the loop. This way, the other kernels can benefit from higher unroll
factors.

• A large K-loop size may also be a good reason for splitting the loop. This
way, different kernels can benefit from different unroll factors.

• On small chips such as the VirtexIIPro, the reconfiguration latency is a
big overhead. However, even with the cost of the partial reconfiguration, a
large performance improvement can be achieved, because more unrolling
is permitted.

• On the Virtex-4 chips the reconfiguration latency has a smaller impact.
However, the performance without reconfiguration can be superior to
the performance after reconfiguration when the area is not such a big
constraint.

7.4 Conclusions

In this chapter, we discussed the use of loop distribution in the context of
K-loops. When the kernels from a large K-loop are distributed into smaller
K-sub-loops, they can benefit from different unroll factors and therefore more
from the parallelism enabled by unrolling and shifting/K-pipelining.

The results of experimental data that was randomly generated show that the
K-loop size and the area constraints have a high impact on the performance.
Splitting is very beneficial for large K-loops and for K-loops that contain kernels
with high area requirements.

In more than 60% of the random test cases, distributing the K-loop lead to a
significant performance improvement (more than 40%) compared to when loop
unrolling and K-pipelining are applied to the K-loop without splitting it. Note
that the partial reconfiguration overhead was not taken into account for the
randomly generated tests because they were not designed for any platform in
particular. Since Virtex-4 family chips have a small reconfiguration delay, we
consider that for our tests this delay can be hidden by the K-sub-loops prologue
and epilogue (resulted from loop unrolling and loop shifting/K-pipelining).
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The distribution algorithm proposed in this paper has been validated with the
MJPEG K-loop. Our method proves to be efficient in both configurations:
together with partial reconfiguration on small chips (the VirtexIIPro), as well as
without reconfiguration on large chips (the Virtex-4).

The performance of the MJPEG K-loop on VirtexIIPro improved from 3.56
speedup without loop distribution to 8.22 speedup with loop distribution and
partial reconfiguration in between the K-sub-loops.

On the Virtex-4, the best performance is achieved with loop distribution and
static mapping of the kernels on the reconfigurable hardware (speedup of
13.41). This is a performance increase of more than 100% compared to the
speedup of 5.88 when the MJPEG K-loop is parallelized only by unrolling and
K-pipelining.

The next chapter of this dissertation is dedicated to loop skewing. The mathe-
matical model of using loop skewing in the context of K-loops will be presented,
followed by experimental results on the Deblocking Filter K-loop of the H.264
encoder/decoder.

Note. The content of this chapter is based on the the following paper:

O.S. Dragomir, K. Bertels, Loop Distribution for K-Loops on Reconfig-
urable Architectures, DATE 2011
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Loop Skewing for K-loops

IN THIS CHAPTER, we discuss the loop skewing transformation in the con-
text of reconfigurable computing. In Section 8.1.1, we present the motiva-
tion for using the loop skewing for K-loops. In Section 8.2, two techniques

for skewing simple K-loops are presented. Section 8.3 shows experimental
results for the Deblocking Filter kernel, while conclusions are drawn in Sec-
tion 8.4.

8.1 Introduction

Loop skewing is a widely used loop transformation for wavefront-like compu-
tations [11, 143]. A wavefront-like computation means a nested loop iterating
over a multidimensional array, where each iteration of the inner loop depends
on previous iterations. Loop skewing rearranges the array accesses such that the
only dependencies are between iterations of the outer loop. Consider the exam-
ple in Figure 8.1. In order to compute the element A(i, j) in each iteration of
the inner loop, the previous iteration’s results A(i − 1, j) must be available
already. Therefore, this code cannot be parallelized or pipelined as it is cur-
rently written. Performing the affine transformation (p, t) = (i, 2 ∗ j + i)
on the loop bounds and rewriting the code to loop on p and t instead of i
and j , we obtain the ”skewed” loop in Figure 8.2. The iteration space and
dependencies for the original and skewed loops are showed in Figure 8.3 a) and
b), respectively.

8.1.1 Motivational Example

Throughout this chapter, we will use the motivational example in Figure 8.4. It
consists of a K-loop with two functions: SW — which is executed always on
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for (j = 0; j < N ; j + +) do
for (i = 0; i < M ; i + +) do

A(i,j) = F(A(i-1,j), A(i,j-1));
end

end

Figure 8.1: Loop with wavefront-like dependencies.

for (t = 1; t < M + 2 ∗ N ; t + +) do
pmin = max(t%2, t-2*N+2);
pmax = min(t, M-1);
for (p = pmin ; p <= pmax ; p+ = 2) do

i = p;
j = (t-p)/2;
A(i,j) = F(A(i-1,j), A(i,j-1));

end
end

Figure 8.2: Skewed (dependency-free) loop.

i

j

(a) Loop dependencies before skewing

p

i

(b) Loop dependencies after skewing

Figure 8.3: Loop dependencies (different shades of gray show the elements that can
be executed in parallel).
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the GPP — and K, which is the application’s kernel and will be executed on the
reconfigurable hardware. Implicitly, the execution time for SW is smaller than
the execution time of K on the GPP.

for (j = 0; j < N ; j + +) do
for (i = 0; i < M ; i + +) do

/* a pure software function */
SW(blocks , i , j);
/* a hardware mapped kernel */
K(blocks , i , j , i − 1, j − 1);

end
end

Figure 8.4: K-loop with one hardware mapped kernel and inter-iteration data depen-
dencies.

We assume that in each iteration (i, j) data pointed by (blocks, i, j)
are updated based on data previously computed in iterations (i − 1, ∗) and
(∗, j − 1). Thus there are data dependencies between instances of K in
different iterations, similar to the dependencies shown in Figure 8.3(a).

8.2 Mathematical Model

We use the notations presented in Section 3.3.1. The case u > um is not
considered because there is no speedup increase for the hardware kernels. In
addition, we use the following notations:

• Tit(t) — the hardware execution time at iteration level in iteration t ,
assuming the unroll factor u ;

• Nit — the number of iterations of the inner loop after skewing.

The K-loop in our motivational example has the same iteration domain as the
loop in Figure 8.1, therefore after skewing the iteration domain will be the
same as in Figure 8.2. The outer loop will have N + M − 1 iterations. For
simplicity, we assume that M ≤ N . The number of iterations of the inner loop
(Nit) varies according to 8.5. The maximum number of iterations of the inner
loop is min(M, N) = M and there are (N − M + 1) such iterations. This means
that M is the maximum available parallelism. A mathematical formulation for
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Figure 8.5: Loop skewing: the number of iterations of the inner skewed loop.

Nit(t)= 22, u = 6

q(t) = 3

r(t) = 4

Nit(t) = 22, u = 6, v(t) = 2

q
v
(t)= 3

r
v
(t)= 2

hardware hardwaresoftware
a) All kernels executed in hardware b) kernels executed in hardware+software

Figure 8.6: Loop skewing: kernels’ execution pattern in an iteration.

Nit is:

Nit(t) =

{
M, M ≤ t ≤ N

t, 1 ≤ t < M or N < t < M + N
(8.1)

Next, we compute the hardware execution time for the skewed K-loop assuming
the unroll factor u as the sum of the execution times in each outer iteration t .
First, we consider the method with all kernel instances running in hardware and
second, the method with part of the kernels running in software.

With all kernels in hardware The hardware execution time for the skewed
K-loop with all kernel instances running in hardware when unrolling with factor
u is:

Th/h(u) =
M+N−1∑
t=1

Tit(t) (8.2)
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Tit(t) represents the execution time of the Nit(t) kernels in the iteration t .
Considering Nit(t) from (8.1), Th/h(u) becomes:

Th/h(u) = 2 ·
M−1∑
t=1

Tit(t) + (N − M + 1) · Tit(M) (8.3)

After skewing, the inner loop can be parallelized to improve the performance.
Depending on the relation between Nit(t), um and u , the Nit(t) kernels in
outer iteration t should execute in groups of u concurrent kernels and not all
kernels in parallel. The groups execute sequentially, as depicted in Figure 8.6a).
The number of groups with u kernels is the quotient of the division of Nit(t)
by u , denoted by q(t). One more group consisting of r(t) kernels will be
executed, where r(t) is the remainder of the division of Nit(t) by u . Then,
the time to execute the Nit(t) kernels in hardware is:

Tit(t) = q(t) · TK (hw)(u) + TK (hw)(r(t)), (8.4)

Assuming the unroll factor u , let q and r be the quotient and the remainder of
the division of M by u , respectively. Then M = q · u + r, r < u . The hardware
execution time becomes:

Th/h(u) = 2 · [ Tit(1) + ... + Tit(u) ]
+ 2 · [ Tit(u + 1) + ... + Tit(u + u) ]

+ ... + 2 · [ Tit(q · u + 1) + ... + Tit(q · u + r) ]
+ (N − M − 1) · Tit(q · u + r)

(8.5)

By expanding each Tit(t) from (8.5) according to (8.4), we obtain:

Th/h(u) = 2 · [ TK (hw)(1) + ... + TK (hw)(u) ]
+ 2 · [ TK (hw)(u) + ... + 2 · TK (hw)(u) ]

+ ... + 2 · [ q · TK (hw)(u) + TK (hw)(1) + ... +
+q · TK (hw)(u) + TK (hw)(r) ]
+ (N − M − 1) · [ q · TK (hw)(u) + TK (hw)(r) ]

(8.6)

Then, by grouping all the similar terms, Th/h(u) becomes:

Th/h(u) = 2 · q ·
u−1∑
i=1

TK (hw)(i) + 2 ·
r−1∑
i=1

TK (hw)(i)

+ (N − M + 1) · TK (hw)(r)

+ q · (N − u + 1 + r) · TK (hw)(u) (8.7)

The speedup at K-loop level will be:

Sh/h(u) =
Tloop(sw)

Th/h(u) + Tsw · M · N
. (8.8)
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With part of the kernels in software It is possible that better performance
is achieved if not all kernel instances from an iteration are executed in hardware.
Since the degree of parallelism varies with the iteration number according to 8.5,
balancing the number of kernels that run in software and in hardware for each
iteration would lead to a significant overhead. Assuming a certain unroll factor
u (u < M ), we look only at the iterations t with Nit(t) > u and compute the
number of kernels (denoted by v(t)) that need to run in software, such that
the iteration execution time is minimized. There are N + M − 2 · u − 1 such
iterations, namely the iterations t with u < t ≤ N + M − u .

Then, v(t) is the number of kernels for which the kernels running in software
execute in approximately the same amount of time as the kernels running in
hardware. The time to execute v(t) kernels in software is:

TK (sw)(v(t)) = v(t) · TK (sw) (8.9)

The execution pattern for Nit(t) = 22, with v(t) = 2 kernel instances running
in software is depicted in 8.6b). In this context, qv(t) and rv(t) are the
quotient and the reminder of Nit(t)− v(t) divided by u , respectively.

The time to execute the remaining Nit(t)− v(t) kernels in hardware is:

TK (hw)(t, v(t)) = qv(t) · TK (hw)(u) + TK (hw)(rv(t)) (8.10)

By using (3.8) in (8.10), TK (hw)(t, v(t)) becomes:

TK (hw)(t, v(t)) = (Nit(t)− v(t)) · Tmax(r,w)+

+

⌈
Nit(t)− v(t)

u

⌉
· (Tc + Tmin(r,w)) (8.11)

Then, the optimum number of kernels that should run in software in the itera-
tions t with Nit(t) > u is the closest integer to the value of v(t) that satisfies
the relation:

TK (sw)(v(t)) = TK (hw)(t, v(t))⇐⇒ (8.12)

v(t) · (TK (sw) + Tmax(r,w)) = Nit(t) · Tmax(r,w)+

+

⌈
Nit(t)− v(t)

u

⌉
· (Tc + Tmin(r,w)) (8.13)

The value of v(t) depends on the number of kernels in iteration t (Nit(t)),
which represents the available parallelism, and on the weight of the memory
transfers (Tmax(r,w))). The larger the value of Nit(t) and the weight of the
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memory transfers compared to the kernel’s execution time (in software and
hardware), the larger the value of v(t). The unroll factor u also influences the
number of kernels to execute in software, as a larger value of u implies that more
kernels will execute in hardware and fewer in software. These considerations
are illustrated in Section 8.3, where we present the experimental results.

By rounding the value of v(t) to the nearest lower integer, the execution time
for the kernels in software in iteration t will not be larger than the execution
time for the kernels in hardware. Therefore, the overall time for executing all
the kernel instances in iteration t is given by the hardware time:

Tit(t, v(t)) = TK (hw)(t, v(t)) ⇒ (8.14)

Tit(t, v(t)) = qv(t) · TK (hw)(u) + TK (hw)(rv(t)) (8.15)

The hardware execution time for unroll factor u when part of the kernels execute
in software is:

Th/s(u) = 2 ·
u∑

t=1

Tit(t) +
M+N−u∑
t=u+1

Tit(t, v(t)) (8.16)

Th/s(u) = 2 ·
u∑

t=1

Tit(t) + 2 ·
M−1∑
t=u+1

Tit(t, v(t)) +
N∑

t=M

Tit(M, v(M))

(8.17)

Then, by expanding each Tit and grouping all the similar terms, Th/s(u) be-
comes:

Th/s(u) = 2 ·
u−1∑
i=1

TK (hw)(i) +

+

(
2 + 2 ·

M−1∑
i=u+1

qv(i) + (N − M + 1) · qv(M)

)
· TK (hw)(u)+

+

(
2 ·

M−1∑
i=u+1

TK (hw)(rv(i))

)
+ (N − M + 1) · TK (hw)(rv(M)) (8.18)

Similarly to (8.8), the speedup at K-loop level when balancing the kernel
execution in software and hardware will be:

Sh/s(u) =
Tloop(sw)

Th/s(u) + Tsw · M · N
. (8.19)

Note that (8.8) and (8.19) are valid under the assumption that the software code
(SW) and the hardware-mapped kernel execute sequentially. In Chapter 5 it
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has been proven that it is always beneficial to apply loop shifting for breaking
intra-iteration dependencies between the SW function and the kernel, in order to
enable the software-hardware parallelism. The same technique can be applied
also in conjunction with the loop skewing and thus the final execution time and
the speedup could be improved by concurrently executing the software and the
hardware code.

8.3 Experimental Results

In this section, we illustrate the methods presented in Section 8.2.

foreach frame f do
for (i = 0; i < nCols ; i + +) do

for (j = 0; j < nRows ; j + +) do
compute MB params(&MB);
filter MB(MB);

end
end

end

Figure 8.7: The Deblocking Filter K-loop.

The analysis was performed on one of the most time consuming parts of the
H.264 video codec, Deblocking Filter (DF) [84], which is a part of both encoder
and decoder. The code presented in Figure 8.7 represents the main K-loop of
the DF.

In the H.264 standard, the image is divided in blocks of 4× 4 pixels. The color
format is YCbCr 4:2:0, meaning that the chrominance (chroma) components are
sub-sampled to half the sample rate of the luminance (luma) - in both directions.
The blocks are grouped in MacroBlocks (MB), each MB being a 4× 4 block
matrix for the luma and 2× 2 block matrix for the chroma components. Each
block edge has to be filtered, the DF being applied to each decoded block of a
given MB for luma and chroma samples.

The pseudocode for the DF is shown in Figure 8.8. For the processed MB, first
vertical filtering is applied (luma and chroma), followed by horizontal filtering.
The vertical and horizontal filtering cannot be interchanged or executed in
parallel because of data dependencies, however the luma and chroma filtering
can be performed in parallel.
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foreach Edge in MB .edges[VERT] do
if (is picture edge(Edge) == FALSE) then

filter MB edge(MB , VERT);
if (odd == TRUE ) then

odd = FALSE ;
filter MB edge cv(MB , VERT , Cr);
filter MB edge cv(MB , VERT , Cb);

else
odd = TRUE ;

end
end

end
foreach Edge in MB .edges[HORIZ] do

if (is picture edge(Edge) == FALSE) then
filter MB edge(MB , HORIZ);
if (odd == TRUE ) then

odd = FALSE ;
filter MB edge ch(MB , HORIZ , Cr);
filter MB edge ch(MB , HORIZ , Cb);

else
odd = TRUE ;

end
end

end

Figure 8.8: Deblocking Filter applied at MB level.

Table 8.1: Synthesis results for the Deblocking Filter kernel.

Platform Slices [%] Freq[MHz]

XC2VP30 2561 18.70 178.296
XC2VP70 2552 7.72 177.953
XC2VP100 2606 5.91 151.400
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Table 8.2: Execution times for the Deblocking Filter.

Software Hardware

average 87119 106802

maximum 103905 119166

The VHDL code for the filter was automatically generated with the
DWARV [149] tool. The synthesis results using Xilinx XST tool of ISE 8.1 for
different Xilinx boards are presented in Table 8.1. The code was executed on
the Virtex II Pro–XC2VP30 board. The execution times were measured using
the PowerPC timer registers. For the considered implementation, the shared
memory has an access time of 3 cycles for reading and storing the value into a
register and 1 cycle for writing a value to memory;

In the profiling stage, the execution times for the DF running in both software
and hardware for 80 different MBs were measured. The average and the
maximum values that were measured are presented in Table 8.2. Also, the
profiling indicates the (maximum) number of memory transfers per kernel –
2424 memory reads and 2400 memory writes. The software function that
computes the parameters executes in 2002 cycles.

Figures 8.9(a) and 8.9(b) illustrate the results when the first of the presented
methods is considered, with all kernel instances running on the FPGA. The
following picture formats have been considered: Quarter Video Graphics Array
(QVGA) – 320 × 240 pixels; Standard Definition (SD) – 720 × 576 pixels;
High Definition (HD) – 1280 × 720 pixels; and Full High Definition (FHD) –
1920 × 1088 pixels.

Equations (3.4), (8.7) and (8.8) were used for computing the different speedups
for the skewed and unrolled DF K-loop for various image sizes and unroll
factors. The speedup considering the average execution times for the kernel
are illustrated in Figure 8.9(a), while the speedups for the maximum execution
times are presented in Figure 8.9(b).

The results are heavily influenced by the performance of the kernel implemen-
tation in hardware. As shown in Table 8.2, the hardware implementation is
slower than the software one, which results in a performance decrease (0.85 and
0.89 speedup) when no unrolling is performed. However, unrolling even with



8.3. EXPERIMENTAL RESULTS 123

 0.5

 1

 1.5

 2

 2.5

 3

 3.5

 4

 4.5

 5

 5.5

 6

 0  2  4  6  8  10  12  14  16  18  20

S
p
e
e
d
u
p

Unroll factor

QVGA (  320 x  240)

SD  (  720 x  576)

HD  (1280 x  720)

FHD (1920 x 1088)

(a) Deblocking Filter speedup for different picture sizes (average MB execution time).

 0.5

 1

 1.5

 2

 2.5

 3

 3.5

 4

 4.5

 5

 5.5

 6

 6.5

 7

 0  2  4  6  8  10  12  14  16  18  20

S
p
e
e
d
u
p

Unroll factor

QVGA (  320 x  240)

SD  (  720 x  576)

HD  (1280 x  720)

FHD (1920 x 1088)

(b) Deblocking Filter speedup for different picture sizes (maximum MB execution time).

Figure 8.9: Loop skewing: Deblocking Filter speedup for different picture sizes.
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a factor of 2 already compensates the slow hardware implementation, giving
a speedup of 1.5 – 1.6. The performance does not increase linearly with the
unroll factor because of the variable number of iterations of the skewed K-loop,
being influenced also by the relation between the unroll factor and M (M is
the maximum degree of parallelism for most of the iterations of the skewed
K-loop).

The results show that better performance is obtained when parallelizing K-loops
with a large number of iterations. The reason is that for a large total number of
iterations, there will be a large number of iterations that have a higher available
degree of parallelism (M ). Note that for the QVGA picture format (320× 240
pixels), the speedup saturates at the unroll factor 15. This happens because
the DF K-loop number of iterations is equal to the picture size divided by 16,
meaning that in this case N = 20 and M = 15.

6 7 8 9 10 11 12 13 14 15 16
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FHD avg – hw only
FHD avg – hw + sw
FHD max – hw only
FHD max – hw + sw
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Figure 8.10: Loop skewing: Deblocking Filter speedup for FHD format for different
unroll factors.

Figure 8.10 presents the speedup for the FHD picture format for unroll factors
between 6 and 16, considering both types of execution presented in Section 8.2.
The first type of execution consists of running all kernel instances in hardware,
while the second places part of the kernel instances in software. A performance
increase between 4% and 15% is noted for the second type. The performance
would increase more for a larger number of iterations or if the memory I/O
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(Tmax(r,w)) would represent more of the execution time.

Figure 8.11 shows how the number of kernel instances that execute in software
varies with the unroll factor for the FHD picture format. The depicted numbers
represent the sum of software executed kernels across all loop iterations, approx.
2–2.45% of the total number of kernels for the FHD format. The general trend
is that a larger unroll factor means fewer kernels to execute in software, because
more kernels will execute in hardware in each group. See Figure 8.6 for the
kernels’ execution pattern, where one line of kernels represents a group. On the
same figure it can be seen that the total number of kernel instances that execute
in software is larger for FHD-avg than for FHD-max. This happens because
the memory I/O represents a larger percentage from the total execution time
for FHD-avg, compared to FHD-max. The reason is that the weight of the I/O
time from the total execution time directly influences the number of software
scheduled kernels, as seen from equation (8.13).

On the basis of one iteration which has a variable number of kernels over time
(see Figure 8.5), Figure 8.12 presents how the number of kernel instances that
execute in software varies with the total number of kernels in that iteration.
When the total number of kernels in one iteration increases, the total execution
time increases and therefore more kernel instances can be scheduled for software
execution.
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unroll factor.
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Table 8.3: Loop skewing: Deblocking Filter speedups for the unroll factor u=8.

QVGA SD HD FHD

average (hw only) 3.47 3.83 3.96 4.04
average (hw + sw) 3.65 4.11 4.20 4.40
maximum (hw only) 3.77 4.18 4.32 4.42
maximum (hw + sw)T 3.93 4.47 4.55 4.78
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Taking into account also area requirements, the optimum unroll factor depends
on the desired trade-off between area consumption and performance. If for
instance the metric chosen for the optimum unroll factor is to have a speedup
increase of at least 0.3 comparing to the previous unroll factor, then the opti-
mum unroll factor for most picture sizes in our example is 8. The estimated
speedups achieved for the unroll factor u = 8 for all pictures sizes and using
the average/maximum kernel execution times are depicted in Table 8.3.

8.4 Conclusions

In this chapter, we addressed parallelizing K-loops with wavefront-like depen-
dencies, thus relaxing the constraints imposed by using only loop unrolling
and/or shifting/K-pipelining for loop parallelization. Two methods have been
presented, with different scheduling scenarios for the kernel instances. For
the first method, all instances of a kernel K are scheduled to run on the recon-
figurable hardware. For the second method, part of the kernel instances are
scheduled to run in hardware and part in software. Both methods are based
on loop skewing and unrolling for computing the optimal number of kernel
instances that will run in parallel on the reconfigurable hardware. The second
method is more suitable for a large number of iterations and/or when the I/O
represents a significant part of the kernel, limiting the degree of parallelism.

In the experimental part, we analyzed the case of the Deblocking Filter K-loop
of the H.264 encoder/decoder. Using an automatically generated VHDL code
for the edge filtering part of the DF, we showed that a speedup between 3.4 and
4.8 can be achieved with the unroll factor 8, depending on the input picture size.
Better performance is achieved when the K-loop bounds are larger, because a
higher number of iterations allows for a higher degree of parallelism.

In the next chapter, we present a summary of this dissertation and the contribu-
tions it brings. They are followed by conclusions and open issues.

Note. The content of this chapter is based on the the following paper:

O.S. Dragomir, K. Bertels, K-Loops: Loop Skewing for Reconfigurable
Architectures, FPT 2009
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Conclusions

IN THIS THESIS, we addressed loop optimizations that are suitable for K-
loops in the context of reconfigurable architectures under the Molen Pro-
gramming Paradigm. A K-loop is a loop that contains one or more hard-

ware mapped kernels (which can execute on the reconfigurable hardware),
together with pure software code (which executes only on the GPP). The work
in this thesis targeted coarse grain loop level parallelism, hardware-software
loop level parallelism and partial reconfigurability while only a part of the loop
(nest) is executed on the reconfigurable hardware. The purpose of the presented
methods is to improve the performance of applications, by maximizing the
parallelism inside K-loops. This chapter is organized as follows. Section 9.1
presents a summary of the dissertation. The major contributions of this thesis
are presented in Section 9.2, while the main conclusions are drawn in Sec-
tion 9.3. The open issues and the future directions of research are presented in
Section 9.4.

9.1 Summary

In this dissertation, we investigated loop optimizations that address performance
improvement for K-loops in the context of reconfigurable architectures. Several
loop transformations have been proposed for optimizing K-loops. These loop
transformations have different purposes: to parallelize the K-loop, to eliminate
specific data dependencies in order to allow parallelization, to split the K-loop
into smaller K-sub-loops that can be individually optimized. The performance
gain comes from the parallel execution of multiple kernel instances on the
reconfigurable hardware, but also from parallel execution of the hardware and
software parts of the K-loop, when it is possible. The methodology used is
similar for all the proposed loop transformations, and takes into account area,

129
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memory and performance considerations. The proposed algorithms are based
on profiling information about the application and about the K-loop.

Chapter 1 introduced the research context and the notion of K-loop. It continued
with an overview of the problem that has been addressed in this dissertation,
and with the dissertation outline.

In Chapter 2, an overview of the most well-known loop transformations and
projects addressing reconfigurable architectures has been presented. After
looking at related projects, we could identify the open issues, which have been
addressed later on in this thesis.

In Chapter 3, we detailed the notion of K-loop and introduced the framework
used in our work. The methodology, comprising of general notations used
throughout the thesis, area, memory and performance considerations has been
presented here. Next, the random test generator that we used for validating
some of our transformations has also been presented. The last part of the
chapter has focused on the description of an algorithm that decides which loop
transformations to use, depending on the K-loop’s characteristics.

Chapter 4 discussed the use of the loop unrolling transformation. In the context
of K-loops, loop unrolling is used for exposing hardware parallelism, enabling
parallel execution of identical kernel instances on the reconfigurable hardware.
Experiments have been performed for K-loops containing well-known kernels
from real-life applications: DCT, SAD, Quantizer and Convolution.

The achieved results have been compared with the theoretical maximum
speedup computed with Amdahl’s Law assuming maximum parallelism (full
unroll) for the hardware. The results showed that the software part of the K-
loop has a large influence on the optimal degree of parallelism. If the software
is faster, different results are obtained for different kernel implementations,
depending on how much optimized they are.

Chapter 5 discussed the loop shifting transformation, and Chapter 6 presented
the extension of loop shifting, called K-pipelining. The main difference between
these two transformations is that loop shifting applies to single kernel K-loop,
while K-pipelining is suitable for K-loops with multiple hardware mapped
kernels. These two transformations are used for exposing hardware-software
parallelism, by eliminating certain inter-iteration loop dependencies that prevent
the software functions and the hardware kernels to execute concurrently. Loop
shifting and K-pipelining can also be combined with loop unrolling for further
exploitation of the available parallelism, as loop unrolling enables for multiple
kernel instances to execute concurrently on the reconfigurable hardware.



9.1. SUMMARY 131

Experiments for loop shifting have been performed for the same K-loops as
in the case of loop unrolling, with the DCT, SAD, Quantizer and Convolution
kernels. The mathematical model and the results have proven that it is always
beneficial to apply loop shifting to a K-loop (if possible), while loop unrolling
may not bring any additional performance improvement if loop shifting is used.
This is the case of K-loops where the software part is much larger than the
execution time of the hardware kernel.

The experimental results for K-pipelining are of two types: theoretical, using
randomly generated tests, and practical, using the MJPEG K-loop, which
contains three kernels (DCT, Quantizer and VLE). The results for the randomly
generated test have shown a good potential of performance improvement when
K-pipelining is used in conjunction with loop unrolling for large K-loops, but
the speedup depends highly on the kernels’ area requirement as they limit the
degree of parallelism. The results for the MJPEG K-loop have shown that the
performance improvement depends much on the ratio between the execution
time of the hardware kernels and the execution time of the software functions,
because it influences the efficiency of the hardware-software parallelism.

So far, the strategy for speeding up large K-loops consisted of using the K-
pipelining transformation and the loop unrolling. In Chapter 7 we have proposed
a more efficient method for speeding up large K-loops, based on loop distribu-
tion. An algorithm for deciding the optimal splitting points for a K-loop has
been proposed. The resulted K-sub-loops are accelerated by using the previ-
ously presented methods, e.g. loop unrolling and/or loop shifting/K-pipelining.
One of the advantage of using loop distribution is that, after splitting, differ-
ent kernels can benefit from different unroll factors. After the distribution is
performed, each K-sub-loop can also have the whole area available due to the
possibility of reconfiguration, and this allows, in many cases, a higher degree
of parallelism.

Similar to K-pipelining, the experimental results are of two types: theoretical,
using randomly generated tests, and practical, for the MJPEG K-loop. The
results for the randomly generated tests have shown a good potential for perfor-
mance improvement, larger in average than for K-pipelining. The results for the
MJPEG K-loop have shown that the reconfiguration time has a large impact in
the overall performance, however the performance when using loop distribution
is superior to the performance when using the combination of K-pipelining with
unrolling.

In Chapter 8, loop skewing has been proposed for eliminating wavefront-like
dependencies in K-loops. The skewed K-loop is then parallelized by means of
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loop unrolling. Two scenarios of scheduling the hardware kernels have been
proposed: one that considers that all kernel instances will run on the reconfig-
urable hardware, and one that considers that part of the kernel instances may
run on the GPP for better performance. The degree of parallelism varies, as the
inner skewed loop has variable loop bounds. Experiments have been performed
on the Deblocking Filter K-loop extracted from the H.264 encoder/decoder. The
results have shown that better performance can be achieved when the K-loop
bounds are larger, because a higher number of iterations allows for a higher
degree of parallelism.

9.2 Contributions

The main contributions of the research presented in this thesis can be summa-
rized as follows.

• A framework that helps determine the optimal degree of parallelism for
each hardware mapped kernel within a K-loop, taking into account area,
memory and performance considerations. The decision is taken based
on profiling information regarding the available area, the kernel’s area
requirements, the memory bandwidth, the kernel’s memory transfers,
the kernel’s software and hardware execution times, and the software
execution times of all other pieces of code in the K-loop.

• Algorithms and mathematical models for each of the proposed loop
transformations in the context of K-loops. The algorithms are used to de-
termine the best degree of parallelism for a given K-loop, while the math-
ematical models are used to determine the corresponding performance
improvement. The algorithms have been validated with experimental
results.

• An analysis of possible situations and justifications of when and why the
loop transformations have or have not a significant impact on the K-loop
performance.

9.3 Main Conclusions

The main conclusions of the research presented in this dissertation can be
summarized as follows.
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• Performance of kernel loops can be further improved even when the
kernels inside have already been optimized.

• One of the main aspects that limits the degree of parallelism is the memory
bandwidth. I/O intensive kernels do not benefit much from hardware
parallelization.

• The area allowance also limits the degree of parallelism. Choosing a
larger FPGA to execute on can give a performance boost.

• Parallel execution of multiple kernel instances on the reconfigurable
hardware does not always improve the performance. This is the case
when the execution time of the software part is larger than the execution
time of the hardware part.

• Whenever the data dependencies allow it, parallel hardware-software
execution should be performed.

• Splitting large K-loops and applying the parallelizing transformation on
the smaller K-sub-loops can reduce the overall execution time, despite
the reconfiguration overhead. The larger the K-loop size, the higher the
probability that K-loop splitting improves the performance.

• Reconfiguration is expensive in terms of computing cycles, nevertheless
it may be worth it in terms of performance.

• The K-loops with wavefront-like dependencies need a large number of it-
erations in order to benefit from parallelization after they are transformed
with loop skewing.

• For K-loops with wavefront-like dependencies, it is beneficial to schedule
part of the kernel instances to run on the GPP if the kernel is I/O intensive
or if the K-loop has very large bounds.

9.4 Open Issues and Future Directions

From the research presented in this dissertation, some open issues have been
identified. In this section, we list these issues, together with directions for the
future research.

• As we have already mentioned in Chapter 2, the impact of several loop
transformations that can enable parallelization of K-loops need to be
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investigated. These transformations include loop bump, extend, index
split, tiling, fusion, multi-dimensional retiming, striping.

• Considering that there are several aspects of interest when accelerating
K-loops, such as memory size, bandwidth, power consumption, etc., it
would be useful to see how various loop transformations interact with
each other, and the impact that enabling or disabling a loop transformation
has on the memory requirements or power consumption.

• The proposed methodology consists of static, compile-time algorithms.
For the future, a parametrized compile-time approach should be investi-
gated.

• The loop shifting/K-pipelining and the loop skewing transformations are
used for eliminating only certain types of data dependencies. Other types
of dependencies should also be considered.

• In signal processing applications, it is not unusual for different functions
to have common code parts. For instance, an application may contain
several FIR filter blocks that differ only in the number of taps and the
set of filter coefficients [129]. For such cases, hardware reuse should be
taken into account.

• In our experiments, only on-chip memory has been used. This type of
memory is the fastest, but imposes severe constraints on the amount
of application data that can fit into the memory. On today’s platforms,
other types of memory, such as the DDR SDRAM (Double Data Rate
Synchronous Dynamic Random Access Memory), are available. While
the external memory has the advantage of size, its latency is much higher
than in the case of on-chip memory. A direction of future research would
be to investigate the use of different types of memory, and propose new
algorithms and mathematical models that take them into account.

• Relaxing the memory-related assumptions, such as the need for sequential
memory transfers, can increase the range of targeted applications, and
give more accurate performance estimations. A pre-processing stage for
memory oriented optimizations may be useful.

• The proposed algorithms and mathematical models target reconfigurable
architectures similar to the Molen architectures. Since the only processing
element besides the GPP is the FPGA, the scheduling of the kernels is
straightforward. While the parallelization algorithms are scalable, new
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mathematical models are needed for different types of architectures,
where the communication, the memory models and/or the number of
processing elements differ from those that are on Molen. For an increased
number of PEs, an algorithm for kernel scheduling would be required.
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Samenvatting

RECONFIGURABLE computing wordt steeds populairder, aangezien het
een middenweg is tussen dedicated hardware, dat de beste prestaties
levert, maar de hoogste productiekosten en langste time-to-market

heeft, en tussen conventionele microprocessors, die erg flexibel zijn, maar
minder prestaties leveren. Herconfigureerbare architecturen hebben als voordeel,
dat ze hoge prestaties (gegeven door de hardware), grote flexibiliteit (gegeven
door de software), en snelle time-to-market hebben.

Signaalverwerking vertegenwoordigt op dit moment een belangrijke categorie
applicaties. In dergelijke applicaties vind met grote verwerkingsintensieve
delen in de code (de application kernels) gewoonlijk binnen geneste loops.
Voorbeelden zijn de JPEG en MJPEG beeldcompressie-algoritmen, het H.264
videocompressie-algoritme, Sobel Edge Detection, etc. n manier om de
prestaties van deze applicaties te verbeteren is het toewijzen van de kernels op
herconfigureerbare structuren.

De nadruk van deze dissertatie ligt op kernel loops (K-loops); dit zijn geneste
loops, waar de loop body kernels bevat die aan hardware componenten zijn
toegewezen. In deze dissertatie stellen we methoden voor om de prestaties van
zulke K-loops te verbeteren door standaard loop transformaties te gebruiken
om grofmazig parallellisme op loop-niveau bloot te leggen en toe te passen.

We richten ons op een herconfigureerbare architectuur dat een heterogeen
systeem is, bestaande uit een General Purpose Processor en een Field Pro-
grammable Gate Array (FPGA). Onderzoeksprojecten die zich richten op her-
configureerbare architecturen proberen verschillende problemen aan te pakken:
hoe de applicatie te partitioneren of hoe te besluiten welke onderdelen versneld
zullen worden op de FPGA, hoe deze onderdelen (de kernels) te versnellen,
en wat is de prestatiewinst? Slechts enkele, echter, trachten het grofmazige
parallellisme op loop-niveau te benutten.

In dit onderzoek werken we toe naar het automatisch kiezen van het aantal
kernel instanties om op de herconfigureerbare hardware te plaatsen op een
flexibele manier dat een balans kan vinden tussen oppervlakte en prestaties. In
deze dissertatie stellen we een generiek raamwerk voor dat helpt de optimale
mate van parallellisme voor elke kernel binnen een K-loop die op hardware
is geplaatst te bepalen, rekeninghoudend met oppervlakte-, geheugen-, en
prestatieoverwegingen. Vervolgens presenteren we algoritmen en wiskundige
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modellen voor verscheidene loop-transformaties met betrekking tot K-loops.
De algoritmen worden gebruikt om de beste mate van parallellisme te bepalen
voor een bepaalde K-loop, terwijl de wiskundige modellen gebruikt worden
om de bijbehorende verbetering van de prestaties te bepalen. De algoritmen
worden gevalideerd met experimentele resultaten. De loop-transformaties die
we in deze dissertatie analyseren zijn loop unrolling, loop shifting, K-pipelining,
loop distribution en loop skewing. Ook wordt er een algoritme geboden dat
beslist welke transformaties gebruikt dienen te worden voor een bepaalde K-
loop. Tenslotte geven we ook een analyse van mogelijke situaties waar de
loop-transformaties wel of niet een significante impact hebben op de prestaties
van de K-loop en mogelijke verklaringen waarom dit gebeurt.
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