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Figure 1: A Many-Light Global Illumination approach is used to bake a compact light transport representation to a lightmap,
while real-time frame rates are maintained. At any time, scene interactions (e.g., moving objects, adjusting lights) are allowed,
and the illumination is seamlessly transformed from the old state to the new. A prioritizing update scheme resolves illumina-
tion errors in a way that the most significant changes are treated within the first seconds without noise or flickering artifacts.

ABSTRACT
Global Illumination is affected by the slightest change in a 3D scene,
requiring a complete reevaluation of the distributed light. In cases
where real-time algorithms are not applicable due to high demands
on the achievable accuracy, this recomputation from scratch results
in artifacts like flickering or noise, disturbing the visual appearance
and negatively affecting interactive lighting design workflows.

We propose a novel system tackling this problem by providing
incremental updates of a baked global illumination solution after
scene modifications, and a re-convergence after a few seconds.
Using specifically targeted incremental data structures and priori-
tization strategies in a many-light global illumination algorithm,
we compute a differential update from one illumination state to
another. We further demonstrate the use of a novel error balancing
strategy making it possible to prioritize the illumination updates.

CCS CONCEPTS
•Computingmethodologies→Rendering;Reflectancemod-
eling.
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1 INTRODUCTION
Developing new approaches to efficiently and accurately solve the
rendering equation – describing the light transport in a scene (see
Equation 1) – has been a major challenge in computer graphics for
years. The recursive nature of this so-called Global Illumination
(GI) problem implicates that if any element of a scene is changed,
a complete re-evaluation is required to calculate the new solution.
Real-time GI solutions exist, but are limited in terms of accuracy and
complexity. Applications requiring accurate, high-quality results
have to rely on computationally expensive methods (i.e., offline
rendering algorithms), often requiring hours to compute. As a con-
sequence, today’s games engines often apply direct lighting using
physically-based shading in real-time, while indirect diffuse or
low-frequency GI is integrated using a baked solution provided by
an offline rendering algorithm. This combination achieves almost
photo-realistic impressions for scenes with (limited) dynamics and
interactions. Nevertheless, for designers illuminating static parts
of the scene, the high computational effort prevents a continuous,
interactive workflow with illumination-based decisions.

We target this issue by describing an interactive system that
provides a baked GI that remains consistent while the user can
modify the scene freely. A key property of workflows in CAD
modeling, lighting design or game level editing is that scenes are
typically modified very locally. We propose an algorithm that keeps
track of the complete state of the GI, and calculates the differences
caused by the local modifications after a modeling step, allowing
to update from one illumination state to another incrementally. In
addition, the tracked light path information is used to estimate the
illumination error, control the refinement of the illumination detail,
and to prioritize and accelerate updates. While full illumination
consistency after a modification is reached within a few seconds
even in large scenes, interactive frame rates, editing capabilities
and a noise-free visualization are retained during the adaptive
simulation. We also demonstrate that (even in worst case scenarios)
the transition to the new illumination state is performed seamlessly
and without popping artifacts or flickering.

https://doi.org/10.1145/3306131.3317015
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Specifically, our contributions are:
• a GI method tracking the light path information, allowing to
incrementally compute accurate GI after scene modifications,
• strategies for controlling the GI error and – based thereon –
a prioritization scheme for the incremental updates,
• and the incorporation of all these aspects in an interactive
design tool for baking lightmaps for large scenes without
delays, visual inconsistency, or noise.

2 RELATEDWORK
The computationally complex task of GI is approached by different
algorithms to solve the rendering equation [Kajiya 1986]

Lo (x,ωo ) = Le (x,ωo ) +

∫
Ω
f (x,ωo,ωi )Li (x,ωi )(ωi · n)dωi , (1)

where Lo is the radiance of a point x transfered in outgoing di-
rection ωo , as sum of the surface emission Le and the integral of
all incidence directions ωi over its hemisphere Ω. f is the bidi-
rectional reflectance distribution function (BRDF) describing the
surface reflectance properties. For an extensive overview of inter-
active approaches, we refer to the survey by Ritschel et al. [2012].

Instant Radiosity, introduced by Keller [1997], reduces the solu-
tion of the rendering equation to the evaluation of a set of so-called
Virtual Point Lights (VPLs). They are created at every intersections
by tracing particle paths from the light source through the scene.
Methods developed on this basis are called Many-Light Global Illu-
mination solutions. The survey by Dachsbacher et al. [2014] gives
a detailed overview. In contrast to other rendering algorithms, they
do not produce noisy images, but are biased due to necessary culling
and clamping when the virtual lights are evaluated. The extensions
of Lightcuts [Walter et al. 2005] and Bidirectional Lightcuts [Walter
et al. 2012] significantly speed up the rendering times and yields
sub-linear scalability. Matrix Row-Column Sampling [Hašan et al.
2007] and Matrix Slice Sampling [Ou and Pellacini 2011] formulate
the radiance transport of virtual lights as matrix and build a reduced
solution allowing the use of Shadow Mapping [Williams 1978].

The reduced light transport complexity of many-light solutions
makes them very interesting for real-time applications. Reflective
Shadow Mapping [Dachsbacher and Stamminger 2005] is one of
the first techniques that provides a single bounce indirect GI in
real-time. Imperfect Shadow Maps [Ritschel et al. 2008] provide
fast visibility tests for a large number of lights that significantly
improves the possible complexity and performance of real-time
approaches. Dong et al. [2009] demonstrated that using clustered
visibility for a group of virtual lights in combination with a suitable
real-time soft shadow mapping technique also yields comparable
results. Ritschel et al. [2011] describe a view-adaptive approach that
provides a good distribution of VPLs according their contribution
to the image. Georgiev et al. [2010] use a Russian Roulette strategy
to select VPLs generated from multiple bounces with balanced con-
tribution to the image. Olsson et al. [2015] use hardware-supported
virtual cube-map shadows to efficiently implement high-quality
shadows from hundreds of light sources.

An additional aspect that especially real-time approaches need to
address is temporal aliasing that occurs when VPLs are created inde-
pendently every frame. A strategy employed by Laine et al. [2007]
is to reuse as many VPLs as possible between frames. Prutkin et

al. [2012] use a k-means clustering where the seeds are initialized
with the cluster centers from the previous frame. Barak et al. [2013]
extend the method from Ritschel et al. by using Metropolis Hastings
to select the VPLs from an importance buffer. Hedman et al. [2016]
solve temporal stability similar to Laine et al. in combination with a
sampling technique that selects VPLs of multiple light bounces effi-
ciently according to their contribution to the image. VPLs managed
in a Lighting Grid Hierarchy [Yuksel and Yuksel 2017] provides an
offline rendering technique that efficiently avoids temporal alias-
ing. It achieves a huge speed-up for complex animated volumetric
effects and general many-light problems.

Luksch et al.[2013] avoid temporal aliasing in their many-light
solution by constructing the VPLs view-independently, allowing
to bake lightmaps with complex diffuse GI in the order of seconds
using shadow mapping and rasterization. Their method employs a
point cloud segmentation algorithm on the VPLs in a first step and
then performs a top down kd-tree clustering per segment afterwards
that creates a set of well-fit virtual polygonal [Baum et al. 1989] and
spherical lights [Hašan et al. 2009]. To incorporate interactions and
bridge the calculation delay, a combination of real-time visualization
of intermediate illumination results and blending is used.

A current limitation of real-time many-light approaches is that
they are only applicable in scenes with diffuse surfaces. Voxel based
GI techniques [Crassin et al. 2011; Kaplanyan andDachsbacher 2010;
Thiedemann et al. 2011] use voxelized scene representations in order
simplify the computations. This allows to perform a GPU friendly
ray marching that is able to provide glossy surface reflections. In
practice the GI is only computed for one indirect light bounce as
recursive evaluation or injection of amulti-bounce illumination into
the voxel data structure are too expensive for real-time applications.

A series of recent techniques that combine ideas from different
approaches with precomputations allow real-time GI with dynamic
lighting in static scenes. Jendersie et al. [2016] use surfels that are
shaded in real-time and a clustered hierarchy with precomputed
light links to propagate the indirect illumination to (ir)radiance
caches. The technique of Silvennoinen et al. [2017] use radiance
probes with precomputed transport terms to iteratively propa-
gate the indirect illumination over multiple bounces to a lightmap.
McGuire et al. [2017] use light field probes and describe algorithms
for diffuse indirect illumination and glossy reflections. All those
techniques can be extended to provide coarse indirect illumination
for moving objects, but those have no or limited effect on the GI.

3 SYSTEM BASELINE
In our proposed approach, we strive for a solution to solve the
rendering equation with high accuracy, but provide interactivity
during its calculation. That means, we aim for computation times
of several seconds on a GPU, and display intermediate results while
retaining interaction capabilities. Luksch et al [2013] have success-
fully demonstrated the practicability of such ideas, but have the
major drawback that each single scene modification triggers a com-
plete re-computation of the light distribution. While this may be
compensated by clever blending techniques in small scenes, these
attempts don’t scale in cases with several hundred light sources
or large extents, as the computation time is too high, introducing
waiting times until enough light is distributed for a decision on
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Figure 2: Overview of the system baseline. A many-light solution is baked into a lightmap using shadowmapping and rasteri-
zation, providing complex diffuse GI independent from the view-point. Baked solutions typically require complete recalcula-
tions, interrupting a continuous work flow. Our proposed approach extends such a system by an efficient update mechanism
performing an incremental transition to the new illumination state.

the next (modeling) steps. We base our novel method on a Many-
Light Global Illumination (MLGI) algorithm, that incrementally
updates a baked high-quality diffuse GI state in lightmaps after
scene modifications. This has two major advantages:
• It is not necessary to re-evaluate the complete light propa-
gation, but only account for those parts where the accuracy
is affected. This is especially beneficial in large scenes.
• By using a many-lights approach and lightmaps, we display
the current illumination state in a noise-free way while the
simulation is still running after modifications. We also show
how necessary updates can be prioritized, so that the visual
impact caused by an incomplete update is minimal.

3.1 Simulation Setup
In our context, a scene consists of individually transformable polyg-
onal surfaces with material information, and a set of light sources
(see Section 3.2). In order to calculate the indirect illumination,
particles are emitted from these light sources (Section 3.3), traced
in the scene, and grouped into clusters (Section 3.4). These particle
clusters act as indirect light sources.

The actual light transport is then performed using the direct
and indirect light sources, and a rasterization-based approach. Our
proposed incremental update mechanism assumes that there is a
suitably fast mechanism available that is able to accumulate the
contribution of the virtual lights (both direct and indirect) to the
baked state (e.g., using shadow mapping, achieving an evaluation
of up to 1000 lights per second, and taking visibility into account
approximately). We use lightmaps, for which the uv-coordinates
are generated automatically, as our method for storage and repre-
sentation of the baked world-space MLGI.

During the accumulation process, intermediate results can be
visualized in an interleaved way with the simulation using the
information from the lightmaps, retaining interactivity at all times.
Note that it is possible to subtract stored light information again
by adding “negative” light energy – a requirement for the adaption
to incremental computations.

3.2 Light Source Description
Direct light sources are placed and modified by an artist, and are
described by a transformation, aperture geometry, emission profile
and intensity. Figure 3 illustrates a linear area light with annotated
components. The aperture geometry defines the surface where

Light Source

Aperture Surface 

Emission Profile

Virtual Lights

Figure 3: Light source described by an aperture surface
(white) fromwhere light is emitted according to an emission
profile (yellow). The direct illumination is rendered using
virtual lights (blue polygons) that subdivide the aperture.

the light is emitted from (see Section 3.3), and can be a polygon,
but also a singular point, or a sphere. The emission profile can
be Lambertian, a parametric spot, or in the form of an arbitrary
spherical profile (IES/LDT photometries as used in lighting design).
Intensity and transformation are parameters that could be implicitly
given by the geometry and the emission profile, but are deliberately
separate as they play an important role during incremental updates.

In order to support arbitrarily complex lighting of a large number
of light sources and area lights, the direct illumination is accumu-
lated in the lightmaps as well. The direct light emission is split up
into a suitable amount of virtual lights that are managed equally to
indirect virtual lights (see Direct Virtual Lights in Section 4.1).

3.3 Particle Tracing
A particle simulation similar to Photon Tracing is the first step of
the virtual light creation. A random walk based on quasi-Monte
Carlo integration where each path transports the same amount of
light energy p is used. At each intersection of a path with the scene,
an oriented VPL with intensity of p times the surface reflectance is
created. The total number of paths and the maximum number of
light bounces can be configured. In order to prioritize illumination
updates in our system, the created VPLs are linked to the object
at the path intersection and will be used to gain instant insight on
what paths are invalid after a modification of the scene.

3.4 Virtual Light Clustering
The huge number of VPLs created from the particle tracing are clus-
tered to form more expressive virtual lights that give an accurate
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Figure 4: Outline of the incremental GI update components.
The illumination is represented by direct virtual light on
light apertures and the octree VPL clustering (Section 4.1).
Particle tracing and path validation (Section 4.2) identifies
changes that accumulate invalid energy affected VPL clus-
ters. The illumination updates are then performed in a pri-
oritized process (Section 4.3 and 4.4).

but very compact representation of the GI. This process employs
a top-down clustering scheme based on a balancing metric (see
Section 5) that balances contribution and error of the clusters for
a given budget N . The clustered VPLs are defined very similarly
to direct light sources, but are used for computing indirect illu-
mination, and have a lambertian emission characteristic. Previous
work of Luksch et al.[2013] demonstrated the superior accuracy of
polygonal light sources on planar regions due to the well-defined
borders to neighboring clusters. Therefore, the clustering should
be able to identify planar regions in the VPLs whenever possible,
and place a polygonal virtual lights there. In all other cases, disk
lights are used.

4 INCREMENTAL GI UPDATES
Based on the described light baking method, we propose a novel
strategy that is capable of dealing with updates in the light distri-
bution after scene changes incrementally, i.e., instead of a complete
recalculation, the difference between two GI states is calculated. In
theory, due to the recursive nature of the GI problem, every cluster
(and therefore every indirect light source) has to be updated and
re-evaluated after a change anyway. The benefit of an incremental
computation lies in the visual coherence between two illumination
states, which is a lot higher compared to a complete re-evaluation
(see Figure 1). Moreover, we propose different strategies for priori-
tizing updates with a high visual impact (Section 4.4).

The core task of the update process is to provide an illumination
response after scene changes as fast as possible. This means, that
illumination information that has become invalid after a modifica-
tion has to be removed from the lightmap, and new lighting has
to be added in a consistent way. In a light simulation system as
described above, this implies solving the following challenges (see
also Figure 4):
• To allow updating the illumination information incremen-
tally, the underlying data structures must support corre-
sponding, efficient update mechanisms (Section 4.1).
• Changes in the illumination of the scene have to be reliably
detected. Sometimes this can be directly derived from the
type of scene interaction (e.g., moving a light source), but

most information on illumination changes can be gained
through the particle path validation (Section 4.2).
• Due to the invalidation of VPLs and the creation of new
ones, the clusters with invalid energy have to be updated
efficiently (Section 4.3). This will also require to re-balance
the selected clusters according to a balancing metric (see
Section 5).
• Necessary updates to the baked illumination state have to be
performed in the form of atomic updates that always provide
a consistent state without missing or double counted light
energy. In order to increase the user experience, we prioritize
the cluster updates according to the amount of invalid light
energy (Section 4.4).

4.1 Incremental VPL Clustering Data Structure
The first challenge is to find a clustering scheme that is suited for
incremental operations, i.e. it is required to have the capability
to add VPLs to and remove VPLs from a cluster arbitrarily. These
operations should also only have a local effect on the affected cluster,
and should not cause balancing issues in the used data structure.

In existingmany-light approaches, clustering schemes aremainly
driven by a similarity metric that combines reflectance, spatial and
directional variation. This cluster property is important to minimize
the illumination error, and we seek to fulfill this property as well.

In summary this leads to the following requirements:
• Well-defined cluster boundaries (Section 3.4)
• Suitability for incremental operations
• Locality of updates
• Clustering by similarity
• Ability to keep balance (Section 4.3)

Spatial Clustering: Bounding volume hierarchies or loose space
partitioning trees would not have well-defined boundaries and are
therefore not suited. Kd-trees produce well-adapted and balanced
clusters, but variants that are able to keep balance when updated
are complex, and most implementations require multiple nodes to
be re-clustered, which does not meet or requirement that updates
should be local. Hence, in order to meet our requirements, we opted
for a two-stage VPL clustering approach to generate the virtual light
sources. We first perform spatial clustering using an octree (which
is easy to maintain and not prone to balancing issues), followed
by a similarity clustering within the octree leaf nodes. We intend
to refine the spatial clustering to a level where the light emission
of each leaf can be represented by a small number K of clustered
virtual lights. In case the distribution of VPLs changes, it is possible
to adjust this refinement locally without effecting other regions.
Figure 5 illustrates two octree cells (CA,CB ) an the clustered virtual
lights created in each (Li ).

Similarity Clustering: In each octree leaf node, virtual lights with
similar orientation are created using a two-stage hierarchical clus-
tering approach. As mentioned in Section 3.4, polygonal clusters
are the preferred way to transport light with high accuracy. In
order to avoid illumination artifacts the polygons need to fit the
scene surfaces precisely. Therefore, we define that polygons must
have support of at least pmin = 10 VPLs and allow just a small
configurable orientation tolerance σn = 1◦ and an offset tolerance



Incrementally Baked Global Illumination I3D ’19, May 21–23, 2019, Montreal, QC, Canada

A B
3

5

6

1

2

4

Figure 5: Illustration of spatial clustering using an octree
where per leaf cell (CA, CB ) VPLs are clustered by similar-
ity (Li ). In particular polygonal lights (rectangles) are used
to represent planar regions and disk lights (ellipses) are used
for curved surfaces.

of σd = 0.01 times the node’s cell size. Polygons are then detected
in the following way: For a VPL at position p, its plane is given as
x = (nx ,ny ,nz ,d), where n is the normal vector of the surface the
VPL lies on, and d is the plane normal distance given by d = n · p.
In order to be able to quantify the similarity of two VPLs planes
using the euclidean distance of 4D vectors, we reformulate the
plane normal distance as d̃ = n · (p − c) sin(σn )/σd , where c is the
node center. As the chosen tolerances are relatively small, a greedy
cluster growing algorithm with epsilon e = sin(σn ) is employed.

The number of virtual lights per octree node should not exceed
a certain number K , as the update costs when adjusting the refine-
ment of the octree need to be considered. Typically we use K = 4 in
order have enough polygonal lights that fit well to corners and other
cases where multiple surface planes meet or fall within the same
octree cell. If the first clustering yields a result > K clusters, only
the K − 1 largest plane clusters are converted to polygonal virtual
lights similar to Luksch et al. [2013] and clipped by the octree cell
boundaries. The remaining VPLs are clustered according to their
orientation using a k-means algorithm with an angular distance
metric, where k is set to K minus the number of polygonal light
clusters. They are interpreted using a disk light formulation similar
to the one used by Prutkin et al. [2012] to avoid self-illumination
artifacts, and are placed at the VPL closest to the cluster center with
an orientation derived from the cluster’s best fitting plane.

Border Handling: As in an octree, spatial clustering determines to
predefined cells, suboptimal cluster separations will be introduced
(see annotated lights in Figure 5):
• VPLs on coplanar surfaces to cell boundaries are potentially
assigned randomly to one of the cells due to numerical issues
(L1 and L4)
• Planar surfaces expanding short distances along cell bound-
aries will introduce small disk lights where extending the
neighboring polygonal light would be desired (L6)

Such cases are resolved in a second step after the virtual lights of a
cell have been built.

Direct Virtual Lights: As stated in Section 3.2, the aperture of
the direct light sources are represented using virtual lights as well.
Each aperture provides a root node and employs a hierarchical
refinement scheme. As we consider the geometry to be rigid, we

use a kd-tree here that subsequently splits along the major extend
of its cell. The emitted particle paths are linked to each leaf, which
allows to apply a unified balancing metric for direct and indirect
VPL clusters (see Section 5).

4.2 Path Validation
The particle paths represent all the distributed light energy in our
system. After each scene modification, all particle paths are vali-
dated, and the changed paths are incorporated into the virtual light
clustering state. In order to identify essential changes efficiently, we
perform the validation per light source where the paths have been
scattered starting from its aperture and employ a prioritization.
This prioritization is based on invalid radiant flux (i.e., energy of
light paths known to be invalid) that is identified immediately after
scene modifications. If the aperture geometry is transformed, the
corresponding emitter gets a priority with all its radiant flux. In
case of general changes, we utilize the stored links from objects
to particle paths by tracking them back to their originating light
emitters, and accumulating the invalid radiant flux.

Energy Differen�al:
- |Δ| Absolute
- Δ Rela�ve

Path 1
Path 2

Δ

|Δ|

|Δ|

|Δ|

Δ

Δ Δ
ΔΔ

Δ

Δ

|Δ|

|Δ|
|Δ|

Figure 6: Illustration of path validation and invalid energy
tracking after a scenemodification (movement of black box).
Prioritization using object-VPL links updates Path 1 before
Path 2. Eventually, all invalid VPLs are removed and, new
path segments and their VPLs are added. The changes also
accumulate invalid energy in their clusters, with distinction
between absolute |∆| and differential ∆ accumulation.

Figure 6 illustrates a scene modification and showcases two
paths of different light sources. The prioritized validation will start
with Path 1 as its connected to the moved object, but eventually
all paths are validated and will identify all VPLs that are invalid.
Those VPLs, and the VPLs that emerged from them due to further
scattering, are removed from their current VPL cluster. New VPLs,
including their scattered follow-up VPLs, are added. Changes in a
path intersection also implicates that the originating cluster has
changed light-receiving elements. In order to allow subsequent
updates in an efficient order, each cluster accumulates these changes
in the form of radiant flux. In particular, we distinguish absolute
|∆| and differential ∆ changes:
• Differences caused by scattered particles that are removed
and added to clusters, and thereby change the cluster’s radi-
ant flux, are tracked differentially, meaning that additions
and removals might cancel each other out.
• Changes in the path intersections and their originating clus-
ters (in case of a moved object) are accumulated absolutely.
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The sum of both terms gives the invalid energy Φinv that will
be used for prioritization for updating the illumination of a cluster.
Changes to the VPL distribution also implicate a changed balanc-
ing metric (Section 5), which therefore needs to be re-evaluated
(Section 4.3). The update selection process (Section 4.4) will then
decide when to perform Validation updates.

4.3 Incremental Cluster Balancing
In order to ensure an efficient and balanced selected level of detail of
the incremental clustering data structure described in Section 4.1, a
balancingmetricB (see Section 5) is employed, providing an abstract
quantification of the illumination error for a spatially clustered
octree node. In contrast to Lightcuts [Walter et al. 2005], this task is
performed for a global set of virtual lights and not a per-pixel-basis,
and combined with incremental updates adapting to scene changes.

The cluster balancing state is defined by the set of selected nodes,
and their corresponding balancing metric B. At first, all root nodes
(including the VPL octree and one node per light aperture) are
selected. The state can be modified using the following operations:
• Refine: Removes the node from selected set and adds its sub-
nodes.
• Merge: Remove siblings and select their parent. Only valid if
all sibling nodes are contained in the selected set.

The runtime procedure aims to maintain a balanced state of
selected nodes, where all nodes should have the most similar bal-
ancing metric B for a given budget of N nodes. After additions and
removals of VPLs to the octree nodes due to scene modifications
(see Section 4.2), the metric will change and thereby invalidating
the balanced state. In order to incrementally transition to the de-
sired state, the Merge operation that introduces the smallest B is
considered. If it introduces a B smaller than the currently largest B,
the operation will be performed, otherwise we consider the state as
balanced . In case of a Merge, the reduced number of selected nodes
allows to perform a new Refine operation. The complete process is
depicted in Algorithm 1. Note that its execution is interleaved with
illumination updates (see Section 4.4).

balanced ← false
while not balanced do

if nodeCount < N then
take node with largest B
perform Refine

else
find node to merge introducing smallest B
if introduced B < largest B of selection then

perform Merge
else

balanced← true
end

end
end

Algorithm1:Cluster balancing algorithm in closed-form. After
updating the balancingmetric of all clusters after a scene change,
Merge and Refine updates are performed alternately until a fixed
point is reached. Note that those updates are actually performed
interleaved to Validation updates (see Section 4.4).

4.4 Update Selection & Prioritization
In Sections 4.2 and 4.3, we outlined how invalid radiant flux is
tracked, and how the virtual light clustering is balanced. The final
stage of our incremental system defines the execution order of
the actual illumination updates. Assuming both processes (Path
Validation and Balancing) provide one next update each, we use a
heuristic to decide which to perform first, as invalid radiant flux
Φinv is in no direct relation to the balancing metric B. Typically,
significantlymore Validation updates are required to transition from
one state the next, but Balancing is essential to provide refined
clustered lights in areas where geometry is added or moved to.
Therefore, we perform them interleaved, but by an adjusting rate.
The ratio of invalid radiant flux to total radiant flux Φinv

Φ of the
next Validation update is used to adjust the rate from exclusive
Validation updates to 50:50 interleaved updates using the quadratic
function:

ratio = max ©­«0.5,
(
Φinv
Φ

) log(0.5)
log(t ) ª®¬ . (2)

t = 0.1 can be used to specify at what ratio of invalid energy the
update sequence will be performed completely interleaved.

The application of this scheduling heuristic results in immediate
updates of the direct illumination (since all radiant flux of the
direct virtual lights is invalidated after interactions), as well as a
high prioritization of illumination updates in regions where a large
number of VPLs was changed.

Considering that updates are performed on octree cells, a single
update involves accumulation of multiple virtual lights, where some
will add, and some will remove illumination. Each light subtrac-
tion needs to be performed using the exact same scene state as its
original addition. This includes the set of scene objects and their
transformation (material parameters only need to be considered if
required for in the shadow mapping stage). Note that additions or
removals of scene geometries work implicitly using this scheme,
assuming that eventually all illumination is subtracted using the
old state and added to the new one.
• Validation updates subtract the old illumination, and add new
illumination from the same or new virtual lights (depending
on whether VPLs directly within the cluster changed, or
whether only different scattered hits occured).
• Balancing updates typically involve a higher number of in-
dividual operations, depending on the structure of the VPL
clusters and the number of non-empty octree nodes.

The selected updates are then performed in the main rendering
procedure in an atomic way, while interactive or real-time frame
rates are maintained. In our evaluation we found that an average of
4-8 accumulations per update needs to be performed (see Section 6).

5 CLUSTER BALANCING METRIC
Balancing the contribution of virtual lights is the key aspect of
an efficient many-light rendering process. The number of virtual
lights should be as small as possible, while the illumination error
is minimized at the same time. In our system this challenge needs
to be solved for a global set of virtual lights while incorporating
information from the traced particle paths. Therefore, we introduce
a balancingmetric for the top-down clustering process that balances
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subdivision the VPL-octree (see Section 4.1). Figure 7 illustrates an
octree cell (left) and the simplified representation of a VPL cluster
(right) used to calculate the balancing metric. Note that we perform
the refinement of clusters on the octree data structure, so a cluster
in this section refers to the VPLs of an octree cell. The combined
balancing metric B for a cell (VPL cluster) is defined as the product
of the following derived terms:

Ω

Figure 7: Illustration (left) of an octree cell (blue) with its
VPLs (yellow) and the scattered particle paths that poten-
tially intersected with the scene (green). The simplification
(right) with normal ln , position lc and radius r is used to esti-
mate the contribution and potential illumination error con-
sidering the light receiving environment Ω.

Visual Contribution: The visual contribution ΦΩ of a virtual light
can be calculated as the radiant flux Φ multiplied by the average
reflectance of the surrounding environment Ω. Considering the
traced particle paths that where scattered using a PDF p correlating
to the light emission Lo (ωo ), this gives the following equation:

ΦΩ =
1

2πNh

Nh∑
i=1

f (xi )
Lo (ωo )

p(xi )

I

(3)

=
Φ

Ns

Nh∑
i=1

f (xi ), (4)

where f is the surface albedo in direction of xi , Ns is the number
of scattered particles and Nh the number of actual hits with the
scene. The application of importance sampling during the particle
tracing reduces the term I to the normalization factor of the PDF.
Its integral gives the radiant flux and can therefore be substituted
by Φ, which is typically calculated during the VPL clustering as the
sum of all particle energies p weighted by the surface reflectance in
the cluster. As not all scattered particles might hit the environment
(i.e., they are scattered out of the scene), the ratio of scattered
and hit particles Nh

Ns
is applied. In general, this contribution-based

balancing term has its most significant impact in outdoor scenes,
where most light energy is reflected outside the scene.

Illumination Error: The worst case illumination error of a virtual
light can be assumed to be proportional to its maximum radiant
intensity Imax . This means that the different types of virtual lights
need to be considered (see Figure 8). Building on the contribution
term ΦΩ that is proportional to the radiant flux Φ, a directionality

term D is introduced in order to drive the cluster balancing based
on Imax insteadof radiant flux.

D =
Imax
Φ

(5)

Φ = 4π

= 1 = 1

Φ = π Φ < π

SpotPoint Diffuse

= 1

Figure 8: Distribution of radiant intensity I (ωo ) for a point,
diffuse area and spot light with equal maximum of 1 and
their corresponding radiant flux Φ. Imax is put into relation
to express the worst case illumination error.

Visibility Error: The visibility of clustered VPLs is evaluated from
a single point only, and thereby introducing visibility errors in
penumbra regions of the virtual light cluster. In order to estimate
occlusion errors, neighboring particle hits could be put in relation,
and their depth gradient could give an estimate. In the context of
irradiance caching, an Occlusion Hessian [Schwarzhaupt et al. 2012]
placement error metric has been demonstrated to be very efficient.
A spherical mesh needs to tessellated from the path directions, then
the depth gradients can be calculated per vertex and summed up to
an error estimate. On an octree level where there are > 500 paths
this metric provides suitable results in situation where occlusion
artifacts could be observed. Unfortunately, we did not manage to
integrate this in a scalable form. It turned out that this calculation
is too expensive for our application where the error needs to be
updated for a lot of clusters every time paths change. We use a
simplification based on an estimate of the penumbra size, that can
be calculated in general using the distance from the cluster to the
light receiver and the shadow caster. Assuming the illumination
of all clusters is affected by a shadow caster at the same arbitrary
distance, implicates that each cluster introduces a visibility error
Ev proportional to its area. This visibility error estimate can be
generalized by incorporating the average distance davд of light
receiving points xi , and assuming the error to be proportional to
the projected area:

Ev =
πr2

(davд + r )2
(6)

The cluster radius r is used to define the area, and additionally acts
as a bias in the denominator in order to guarantee a valid balancing
metric. Note that any constant factors (e.g. π ) can be excluded when
applying the balancing metric.

Clustering Error: Polygonal lights are built with small tolerance,
and disk lights effectively suppress self-illumination artifacts while
the light transport difference to distant points is marginal compared
to other error sources (i.e., visibility), see Figure ??. We therefore
assume a clustering term of 1.
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Figure 9: Illustration of illumination errorwhenusing a disk
light for a VPL cluster. The light transport difference to dis-
tant points ismarginal compared to other error sources. Self-
illumination artifacts are suppressed by this formulation.

6 EVALUATION
All evaluations were performed on a desktop workstation with an
Intel i7 4790K CPU, 32GB RAM and a NVIDIA Geforce GTX 980
graphics card at 1920x1080 resolution with 4x MSAA.

Table 1 (top) lists details of the scenes used in the evaluation,
their frame time when rendered using the lightmap, and the av-
erage accumulation time needed to bake a virtual light. Visibility
calculations were performed using cube shadow mapping with res-
olutions of 1024 for direct and 512 for indirect illumination. The
lightmap has 32-bit floating point precision per channel, and the
number of actually used texels is listed.

Table 1: Scene characteristics and update performance
Triangles Lights Lightmap Frame VL

Museum 1,012,755 164 8 MP 5.2ms 2.5ms
Town Square 174,720 35 10 MP 2.9ms 2.1ms
Warehouse 349,079 24 4.5 MP 3.5ms 0.8ms

Paths/Bc Clusters VLs Upd-Sz FPS Upd/s
Museum 400K / 3 2737 5293 4.2 42 45
Town Square 500K / 3 3052 5734 3.9 36 50
Warehouse 1M / 4 5894 15728 7.8 30 120

Table 1 (bottom) gives insight on the update performance during
interactive editing for the listed scenes and the used simulation
settings with number of paths and bounces (Bc), balanced cluster
count and virtual light count. Our implementation is able to validate
about 200k paths per second and update the octree accordingly,
which is fast enough for the prioritization to work efficiently. Ad-
ditionally, it is to consider that newly scattered VPLs will require
the the balancing metric of a lot of clusters to be re-evaluated con-
stantly, but its simplicity allows incremental computations when
single VPLs are added or removed. The update size (Upd-Sz) is the
average of the number of accumulated virtual lights per Balancing
and Validation update. It is affected by the geometric complexity
within the octree cells, where each is allowed to create a maximum
of K = 4 virtual lights. Finally, the targeted frame rate sets the limit
on the updates that are possible interleaved with the rendering.

The virtual light visualization in Figure 10 shows how the octree
and subsequent similarity clustering fits the lights to the scene
geometry. The light transport in the Museum (left) and the Town
Square (middle) of their large surfaces is represented well. In the
Warehouse (right) the clustering operates on its limits, a higher
cluster and light count might be preferable. Our system scales

Figure 10: Visualization of clustered virtual lights in Mu-
seum (left), TownSquare (middle) andWarehouse (right) cre-
ated with the configurations listed in Table 1.

well up to 100k clusters, allowing to trade illumination detail with
feedback time. Compared to statically baked MLGI as proposed by
Luksch et al. [2013], their segmentation and clustering approach
provides virtual lights with better alignment to the scene structure,
and in some extend to illumination gradients. Nevertheless, our
incremental illumination update approach provides a huge benefit
for interactive work flows, and is both scalable and achieves high-
quality results at the same time.

(1)

(2)

(3)

(4)

Interaction 0 Updates 100 Updates

0

0,01

0,02

0,03

0,04

0 100 200 300

rorrE 
weiV S

MR

Updates

(0) Museum Move (Teaser)
(1) Museum Rotate Spot
(2) Town Move
(3) Town Add Light
(4) Warehouse Delete Rack

Figure 11: Top: 4 interaction scenarios with their initial il-
lumination error, and the remaining error after 100 updates
using the depicted transfer function based on the squared
pixel difference. Bottom: The convergence of the viewport
RMS error to the completely validated illumination.
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Figure 11 (top) illustrates 4 interaction scenarios and (bottom)
a graph with their corresponding convergence of illumination up-
dates to the completely updated solution. Typically, the direct light
and clusters that accumulated a significant amount of invalid ra-
diant flux are validated within the first couple of updates. Even
in severe editing operations (Scenario 4) most of the illumination
error is resolved within the first 1-2 seconds. Indirect light con-
verges then at a reduced pace and can require > 1000 updates in
the Warehouse or Town Square scene, where lots of clusters have
visibility of the interactions’ location. In general, the effectiveness
of our prioritization is limited by the number of scattered paths
per cluster, but increasing the number of paths and keeping the
same cluster count does not significantly impact the effectiveness
in the evaluated scenarios. In addition, the accompanying videos ex-
tensively demonstrate the update performance in scenarios where
multiple successive interactions are performed. Adding new objects
and illumination of the footprint covered by moved objects turn out
to be worst case scenarios, where the illumination error is resolved
slowly while the complete validation is progressing.

7 CONCLUSIONS AND FUTUREWORK
Our Incrementally Baked Global Illumination approach is a success-
ful method to maintain visual coherence in complex lighting design
scenarios with a high demand on accuracy. We have demonstrated
that it is possible to track changes in the GI caused by scene modifi-
cations, and compute and visualize a seamless transition from one
illumination state to another without a significant loss in precision.
This successfully avoids a global recomputation, and therefore flick-
ering artifacts or noise based on a novel cluster balancing strategy.

Our approach could be used with other data structures that
hold a baked GI, as long as there is a similarly fast accumulation
mechanism for virtual lights. We therefore hope that the capabilities
of our proposed system will find their way into today’s real-time
rendering engines, enabling further applications.

Advances in performance of GPU ray-tracing and integration
into graphics APIs makes it interesting to replace shadow map-
ping and thereby gaining flexibility. Extending our system to main-
tain and incrementally update multiple locally selected cluster sets
would be a challenging future work. Additionally, incorporating
view dependency into our update prioritization strategy could en-
hance the visual coherence even more.
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