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Abstract

60 million people around the world have epilepsy, which is a neurological disorder that severely impacts
their day to day life negatively. Currently available methods to reduce the effects of epilepsy are either inef-
fective or require expensive and invasive surgery. A new method has been found that can suppress epilepsy
without the need of surgery, called Transcutaneous Vagus Nerve Stimulation (t-VNS). Detecting epileptic
seizures is important for this method, as the stimulation should only be used during a seizure. Traditionally,
detecting epilepsy is done using scalp-Electroencephalography (EEG), which requires a controlled envi-
ronment and is hard to use in day to day life. Recently, advancements have been made in ear-EEG, which
allows for EEG outside a controlled environment. This study focuses on detecting epilepsy using ear-EEG.
Ear-EEG was simulated using scalp-EEG channels close to the ear. After low-pass filtering and down-
sampling the results were obtained using features obtained from the Wavelet Transform (WT) and Fourier
Transform (FT) in combination with several Machine Learning (ML) models; these being a random forest,
a Support Vector Machine (SVM), and a Neural Network (NN). Furthermore PCA was also applied to the
features, with a threshold of 0%, 95% and 99%. The results clearly show that using the WT outperforms
features from the FT. Furthermore, out of the three models, the NN consistently has the best sensitivity
for detecting seizures. The best sensitivity was achieved using WT features with a NN and a threshold of
99% for the PCA. The accuracy and sensitivity are 99.3% and 83.5% respectively, which is comparable to
previous ear-EEG based research detecting epileptic seizures.
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Chapter 1

Introduction

1.1  Problem definition

Epilepsy is a chronic neurological disease that affects 60 million people worldwide, making it the most
common of its type [1]. The disease is characterised by recurrent seizures that occur at unpredictable mo-
ments in time. These seizures result in unconscious convulsions of the body and because of this, people
suffering from epilepsy must be constantly aware of their surroundings. Seizures in unfortunate circum-
stances could result in sudden fractures, drownings and burns. Epilepsy causes a major burden for people
who want to live a normal, peaceful life.

It is however not impossible to treat; one option is to prescribe anti-epileptic drugs to patients, but these
medications have side effects, such as drowsiness, lack of energy and agitation [2]. Also, about a third of
people with epilepsy are drug resistant [3]. Another option is to surgically implant a device that can do
Vagus Nerve Stimulation (VNS) in order to suppress or even stop epileptic seizures. However, this method
is underutilised due to the high cost, tendency to be afraid of the surgery, and lack of trust in the device
[4]. A new methodology in 2015 has been developed though, which is called Transcutaneous Vagus Nerve
Stimulation (t-VNS) [5]. This new technology is non invasive and stimulates the vagus nerve through elec-
trodes on the skin. This method should produce therapeutic effects that are similar to those produced by
regular vagus nerve stimulation.

Using Electroencephalography (EEG) it is possible to measure and record electrical activity of the brain.
During a seizure these recorded brain waves are disturbed and this can be detected, meaning that EEG can
be used to detect epileptic seizures. When both t-VNS and EEG are combined, a closed loop feedback sys-
tem can be created; detecting and preventing epilepsy then becomes possible in a non-invasive way. While
it is possible to detect upcoming or ongoing epileptic seizures with EEG, it requires placement of elec-
trodes all over the scalp. This is very invasive and unpractical for everyday life. Therefore, a new approach
to monitoring brain activity has gotten some interest in the past few years. This approach, namely in-ear
EEG or ear-EEG, consists of placing electrodes in (and around) the ear instead of on the scalp. Several
advantages can be observed compared to scalp-EEG, such as diminished motion artifacts, reduced interfer-
ence from external electric fields due to the ear canal being enclosed by an electrical conductive medium,
and finally it is discreet [4]. Challenges come along with this new setup such as the decreased number of
electrodes and the limited power available for recording and detecting epileptic seizures through machine
learning.

Very few studies report successful seizure detection using electrodes placed inside or behind the ear and no
such EEG setup that is small and unobtrusive enough to be used in everyday life exists yet [6].

The focus of this thesis is to create a detection system that uses EEG as an input to determine whether this
input EEG data contains a seizure or not. The pre-processing steps applied on the data, the type of features
to be extracted from the data, and finally, the type of classification techniques or algorithms to be applied
on these extracted features to detect the label, are considerations to be taken into account.
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1.2 Goal of the Project

The larger scope of the project aims to develop a wearable device that not only detects epileptic seizures
using in-ear EEG but also stimulates the vagus nerve using an electric circuit and electrodes. This means
that the full device is able to detect and suppress seizures by itself; making it a closed feedback-loop system.
Some requirements will have to be met in order to create such an ear-EEG based closed feedback-loop
system. Firstly, a circuit has to be designed that can safely stimulate the vagus nerve. Safety and low power
usage are a major concern as the device will need to be able to work the entire day.

Secondly, an artificial ear has to be made that can be used to test the ear-EEG device and the aforementioned
stimulus circuit. It is extremely important to be able to test these devices for safety reasons, as they should
not damage the skin and hurt the user.

Thirdly, the measured EEG signal has to be processed. There are two ways in which this is done: detecting
epileptic seizures and authenticating the user of the device. The importance of the former has already been
discussed and as each person has unique EEG signals [7] it is important to properly authenticate the user.
The device’s t-VNS output current has to be tuned per person; a wrongly tuned device could carry some
safety hazards, such as burned skin tissue.

Signal

y—osrimularion Processing
Phc:niomOJ é i

Authentication

Figure 1.1: Project overview and subgroups.

The project members are divided into four subgroups that each tackle one of the aforementioned problems.
These can be seen in Figure 1.1 and include the following groups:

 Stimulation: create a circuit that can safely perform t-VNS.
* Phantom: create an artificial ear that can be used for testing.
« Signal Processing: create a system that can detect epileptic seizures and control the stimulus circuit.

» Authentication: create a system that can use EEG recordings to authenticate the user.

1.3 Thesis outline

This thesis concerns the signal processing subgroup that tackles the process of detecting seizures from raw
digital EEG recordings. Figure 1.2 shows the plan of approach. The entire system is divided into three
modules: raw EEG data pre-processing, feature extraction and selection, and classification.

First, chapter 2 covers the requirements of the detection system. In chapter 3 the used data-set and electrode
as well as what kind of filtering is applied to the raw EEG data in order to suppress any unwanted noise
and artifacts are discussed. In chapter 4 methods of feature extraction from the pre-processed data are
implemented to obtain useful and discriminate characteristics. Chapter 5 discusses how these features are

Y Ty

o
Raw EEG—>  Pre-Processing ——» Feature Exiraction 44 Classification }—b QOutput
e ~—_

\

Figure 1.2: Signal processing pipeline
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used in order to train a Machine Learning (ML) model to classify epileptic seizures. The results obtained
from these different extraction methods and algorithms are analysed and discussed in chapter 6. The
remaining sections of this chapter discuss some important background information.

1.4 Background Information

1.4.1 Electroencephalography

Before one can think about processing signals, one should know and understand the signals in question.
As mentioned before, electroencephalography is a method that can be used to record brain activity. What
is actually being measured is the activity of millions of cortical neurons that produce an electric field [8].
Potential differences in this electric field can be measured using multiple electrodes; this measurement is
called an electroencephalogram. EEG recordings have frequency content ranging from 0.01 Hz to 100 Hz
and their amplitude vary from a few microvolts to approximately 100 uV', according to [8]. Furthermore,
EEG signals can be seen as stochastic, as their characteristics cannot be predicted. EEG is done using wet
or dry electrodes placed on the scalp to track the different brain waves. These waves can be distinguished
into five different frequency ranges depicted in Table A.1 [9].

The identification and tracking of these frequency ranges is mainly used for medical purposes, for example
detecting sleep quality and monitoring depression and/or anxiety. While brain monitoring through the
scalp gives the possibility to record large amounts of signals from every part of the cerebral cortex, it can
be invasive and unpractical. Furthermore, this monitoring usually requires the patient to be in a medical
facility for extended periods of time. Therefore, a new approach to monitor brain activity has gotten some
interest in the past few years. This approach, namely ear-EEG, consists of placing electrodes inside and
around the ear instead of on the scalp. This new method leads the path to the creation of discrete wearables
to monitor the health of people in an easy way. To name a few, a study provides a proof of concept
for successful in-ear monitoring of drowsiness in patients [10], another proposes a wearable in-ear for
overnight sleep monitoring [11] and finally [12] confirms the possibility of classifying attention states with
in-ear EEG. Using ear-EEG to detect seizures however is still a field that requires a lot of research to obtain
a proof of concept.

Ear-EEG device prototype

The systems developed in this thesis are meant to be used in an ear-EEG device created by Patricija Burgar
and Cyril Weustink. While development on it has not yet finished, a prototype for the device can be seen
in Figure A.2. It cannot be used for measuring ear-EEG signals for this project in its unfinished state.
Furthermore, even if the device were finished, the procedures required to measure epileptic patients is
much longer than the duration of this project. Hence, in chapter 3, alternative methods for data acquisition
will be discussed.

EEGLAB

EEGLAB is an interactive toolbox made for use with MATLAB [13]. The toolbox allows for processing
and visualisation of EEG data. It has been used in this thesis to import EEG data from data files and
perform most of the steps taken in pre-processing.

1.4.2 Epilepsy

Epilepsy is a neurological disorder that affects the normal activity of your brain and thus results in un-
usual behaviors or seizures. The epileptic seizure process can be divided into four phases: ictal, preictal,
interictal and postictal. The ictal phase represents the moment when the seizure is happening. The preictal
phase happens right before the ictal or outbreak phase. The Interictal phase is the instance between two
consecutive seizures and, finally, the postical phase is the phase after a seizure attack.



Chapter 2

Programme of Requirements

The goal of this thesis is to present a signal processing system that can detect epilepsy using ear-EEG data.
The result of detection is then used to control a circuit that can use t-VNS to suppress seizures. This means
that the signal processing system needs a high accuracy for detecting epileptic seizures (high sensitivity).
Also, this device is to be worn all day, meaning that low power usage is preferred. The system should
thus also not enable the stimulus device unnecessarily, as to not waste energy. However, a high accuracy
means a more complex model, which requires more power. In the end, the decision was made to choose
to improve accuracy over improving power efficiency. This is because a missed epileptic seizure could be
devastating.

2.1 Functional requirements

* The system must use only EEG data to detect epileptic seizures.
* In case of scalp-EEG, the system may only use channels placed close to the ears.

* The system must be able to detect epilepsy in real time; EEG recordings must be recorded and
processed at least every 6 seconds.

» With the aforementioned limitations, the system must have a sensitivity of at least 95% and an
accuracy of at least 99% on these short recordings.

* The system must be able to classify seizures in less time than the recording time.
* The system must be able to control the stimulus circuit.
* A hardware implementation of the system should be possible.

* Computational complexity and memory storage size should be as low as possible in a hardware
implementation.

The accuracy is calculated as follows 7 +TP TN * 100% and sensitivity through the following equa-

TP+FP+TN+FN
tion TPIJF% * 100. Where T'P is the number of correct seizure classifications, F'P is the number of non
seizures being incorrectly classified as seizures, T'N is the number of non seizures being classified cor-
rectly, and F'N is the number of seizures being incorrectly classified as normal EEG activity. The reason for
the recording time is that epileptic seizures last about 30 to 120 seconds [14]. Using the required sensitivity
of 95%, the chance of not detecting a seizure before it is over in the worst case is 0.0530/6 = 0.00003125%,

which is acceptably low.



Chapter 3

Pre-processing

The raw, unfiltered signal measured by the ear-EEG device cannot be used directly. This is because much
of the important information is mixed with or distorted by unwanted signal components. One of these
components is noise, with sources such as the noise of used electronics [15] and 1/ f noise (or pink noise)
[8]. Artefacts are also, by definition, included in these unwanted signal components. There are numerous
sources of artefacts in an EEG, apart from noise, including but not limited to Electromyography (EMG)
and Electrocardiography (ECG).

In the coming sections the artefacts and noise in the signal and the methods that are used to (partially)
remove them through various means will be explored.

Important to mention is that no ear-EEG device and subjects with epilepsy were available, which means that
existing data sets were used. As there are no public datasets for epilepsy patients with ear-EEG recordings,
datasets of epileptic patiens with scalp-EEG were used. The used data set contains scalp-EEG instead of
ear-EEG, which means that some steps must be taken in order to approximate ear-EEG. Also, these two
signals have some differing properties, meaning different choices have to be made during pre-processing.

Pre-processing

Raw EEG Low Epochs
— u\f;r;?;ss ASR Downsampling Epoching  — e
i H | H
i H H

Figure 3.1: Pre-processing pipeline

Figure 3.1 shows the full pre-processing pipeline. All the steps shown in this pipeline will be discussed in
more detail in the coming sections.

3.1 Data source

The EEG data used in this study is the data from the CHB-MIT scalp-EEG Database [16, 17].

This data set consists of 24 young patients aged between 1.5 — 19 years old who experience seizures. Every
recording is at least one hour of digitised EEG signals, although some are 2 to 4 hours in length. The
measurements were done using the /0-20 system [18, 19] with a sampling rate of 256 Hz. The 10-20
system is an internationally recognised system that describes the placement of electrodes around the scalp
and is visualised in Figure 3.2. The recordings contain 23 channels of scalp-EEGs. In total the data set
contains 664 recordings of which 129 contain one or more seizures. In the 129 recordings, there is a total
of 198 recorded seizures. The used channels and timestamp of the seizures per recording are noted in a
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summary file that is provided with the data set. Every step of pre-processing discussed after this is done on
per hour-long recording file from this data set.

3.2 Channel selection

The goal of this project is to find out if ear-EEG can be used to detect epileptic seizures. As mentioned
before, a scalp-EEG data set is used, considering no appropriate ear-EEG data set is available. No other
research has attempted to simulate ear-EEG in this way.

Figure 3.2: 10-20 system, electrodes in red are selected to simulate ear-EEG, electrodes in green were
actually available [16].

To simulate ear-EEG, only the channels that are close to the ears are used. The electrodes in red shown
in Figure 3.2 are the ones that are selected from the recordings in order to attempt to simulate ear-EEG.
Furthermore, of the 20 selected channels, only four are available in the CHB-MIT data set. In total there are
six channels though, due to the T7 and T8 electrodes being used twice with different reference electrodes.

3.3 Artefacts and noise sources

As mentioned before, there are quite a few artefacts and noise sources that can obscure or distort useful
information from a signal. In the case of EEG a distinction can be made between physiological artefacts
and non-physiological artefacts. The former is a result of physiological effects, which are effects stemming
from functions of the body. These include ECG artefacts — the heartbeat — and EMG artefacts that come
from the movement of muscles. In ear-EEG the most apparent measurable EMG artefacts stem from jaw
movement, eyelid movement, breathing and speech [20, 21]. It is especially important to remove EMG
artefacts for the application of everyday use, as these have a high amplitude. The body moves a lot during
a day and that causes a lot of these artefacts, which could influence the final classification result.
Non-physiological artefacts are generated by sources outside of the body. Some examples are the Alter-
nating Current (AC) frequency of the power supply (50 Hz in Europe), or the electrode not being placed
correctly [22]. Another source could be malfunctioning equipment, which can add extra noise to the EEG
signal. However, as mentioned before, the CHB-MIT data set is used. This means that the source of non-
physiological artefacts that exist in the used data are uncertain.

In order to find ways to reduce or remove the effects of these artefacts on the signal, it is useful to study
some of their properties. ECG artefacts have a relatively constant frequency in the range of 60 to 100 beats
per minute (bpm) [23]. In the frequency domain this is visible as an energy peak around 1 to 1.7 Hz. EMG
artefacts are caused by movement of the body and cause big spikes in measured EEG data; these artefacts
have a high variance and only happen when the body moves [24]. In Figure 3.3 EMG artefacts are espe-
cially visible in the part of the data showing a seizure, as the patient is then moving.

As was previously stated, the non-physiological artefacts are harder to deal with, since their sources are
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EEG data including an epileptic seizure

Unfiltered data
Filtered data
No seizure
Seizure

600 -

400 -

200 -

-200 -
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Figure 3.3: Segment of EEG data from a single channel that shows a seizure. The filter used is a low-pass
sinc Finite Impulse Response (FIR) filter with a cutoff at 30 Hz.

mostly the used electronics [15]. An exception to this is the noise observed due to the power grid to which
the measuring equipment is connected. In Europe the AC grid oscillates at 50 Hz, while in the US this
value is 60 Hz. As the used data set was created in the US we expect to find this artefact at 60 Hz and it is
visible at that frequency in Figure 3.4. In Figure 3.3 one can see that after the seizure the channel is a lot
noisier, which could be the result of one of the electrodes being moved during the seizure, an example of a
non-physiological artefact. This information is important when choosing specifications of pre-processing
methods later on.

Noise sources that occur in ear-EEG include 1/f noise (pink noise) and noise generated by the use of
electrical components, such as thermal noise or shot noise [15]. The former, pink noise, can be partially
negated by certain circuit methods such as Correlated Double Sampling (CDS) [25]. This is something that
is done by an analog circuit while measuring, which means that we are reliant on the CHB-MIT data set to
have applied these methods.

As can be seen in the Power Spectral Density (PSD) shown in Figure 3.4, 1/ f noise has been negated in
the CHB-MIT data set. This can be seen due to there being no correlation between the (un)filtered data and
the pink noise at lower frequencies. There is also no distinguishable peak around 1 to 1.7 Hz, which means
that ECG artefacts are most likely too insignificant to affect the final classification result.

Electronic noise is a problem that can most easily be dealt with by selecting proper specifications for the
electronics used during measuring and by analog noise reducing techniques, similarly to 1/ f noise [15].
Again, this is reliant on the measurement setup used by the providers of the CHB-MIT data sets.

3.4 Filtering

A filter is a device that can be used to get the desired components from a given object. In signal processing
filters are used to separate a signal from unwanted components such as noise or extract specific frequency
bands. This is very important during pre-processing as there is a limited frequency band in which useful
information is contained. Frequency bands that are useful for detecting epilepsy lie in the ¢ to low « bands
[17] as they have been defined in Figure A.1. To be more precise, the more important frequencies range
from 0.5 Hz to about 30 Hz. Based on existing literature and available tools a sinc FIR filter was chosen
[26, 13].
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PSD of piece of (relatively clean) EEG data
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Figure 3.4: PSD of small quiet section of a single channel of (un)filtered data and 1/ f noise. The constant
of 5000 has been chosen to line up the amplitudes of the signal and noise.

Ideally the filter must have cutoffs (-6 dB) at 0.5 Hz and 30 Hz. In real life though the low cutoff frequency
means that the entire delta band is attenuated when using realistically achievable filter orders. This is
problematic since the delta band contains useful information for classifying seizures. A low pass filter with
a cutoff at 30 Hz can also be used. The advantage of this is that the delta band is not attenuated, however,
artefacts and Direct Current (DC) components of the signal are not filtered out.

The order of the filter determines its roll-off. This means that the higher the order, the less unwanted signal
components remain after filtering. A higher filter order also means more computational complexity, so a
trade-off has to be made here. As the computation must be lower than the time of recording, an order of
30 was chosen. This gives a computation time of about 0.2 seconds to filter all selected channels, each
containing an hour’s worth of EEG data.

Magnitude responses of filters (order = 30)

40 -
Lowpass filter
Bandpass filter
20 e —6 dB cutoffs
— 0
m
=,
S 20t
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=
=
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= =
< v =
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0 10 20 30 40 50 60 70

Frequency [Hz]

Figure 3.5: Magnitude response of low-pass and band-pass filter. Both filters have a high cutoff (f3) at 30
Hz and the Band-pass has a lower cutoff (f;) at 7.7 Hz.
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Figure 3.5 shows the magnitude response of both the low-pass and band-pass filter. The filter was designed
to have a lower cutoff at 0.5 Hz, but in the figure one can see that f; = 7.7 Hz. This is because the roll-off
of the filter is not steep enough to reach a minimum amplitude at 0 Hz from 0.5 Hz. The tool used to design
the filter calculated 7.7 Hz to be the minimum f; possible with the chosen filter order. For higher filter
orders a lower cutoff frequency can be used due to a steeper roll-off; a filter order of 100 gives f; = 2.4
Hz, at the cost of a higher computation time.

All in all, the low-pass filter is the better choice as the ¢ to 6 bands could contain very useful information
for classifying seizures correctly. This decision does risk low frequency and DC noise, however the most
significant low frequency noise, 1/ f noise, is already negated.

Regardless of the choice, high frequency artefacts and noise will be filtered out. This includes the power
grid noise for example.

3.5 ASR

Artefact Subspace Reduction (ASR) is a method that can be used to remove high variance components
from a signal. [27, 28] contain the rigorous maths showing how exactly the method works. For this study
understanding the specific mathematics that make up ASR are not necessary, however it is important to
know how the method works. To shortly summarise this, ASR uses a clean artefact-less part of the signal
and attempts to reconstruct the rest of the signal using it. This makes it possible to remove high variance
components such as artefacts. In real life it is almost impossible to get an artefact-less signal, so instead
the least artefact-contaminated part of the signal is selected. A calibration signal could also be recorded in
a controlled environment, in order to have an (almost) artefact-less reference signal. The major downside
of this method is that it has a high computation complexity, which could potentially make it difficult to
implement in hardware.

EEG data including an epileptic seizure
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Figure 3.6: Segment of EEG data from a single channel that shows a seizure. Additionally, ASR is applied
to the filtered signal.

Figure 3.6 shows the same data from a signal channel as Figure 3.3, but in this case ASR is applied on the
signal. One can see the effects best at the part showing a seizure. The EMG artefacts are almost completely
removed. It is also notable that the noisier channel after the seizure is now very similar to the data before
the seizure.
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3.6 Downsampling

Downsampling is the combination of using a low-pass or band-pass filter and decimation [29]. The latter
is the process of reducing the amount of samples in a signal by a downsampling factor m € N, which is
realised by taking every mth sample of the signal. Decimation effectively reduces the sampling frequency
of the signal by m. The main advantage of downsampling is reducing the size of the data, thus reducing
computational cost.

The CHB-MIT data set has all its data sampled at 256 Hz. According to the Nyquist theorem, the highest
frequency that can be represented without aliasing is half the sampling frequency [30]. The minimum
sampling frequency is 60 Hz as the highest frequency with useful information in the EEG is 30 Hz. The
filter is not ideal though, which means that the minimal sampling frequency that can be used while avoiding
aliasing is actually around 80 Hz. This means that the smallest sampling frequency that is feasible is 128
Hz, meaning the downsampling factor is 2.

3.7 Epoching

The final system has to be able to classify a seizure using a maximum of six seconds of an EEG recording
as per the requirements. This is why the data used to train the classifier will also be divided into segments
of at most six seconds. Each segment of a few seconds of an EEG is called an epoch.

Choosing the length of each epoch is crucial because it has a direct impact on the frequency resolution
[31]. The frequency resolution f. can be determined through Equation 3.1.

fs
fo= 22
In this equation f, represents the sampling frequency and IV the number of samples in each epoch.
Hence, with a fixed sampling frequency, the length of an epoch determines the frequency resolution. The
bigger the epoch size the better the frequency resolution becomes. However, increasing the epoch size also
increases memory space needed for storage and the recording time. An epoch length that is too long could
potentially result in missing a seizure. The upper bound is six seconds as stated in the requirements. The
lower bound of the epoch length is decided to be three seconds long. The reason why this lower bound
is selected is due to the constraint that Welch’s method imposes to obtain the PSD of an epoch. This is
explained in more detail in subsection 4.1.2.

3.1)

3.8 Conclusions

To summarise, a low-pass sinc FIR filter of order 30 with cutoff at 30 Hz is used, ASR is then performed
on the signal to remove high variance artefacts. After this, the signal is downsampled by a factor of two
and then divided into epochs of three seconds.

After all the techniques that were discussed are applied to the signal, we are left with six channels of pre-
processed data. These can then be used to extract features from in order to train the classification model.
Figure A.3 shows what the data of a few used channels looks like after pre-processing. The figures show a
few epochs of four randomly selected channels. The epochs on the left contain no seizure, while those on
the right do contain seizures.



Chapter 4

Feature Extraction

Feature extraction is necessary to correctly classify whether an individual is having a seizure. This chapter
discusses the extraction of effective features from the pre-processed EEG.

EEG’s are characterised by their variable amplitude and frequency components and represent different
states of brain activity. Therefore, features are extracted from both frequency and time-frequency domain.
In subsection 1.4.1 it is explained that EEG’s can be decomposed into functionally distinct frequency bands.
In order to extract features from these bands, several methods can be used. These include but are not limited
to the Fourier Transform (FT) and the Wavelet Transform (WT) [32]. In this study, the FT and WT are
applied. The FT can be used to perform spectral analysis on EEG data, which is a commonly used method
[33]. Features can then be extracted from the power spectrum of each epoch of an EEG.

The WT addresses the limitations that the FT faces regarding time-frequency resolution. This method
extracts features in the time-frequency domain by considering dynamical changes in non-stationary signals.
It is known that WT performs better than the FT when analyzing and classifying EEG’s, at an expense of
computational time [34]. Even so, in this study both the Wavelet and Fourier method will be applied on the
EEG’s to extract features and later, in chapter 6, the classification performance will be compared for both
methods.

This chapter is structured as follows: section 4.1 covers extracting features in the frequency domain by
applying the FT, section 4.2 covers time-frequency domain features obtained through the WT and finally
feature selection is discussed in section 4.3.

4.1 Frequency Domain Analysis

4.1.1 Fourier Analysis

The Discrete Fourier Transform (DFT) is applied per epoch of the discrete time EEG. The latter is defined
as:

N—-1
X(k) =Y ay-e 2N k=0,1,..,N—1 4.1)

n=0

where x,, are the discrete samples of each EEG epoch and X (k) are the amplitudes of the N different
samples of the signal.

A faster method is used to transform discrete time domain signals into the frequency domain, namely the
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Fast Fourier Transform (FFT). This is an algorithm for fast and efficient computation of the DFT. It reduces
the number of computations needed for N samples from N2 to N - log,(N).

4.1.2 Power Spectrum

From the DFT the PSD can be computed. Several methods can be used to obtain the PSD, for example
through the use of periodograms or Welch’s method. The periodogram is computed as follows:

X0

Py (k) (4.2)

where P, (k) is the periodogram, N represents the number of sample in each epoch and X (k) is the DFT
of a single epoch.

While this method is simple and straightforward it can cause some issues such as random noise appearing
in the PSD. To overcome this issue, Welch’s method has been developed. This new method divides the
discrete time signal into overlapping segments, computes the periodogram on each segment and averages
it out [35]. This can be seen in Equation 4.3. The division of segments is done by windowing that signal in
question which is further explained in subsection 4.1.3. In Figure 4.1 the two PSDs can be seen; it is clearly
visible that the PSD computed using Welch’s method is much less noisy than the simple periodogram.

1 L—1
Pweien(k) = 7+ > Pa,, (k) (4.3)
m=0

where L is the number of segments and P, is the periodogram over one segment.
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Figure 4.1: Comparison of PSDs of one epoch using Welch’s and Periodogram methods.

Welch’s method does have some drawbacks though. One of these is a reduction in frequency resolution.
This is because each epoch is further divided into segments. The frequency resolution is not dependent
anymore on the epoch length but on the length of each segment over which the periodogram is computed.
Such as described in Equation 3.1, the frequency resolution is inversely proportional to the number of
samples contained in your segment. Therefore since the minimum frequency of interest is 1 Hz each
segment must be at least 1 second long. In order to have a reasonable noise-free PSD through Welch’s
method averaging is performed over 1 second segments.
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4.1.3 Windowing

Splitting the discrete time epochs into several segments is done by multiplying the signal with a window
function. Window functions are characterised by the main and side lobes of their magnitude spectrum.
Figure 4.2 shows various types of windows. Choosing the right window is crucial to prevent distortion in
the frequency domain of the segmented pieces. Ideally the width of the main lobe is very narrow to increase
resolution. The amplitude of the side lobes should be as low as possible to increase the energy on the main
lobe and to increase the stop-band attenuation. [35]

A standard method for segmenting a signal is to truncate it, in other words, to use the rectangular window.
While this window contains the narrowest main lobe compared to other windows, it also contains the
highest side lobes.
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Figure 4.2: Plot showing magnitude spectrum for various window types. Truncation of the spectra is for
visual purposes.

In this study, a Hanning window is used since it has the best narrow main lobe to low side lobe ratio. In
other words, the best compromise between frequency resolution and spectral leakage. While this window
is a good compromise, it is still not perfect. Therefore, a 50% overlap is chosen in order to prevent
losing important frequency content in the spectrum. Overlapping, as the name suggests, means taking
consecutive segments of the time data which are overlapping by the designated percentage of segment
length. Figure A.4 gives a visual representation of window overlapping. Taking a higher overlap percentage
is not wanted since that would require too many extra computations.

41.4 Feature Extraction

Now that the PSD is computed for each epoch, features can be extracted from these spectra. There are
numerous different types of features that can characterise EEG signals [26] [36]. In this study the most
prominent features of these have been selected. Most of them extract information from ¢ to 3 the frequency
bands, which were discussed in chapter 1. These features are:

* Mean Frequency (MNF) measures the average frequency value in the power spectrum and is com-
Elk\]:l f(k)'PWeLch (k)
Sili Pweten(k)

f (k) represents the N frequency component appearing in the power spectrum..

puted as:

where Pyy o, represents the power spectral density of an epoch and

* Band power represents the average power in each sub-band frequency and is computed as: P,ps =
b
> hea Pweten(k)
where a and b represent the lower and upper limits of the frequency component of interest.



4.2 Time-Frequency Domain Analysis 18

* Relative power per band: P, , Py, Pg and Ps represent the ratio between the absolute power in each
sub-band frequency and the total power.

* Power ratios computed as the ratio between each relative power band: %, %, %, %, %, I;—Z
« (3

» Energy per band indicates the strength of the signal in the specific frequency band and is denoted as
b X (k)?
D | Sv )7l
where a and b represent the lower and upper limit of the frequency components of interest.

» Energy ratios computed as the ratio between each energy band: Eo By Boo Ber Bt By

 Spectral Entropy (SE) estimates the uniformity of the signal energy distribution.[37] It is given by:
N 1 . .
Y k1 Pweich (k) - logQ(m) where pyweien (k) represents the normalised power at a certain
frequency. From these SE’s the standard deviations and the minimum values are computed.

This process results in 26 extracted features for each channel. Thus a total of 156 features are acquired
when six channels are used.

4.2 Time-Frequency Domain Analysis

As the DFT forces a trade-off between time and frequency resolution, it is not ideal to analyse non-
stationary signals like EEG’s. To overcome this problem, the WT can be used to preserve time and fre-
quency information. The WT is a method that divides data into different frequency components represented
by coefficients [38].

WT makes use of a window that varies in frequency; at lower frequencies the window is broad, while at
higher frequencies the window is much more narrow. There are two types of WT, the Continuous Wavelet
Transform (CWT) and the DWT.

4.2.1 Continous Wavelet Transform
The CWT is computed as:

CWT(a,b) = / x(t) -y (1) dt 4.4
where x(t) represents an epoch and ¢)(t) is the varying analyzing window (called the mother wavelet). a
and b denote the dilation factor and translation parameter applied to the mother wavelet respectively. This
can be expressed as:

ualt) = (o

This equations shows that the epochs are convolved with a set of wavelets containing different scaling
factors, resulting in the CWT coefficients Cj, 5.

The downside to this approach is that it must use every possible wavelet with different coefficients which
is redundant and computationally impossible.

) 4.5)

422 DWT

Similarly to the relation between the FT and the DFT, the DWT is a discretised version of the CWT. The
scale and translation terms are set to a= 2/ and b=k2/ where k and j are integers. Equation 4.5 then
transforms into:

i a(t) = J%w—jt k) 4.6)
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With the DWT it is possible to get the wavelet coefficients of certain frequency bands from which features
can be extracted.

The DWT can be implemented as a filter bank, which is a collection of filters that decomposes a signal into
a set of frequency bands [39]. Figure 4.3 represents the four-level DWT decomposition applied on each
epoch to obtain the coefficients for each frequency band.

HPF
[32-64 Hz]
EEG epoch
Fe=128 Hz HET
11632 Hz)

LPF HFF
[0-32Hz) 816 Hal . .
LPF iy
[0-16 Hz] Ll
LPF
2

Figure 4.3: Flow chart for four level DWT.

The process starts at the first level where the EEG epoch signal goes into a band pass filter which is a
combination of a High Pass Filter (HPF) and Low Pass Filter (LPF). Two corresponding coefficients are
obtained, Approximation coefficient (A1) after the LPF and Detailed coefficient (D1) after the HPF. This
process is repeated for A1l until the desired sub-band frequency coefficients are obtained. The decomposed
signals D1-D4 and A4, shown in Figure 4.3 roughly correspond to the recognised brain signal frequency
ranges 6, o, B and -y respectively. At each stage the output signal from the LPF is downsampled by two to
decrease computation time. This is possible because half the frequencies are removed at the output of the
LPF step. As explained in chapter 3, the signal can then be safely downsampled.

Selecting Mother Wavelet

Multiple mother wavelets can be used with the DWT such as the Shannon, Haar, Daubechies, and Morlet
mother wavelets. Each of them gives different results for the DWT. It is therefore crucial to identify the
wavelet that fits the data best. In this study the Daubcchies 4 (db4) mother wavelet is selected since it is
widely used in biomedical signal processing and is proven to be the best choice for classifying epileptic
seizures [40].

4.2.3 Feature Extraction

Feature extraction is then performed on the detailed and approximation coefficients. Again, the most promi-
nent features presented in the literature have been used. The following statistical features are extracted from
these wavelet coefficients: [41] [42] [43]

* Mean Absolute Value (MAV) gives the average absolute amplitude of the coefficients and is com-
puted as: % Zj\;l |x;| where N represents the number of samples contained in the wavelet coeffi-
cients x;

2

* Average Power (AVP) measures the strength per unit time of the signals and is computed as: % Z;\Ll |3

* Standard deviation (0) measures the dispersion of the coefficients from its mean. It is given by:

\/ e vazl (z; — p)? where p represents the mean of the wavelet coefficients.
* Variance measures the statistical dispersion of a random variable and is given by: ﬁ Zfil (; — p)?

* Mean indicates the average signal amplitude and is denoted as: % Zf\;l x;

* Energy indicates the strength of the signal and is denoted as: vazl |22

* Kurtosis provides information on the shape of the distribution, more specifically it measures the

1SN e
degree of peakness in curves of the distribution. It is computed as: NZ:;#
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» Skewness also provides information on the shape of the distribution, more specifically it gives an
indication on how much data is on one side of the mean or indicates the lack of symmetry. It is
1 N -
denoted as: M=i=lm—" - Zi:;;x’ “)
This process results in 8 features extracted from each of A4, D4, D3 and D2. Thus a total of 32 features
for each channel results in a total of 216 extracted features for the six channels.

4.2.4 Normalization

It is crucial to perform feature scaling on the feature matrices prior to performing Principal Component
Analysis (PCA). If there are large differences between the ranges of features, it becomes much harder
to properly compare them when using PCA. Normalization can be used to make features much more
comparable, it shifts and scales all features such that they end up ranging between 0 and 1. Equation 4.7
gives the formula used for normalization:

X - szn

Xnorm = ——————— 4.7
Xmaz - Xmin ( )

Where X represents a vector of features.

4.3 Dimensionality Reduction

PCA is a method used to reduce the number of features while still retaining most of the information from
the original data set. It transforms a high dimensional feature matrix to a lower dimensional orthogonal
feature space. PCA does this by constructing linear combinations of the original features, called principal
components [44]. Reducing dimensions means that training the model is significantly less computationally
complex. The newly created features or principal components are characterised by their explained variance.
The higher the explained variance of that principal component, the more information it contains from the
original feature matrix.

PCA is applied on the one and six channel feature matrices obtained through frequency and time-frequency
domain analysis of the EEG data. Figure 4.4 shows the two principal component sets with their explained
variance, obtained from a single channel of EEG epochs.
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Figure 4.4: Single channel explained variance for each principal component.

As one can see in Figure 4.4, the individual explained variance score becomes extremely low for the last
indices. These can be neglected for a reduction in dimensionality, while not losing important information.
A simple procedure to decide which principal components to neglect can be done by setting a threshold
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for the cumulative explained variance. The first n principal components are taken until this threshold is
reached. A threshold of 95% and 99% have been selected for further analysis.

This process results in two diminished feature vectors for each case. Table A.2 and Table A.3 depict the
feature vector spaces for one and six channels after applying PCA with a threshold of 95% and 99%.



Chapter 5

Classification

Seizures can now be classified using the features extracted from the epochs EEG’s in chapter 4. This can
be done by manually checking the features for certain thresholds that need to be exceeded to classify it as
a seizure. This can only be done when there are clear distinguishing features. Seizures create abnormal
patterns of varying length, making it unreasonable to use this method. Instead, supervised machine learning
will be used to classify seizures. This chapter will discuss Machine Learning and ML models that can be
used to classify seizures.

5.1  Machine Learning

Machine learning is a part of Artificial Intelligence (Al) that focuses on building a model based on (large
amounts of) data in order to make predictions or decisions without explicitly being programmed to do
so [45]. There are multiple approaches that can be used, such as supervised and unsupervised learning.
In supervised learning the machine is tasked with finding patterns that connect the input data to their
classification labels; the machine finds the features that are best at predicting these labels [46]. On the
other hand, in unsupervised learning the input is unlabelled and the machine is tasked with finding patterns
in the input data in order to create classifications for this input [47]. As the timestamps of the seizures are
already known, supervised models will be used in this study.

Based on the above, one would expect that inputting as much data as possible into a ML model would
improve the classification results. This is unfortunately only partly true as there are some pitfalls, such as
overfitting. This is the scenario in which the model trains too much on the training data. The result is a
model that only works properly on the training data, while performing much worse on unseen data. It could
also be the case that the features are not representative, making the model perform worse.

5.1.1 Hyperparameter Tuning

In ML a hyperparameter is a variable that is used to control the learning process [48]. These hyperparame-
ters are selected before training and stay constant during training.

Hyperparameter tuning is the process of selecting the most optimal hyperparameters. There are different
approaches for tuning; in this study Bayesian optimisation is used. This method tries to find the ideal
hyperparameters by using prior and posterior probabilities [49]. The ’best’ hyperparameters are those
that give the lowest error rate. By training the model each time with different hyperparameters it seeks
the ones that give the least amount of errors. For training 50 iterations of tuning are performed, which
should be more than enough to reach close to optimum hyperparameters. As hyperparameter tuning quickly
converges making only very small gains after the first 20 iterations of tuning. The specific hyperparameters
that are tuned will be specified per ML model.
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5.2 Data Preparation

A few measures were taken to make sure the machine learning models did not overfit. Only files with
recordings containing seizures were used from the CHB-MIT data set. Only a small part of the hour
long recordings consist of labelled seizures; the average length of seizure data is around 40 seconds per
recording. This means only 1% of the data contains a seizure; including data sets that have zero seizures
will only skew the training towards classifying everything as a non-seizure.

Ten-fold cross validation is done to ensure that the model does not overfit on the training data [50]. This
splits the data into a training and a testing set. 90% of the data is used for training the model, with the
remaining 10% used for testing the model. This is repeated 10 times and each iteration a different 10% of
the data is selected. The final split is an average of these ten iterations.

5.3 Machine Learning Models

Different ML models have different strengths and multiple models were tested to see which one performed
best for classifying epileptic seizures. In this study, the models tested are the random forest model, the
Support Vector Machine (SVM) and the classifier Neural Network (NN).

5.3.1 Random Forest

A decision tree is a type of model that uses a tree-like structure to visualise reasons for decisions and
their consequences. They are very popular in machine learning since they are simple and relatively easy
to understand [51]. In ML there are two main types of decision trees: classification and regression trees.
The former is useful when predicting classes, while the latter is used when predicting continuous variables.
Classification trees are obviously more useful when classifying seizures.

In Figure 5.1a an example of a decision tree is shown. A classifier can use input features to go through the
tree node per node until a classification result or another stop condition is reached. These trees are great for
simplifying a complex classification problem, but they are not perfect. They are very prone to overfitting
when too many nodes are used as the rules per branch could become too specific.

Random forests can be used to counteract the overfitting. These forests contain multiple decision trees that
each use a random subset of the features from the training data. Therefore, it will not classify based on a
single feature, but on a larger set. To make predictions based on test data, it uses unweighted voting from
the results of each tree to decide the final result.

This method is mainly used as it does not require any hyperparameter tuning. This is because the hyper-
parameters define how the model should learn from the features, as the features change for every tree no
overarching hyperparameters can be set to optimize every tree. Ten-fold cross validation is not performed
here as the model already takes its own subsets of the data. This means that it performs cross validation
already when constructing the final model.

5.3.2 Support Vector Machine

An SVM attempts to separate classes in a feature space using a hyperplane [54]. This hyperplane should
separate as much of the training data as possible.

Figure 5.1b shows an example of a hyperplane that separates features in a two dimensional feature space.
The name SVM comes from the support vectors that are used to find the optimal hyperplane. In Figure 5.1b
they are visualised as dashed lines at w - © — b = £1. The optimal hyperplane maximises the minimum
distance between data points and the hyperplane, while at the same time containing the smallest amount of
errors. Since this optimum is not always possible, a cost factor is introduced that controls the amount of
data points that are allowed on the *wrong side’ of the hyperplane. In Figure 5.1b this would be visualised
as a few blue dots in between the green dots, while keeping the same hyperplane. A large cost factor will
make the model try to classify all training points correctly, which is very prone to overfitting. A small cost
factor however would result in a wrong classification for a large part of the data. There is a sweet spot for
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Figure 5.1: Visual representation of ML models

the cost factor, which can be found by doing hyperparameter tuning.

A problem with SVM is that the hyperplane is linear. Data that is not linearly separable is therefore hard
to classify using an SVM, but this can be solved by Kernels. Kernels perform a non-linear transformation
on the input features, which allows the hyperplane to be drawn through these new dimensions.
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Figure 5.2: Example of Radial Basis Function (RBF) kernel applied to data that is not linearly separable.

In this research, an RBF kernel — shown in Figure 5.2 — was used to construct the classifier. An RBF is a
function whose value relies on some fixed point and the distance to that fixed point [55]. This was chosen
as visual inspection showed no clear linear separation between the features.

Weights should be adjusted such that misclassifying seizures is kept to a minimum, while wrongly classify-
ing non-seizures is penalised less. This method has also been previously used in EEG epilepsy classification
with good results [56].

5.3.3 Neural Networks

The NN is a concept inspired by the way human brains operate [57]. It makes use of artificial neurons,
sometimes called perceptrons. In the context of ML a neuron holds a single value between 0 and 1. A
NN consists of multiple neurons that are separated in layers, usually these are the input, hidden and output
layers. The classification result is then decided by the neuron in the output layer that contains the largest
value. The neurons in the input layer consists of all the input features. The values the neurons hold in the
other layers are determined by a function that uses the weighted sum of all neurons in the previous layer
as an argument. This function is called an activation function. A visual representation of such a neural
network is shown below:
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Figure 5.3: Visual representation of a fully connected neural network[58].

In a neural network, the input layer and output layer have a fixed size. As mentioned previously, the amount
of neurons in the input layer are determined by the number of input features. The output layer’s size is set
by the amount of classification labels. In our case there are only two classification results — a seizure or no
seizure — so the output layer contains two neurons. In contrast, the hidden layers can be any size. Larger
sizes need more computation time but generally give more accurate classification results.

As mentioned previously, the values of the neurons not in the input layer are determined by their activation
function that uses weighted sum of the neurons in the previous layer. During training, these weights are
adjusted such that the final classification result is as accurate as possible. To make sure that the model
performs better for this specific scenario, hyperparameter tuning is performed. During the tuning, the fol-
lowing parameters are determined: learning rate, hidden layer size and activation functions for the neurons.
The NN has also shown promise in previous studies for scalp-EEG classification, giving further reason to
try this method [59, 60].



Chapter 6

Discussion of Results

6.1 Resulis

In chapter 3, chapter 4 and chapter 5 methods to do pre-processing, feature extraction and classification of
seizures respectively were discussed. These methods were implemented and tested and this chapter will
discuss the obtained results of classification.

6.1.1 Analysed data

Only a subset of patients in the CHB-MIT data set was used for the analysis. The largest group excluded
are the patients numbered 11 and above. This is done because their measurement setups are different
— sometimes even changing between recordings — and therefore the resulting measurements are hard to
compare with the other patients. Furthermore, the second patient was also excluded as their recordings
only contain two seizures. This patient had 30 epochs containing seizure data, which is too little to train
on; ten-fold cross validation would only train on 3 epochs per iteration. In the end only patient 1 and
patients 3 up to 10 are left and used to get the results. They all use the same layout for the electrodes and
contain at least 100 epochs of seizure data. Patient 6 is the only outlier for this as their recordings contain
only 60 epochs of seizure, however, those were spread over 10 unique seizures. This gave an average length
of 18 seconds per seizure, a unique outlier in the data set.

6.1.2 Epoch Length

The epoch length needs to be selected before running any of the models with hyperparameter tuning. As
already specified in chapter 3, there is an upper and lower bound for the length, which are 3 and 6 seconds
respectively. Adding this variable to the hyperparameter tuning would exponentially drive up computation
time. It was opted for to test it separately on a randomly selected patient, in this case patient 3. The random
forest was used with standard hyperparameters and the FT related features were used. This model performs
well without hyperparameter tuning, making it a good model to test epoch length on.

EpochLength (s) | 3 4 5 6
Accuracy (%) 99.7 1 99.6 | 99.6 | 99.6
Sensitivity (%) 86.9 | 79.7 | 80.3 | 84.5

Table 6.1: The accuracy and sensitivity for different epoch lengths using the random forest with 100 trees
on the data of patient 3.

Table 6.1 shows that with default MATLAB hyperparameters a length of 3 seconds is optimal. This was
taken as the epoch length for all further analysis.
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6.1.3 Hyperparameters

With the epoch length known, hyperparameter tuning was done for the SVM and NN models, both per
patient and for all patient data combined. The hyperparameters for per patient data was tuned on a randomly
selected patient — the 5 one — in order to generalise them. The resulting hyperparameters for SVM and
NN can be found in section B.1.

6.2 Results Per Patient

Comparison of sensitivity results for
different ML models and features using PCA with a 99% threshold

100 F x  Patient analysed with wavelet features
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Figure 6.1: Results of classification sensitivity for three ML models. Each data point in the figure is the
sensitivity result of a single patient.

In Figure 6.1 the sensitivity results of all previously discussed ML models are shown. The features were
extracted from both the WT and FT and are indicated with different markers. In section B.2 the full results
are visible, along with an additional graph showing the results for a threshold of 95% for PCA and no PCA
at all. Furthermore, patient 6 is excluded from the mean, as their classification is a consistent outlier with
a 0% sensitivity, and is elaborated more on later.

From the results it can be seen that it is possible to detect seizures using scalp-EEG with only channels
close to the ear. While the sensitivity varies between features and ML models, it is still significant enough
to classify most seizures correctly. The best performance comes from a NN using features extracted from
the WT; a sensitivity of 83.5% is reached. Also, the analysis performed using the WT consistently performs
better than the FT, as expected [34].

The reason this is not the case for the random forest in Figure 6.1 is due to the PCA. A random forest selects
a subset of the input features, meaning that with PCA in this ML model a subset of principal components
is taken. This means that a random forest could take principal components with a low explained variance,
creating a bad classifier. Figure A.6 shows that without PCA, the trend of WT features outperforming FT
features holds also for the random forest.
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6.3 Results of Grouped Patients

The training and classifying based on a data set consisting of multiple patients showed a worse performance
than the data sets per patient. While the NN did reach a sensitivity of 81.9% and an accuracy of 99.7%, it
was still lower than that of the results per patient with a NN. The other methods performed even worse in
this task, with only the SVM getting a sensitivity of 56.9% and an accuracy of 99.4%. The random forest
getting a sensitivity of 53.8% and accuracy of 99.4%.

6.4 Processing time

One of the requirements is that time it takes to classify an epoch is shorter than the actual epoch itself. Tim-
ings were performed inside MATLAB to measure how long it takes to do feature extraction and classifying.
This was measured on an i5-6500 Central Processing Unit (CPU), with 8 GB of Random Access Memory
(RAM). The pre-processing with ASR took 1.23 ms for a single epoch, and 0.27 ms without ASR. The
feature extraction for a single epoch takes 1.7 ms on average, for six channels it takes 10.2 ms. The classi-
fication with an already trained model takes 0.26 ms for a single epoch, if no PCA is applied. With PCA it
is an extremely tiny bit faster. This summed together gives that a single epoch takes roughly 13.5 ms to be
processed and classified. While this is not directly representative of the timings when it is implemented in
hardware, it does show that the processing time is orders of magnitude smaller than the epoch length.

6.5 Discussion

From the results per patient it becomes clear that the sixth patient is a clear outlier. Removing them from the
average sensitivity for each test improves the sensitivity average by 6 to 7%. There are multiple reasons as
to why this patient performs worse. From a visual comparison of Figure A.12 and Figure A.13 it becomes
apparent that the patient’s EEG has a lot of irregular patterns. The channels near the ear especially suffer
from this; there is no clear visual distinguishing factor between seizure and non seizure epochs. This
could potentially be attributed to the fact that the patient is the youngest of the data set, at an age of 1.5
years old during recordings. The extracted features from the EEG data show no distinguishing results;
potentially there are other features that are more suited for this patient’s EEG. For example, the dominant
spectral component which was not extracted in this research, but which was extracted in the original study
associated with this data set [17]. This feature describes which frequencies have the largest peaks in the
frequency domain.

The results do not reach the level of previous work for scalp-EEG. For example, one paper that uses the
same data set achieves a 96% sensitivity with per patient analysis. They tested 163 seizures [17] and even
got good results for the sixth patient. This could be due to the access to all other channels, instead of just
those close to the ear. However, for ear-EEG the performance is somewhat comparable with other studies.
Another research using behind the ear-EEG reaches an average sensitivity of 82.2% [6], which we also
reach when the sixth patient data is excluded. The bad performance of the SVM was expected, as the
features were not well separable in a feature space. This can be seen in Figure A.5 and the same trend
also held for other combination of features. It was almost impossible to separate the classes in a feature
space well by drawing a straight line. The reason could be the limited number of channels; the selected
features might not be as distinctive in them. This is probably not the entire story, as the other ML models
did perform better using the exact same features. Choosing a different kernel function might help improve
accuracy and sensitivity results, as maybe the RBF kernel was not the best choice in this scenario.

Some caution must be reserved regarding the results, considering the used data is not actual ear-EEG but a
set of scalp-EEG channels. We hypothesize that the signal to noise ratio is lower with the ear electrodes, due
to ear-EEG electrodes being smaller in general. This could potentially lower the accuracy and sensitivity
of classification. The location of the electrodes changing could also influence what artefacts are measured,
further altering the results.
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Conclusion

It is already possible to detect epileptic seizures using scalp-EEG with a reasonable accuracy. For ear-EEG
this is has not yet been researched as thoroughly. In order to make progress in this field, we have attempted
to classify epileptic seizures using a simulation of ear-EEG. This simulation was created by selecting scalp-
EEG electrodes close to the ear. While this method of attempting to approximate ear-EEG is not perfect,
the results obtained do showcase the possibility of detecting seizures with a reduced amount of channels. In
this study we have found that with a NN model, a sensitivity of 83.5% can be reached. While this result is
lower than other comparable scalp-EEG based studies — most likely due to the reduced number of channels
— it is close to other ear-EEG results.

The detection has been done using purely EEG with channels placed close to the ears. The chosen length of
epochs and thus length of recordings is three seconds. On average, the reached accuracy is larger than 99%.
In contrast, the average sensitivity has not surpassed 95% yet. Looking back at the programme of require-
ments, this means that this epilepsy detection system is not adequate enough to be used in combination
with t-VNS in a closed loop system. Furthermore, there are some requirements that have not been studied
due to time constraints, such as the hardware implementation and the control of the stimulus circuit. More
work is required to improve the sensitivity of seizure detection and to create a hardware implementation
before ear-EEG can be used to detect epilepsy on a day-to-day basis. Some potential improvements for the
future will discussed in the next section

7.1  Future Work

With the restricted time of 9 weeks to conduct our research, choices had to be made regarding the techniques
to use for filtering, feature extraction and classification. Not everything could be attempted and, along the
project, new methods were discovered which could have resulted in better outcomes.

Most importantly, this study suggests that detecting epileptic seizures using in-ear EEG could be achiev-
able. However, it is crucial to apply the algorithm on actual data recorded from electrodes inside the ear in
order to properly quantify its performance.

We have only focused on detecting the ictal phase of an epileptic seizure. Predicting if a seizure is going to
take place requires the ability to also classify the preictal phase. In the future additional research on what
features of EEG’s are good at classifying this phase should be done.

Most of the used features were extracted from the four lowest sub-band frequencies detailed in Table A.1.
However, epileptic seizures could arise differently within these sub bands, which could mean that smaller
sub-band frequencies should be analysed as well [6].

PCA was used as a technique to reduce the feature vector size, but other techniques should be used — with
or without PCA — such as Independent Component Analysis (ICA) [61]. Moreover, a feature selection
techniques such as Minimum Redundancy Maximum Relevance (mRMR) should also be looked at.
Finally, different ML methods should also be researched. A vast range of methods have been tried to
classify seizures in scalp-EEG, which is not limited to those discussed in this study. The used models



7.1 Future Work 30

should also be adjusted if necessary, as other kernels could be used for the SVM and other structures for
the NN.

Storage of the recorded data is one subject this study has not looked into, but is very important to create
a portable ear-EEG device. When recording an EEG with a set epoch time of three seconds there is a
possibility of only partially recording a seizure, meaning it is likely to be misclassified. It could be useful
store several epochs at a given time with techniques that give more weight to the most recent epoch such
as in [62].

The use of ASR is also very important to consider. While it does reduce EMG artefacts, something that is
very important to do for a device that is meant to classify seizures all day long, it is also very expensive
computationally. It would be best to look at alternative methods that reduce EMG artefacts for less com-
putational cost, or improve the ASR’s efficiency. Furthermore, if ASR is going to be used it is important to
think about the memory storage needed for a reference signal that is required to perform the technique.
Despite the research in this study being incomplete, it is a good stepping stone for future research in the
field of epileptic seizure detection using ear-EEG. There is still a lot of untapped potential in this new
technology and tapping into that could improve the lives of many epileptic people around the world.



List of abbreviations

AC Alternating Current

Al Artificial Intelligence

ASR Artefact Subspace Reduction
AVP Average Power

bpm beats per minute

CDS Correlated Double Sampling
CPU Central Processing Unit

CWT Continuous Wavelet Transform

db4 Daubcchies 4
DC Direct Current
DFT Discrete Fourier Transform

DWT Discrete Wavelet Transform

ECG Electrocardiography
EEG Electroencephalography
EMG Electromyography

FFT Fast Fourier Transform
FIR Finite Impulse Response

FT Fourier Transform

HPF High Pass Filter

ICA Independent Component Analysis
LPF Low Pass Filter

MAV Mean Absolute Value
ML Machine Learning
MNF Mean Frequency



List of abbreviations

mRMR Minimum Redundancy Maximum Relevance
NN Neural Network

PCA Principal Component Analysis
PCB Printed Circuit Board

PSD Power Spectral Density

RAM Random Access Memory

RBF Radial Basis Function

SE Spectral Entropy
SVM Support Vector Machine

t-VNS Transcutaneous Vagus Nerve Stimulation
VNS Vagus Nerve Stimulation

WT Wavelet Transform
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Appendix A
Additional Figures & Tables

A.1  Background Information

EEG waves Related brain activity

6 (0.5-4Hz) Deep (dreamless) sleep.
0 (4-8Hz) Relaxation.

« (8-13Hz) Occipital activity.

5 (13-32Hz) | Wakefulness and con-
centration.

v (25-140Hz) | Cognitive functioning,
learning memory and
information processing

Figure A.1: Scalp-EEG measurements being con- Table A.1: The frequency bands associated
ducted with EEG signals

\ ) AR Y
(b) Printed Circuit Board (PCB)
used in the prototype

Figure A.2: Prototype of the ear-EEG device developed by P. Burgar and C. Weustink
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A.2 Pre-Processing

A few epochs of EEG data from some channels around the ear

No seizure Seizure

Voltage [1V]

FT10

|

|

1
0 2 4 6 8 10 12
Unfiltered data
Pre-processed data
————— Epoch separator

Time [s]

Figure A.3: Example of epochs of all used channels from a single patient. The figures on the left show
epochs without seizures and the figures on the right show epochs containing seizures.

A.3 Feature Extraction

A.3.1 Overlapping windows

Example of overlapping windows on an arbitrary signal

Window overlap = 0.0%
Window 1 Window 3

| Window 2
0 5 10 15 20

Window overlap = 25.0%

- Window 1 —> s Window 3 —>

Amplitude [arbitrary unit]

L
- Window 2 - L - | Window 4 - L
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Time [s]

Figure A.4: Figure showing overlapping windows. The signal used does not represent an EEG.
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A.3.2 Feature dimensions

] 1 Channel \ Without PCA \ PCA (95%) \ PCA (99%) \
Feature Vector Fourier Dimension | 26x1 7x1 11x1
Feature vector Wavelet Dimension | 32x1 11x1 17x1

Table A.2: Feature vectors before and after applying PCA for 1 channel.

| 6 Channels | Without PCA | PCA (95%) | PCA (99%) |
Feature Vector Fourier Dimension | 156x1 24x1 46x1
Feature vector Wavelet Dimension | 192x1 60x1 78x1

Table A.3: Feature vectors before and after applying PCA for 6 channels.

A.4 Classification
A41 SVM

. Scatterplot of seizure labels in a 2-D feature space.
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Figure A.5: Scatter plot showing 2-D feature space spanning the normalised § and ¢ band power.

A.5 Discussion of Results
A.5.1 All Resulis

In all following graphs, each data point shown is the result obtained for a single patient. The patient that
consistently has a 0% sensitivity over all models is patient 6. This patient has been excluded from the
mean.
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Figure A.6: Results of classification sensitivity for three Machine Learning (ML) models without using
Principal Component Analysis (PCA). Each data point in the figure is the sensitivity result of a single

patient.
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Figure A.7: Results of classification sensitivity for three ML models using 95% threshold for PCA. Each

data point in the figure is the sensitivity result of a single patient.
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Figure A.8: Results of classification sensitivity for three ML models using 99% threshold for PCA. Each
data point in the figure is the sensitivity result of a single patient.

Comparison of accuracy results for
different ML models and features using no PCA

100 | % 8 ‘ | % e ‘ | x e x  Patient analysed with wavelet features
~ O Patient analysed with FT features
Wavelet & FT features combined

80 -

70 -

60 -

50 +

Accuracy in %

20 -

10 -

Random Forest SVM Neural Network
Model

Figure A.9: Results of classification accuracy for three ML models without using PCA. Each data point in
the figure is the accuracy result of a single patient.
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Figure A.10: Results of classification accuracy for three ML models using 95% threshold for PCA. Each
data point in the figure is the accuracy result of a single patient.
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Figure A.11: Results of classification accuracy for three ML models using 95% threshold for PCA. Each
data point in the figure is the accuracy result of a single patient.
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Appendix B

Training results

B.1 Hyperparameter tuning results

Kernel Function | KernelScale | BoxConstraint
Per patient rbf 0.0177 0.0010
Combined patient | rbf 3.4575 211.68

Table B.1: Optimal hyperparameters after 50 iterations for the Support Vector Machine (SVM) model.

LayerSizes | Activations | Lambda
Per patient 300 none 9.7118 x 10—°
Combined patient | [289 12] tanh 2.4645 % 10~°

Table B.2: Optimal hyperparameters after 50 iterations for the Neural Network (NN) model.

B.2 Results per patient

B.2.1 Random Forests

1 Channel 9 Channels

Patient number | Accuracy | Sensitivity | Accuracy | Sensitivity
01 99.50 73.33 99.85 93.33
03 99.17 55.56 99.17 55.56
04 99.30 38.46 99.77 76.92
05 99.33 78.95 99.67 89.47
06 99.81 0.00 99.81 0.00
07 98.89 0.00 99.82 81.82
08 98.33 67.74 98.17 74.19
09 99.65 66.67 99.91 88.89
10 99.88 87.50 99.88 87.50
Average 99.32 52.02 99.56 71.97

Table B.3: Results of random forest with 100 trees with fourier features and 6 channels using no PCA
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1 Channel 9 Channels

Patient number | Accuracy | Sensitivity | Accuracy | Sensitivity
01 99.25 73.33 99.87 93.33
03 99.38 66.67 99.79 88.89
04 99.22 38.46 99.77 76.92
05 99.33 78.95 99.67 89.47
06 99.81 0.00 99.81 0.00
07 99.35 45.45 99.91 90.91
08 97.33 51.61 98.33 70.97
09 99.65 66.67 99.83 88.89
10 99.94 93.75 99.88 87.50
Average 99.25 57.21 99.65 76.32

Table B.4: Results of random forest with 100 trees with wavelet features and 6 channels using no PCA

B.2.2 Support Vector Machine

No PCA PCA(99) PCA(95)

Patient | Accuracy | Sensitivity | Accuracy | Sensitivity | Accuracy | Sensitivity
1 99.74 88.46 99.74 89.79 99.77 89.13
3 99.56 80.14 99.50 79.03 99.58 80.28
4 99.21 23.85 98.98 0.00 99.19 20.77
5 99.50 84.74 99.33 79.47 99.37 80.53
6 99.80 0.00 99.80 0.00 99.80 0.00
7 99.70 73.03 99.67 69.32 99.73 73.86
8 98.12 72.01 97.83 69.44 97.92 69.10
9 99.82 80.44 99.84 81.33 99.83 81.33
10 99.77 78.75 99.76 71.54 99.76 72.21
Average | 99.47 64.60 99.38 59.99 99.44 63.02

Table B.5: Support Vector Machine results per patient with Fourier features and 6 channels. Values are in

percentages.
No PCA PCA(99) PCA(95)
Patient | Accuracy | Sensitivity | Accuracy | Sensitivity | Accuracy | Sensitivity
1 99.72 91.13 99.70 91.13 99.70 91.13
3 99.73 87.86 99.77 81.22 99.77 87.22
4 99.58 58.46 99.43 24.65 99.43 44.62
5 99.53 86.32 99.48 82.65 99.50 85.26
6 99.80 0.00 99.80 0.00 99.80 0.00
7 99.77 81.97 99.60 77.50 99.72 77.50
8 97.93 65.24 96.50 65.19 97.67 64.61
9 99.81 84.44 99.84 84.23 99.84 83.44
10 99.86 85.21 99.76 75.64 99.82 80.04
Average | 99.53 71.18 99.32 64.69 99.47 68.20

Table B.6: Support Vector Machine results per patient with wavelet features and 6 channels. Values are in

percentages.
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B.2.3 Neural Network

No PCA PCA(99) PCA(95)

Patient | Accuracy | Sensitivity | Accuracy | Sensitivity | Accuracy | Sensitivity
1 99.35 75.29 99.31 71.46 99.26 71.50
3 99.23 69.72 98.08 3.61 98.90 54.44
4 99.05 22.31 98.94 0.00 99.05 16.15
5 99.22 81.58 99.07 75.26 99.10 76.84
6 99.80 0.00 99.80 0.00 99.80 0.00
7 98.99 30.45 99.01 17.20 98.94 18.94
8 97.50 64.96 96.75 47.88 97.28 60.45
9 99.71 72.22 99.35 30.22 99.58 64.11
10 99.89 90.92 99.87 87.75 99.85 86.50
Average | 99.19 56.38 98.91 37.04 99.09 49.88

Table B.7: Neural Network results per patient with Fourier features and 1 channel. Values are in percent-

ages.

No PCA PCA(99) PCA(95)

Patient | Accuracy | Sensitivity | Accuracy | Sensitivity | Accuracy | Sensitivity
1 99.50 86.50 99.67 87.79 99.57 87.17
3 99.40 87.36 99.52 81.39 99.65 89.44
4 99.63 78.46 98.92 7.69 99.07 28.46
5 99.25 91.05 99.67 91.58 99.32 89.47
6 99.81 17.38 99.80 1.67 99.80 8.10
7 99.54 76.67 99.61 73.94 99.64 79.32
8 97.93 78.78 97.92 72.34 98.08 76.19
9 99.83 90.89 99.84 86.67 99.84 86.67
10 99.89 92.25 99.89 91.00 99.88 91.00
Average | 99.42 717.70 99.43 66.01 99.43 70.65

Table B.8: Neural Network results per patient with Fourier features and 6 channels. Values are in percent-

ages.

No PCA PCA(99) PCA(95)

Patient | Accuracy | Sensitivity | Accuracy | Sensitivity | Accuracy | Sensitivity
1 99.29 72.08 99.22 68.17 99.20 67.54
3 99.73 84.31 99.40 69.31 99.38 71.67
4 99.06 20.77 98.98 6.92 99.02 9.23
5 99.18 80.00 99.12 75.79 99.07 76.32
6 99.80 0.00 99.80 0.00 99.80 0.00
7 99.27 46.82 99.04 25.23 99.09 35.08
8 97.23 56.60 96.93 53.38 96.88 53.05
9 99.73 77.44 99.31 33.33 99.75 79.56
10 99.89 89.71 99.90 90.33 99.89 90.29
Average | 99.24 58.64 99.08 46.94 99.12 53.64

Table B.9: Neural Network results per patient with wavelet features and 1 channel. Values are in percent-

ages.
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No PCA PCA(99) PCA(95)

Patient | Accuracy | Sensitivity | Accuracy | Sensitivity | Accuracy | Sensitivity
1 99.45 85.79 99.51 86.42 99.32 85.08
3 99.40 82.36 99.46 82.50 99.21 82.50
4 99.69 80.77 99.17 34.62 99.61 74.62
5 99.52 91.58 99.42 89.47 99.33 90.53
6 99.79 17.38 99.80 0.00 99.79 0.00
7 99.71 83.71 99.71 82.05 99.59 81.89
8 97.65 75.56 97.63 67.50 97.88 73.31
9 99.82 87.89 99.85 87.89 99.82 87.89
10 99.89 92.25 99.81 90.33 99.86 92.25
Average | 99.44 77.48 99.37 68.97 99.38 74.23

Table B.10: Neural Network results per patient with wavelet features and 6 channels. Values are in per-

centages.
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