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Abstract

The heavy reliance on digital infrastructure introduces many risks for organizations. Therefore, it is key
to understand which threats are more relevant in a rapidly changing threat landscape. This is especially
important for financial institutions, which are attractive targets for cyber attacks and operate under strict
regulatory requirements. Threat profiles can help organizations understand who may attack them, why
they may be targeted, how attacks may occur, and what the potential consequences could be. However,
creating threat profiles is a labor intensive process that requires collecting, analyzing, interpreting, and
prioritizing threat information.

This thesis investigates how Large Language Models (LLMs) can support the development of threat
profiles for a financial institution, and how the threat profiles can be validated. Existing research has
explored threat profiling, threat intelligence, LLMs, and prompt engineering separately, and recent work
has shown that threat intelligence can enrich threat modeling. However, less attention has been given
to how structured threat intelligence can be used by LLMs to generate threat profiles for organizations.

To address this gap, a threat-centric profiling framework was developed based on existing threat model-
ing frameworks. The framework consists of four components: Threat Actor, Motivation & Intent, Threat
Events, and Consequences. This framework was used to guide an iterative prompt engineering pro-
cess and to evaluate generated threat profiles using a structured evaluation rubric. A custom GPT was
also developed and enriched with filtered and normalized threat intelligence from MISP. The generated
profiles were validated through a technical validation using aggregated security monitoring data and
an expert based validation with three cybersecurity experts.

The results show that LLMs can support several steps in the threat profiling process, including analyzing
information, mapping it to a framework, prioritizing threats, and generating coherent threat profiles.
Prompt design had the strongest effect on the quality of the generated profiles, while threat intelligence
made the profiles more concrete and actionable. The validation showed that technical monitoring data
alone is not sufficient to validate all threat profile components, as claims about threat actors, motivations,
and consequences often require additional evidence or expert interpretation. Overall, LLMs can reduce
manual effort and make threat profiling more manageable, but the generated profiles must still be
reviewed and validated by analysts before being used for decision-making.
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Introduction

Organizations increasingly rely on digital infrastructure to support their daily operations. While this
enables efficiency and connectivity, it also introduces many risks. Since itis impossible for organizations
to protect against all possible threats, they need a clear understanding which threats are most relevant
to them. Since the threat landscape changes rapidly, it is important that organizations stay aware of
the most prominent threats they may face. This is particularly relevant for the financial sector, where
organizations are not only active targets for cyber attacks, but are also subject to strict supervision and
regulatory requirements. Threat profiles can support these organizations by identifying and structuring
the most relevant threats. They help organizations understand who may target them, why they may be
targeted, how attacks occur, and what the possible consequences could be.

However, creating a threat profile is a labor intensive process that requires collecting, analyzing, inter-
preting, and prioritizing threat information. It also requires expert knowledge to correctly map the threats
to the organization and to determine which threats are relevant. The rapid development of Large Lan-
guage Models (LLMs) introduces opportunities to support analytical tasks and to reduce manual effort
for certain tasks. Since LLMs are capable of processing and structuring large amounts of information,
their application looks promising for the threat profiling process.

Existing literature shows promising results for the use of LLMs in threat modeling, which is relevant
because threat modeling can be seen as the technical application of a threat profile by translating the
threats into risks for an organization’s systems or environments. Previous studies have shown that
LLMs can support threat modeling by structuring information, identifying possible threats, and help
analysts reason about attack scenarios [39, 40, 8]. This suggests that LLMs may also be useful in the
earlier and broader threat profiling step.

Additionally, research shows that threat intelligence can improve threat modeling by providing more
recent and contextual information about threats. By integrating threat intelligence, threat models can
become less static and better reflect the rapidly changing threat landscape [28, 9]. However, less
attention has been given to how threat intelligence can be used to support the creation of threat profiles.
Since threat profiles provide the contextual foundation for threat models, this research investigates how
LLMs can use threat intelligence to support the threat profiling process.

In this thesis, a threat profiling framework was created based on existing threat modeling frameworks.
This framework was then used as the basis for the prompt engineering process and the evaluation of the
generated outputs. The prompt engineering process was an iterative cycle that adjusted each prompt
accordingly after the profile was evaluated. This evaluation rubric assesses whether the threat profiles
were complete and cohesive, and whether the components were clearly described and mapped to each
other. Based on the evaluation results, the prompt was adjusted to improve the quality of the generated
threat profiles. Next, a custom GPT was created to include threat intelligence in the threat profiles. This
was done to provide the model with domain specific information and to generate more concrete threat
profiles. Finally, the generated threat profiles were validated in two ways. A technical validation was
performed using security data from an organization to assess whether the profiles reflected real-world



activity. And an expert based validation was conducted with three experts, who evaluated the generated
threat profiles using the same evaluation rubric to assess their quality and usefulness.

The primary objective of this research was to answer the following research question: How can LLMs be
used to support the development of threat profiles for a financial institution, and how can the generated
profiles be validated?”. To address this research question, several sub-questions have been generated:

1. What input data and prompts are required for an LLM to generate a threat profile?
2. Which steps in the threat profiling process can be automated or supported using an LLM?
3. How can the generated threat profiles be validated to assess their quality and reliability?

This thesis shows that LLMs can partially automate the threat profiling process. When the LLM is
provided with explicit instructions, a threat profiling framework, and relevant input data, it can generate
a coherent threat profile and automate several steps on the process which reduces the manual effort
required to create threat profiles. However, the generated profile should still be reviewed and validated
by an expert before it is used. Meaning that LLMs should be used as an supportive tool for threat
profiling rather than a replacement for cyber security analysts.

The main contributions of this thesis are as follows:

» Provides a structured approach for investigating how LLMs can be applied to threat profiling.

* Provides insight into the role of prompt design and threat intelligence in the quality of threat pro-
files.

* Presents a validation approach for generated threat profiles by combining technical validation
with expert based validation.

The remainder of this thesis is structured as follows. Chapter 2 introduces background concepts to
understand this research. Chapter 3 provides an overview of related work on threat profiling, threat in-
telligence, LLMs in cyber security, and prompt engineering. Chapter 4 describes the research method-
ology. Chapter 5 presents the results of the prompt engineering experiments. Chapter 6 presents the
outcome of the technical and expert based validation. Chapter 7 discusses the findings, limitations,
recommendations, and reflects on the research. Chapter 8 concludes the thesis. And finally, Chapter
9 acknowledges how Al has been used in this thesis.



Background

This thesis investigates how LLMs can be used to support the generation of threat profiles. To provide a
proper understanding of the following chapters, this chapter introduces the foundational concepts used
in this research. First, threat profiling will be explained, including its purpose, the process to generate a
threat profile, and important concepts relevant to threat profiling. Next, threat intelligence is introduced
as an information source that helps understand threats better. Finally, large language models and
prompt engineering are explained, as these are the foundation when using an LLM to generate threat
profiles.

2.1. Threat Profiling

A threat profile is a structured representation of potential threats targeting systems, networks, or or-
ganizations [38]. Typically, it contains information about relevant threat actors, their motivation, and
objectives. However, there is no uniformly accepted standard for threat profiling, which leads to vari-
ations in structure, methodology and outcomes between profiles. These differences are not only due
to the context of organizations, but also because of the framework and approaches used to develop
the profile. Despite the lack of standard for threat profiling, there exist several established frameworks,
such as MITRE ATT&CK [37], STRIDE [17], and NIST SP 800-30 [24]. These frameworks provide
a structured approach to identify, analyze and categorize potential threats. For example, by offering
standardized threat categories (e.g. tactics and techniques in MITRE ATT&CK [37] or spoofing and
tempering in STRIDE [17]), and therefore creating a consistent vocabulary for threat profiling. Addition-
ally, they often describe how threats can be systematically identified and analyzed, supporting a more
replicable threat profiling process.

Threat profiles can be developed using different approaches, depending on the focus of the analysis
or the intended application. Three main approaches are commonly used: threat-centric, asset-centric,
and system-centric [5]. Threat-centric profiles focus on understanding the potential threats first by
identifying relevant threat actors, their motivations, capabilities, and possible threat events. In con-
trast, asset-centric profiles start by identifying and prioritizing assets that could be affected by threats,
after which potential threats are characterized and mapped to the underlying systems that support or
store these assets. Finally, system-centric profiles take a more technical approach. They focus on the
components and potential vulnerabilities of systems, and how they can be exploited by threats. Each
approach provides a different perspective on potential threats and influences how they are identified
and prioritized.
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In practice, the value of threat profiling becomes particularly evident when considering the constraints
organizations face. Due to limited time and resources, it is impossible for organizations to defend
against all possible threats. Therefore, it is essential for them to identify and prioritize the most relevant
threats and determine how to defend against them. Threat profiles support this process by providing
an overview of active threats and their potential impact on an organization. They can support defense
strategies, enable more effective risk assessments, and guide the selection of appropriate risk mitiga-
tion measures. Overall, threat profiles act as guide rails that help organizations prioritize threats and
make informed security decisions.

2.1.1. Threat Landscape, Threat Profile, and Threat Model

It is important to understand a few key concepts to develop a clearer understanding of threat profiling
and its place within the broader threat landscape and research context. This subsection clarifies what
threat landscapes and threat models are, as well as how they relate to threat profiling. The relationship
between these concepts is visually presented in Figure 2.1.

Threat Landscape
The broad universe of potential
threats relevant to a sector,
region, or environment.

Threat Profile

The subset of threats from the
landscape that are relevant and
prioritized for a specific organization
or use case.

Threat Model

A structured, technical
representation of how specific
threats could affect a particular
system, asset, or process.

Figure 2.1: A visual representation of the relationship between threat landscapes, threat profiles and threat models.

A threat landscape provides a broad overview of all observed potential threats. lts scope is often wide
and can be industry focused, region specific, or even global. Understanding which threats are active
within such a broad scope helps create a general understanding of where individuals or organizations
may be at risk. This can support organizations in preparing for potential risks, although, due to the
broad scope, not all threats might be relevant to them. Threat models focus on identifying and analyzing
threats to specific systems. This focus is more technical than that for threat landscapes and profiles,
as it investigates what could potentially go wrong within a system when it is exposed to a threat. It can
be seen as the technical application of a threat profile.

Threat profiles can be seen as a subset of a threat landscape, tailored to a specific context, such as an
organization within the sector or industry covered by the threat landscape. They filter out the irrelevant
information and leave only what is applicable to the specific context, essentially reducing noise of the
threat landscape. Threat profiles are used to answer the question: who is trying to attack us, and how?
They form the bridge between a threat landscape, which provides a very broad overview of threats, and
a threat model, which zooms in on the technical aspects of those threats.

Threat profiles provide input for threat modeling by creating a contextual understanding of who might
be trying to attack and how. Threat models then make this understanding tangible by their technical
application to the respective environment. They provide insight into which systems are at risk, as well
as possible attack paths within the system. Both threat profiling and threat modeling aim to identify and
understand risks in order to support risk assessments and improve defensive strategies. Due to this
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overlap, threat modeling frameworks are often reused for threat profiling. And due to existing threat
profiling approaches mainly consisting of practical guides, templates, and vendor-specific methods,
rather than standardized frameworks.

2.1.2. The Threat Profiling Process

The creation of a threat profile is a structured process in which threat data is collected, analyzed, and
transformed into an overview of relevant threats. A visual representation of this process can be found
in Figure 2.2. Threat data can be collected from different sources such as security reports, network
traffic logs, and open-source threat intelligence. These sources provide information about malicious
activity, known threat actors, possible attack methods, indicators of compromise, and possible impacts
[15].

Once the data has been collected, it needs to be analyzed to identify the most relevant threat actors,
their motivations, and the attack methods they use. Next, the analyzed data needs to be mapped to
a threat profiling framework. For example, observations from network logs need to be mapped to the
relevant threat event, and the actors need to be linked to the corresponding threat events that were
spotted. Then, the motivation of the threat actor can be inferred based on the type of actor, their attack
method and their targets. By analyzing the potential impact of a threat event, the consequences of the
event can be determined [15]. These analyses require combining information from multiple sources.
Expert analysis is often needed to determine whether the information is relevant and how it can be
used, since the threat data can differ significantly. When there is a clear overview of the threats, they
need to be prioritized. This can be done by considering the likelihood of a threat event and the potential
impact it might have. Prioritization helps organizations focus on the most relevant risks and supports
decision making for defensive strategies and risk assessments.

The threat profiling process requires a significant amount of manual analysis, interpretation, and corre-
lation of data from different sources. Since the threat landscape evolves rapidly, this process needs to
be repeated regularly to remain up to date on the latest threats[15]. As a result, threat profiling is not
only labor intensive, but also requires the right expertise to interpret threat information correctly and
translate it into a useful profile.

Data Collection Analysis )
- Threat Intelligence - Identify threat actors Mapping to framework
- Network Logs - Identify attack methods
- Security Reports - Identify patterns
A
1
1
1
1
1
1
1
1
1
I T T Update Threat Profiles = = = = = = e m e e e e e = o = Threat Profile

Decision Support

- Security strategy

- Risk assessment
- Defensive measures

Figure 2.2: A visual representation of the threat profiling process. To create a threat profile, data needs to be collected,
analyzed, interpreted, and prioritized. Once a threat profile is created, it can be used for decision making or to update it once
the threat landscape has evolved.
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2.2. Threat Intelligence

Threat intelligence is the collection, processing, and analysis of threat data to understand threat actor’s
motives, targets, and attack methods [4]. Its purpose is to transform raw data into actionable insights
that support threat detection, risk assessments, and defensive strategies. By using threat intelligence,
organizations can shift from a reactive security posture towards a more proactive one. This is only
possible when threat data is interpreted into the organization’s context and translated into information
that can support concrete security measures.

Raw threat data can originate from many different sources, such as firewalls, honeypots, log files,
and scanners. On its own, this data has limited value, as it often consists of isolated observations
without any further explanation. The value increases when this raw threat data is processed, analyzed,
and interpreted, allowing individual observations to be placed within a broad threat landscape. This
processed data, also known as actionable threat intelligence, provides information about active attack
campaigns, adversary behaviors, or what malicious IP addresses and domains are being used by
adversaries. Actionable threat intelligence can be used to support threat detection, alerting, and finding
correlations. Being able to correlate malicious activities to certain types of events and threat actors will
be useful to support claims in threat profiles.

2.2.1. Types and Sources of Threat Intelligence

Threat Intelligence has many different applications and can support security operations and different
levels within an organization. There are three types of threat intelligence: strategic, operational, and tac-
tical threat intelligence. Strategic threat intelligence provides an high-level view of the threat landscape.
This type of intelligence is often used for risk assessments and to determine business implications of
cyber threats. Operational threat intelligence explains how and why a threat is occurring. It provides
contextual information about attack vectors, adversary behavior, and ongoing campaigns, helping or-
ganizations understand how a threat may affect their systems and business operations. Tactical threat
intelligence supports threat detection and support. This type of intelligence focuses on identifying indi-
cators of compromise and often contains detailed information about attacker’s tools like the malware
they use or vulnerabilities they exploit. Therefore, tactical threat intelligence is useful for developing
and improving defensive mechanisms.

Threat intelligence can be collected from different sources, which can be divided into internal and ex-
ternal sources. Internal sources are generated by the organization itself, for example through system
logs, firewall logs, threat alerts or incident reports. External sources originate outside the organization.
Examples include open-source threat intelligence, commercial threat feeds, honeypots, and security
advisories. Since no single source can capture all possible threat data, organizations often use a combi-
nation of internal and external sources to obtain a broad understanding of the potential threats targeting
them.

2.2.2. Operational Use of Threat Intelligence

Threat intelligence truly becomes valuable when it is operationalized, it can be embedded into secu-
rity workflows to automate actions and enrich data to assist decision making. Which often means
integrating threat intelligence into existing security tools and supporting information sharing between
organizations.

A common implementation of threat intelligence is within Security Information and Event Management
Systems (SIEM). Here, incoming logs from infrastructure, for example, network traffic or system logs
are analyzed against threat intelligence feeds through correlation rules, generating alerts when indica-
tors, like IP addresses or file hashes, match malicious activity [18]. This implementation helps threat
detection and makes incident investigations more effective. Another example is the integration of threat
intelligence feeds into firewalls, where known malicious indicators can be used to automatically block
suspicious traffic. This reduces exposure to known threats by proactively taking action before more
harm can be done.
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Threat intelligence is also shared between organizations through closed communities, allowing the
community to benefit from observations made by individual members. Platforms such as Malware In-
formation Sharing Platform (MISP) [22] support this process by facilitating the collection, storage, and
correlation of threat data in a structured manner. Within MISP, information is organized into events,
which can be understood as case files that group together all relevant data related to a specific threat
event and will contain Indicators of Compromise (loCs), contextual information, and associated meta-
data. The individual data points within an event, like the loCs, are referred to as attributes. Aftributes
are stored in a structured format that allows for correlation and linkage to known threat actors or cam-
paigns within the platform. Additionally, MISP also includes galaxies, which are structured knowledge
bases that link events to broader concepts, such as threat actor groups, malware types, or techniques
defined in frameworks like MITRE ATT&CK [37]. In this way, MISP supports the transformation of raw
data into structured and contextualized threat intelligence.

2.2.3. Challenges and Relevance to This Research

Although threat intelligence can be very useful for organizations, there are several challenges that limit
its use. One of the most frequent challenge is data overload. Generally, threat intelligence platforms
and feeds contain large amounts of indicators, events, and metadata. While this gives an extensive view
of the threat landscape, it makes it difficult to determine which information is relevant for an organization.
Another challenge is the lack of context, threat intelligence feeds often provide lists of isolated indicators,
like malicious IP addresses or domains. When they are used for analysis, these indicators provide
limited value as they do not explain how they relate to a threat actor or attack pattern. As discussed
earlier, the value of threat intelligence increases when it can be interpreted within a broader context.
Without this, it remains difficult to use the threat intelligence for threat profiling or decision making.
Additionally, threat intelligence may contain false positives or noise. Some indicators may no longer
be malicious or only be applicable in specific situations, which is closely related to the challenge of
timeliness. The threat landscape changes continuously, so indicators can quickly become outdated.

These challenges are especially relevant for organizations, since it is important to focus on the most
relevant threats and to use available resources effectively. For this reason, this research focuses on
how threat intelligence can be structured and used in a way that supports the creation of threat profiles.
In this thesis, MISP is used to collect threat intelligence, because it provides threat data in a structured
format. The custom GPT will process and interpret the threat intelligence from MISP, and use it to
enrich the generated threat profiles with relevant and structured information.

2.3. Large Language Models

Large Language Models (LLMs) are deep learning models designed to understand and work with hu-
man language [19]. The models are trained on massive amounts of data using machine learning tech-
niques. By training to predict the next item of a sequence, the LLM learns how to generate text. Which
is why they are so good at generating and analyzing text.

The ability to understand and learn sequences is accomplished with the use of transformer architecture.
This architecture is a type of neural network architecture that can handle sequential data effectively by
looking at the relationship between sequence components [2]. Due to parallel computation, transform-
ers can process long sequences without a significant increase in training and processing time. They
are also easily scalable to train on and handle more data, which makes them perfect for LLMs.

Within cybersecurity, LLMs provide value through their ability to analyze large-scale unstructured data
sources. Their pattern recognition and reasoning capabilities can help support threat detection and
incident analysis. Because of their ability to generate explanations of cyber security matters, they can
support security teams in understanding their organization’s security risks better.

Although LLMs provide many advantages, it is equally important to understand their limitations so
that appropriate measures can be taken during their use. The most frequently discussed limitation
is hallucinations [14]. This occurs when the LLMs perceives nonexistent patterns and uses these to
generate an output. As a result, this output will be highly inaccurate or does not exist. A further limitation
is the sensitivity to the input quality, small changes in the input can affect the model’s output, and might
result in unreliable results.
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There are several LLMs available for reasoning and analytical tasks, such as ChatGPT [26], Claude [3],
and Gemini [10]. In this research, the LLM used is ChatGPT [26], developed by OpenAl. ChatGPT is a
conversational artificial intelligence system, allowing users to interact with an LLM in a conversational
way. Instead of requiring technical input or predefined commands, users can ask questions, provide
instructions, or give context in written form. Based on this input, ChatGPT generates responses by
predicting and producing relevant text. An advantage of ChatGPT is the possibility to create a custom
GPT. A custom GPT is a version of ChatGPT that can be configured for a specific purpose by adding
instructions, context, files, or additional actions through API connections. This allows the model to
be tailored to a specific task or workflow, making its responses more consistent and relevant to the
intended use. In this thesis, the custom GPT can be guided by the research context, terminology, and
desired output structure.

In summary, LLMs provide strong language processing and reasoning capabilities but they remain
sensitive to input formulation and inaccurate outputs. Their effectiveness therefore heavily relies on
the quality of the input. Thus making prompt engineering a crucial aspect to leverage the full powers
of LLMs.

2.4. Prompt Engineering

To ensure that the LLM gives the desired output, it is important to present it with the correct prompt. To
achieve this, prompt engineering is necessary. This is the process of creating the input prompt to gen-
erate a specific and high quality output. A prompt will guide the behavior of the LLM, but it will not train
the LLM. Prompt engineering is important because the LLM relies entirely on the input prompts. There-
fore, the quality of the input will determine the quality of the generated output. Ambiguous prompts will
lead to incorrect responses, while well defined prompts will result more accurate and precise outputs.

2.4.1. Prompting foundation

According to Shenoy et al. [36], the three fundamental rules of prompt engineering are as follows: Keep
it simple, be specific, be concise. The request should be simple and well defined, if a task needs to be
executed, it has to be specific and explicit. Finally, to prevent the LLM from diverging from the topic,
ensure the prompt is concise. While keeping these fundamental rules in mind, a prompt should consist
of four elements: context, instruction, input text, and output pointer. First of all, the context should be
given so the LLM knows the necessary background information. Then, the instructions should be given
so the LLM knows what it is expected to do or what actions should be taken. Next, the input text gives
the LLM instructions on what sources it should use. And finally, the output pointer informs the LLM
about the preferred style of the output.

2.4.2. Prompting Techniques and training methods

Once a prompt has been engineered using these principles, several prompting techniques can be
applied to control how prompts are executed and how their outputs are reused. The simplest and most
direct technique is Single Stage Prompting, in which a single prompt is sent to the LLM and a single
output is returned. However, if the output is used as input for the next prompt, for example by asking a
follow-up question about the output, the technique transitions to Multi-Stage Prompting. This technique
is useful for iterative reasoning, but when there are too many stages, it can lead to error propagation.
Another technique that can be used is Batch Prompting, in which a batch of prompts is sent to the LLM
at once, rather than iteratively as in Multi-Stage Prompting.

Besides prompting techniques, there are also prompt-based training methods. These methods guide
the LLM toward preferred behavior by either relying solely on its pre-trained knowledge or by including
examples of the preferred output. When no examples are given, and the LLM relies entirely on its pre-
trained knowledge, this approach is also known as zero-shot learning. Providing one or more examples
leads to one-shot or few-shot learning, respectively.
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Unfortunately, there are cases where no examples are available to include in the prompt, or the pre-
trained knowledge of the LLM is not sufficient. When additional information is required, Retrieval-
Augmented Generation (RAG) can be used to include external sources, like databases, APIs or com-
pany knowledge. By applying RAG, the pre-trained knowledge of the LLM is combined with external
knowledge sources. This approach is particularly useful for domain-specific tasks, as information re-
lated to these tasks is often not publicly available. It is important to note that the model will not be
trained with this external data, it is only used during output generation. Unlike few-shot learning, where
examples are embedded directly into the prompt, RAG dynamically retrieves the information without
increasing the number of in-prompt examples.

2.4.3. Prompting Quality

On top of selecting the appropriate prompting training methods and techniques, the quality of a prompt
plays a crucial role in the effectiveness of LLM outputs. The prompt quality can be evaluated by looking
at the consistency of the generated output, the accuracy of the task execution, and the robustness to
small changes in wording. In other words, a high quality prompt should produce a stable output across
multiple executions, correctly followed the instructions, and remain operative when minor changes in
formulating the prompt are introduced.

As the previous paragraphs have shown, several factors influence the quality of an LLM’s output.
An appropriate prompting technique must be selected in combination with the correct prompt-based
training method, and the prompt itself must be of high quality to avoid inconsistencies. For domain-
specific tasks, additional guidance is often required, which can be provided through the use of Retrieval-
Augmented Generation (RAG).



Related Work

This chapter reviews existing research on threat profiling and threat modeling, threat intelligence, the
application of Large Language Models in cybersecurity, and prompt engineering for cybersecurity. The
first section discusses literature on threat modeling, focusing on existing frameworks, the threat mod-
eling process, and the automation of threat modeling. Next, the practical value of threat intelligence is
examined, along with the challenges associated with its use. This is followed by a discussion of the
use of LLMs in cybersecurity and an analysis of prompt engineering research within the cybersecu-
rity domain. Based on this literature, the research gap is then presented. Topics that require further
investigation are identified and used to motivate the research question of this thesis.

3.1. Threat Profiling

The existing research on threat profiling covers several aspects, including threat modeling frameworks,
the threat profile process, and attempts to automate parts of the threat profiling process. Combining
these aspects will show that threat profiling is a structured activity, and existing approaches differ sub-
stantially in scope, level of detail, and automation.

There are many different threat modeling frameworks available, each with its own terminology, struc-
ture, and purpose. Bodeau et al. [5] compare multiple threat modeling frameworks and develop a new
framework by combining elements from existing approaches. Their work highlights that threat modeling
lacks standardization, as frameworks differ in terminology, structure, and purpose. Similarly, Khalil et
al. [16] show that threat modeling benefits from structured frameworks and emphasize that selecting
an appropriate framework is an important part of the threat modeling and profiling process. Together,
these studies show that threat modeling is a structured process, but that there is no universally ac-
cepted standard. However, both studies remain limited in scope for this research. Bodeau et al. [5]
stay at a general framework level and do not provide organization-specific or automated methods for
generating threat profiles, while Khalil et al. [16] focus specifically on industrial control systems. These
studies are relevant to this research because they support the creation of a threat profiling framework
by identifying and combining elements from existing frameworks, while also emphasizing the impor-
tance of a structured foundation for generating threat profiles.

Once a framework has been selected, the next step is to create the threat profile. However, existing re-
search shows that this process is often labor intensive as threat data needs to be collected, interpreted,
and organized into a useful threat profile. Xiong and Lagerstrom [41] analyzed 54 threat modeling
articles and concluded that most threat modeling work remains to be done manually, which is a time
consuming and error prone process. They also discovered that there was a lack of validation, and
when it did occur it was through theoretical examples, or empirical case studies. Méller [23] shows that
threat attack modeling requires identifying and structuring multiple elements of an attack, including the
adversary, their motivation, resources, expertise, attack patterns, incidents, and possible attack paths.

10



3.2. Threat Intelligence 1

This illustrates that building a meaningful threat model is a detailed process that goes beyond simply
listing threats. While Rodriguez et al. [30] propose a method for attacker profiling using the MITRE
ATT&CK framework to gain a better understanding of attacker behavior by connecting attacker tactics
and techniques to each other. Applying this method requires collecting and centralizing attack events,
labeling the events with MITRE ATT&CK tags, manually correcting missing labels when automated
rules leave them blank, then organizing them into cases, constructing a process-mining event log, and,
finally, discovering and evaluating an attack process model. This shows that even semi-automated
threat profiling remains a labor-intensive process, because significant preparation, filtering, labeling,
and expert interpretation are still required before meaningful profiles can be generated. These papers
show that threat profiling is a labor intensive job, it requires extensive data collection and thorough
analysis to gain an understanding of a threat actor or event. Since it is a labor intensive process, this
work investigates the use of LLMs/ChatGPT to make threat modeling more accessible.

Sharma et al. [35] present a semi-automated method for threat agent profiling using network traffic
data combined with threat intelligence to support the threat assessment. Their work shows that threat
profiling can be supported by automation and does not need to be performed entirely manually. They
also show that network traffic data and threat intelligence can be used together to enrich the analysis
and provide more context to the profiles. Shahid et al. [34] propose an unsupervised clustering ap-
proach for profiling threat actors based contextual cyber attack information from cyber attack reports,
and show that profiling can be supported without labeled data when contextual information is available.
While both papers focus on different types of data, they both show what kind of data can be used to
support the automation of threat profiling and how this can be done. Neither paper focuses on threat
profiling for organizations. Instead, Sharma et al. [35] focus on profiles for threat agents, and Shahid et
al. [34] focus on a global threat actor profiling. Regardless of that, these papers are relevant because
they show that threat profiles can be enriched with threat intelligence or a knowledge base, and that
profiling process can be partially automated.

More recent studies have investigated the integration of threat intelligence into the threat modeling
process. Podlesnik et al. [28] investigate how threat intelligence and threat modeling can be integrated
to improve cyber resilience compared to stand alone implementations. Their analysis shows that there
is a strong preference in practice for combining threat intelligence and threat modeling, but that there is a
lack of standards to support this integration. To address this, Podlesnik et al. [28] propose an evaluation
framework that can be used to assess the integration of threat intelligence and threat modeling. Erbas
et al. [9] demonstrate how threat intelligence from MISP can be integrated with a threat modeling
framework to analyze threats and simulate attacks. They argue that threat modeling frameworks are
often static and do not adapt to newly emerging threats. By integrating threat intelligence, the threat
model becomes more dynamic as it enabled real-time threat intelligence updates and demonstrate that
is strengthens structured threat analysis. Altogether, these studies show that threat intelligence can
enrich threat analysis by making threat models more responsive to changes in the threat landscape.
They demonstrate the value of combining threat intelligence with structured threat analysis.

3.2. Threat Intelligence

Threat intelligence plays an important role in cybersecurity by helping organizations better understand
relevant threats and vulnerabilities. Existing research shows both the practical value of threat intelli-
gence and the challenges that must be addressed before it can be applied effectively within an organi-
zation.
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Threat intelligence helps to improve cybersecurity of organizations by providing actionable information
about threats and vulnerabilities. Saaed et al. [31] show that threat intelligence contributes to resiliency
of organizations because it helps them understand the risks, anticipate threats, and improve prepared-
ness. Abu et al. [32] highlight that threat intelligence supports proactive defense strategies by helping
organizations identify new threats, weaknesses, and attack trends. Ahmad and Haripriya [1] exam-
ine how threat intelligence improves cybersecurity posture by providing actionable insights, integration
into security planning, and support threat identification and response processes. Research shows that
threat intelligence can be used to identify and understand threats better, which is a key component
in threat profiling. Therefore, threat intelligence would be a useful data source when creating a threat
profile.

While threat intelligence can be useful for organizations, there are some challenges that need to be
addressed before threat intelligence can become actionable intelligence. In 2018, Abu et al. [32]
noted that threat intelligence needs to be processed, analyzed, and requires context before it becomes
actionable. Due to the amount of data and the inconsistent data types, this process would be quite
time consuming, and requires skilled analysts to perform this task. Which made the application of
threat intelligence in organizations a labor intensive task. In 2024, Ahmad and Haripriya [1] address
this issue as well. They highlight data quality issues, data overload, and the need for automation as
challenges. Due to the rapid developments in Al, they suggest utilizing Al to support analysts and help
with the processing of threat intelligence. These challenges highlight the need for thorough filtering to
avoid data overload, and support the use of Al to analyze and apply the threat intelligence.

Threat intelligence sharing platforms were introduced to tackle the previously mentioned challenges.
Abu et al. [32] show that threat intelligence sharing platforms are important for making threat intelli-
gence more usable, as these platforms support the sharing and exchange of threat information between
organizations. Threat intelligence sharing platforms can help address challenges such as information
overload and fragmented threat data, as these platforms often correlate threat events and add context,
making it easier to analyze the threat intelligence. More specifically, Saeed et al. [31] show how a
threat intelligence sharing platform can help transform large amounts of data into actionable threat in-
telligence. They discuss the INTIME framework, in which MISP is used as an integrated platform for
storing and sharing threat related information across organizations. Together, these studies show that
threat intelligence sharing platforms increase the practical value of threat intelligence by supporting
collection, sharing, and structuring of threat data.

3.3. Large Language Models in Cybersecurity

In recent years, Large Language Models (LLMs) have gained attention for their potential use in cyber-
security. Existing work shows that LLMs can assist with tasks such as threat detection, explanation
generation, or threat modeling. Their ability to process technical information and present it in a ex-
plainable way, makes them useful for analytical tasks. While the use of LLMs in cyber security looks
promising, it also introduces several challenges such as hallucinations, bias, and dependence on do-
main specific context. This section discusses research that demonstrates the potential of LLMs in
cybersecurity, while also highlighting the limitations associated with their use.

First, this section explores the use of LLMs in detection oriented cybersecurity, where they are used to
identify attacks and explain security events. This is relevant to threat profiling, as it demonstrates the
potential of LLMs to structure and explain technical threat information. Houssel et al. [12] investigate
the performance of LLMs for Network Intrusion Detection. Their work shows that LLMs struggle to effec-
tively detect threats, but that LLMs do provide clear explanations, making them a useful complementary
tool in Network Intrusion Detection. The use of LLMs for DDoS attack detection has been investigated
by Guastalla et al. [11]. They discovered that LLMs can detect DDoS attack with high accuracy, when
given the right training and context. Together, these studies show that LLMs have potential for threat
detection tasks, but also that their performance depends heavily on suitable training methods, relevant
data, and sufficient domain specific context. Which is important for the generation of threat profiles,
as it requires the LLM to interpret domain specific information and transform it into clear, structured
descriptions.
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The application of LLMs on threat modeling mainly focus on how LLMs can support, or automate, parts
of the threat modeling process. Wimbauer et al. [39] demonstrate that LLMs can support threat mod-
eling in a structured way when using explicit security frameworks and formal representations such as
attack graphs. Similarly, Wu et al. [40] propose a domain specific framework for automated threat
modeling in banking systems, and improve the threat modeling process by combining prompt optimiza-
tion and fine-tuning. Elsharef et al. [8] develop an LLM to answer threat modeling questions, using
Retrieval Augmented Generation (RAG) to incorporate design documents and vulnerability information.
They demonstrate that the LLM can reduce manual effort, and that the use of RAG improves response
quality. However, they do note important weaknesses such as hallucinations, bias, privacy risks, and
the continued need for expert review. Together, these studies show that LLMs can support threat
profiling through structured representations, prompt engineering, fine-tuning, and including external
knowledge.

3.4. Prompt Engineering for Cybersecurity

The performance of LLMs depends strongly on how tasks are framed and contextualized, therefore
prompt engineering is an important aspect of using LLMs reliably in cybersecurity.

Shenoy and Mbaziira [36] provide an in depth review of prompt engineering in the cybersecurity domain.
They offer examples of prompts for cybersecurity tasks, and explain how a prompt should be structured.
They show the importance of prompt design for LLM tasks, provide guidance on the prompt structure,
and what elements are required to develop an effective prompt. Similarly, Huang et al. [13] provide a
guide to prompt engineering techniques for cybersecurity operations where they explain the different
prompt training techniques, and highlight the risks and biases that can occur in prompt engineering.
According to Huang et al. [13] responsible prompt engineering is a continuous process that requires
evaluation and refinement to leverage the most of the LLMs. Priescu et al. [29] focus on structured,
scenario-based prompts within cybersecurity workflows. Their work discusses how prompt engineering
can support the automation of cybersecurity tasks and highlights the importance of well structured
prompts to achieve this. Altogether, these papers demonstrate the importance of prompt design, an
iterative prompt engineering process, and the use of external knowledge when performing domain
specific tasks.

3.5. Research Gap

The literature review shows that threat profiling, threat intelligence, large language models, and prompt
engineering have all been studied within the cybersecurity domain. Research on threat profiling and
threat modeling shows that numerous frameworks are available to support the identification and analy-
sis of threats. However, there is no single standard for threat profiling, nor uniformly used terminology,
and applying these frameworks is often a labor-intensive process. Studies on attacker profiling show
that partial automation can support the analysis of attacker behavior. Research on threat intelligence
shows that it can help organizations better understand relevant threats and support defensive security
decisions. Recent work demonstrates that threat intelligence can be integrated into threat modeling,
for example by using platforms such as MISP. Finally, studies on large language models and prompt
engineering show that LLMs can support cybersecurity analysis and threat modeling, but that their
performance depends strongly on structured prompts, domain-specific context, and the integration of
external knowledge sources. Table 3.1 summarizes the papers discussed in this chapter, including
their respective section and contribution to this research.

This literature review shows that there is a research gap at the intersection of threat profiling, threat
intelligence, and large language models. These areas have all been explored separately, and recent
studies have started to investigate the use of threat intelligence in threat modeling. However, there has
been less of a focus on how threat intelligence can support the creation of threat profiles. Since threat
profiling is an earlier and broader step than threat modeling, threat modeling research cannot be directly
applied to the threat profiling processes. While the studies highlight the challenges of the use of threat
intelligence, there is limited research available on how threat intelligence can be filtered and mapped
etc. to overcome the challenges. Research on the use of large language models in cybersecurity shows
that LLMs perform well in supporting analytical tasks and can reduce manual effort, especially when
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prompts are structured, external knowledge is provided, and sufficient examples are given. However,
current work mainly focuses on specific systems, attack types, or threat modeling tasks and does not
address how an LLM can use structured threat intelligence to generate threat profiles for organizations.

This research addresses the aforementioned gaps by investigating how structured threat intelligence
can be operationalized through a Large Language Model to support the generation of threat profiles for
an organization within the financial sector. The steps taken to filter and process the threat intelligence
are described, as well as how the LLM maps the threat intelligence to the different threat profiling
components. This provides a clear development process for generating threat profiles.
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Authors Year Category Contributions / Findings

Houssel et al. 2024 Large Language Models LLMs can interpret and explain network data, im-
proving understanding of security events.

Guastalla et al. 2023 Large Language Models LLMs can process threat intelligence and detect
attacks like DDoS.

Wimbauer et al. 2025 Large Language Models LLMs combined with structured security frame-
works and attack graphs can generate threat hy-
potheses and quantify risk in Kubernetes environ-
ments.

Wu et al. 2025 Large Language Models LLM-based threat modeling can be operational-
ized via dataset creation, prompt engineering,
and fine-tuning.

Elsharef et al. 2024 Large Language Models NLP, open-source LLMs, and RAG help answer
threat-modeling questions from product documen-
tation.

Shenoy and Mbaziira 2024 Prompt Engineering Prompt engineering is key for adapting LLMs to
cybersecurity tasks and analyst needs.

Huang et al. 2024 Prompt Engineering Prompt design strongly impacts LLM perfor-
mance; supports RAG and few-shot prompting.

Priescu et al. 2025 Prompt Engineering Structured prompting improves detection, au-
tomation, CTI, and incident response.

Saeed et al. 2023 Threat Intelligence Threat intelligence improves resilience by helping
organizations understand risks and prepare for
threats.

Ahmad and Haripriya 2024  Threat Intelligence Provides actionable insights for identifying, pre-
venting, and responding to threats.

Abu et al. 2018 Threat Intelligence Threat intelligence is limited by ambiguity, practi-
cal challenges, and reliance on skilled analysts.

Bodeau et al. 2018 Threat Profiling Structured approaches for identifying threats, as-
sets, and vulnerabilities.

Sharma et al. 2021 Threat Profiling Categorizes threat actors by behavior, capabili-
ties, and intent.

Shahid et al. 2025 Threat Profiling Machine learning supports profiling by identifying
patterns in data.

Khalil et al. 2024  Threat Profiling ICS modeling needs structured frameworks cov-
ering safety, security, and privacy.

Xiong and Lagerstrom 2019  Threat Profiling Field lacks common ground and remains largely
manual.

Rodriguez et al. 2024  Threat Profiling Profiles attacker behavior by linking ATT&CK tac-
tics using process mining.

Moller 2020 Threat Profiling Uses attack models and scenarios to describe ad-
versary actions and risks.

Erbas et al. 2025 Threat Profiling MISP-based CTI enriches threat models with con-
textual, up-to-date data.

Podlesnik et al. 2025 Threat Profiling Integrating threat intelligence with modeling im-

proves cyber resilience.

Table 3.1: An overview of all papers used in the Related Work chapter, with the year of publication, their corresponding
category, and their contribution to this thesis.



Methodology

Based on the research gap identified in Chapter 3, this chapter defines the research question of this
thesis and provides the methodology used to answer it. It provides detailed explanations of the steps
taken throughout the research, including the development of the threat profiling framework and evalu-
ation rubric, the prompt engineering process, and the custom GPT development.

4.1. Research Question

The main research question of this study is: "How can LLMs be used to support the development of
threat profiles for a financial institution, and how can the generated profiles be validated?”. To address
this research question, several sub-questions have been generated:

1. What input data and prompts are required for an LLM to generate a threat profile?
2. Which steps in the threat profiling process can be automated or supported using an LLM?
3. How can the generated threat profiles be validated to assess their quality and reliability?

The first sub-question investigates what prompts or instructions are necessary to generate a threat
profile, and how input data can be used to support the threat profiling process. This includes how
threat intelligence is filtering and mapped to the components of the threat profile. Next, the second
sub-question investigates what steps in the threat profiling process can be automated using an LLM.
Identifying where manual effort can be reduced in the threat process. Finally, the third sub-question
investigates how the generated threat profiles can be validated to assess their quality and reliability.
This includes a technical, and expert based validation. The technical validation will compare outputs to
available threat data of an organization, while the expert based validation is performed by evaluating
the outputs using a structured evaluation rubric.

4.2. Threat Profiling Framework

A threat-centered approach was chosen for the threat profiling framework to provide a coverage of a
broad range of threats. By considering a broad set of threats, a larger portion of available threat in-
telligence can potentially be used. Since threat profiling can be a labor-intensive task, this research
aims to let the LLM perform as much of the process as possible. Therefore, a threat-centric approach
was considered to be the most suitable. Asset-centric and system-centric approaches would require
substantially more manual input, as the chosen LLM cannot independently create a complete asset
inventory or system inventory for an organization.

Because there is no universally adopted standard for threat profiles, there is no single framework on
which this research can be directly based. Due to the overlap between threat profiling and threat mod-
eling, multiple threat modeling frameworks from existing literature were analyzed to identify which com-
ponents they include and which dimensions are used to measure those components. In this research,

16
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a component is defined as an element that must be described to characterize a threat, such as a threat
actor or threat event. Dimensions are defined as the attributed used to categorize each component,
for example, a dimension of the Threat Event component is the event type. After the components and
dimensions were mapped for each framework, the most common components were selected as the
basis for the framework used in this research.

The resulting framework consists of four components: Threat Actor, Motivation & Intent, Threat Events,
and Consequences. These components and their corresponding dimensions are shown in Table 4.1.
Together, these components provide a structured description of a threat by capturing the adversary,
their motivation, the attack itself, and the potential consequences for the organization. The four com-
ponents included in the framework are Threat Actor, Motivation & Intent, Threat Events, and Conse-
quences. The Threat Actor component describes who the adversary is. Its dimensions are attacker
category, attack groups, and attack sophistication. In this research, attack group refers specifically to
named threat actor groups. The Motivation & Intent component explains why the adversary acts and
what they aim to achieve, using the dimensions goals and desired cyber effect. The Threat Events
component captures the observable actions that form the attack and is described through event type,
attack pattern, Indicators of Compromise (loCs) or Tactics, Techniques and Procedures (TTPs), and
likelihood. Finally, the Consequences component represents the effect of the attack on the organiza-
tion and is characterized by the dimensions 'type of impact’ and severity.

To ensure consistent application of the framework, categorical levels were predefined for several di-
mensions. For attack sophistication, three levels were defined: low, medium, high. Low sophistication
refers to simple, single-step attacks, like scanning activity or a basic phishing attempt. Medium sophis-
tication refers to multi-step or automated attacks, for example, a Distributed Denial-of-Service attacks.
High sophistication refers to advanced, tailored, or stealthy attacks, such as the use of custom malware
or multi-stage intrusions. The likelihood of a threat event was categorized as rare, occasional, or fre-
quent. Rare refers to threat events that are unlikely to occur and are only expected under exceptional
circumstances. Occasional refers to threat events that may occur from time to time but are not expected
regularly. Frequent refers to threat events that are expected to occur regularly or repeatedly. Finally,
the severity of consequences was also categorized into three levels. Low severity implies attack with
limited impact on the organization, where business operations can continue as usual. Medium severity
refers to attacks that cause a temporary disruption, for example, when services are unavailable for a
limited period but can be restored without any major long-term effects. High severity refers to attacks
that result in significant operational or financial damage, such as major financial losses or situations in
which the infrastructure needs to be rebuild, affecting the business operations significantly.

4.3. Evaluation Rubric

A single threat profile cannot be considered the complete truth, as it is impossible to identify and map
all possible threats. Therefore, no ground truth is available against which the generated output can be
compared. As a result, evaluation metrics as accuracy, precision, or recall are not applicable, since
they require comparison to a known complete truth. For this reason, this research uses a rubric-based
evaluation approach. A rubric with scores from 0 to 5 was developed to evaluate the generated threat
profiles. The criteria in the rubric were determined through the analysis of threat profiling frameworks
and existing threat profiles. The evaluation criteria and corresponding scores are presented in Table
4.2,

The criteria in the rubric were selected to assess whether a component is present, how it is described,
and how useful it is within the overall threat profile. The rubric includes six criteria: presence of the
component, the level of detail, context relevance, mapping to other components, prioritization, and like-
lihood assessment. The first criteria determines whether the component is present in the output. If the
component is missing, it will receive the lowest score, since its absence affects the quality of the threat
profile. The rubric then considers how the component is described. Generic descriptions of the com-
ponent receive a lower score, while concrete and detailed descriptions receive a higher score. In this
study, a detailed description is defined as a description that goes beyond a general label, it includes ex-
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Component

Description

Dimensions

Threat Actor

Who is the adversary

» Attacker category (e.g.
nation-state, insider)

* Attack groups (if known, i.e. Lazarus Group,

GhostSec)

+ Attack Sophistication (Low, Medium, High)

cybercriminal,

Motivation & Intent

Why the adversary acts,
and what they aim to
achieve

» Goals (e.g. financial gain, espionage, extor-

tion)

* Desired cyber effect (disruption, exfiltration,

malware deployment etc.)

Threat Events

Observable actions that
form the attack

» Event type (brute force login, phishing at-

tempt, malware delivery)

* Attack pattern

* I0Cs or TTPs (malicious IPs,

ATT&CK techniques)

* Likelihood (rare, occasional, frequent)

hashes,

Consequences

What

attack

are

the conse-
quences of a successful

» Type of impact (Financial loss, data breach,

service disruption)

+ Severity (low, medium, high)

Table 4.1: Threat profiling framework applied in this research. The table presents the four selected components of the
framework and their corresponding dimensions: Threat Actor, Motivation & Intent, Threat Events, and Consequences. These
components capture who the adversary is, why they act, how the attack manifests, and what impact it may have.

0 1 2 3 4 5
The Only generic Only generic The The The
component is labels are used | labels are used | component is component is component is
not mentioned to describe the | to describe the | described described with described with
or is absent component. No | component; using concrete concrete and concrete and
from the examples or some details or relevant details | relevant details,
output. further descriptive examples, but and includes includes a clear
explanation are | explanations or | lacks either a mapping to all
provided. examples are prioritization, mapping to other
provided, but likelihood other components,
the information assessment, or | components, and provides
remains explicit prioritization, or | prioritization
context- mapping to a likelihood and a likelihood
independent. other assessment. assessment.
components.

Table 4.2: The evaluation rubric used in this research. This rubric uses a scale from 0 to 5, and assesses whether a
component is present, how it is described, and how useful it is within the overall threat profile.

amples, characteristics, or contextual information to make the description more meaningful. The rubric
also evaluates whether the description is relevant to the context of the threat profile, in this research
this means relevance to the financial sector. Again, general or context-independent descriptions will
receive a lower score, and descriptions that are tailored to the specific sector or even organization will
gain a higher score.

Additionally, the rubric considers whether the component is mapped to other components in the threat
profile. Higher scores are assigned when the relationship between components is described clearly, as
this improves the coherence of the overall profile. Finally, the rubric includes prioritization and likelihood
assessment. When there is an indication of how urgent a threat is, the component will receive a higher
score, while a lower score is assigned when this is missing. Similarly, when an indication is present of
how likely the component will occur, a higher score will be rewarded. The prioritization and likelihood



4.4, Prompt Engineering and Testing Process 19

assessment improve the practical value of the overall profile, since they support decision making in
defensive strategies and risk assessments. Combining these six criteria, they provide a structured way
to evaluate the generated threat profiles on a scale from 0 to 5.

4.4. Prompt Engineering and Testing Process

All prompts were tested using the same model: GPT-5.2 Thinking in standard thinking mode. This was
the most recent thinking model available as of January 2026. While other model and options were also
available, such as the Pro model, extended thinking mode, and deep research, these were restricted by
limited monthly usage. Therefore, for the continuity of this research, it was decided to use the standard
thinking mode for all experiments.

The prompt engineering process followed an iterative cycle, as shown in Figure 4.1. First, a simple
prompt was created. This prompt was then run multiple times to evaluate the generated output and to
assess whether the results were consistent. In this research, each prompt was run at least five times.
Using the rubric shown in Table 4.2, each component was evaluated to determine which component
needed improvement. Based on these findings, the prompt was adjusted accordingly. This process
was repeated until the prompt produces outputs with sufficient quality and consistency.

Generated Result }—> Evaluation —— Prompt Refinement

Iterat

Figure 4.1: The prompt engineering process followed in this research. It is an iterative cycle that evaluates prompts and
adjusts the prompt accordingly to get a better result.

4 5. Custom GPT

To develop the custom threat profiling GPT, a structured configuration was applied consisting of three
components: instruction configuration, setting up a threat intelligence, and custom actions configura-
tion. The instruction configuration defines the behavior of the GPT, it specifies the role of the GPT and
provides guidelines so it behaves as desired. The threat intelligence set up includes a description of
filters and fields used before it is sent to the GPT. And the actions configuration will determine what
external sources the custom GPT can access and how they are integrated. Figure 4.2 provides an
overview of the design and interaction between these components. Together, they form the founda-
tion of the custom GPT developed for this study. The following subsections describe the design and
implementation of each component in more detail.

4.5.1. Instruction Configuration

The instructions of a custom GPT define how the GPT behaves [27]. They specify what the GPT should
do, what information it should use, how the information should be used, and what it should avoid. The
instructions are applied to every conversation with the custom GPT, and are similar to sending a prompt
to ChatGPT.

For this research, the best performing prompt from the initial experiments was used as foundation for
the instruction configuration. Additionally, the instructions describe how the GPT should interact with
the configured actions. Through these actions, the custom GPT receives threat intelligence from MISP.
The instructions include a guide on how to call the actions, and when the retrieved data from the actions
should be used. A mapping is included so the custom GPT knows what data to use for each component
in the threat profiling framework. The Threat Actor Galaxy is mapped to the Threat Actor and Motivation
& Intent components and the MISP events and attributes are used for the Threat Event component.
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Figure 4.2: Overview of the custom GPT design used in this research.

4.5.2. Threat Intelligence setup

The threat intelligence used in this study, is collected using MISP which acts as a centralized repository
for threat intelligence feeds. This setup allows multiple threat intelligence feeds to be accessed and
aggregated through a single interface for further processing and analysis. During this study, MISP was
deployed locally using a Docker container [7], to provide a reproducible environment for data collection
and experimentation.

Initially, a single threat intelligence feed was integrated into MISP to test the functionalities of the cus-
tom GPT and its usefulness for threat profiling. The feed used for testing was the CIRCL OSINT Feed
[6]. This open-source feed is provided by the same organization responsible for maintaining MISP and
has the standard format used in MISP, so it was ready to use and did not require additional configu-
rations. Open-source threat intelligence was used during this research to enable reproducibility in this
setup/configuration.

To retrieve and process data from MISP, the REST API functionality was used through a custom Python
script. Authentication to the MISP instance is handled by using an authentication key in combination
with the MISP server URL, enabling secure access to the platform. The Python script performs API
queries to extract the relevant data from MISP. Subsequently, the retrieved data is filtered and normal-
ized to ensure usability and relevance for integration with the custom GPT.

Filtering of the data involved removing non-essential fields that were not relevant to the threat profiling
framework to reduce noise in the data. In this study, non-essential fields are defined as fields that did
not contribute to identifying or describing threat actors, motivations, threat events, or consequences.
For example, the reference field containing a link to external sources was excluded as it was not needed
for the threat profile itself. After filtering the data, normalization was applied to ensure consistent data
structures. For example, fields such as targeted-countries were combined into a single field containing
all relevant countries, rather than multiple separate entries. This made the data easier to process and
map to the framework.

To enhance the Threat Actor component of the threat profiling framework, the MISP Galaxy "Threat
Actor” [21] was integrated. A galaxy within MISP is a structured knowledge base that describes broader
threat intelligence concepts, such as threat actors, malware families, attack techniques, or sectors.
The Threat Actor galaxy contains clusters that represent threat actors or adversary groups and provide
structured contextual information such as a description of the adversary, aliases, targeted countries
and targeted sectors.
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The Threat Actor galaxy was retrieved using the endpoint POST /galaxy_clusters/restSearch and fil-
tered on the galaxy type "Threat Actor”. Because this research focuses on the financial sector, not all
threat actors in the galaxy were relevant. Therefore, additional filtering was applied to create a data set
with only relevant threat actors. Since the sector relevant information was not used consistently in the
galaxy, all fields were analyzed to identify which contain sector relevant information. This ensured that
all fields that could be used for sector filtering were included. The analysis resulted in applying filters
on the target-sector and cfr-target-category fields. The following filters were used to select the threat
actors relevant to the financial sector:

+ target-sector: Finance, Trade, Bank, Payment, Investment.

+ cfr-target-category: Private sector, Information technology, Finance, Financial, Private Sector,
Financial services, Information Technology.

After filtering the threat actors based on the relevant sectors, the non-essential fields were removed to
reduce noise in the dataset. The remaining fields and their description are listed in Appendix A.1. The
resulting output was a JSON file containing the filtered threat actors and relevant contextual information,
including their description, aliases, known targets, and their motivation. This enriched the Threat Actor
component by providing detailed examples of adversary groups relevant to the financial sector.

To enrich the Threat Event component of the threat profile, MISP events were used as an additional
source of threat intelligence. These events were retrieved using the endpoint POST /events/restSearch.
To reduce noise and outdated information, only events from the past year were included. While the time
frame is relatively broad for threat intelligence, it was selected to identify recurring patterns in threat
events. The filtering for threat events was based on event tags. Only events containing tags related
to the financial sector were used, specifically tags that contained Finance, financial services, or Bank.
Relevant events may have been excluded if they were not tagged consistently or did not contain one
of the selected tags. This was considered an acceptable trade-off, as including all available events
would introduce noise and reduce the contextual relevance of the threat intelligence. By removing the
non-essential fields, the output gave a clear image of when an event occurred, an event description and
additional information like the threat actor or method that is shared in the tags or through the galaxies.
An overview of all fields included in the threat event entries can be found in Appendix A.2.

Finally, to further enrich the Threat Event component, the attributes of MISP events were also collected.
Attributes represent individual data points within an event, such as indicators, technical artifacts, or con-
textual information. These attributes can provide more detailed and technical information about threat
events. The attributes were retrieved through the MISP API using the endpoint POST /attributes/rest-
Search. Since MISP attributes can contain a wide range of information, filtering was applied to retain
only attributes relevant to the threat profiling framework. The selection was based on the MISP at-
tribute categories and types defined in the MISP data model [20]. The following attribute categories
were selected, the descriptions are provided by MISP [20]:

« Attribution: Identification of the group, organization, or country behind the attack.

» Payload delivery: Information about how the malware is delivered.

» Payload type: Information about the final payload(s).

* Persistence mechanism: Mechanisms used by the malware to start a boot.

» Targeting data: Internal Attack Targeting and Compromise Information.
These categories were selected because they provide information that can support the identification and
description of threat events. Payload delivery and payload type can help describe attack patterns, while
persistence mechanisms can support the mapping of observed activity to intrusion-related threat events.

Targeting data helps determine whether the event is relevant to the financial sector. An overview of all
the fields used to describe the attributes can be found in Appendix A.3.

4.5.3. Actions Configuration

There are two elements that enable the connection of the custom GPT with the MISP API: FastAPI [33]
and ngrok [25]. FastAPI acts as the gateway between the GPT and the MISP API. It receives requests
from the custom GPT and translates them into calls for the MISP API, and returns the processed results.
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Because MISP and FastAPI run locally, they are not directly accessible from the internet. To resolve
this, ngrok is used to create a tunnel for the requests between the GPT and FastAPI through a HTTPS
endpoint. Allowing the custom GPT to send requests to the FastAPI gateway.

One of the restrictions of the actions of a custom GPT is that a request cannot take longer than 45
seconds or it will automatically time out. To prevent this timeout, the calls of the gateway are split in
two. When the first request comes in, the job is started in the background. Then once the job is done,
it will get the status 'done’ and can be retrieved and used for the threat profile.

4.6. Validation

In this research, the validation of the threat profiles consists of two elements: technical validation and
expert based validation. Together, these validations are used to determine whether the generated
threat profiles are realistic, relevant, and useful in practice.

4.6.1. Technical validation

The technical validation investigates whether the generated threat profiles are reflected in observed se-
curity monitoring data. Because of the sensitivity of the underlying data, the validation was conducted
and reported at an aggregated level, meaning individual alerts, events, systems or logs were not dis-
closed. The goal of the technical validation is to asses whether the threat profile reflects real world
activity.

For the technical validation a time frame of three months was used. This time frame was selected
to ensure the analysis is focused on recent activity and all data sources could be consulted to get as
much context as possible. Informational and low relevance data was excluded to reduce noise and to
focus on meaningful security data. To validate the threat profiles, the security data was first reviewed
and categorized by data type to support consistent mapping to the threat profile claims later on during
the validation process. For each experiment, one generated threat profile was selected for technical
validation. The claims in these profiles were then separated according to the four components of the
framework and mapped to the corresponding security data where possible.

Each component was validated using a different approach. Threat Event claims were directly mapped,
Motivation & Intent and Threat actors were partially mapped using the security data, and partially
through inferring from threat events. Finally, Consequences were validated using both technical evi-
dence and reasoned inference. Some consequences could be linked to observed threat event patterns,
while others required interpretation based on known impact relationships, regulatory expectations, or
expert judgment.

To classify the technical validation results, four validation categories were used: supported, partially
supported, not observed, and not assessable. These categories were applied to each claim in the
generated threat profiles. See the definition of each of these categories below.

» Supported: Relevant activity patterns were observed in the available validation data.
+ Partially supported: Weak, indirect, or benign-but-relevant indicators were observed.

* Not observed: The claim could be assessed with the available data sources, but no relevant
activity was found during the selected time frame.

* Not assessable: The available validation data did not provide sufficient visibility to assess the
claim.

To demonstrate how the validation categories were used, the following example is provided. Suppose
that a threat profile contains phishing as one of the threat event claims. This claim would be supported
when the available data contains relevant detections matching this threat event, so there would be
confirmed phishing activity. It would be partially supported when related but low-confidence indicators
are present, indicating that the activity resembles the threat event but it does not confirm that the event
truly occurred. In this case, an email that looks like phishing was received, but it cannot be confirmed
that it is a phishing mail. It would be not observed when the relevant data sources were checked but
no matching activity was found, so no phishing attempts have been found in the data. It would be not
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assessable when the available validation sources do not include email, web, or other data sources
capable of detecting this type of activity.

4.6.2. Expert Based Validation

The expert based validation focuses on evaluating the quality and practical usefulness of the generated
threat profiles. Three participants with experience in cybersecurity, either through academic research or
professional practice, were asked to evaluate the generated threat profiles using the evaluation rubric
defined in Table 4.2. The evaluation rubric was created to assess whether a component is present, how
well itis described, and how useful itis within the overall threat profile. Therefore, this validation step can
be seen as validating the usefulness of the profiles. Since the initial runs were solely evaluated by the
researcher, this validation step helps reduce individual bias and provides a more balanced assessment
of the threat profiles.

The expert based validation was analyzed using the mean and standard deviation of the expert scores.
The mean score was used to represent the central score of the expert valuations, while the standard
deviation was used to assess the level of agreement between the experts. A low standard deviation
would indicate that the experts assigned similar scores, whereas a higher standard deviation indicates
more variation in their evaluations.

Since the evaluation rubric scores on a scale of 0-5, the following interpretation was applied to the
standard deviation:

» A standard deviation between 0 and 0.5 indicates low variance, meaning that the experts strongly
agree.

» A standard deviation between 0.5 and 1 indicates moderate variance, meaning that the experts
differ slightly in their evaluations.

» A standard deviation larger than 1 indicates high variance, meaning that the experts disagree
substantially.



Results

This chapter presents the results of the prompt engineering experiments conducted using the developed
threat profiling framework. The process of improving the threat profiles is based on a combination
of understanding the functionalities of ChatGPT and the prompt engineering process to get the best
possible threat profile. These results provide insight into how ChatGPT and the custom GPT can
support the creation of threat profiles.

5.1. Zero-Shot Prompting

While there are threat landscape reports available for different sectors, which provide a broad overview
of threats in the respective sector, threat profiles for organizations are not publicly available. Therefore,
the initial tests will be performed by using zero-shot learning. This will create a general understanding
of ChatGPT’s knowledge on threat profiling, it guides the experiments to see where improvement is
needed, and what data could be useful to add.

5.1.1. Model Selection

To determine the difference between the available ChatGPT models, the LLM has been tested using
a simple prompt to get a sense of its basic knowledge about threat profiling, and to get a better under-
standing of how the different models process prompts and deliver outputs.

Table 5.1 shows the results of these initial experiments. Based on the evaluation rubric in Table 4.2,
the Pro model performed best with this prompt. This model takes more time to think, so it can generate
better responses. The generated threat profile has a threat actor first narrative, giving the relevant
motivations, threat events and consequences for each individual threat actor. The Pro model searched
the internet to improve its answer, by including relevant information from 177 sources that were found
online. The Thinking model scores second best, and follows a similar approach by combining threat
actors and their motivations, and combining threat events and their respective consequences, followed
by explicitly mentioning the most important consequences. Just like the Pro model, the Thinking model
searches the internet for relevant information. The main difference is that the Thinking model spends
less time searching for sources, and only used 81 sources. The Instant model generated lists for each
component, including very generic examples without any clarification. Finally, the Auto model gave
the impression that it was a combination of the Instant and Thinking models, where some information
about the components is quite limited while other parts include examples.

Overall, all generated threat profiles provide an overview of common threats for an organization. How-
ever, the profile style differs clearly between the models. Despite the differences in presentation, the
profiles remain mostly descriptive, and lack contextual details about the organization or sector. As a
result, the generated profiles offer limited practical value. They provide a broad overview of threats,
but give limited information that helps organizations in their defensive strategy against threats.

24
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| Auto | Instant | Thinking | Pro
Threat Actor 2 2 3 3
Motivation & Intent | 1 1 3 3
Threat Events 3 2 3 4
Consequences 2 2 3 4

Table 5.1: Results of running the same prompt on different models. The Pro model scores best, while the Instant model has
the lowest scores.

5.1.2. Establishing a Baseline for Zero-Shot Learning

The results from subsection 5.1.1 showed considerable variability in output formats. To encourage
more consistency, an explicit output pointer was added to the prompt. Previous experiments showed
that ChatGPT has a tendency to structure response as lists. Therefore, the concise bullet points were
selected as the most natural output format. This format was not considered the final intended style for
the threat profiles, instead it was used to test whether an output pointer could lead to more consistent
results.

After testing the prompt several times, the output stayed consistent throughout all attempts. However,
after evaluating the output, it was clear that this prompt creates worse threat profiles than previous
experiments, the output was very generic and not context specific. Table 5.2 shows that the prompt
scores lower for at least three of the four components when comparing with the scores from the Thinking
or Pro model in Table 5.1, which is a significant decline in performance. Although the structure of the
response became more stable, the content became more generic and less context specific. As a result,
consistency in output format alone is not enough, since it may come at the cost of performance.

| Mean Score
Threat Actor 2
Motivation & Intent 2
Threat Events 2.6
Consequences 3

Table 5.2: The mean evaluation scores after including an output pointer in the prompt. While the output was more consistent,
the scores were lower than previous experiments.

5.1.3. Framework Guided Zero-Shot Learning

To improve the quality of the generated threat profiles, the entire framework from Table 4.1 was included
in the prompt. Adding the framework gives ChatGPT more guidance to what is expected to be in the
threat profile, as the framework includes all dimensions and example values for the dimensions. The
goal was to get a more structured output, since the framework provides guidance for the generation of
threat profiles.

Testing the prompt across five runs showed a slight improvement in the Threat Actor score, while the
scores of the other components did notimprove, as shown in Table 5.3. The score for Motivation & Intent
stayed the same, while Threat Events and Consequences decreased when comparing to Table 5.2. The
improvement in the Threat Actor component was caused by profiles including more information about
the threat actors, which confirms that ChatGPT used the threat profiling framework. For the Threat
Event and Consequences components, more information was also provided, but ChatGPT failed to
make it context specific, which led to lower scores.

The adjustment to the prompt did not result in better scores, they remain similar to the scores from
Table 5.2. Although the inclusion of the framework ensured that more information was provided, this
did not lead to better explanations in the generated threat profiles. The output lacked context-specific
details needed to make the profile relevant to the financial sector, which makes the overall result in-
sufficient and not directly applicable for organizations. A possible explanation is the requested output
format. The prompt currently asks for concise bullet points, while a threat profile is better suited to a
more report-like form in which components can be connected and their relationships are made explicit.
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| Mean Score
Threat Actor 2.6
Motivation & Intent 2
Threat Events 2.4
Consequences 2.8

Table 5.3: The mean evaluation scores of the five prompt runs. The scores did not improve by adding the threat profiling
framework to the prompt.

Therefore, simply adding the framework to the prompt is not sufficient to improve performance. The
output and performance remained consistent across the runs, but the scores did not improve, suggest-
ing that the output pointer may be the bottleneck.

5.1.4. Updated Zero-Shot Prompt

The previous experiments showed that the current prompt was not sufficient to generate a coherent
threat profile, due to the limited output pointer. Therefore a different approach was used. The new
prompt was divided into four parts: role, task, context, and output format. First, ChatGPT was as-
signed the role of a threat intelligence analyst specializing in the financial sector in the Netherlands, to
guide the type of knowledge and perspective expected in the response. Secondly, the task was defined
as generating a threat profile that describes threat actors, motivation & intent, threat events, and con-
sequences. Next, the prompt included additional context by specifying the scope and constraints, like
keeping it sector relevant and explicitly state when information is unknown, and the complete threat
profile framework is given to establish was information is expected in the threat profile. Finally, the
output format was divided into two parts. Part A contained the reference components that define the
building blocks of the threat profile, while part B required a coherent threat profile, including an ex-
ecutive summary, threat landscape, threat actor profiles, common attack chains, and an impact and
consequences summary. Dividing the output into two parts was expected to improve the quality of
the generated threat profile, as it gives the model more guidance and encourages a more structured
reasoning process when generating the second part of the threat profile.

| Mean Score
Threat Actor 4
Motivation & Intent 3
Threat Events 4
Consequences 4

Table 5.4: The mean evaluation scores of the five prompt runs after changing the prompt. All four components scored better
than the previous experiments.

Table 5.4 shows that the mean score of all four components improved compared to the previous experi-
ments. This emphasizes the importance of selecting the right output pointer in a prompt. It is important
to clearly describe what you want, otherwise ChatGPT may not generate it as intended. These tests
also show that a clear prompt contributes to more consistent outputs. The scores across the different
runs are very similar, which indicates that the results are consistent as well.

Threat profiling is a domain-specific task, so improvements from this point on will probably be limited,
as additional specialized data is required. Although the current prompt produces better and more
consistent threat profiles, the output is still limited in how useful it is for organizations. To make the
profiles more actionable in practice, threat intelligence data will be added, so the generated profiles
better reflect the actual threat landscape, and relevant threats.
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5.2. Custom GPT

The final experiments from the zero-shot prompting phase showed that ChatGPT can achieve strong
overall scores when guided by a clear and structured prompt. However, the generated profiles still
lacked clear prioritization and consistent likelihood assessments, and the data lacked actionable details
to support practical use. To examine whether these limitations could be reduced, the next step was
to develop a custom GPT, as this offers more flexibility and customization than the regular ChatGPT
interface. This allows the combination of a fixed instruction set with additional threat intelligence data
from MISP to enhance the generated threat profile.

5.2.1. Comparison to ChatGPT

Before the connection with MISP was implemented, a comparison was made between ChatGPT and
the custom GPT. This comparison was done to better understand how both models used the provided
data and to determine if any differences appeared when only a file was added. It was also used to
assess whether the custom GPT needed further refinement to ensure that its evaluation scores were
at least equal to those of ChatGPT. The experiment was performed by providing both models with an
export of 100 threat events from MISP in a .json file, together with the prompt from Section 5.1.4. Only
a small sample of unfiltered threat intelligence data was used to avoid introducing too much noise that
could immediately affect the threat profile. At the same time, this setup provided an indication of how
both ChatGPT and the custom GPT handled data, including how they dealt with information that was
not directly relevant to the generated profile.

| Mean ChatGPT | Mean Custom GPT

Threat Actor 4 4
Motivation & Intent 3 3
Threat Events 4 4
Consequences 4 4

Table 5.5: The mean scores of both ChatGPT and the custom GPT runs when including 100 threat attribute samples. The
GPTs score similar, showing that they work similar.

The mean evaluation scores of testing the prompts five time for each model, are shown in Table 5.5.
These results show that both models perform similarly. This was further confirmed upon inspection of
the generated outputs, which showed that the threat profiles were similar as well. The main difference
between ChatGPT and the custom GPT is how the provided threat intelligence was used. ChatGPT
generally used a single threat actor as an example, without assessing whether or not that actor was
relevant to the context. Conversely, the custom GPT mainly used the threat intelligence in the second
part of the threat profile, specifically in the Actor Profile and the Common Attack Chains sections. In
two runs, the custom GPT explicitly stated that the provided information was not specifically relevant
to the specified region, and hence would not used as an example. However, the underlying approach
was still used to construct a possible threat event for the requested region.

These experiments indicate that there is no significant difference in performance between the custom
GPT and ChatGPT. The instructions configured in the custom GPT appear to operate in a similar man-
ner to prompts entered manually in ChatGPT, suggesting that no further refinement of the custom
GPT instructions is required to achieve similar performance. Although both models produce similar
outcomes, the main advantage of the custom GPT is its improved efficiency. The threat intelligence
data does not need to be manually attached to each prompt, as it is stored in the GPT’s knowledge
base during configuration and can be accessed whenever a threat profile needs to be generated. And
since the instructions include the elaborate prompt, the user can just use the prompt “create a threat
profile for me”. This reduces both time and manual effort from a user. A logical next step would be to
build on this efficiency by adding an action that calls the MISP API, allowing threat intelligence data to
be retrieved directly from MISP rather than being downloaded and uploaded manually.
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5.2.2. Threat Intelligence Enrichment

To build on the efficiency advantage of the custom GPT, threat intelligence from MISP was used to enrich
the generated threat profiles. This allows the model to include more relevant and recent examples,
making the profiles more tangible. Because unfiltered threat intelligence can introduce substantial
noise, the MISP data is filtered before the custom GPT receives it. The instructions were also updated
to clearly indicate when the MISP data should be used, to ensure that the GPT analyzes and applies
the data in the intended way. More specifically, threat actor information is used for the Threat Actor
component, and when applicable, for the Motivation & Intent component, while threat attributes and
threat events are used for the Threat Event component.

| Mean Score
Threat Actor 4
Motivation & Intent 3
Threat Events 4
Consequences 4

Table 5.6: The mean evaluation scores of the five prompt runs after enriching the threat profile with threat intelligence from
MISP. The scores did not improve compared to the previous experiments.

The addition of more threat intelligence did not lead to an improvement in evaluation scores, which re-
mained similar to those after the last prompt adjustment. This indicates that performance has stagnated,
despite the generated threat profiles becoming richer and more specific. The added threat intelligence
resulted in more concrete examples, such as named threat actor groups and malware families, making
the profile more tangible, less generic, and more actionable for practical use. However, this did not
result in higher scores. A likely explanation is that the instructions do not explicitly describe the criteria
needed to achieve the highest possible scores, which causes not all components being mapped to all
other components, inconsistent prioritization, and missing likelihood assessments. Compared to the
previous experiment with the small threat intelligence sample, the custom GPT no longer indicated
that part of the threat intelligence was irrelevant, which may suggest the filtering was effective and
the data could be used more directly in the generated profile. This suggests that further improvement
does not depend on adding more data alone, but on refining the prompt so the relationships between
components, as well as prioritization and likelihood assessments are made explicit.

5.2.3. Score Maximization Adjustment

As stated in subsection 5.2.2, refining the prompt may improve the evaluation scores. To maximize the
score, the prompt was adjusted to explicitly state that all components must be linked to each other, that
a likelihood assessment must be included for all components, and a prioritization must be given for the
most relevant items within each component. Because the prompt is explicitly tailored to the highest
score in the evaluation rubric, it introduces a lot of bias. The instructions tell the custom GPT exactly
what to do to achieve the highest possible score for each component. However, this does not mean
that the custom GPT will automatically generate a perfect-scoring threat profile. Instead, it is given
the right conditions to construct such a profile. To better understand the effects of this bias, a second,
more neutral prompt was created without these explicit instructions. This allows the natural behavior of
the custom GPT to be observed when it is not guided towards consistent mapping, prioritization, and
likelihood assessments.

| Mean Neutral Prompt | Mean Maximization Prompt

Threat Actor 4 5
Motivation & Intent 3 4
Threat Events 4 5
Consequences 3 4

Table 5.7: The mean evaluation scores for both the score maximization experiment and the neutral prompt. The results
indicate that score maximization improves the threat profile significantly, and that the results would not improve without the
explicit score maximization instructions.
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Table 5.7 shows that the custom GPT achieves the maximum score for the Threat Actor and Threat
Event components, while Motivation & Intent and Consequences both improve by one point. These
two components do not reach the maximum score because they lack stronger analytical descriptions.
Compared to the neutral prompt, the maximizing prompt scores one point higher on all components,
showing that structural requirements can significantly improve the evaluation scores. Nevertheless,
Motivation & Intent and Consequences remain the lowest-scoring components, indicating that further
improvement depends less on the output structure and more on the analytical depth of the generated
output.

Experiment Threat Actor Motivation & Intent Threat Events Consequences
Zero-Shot Baseline 2 2 2.6 3

Framework Guided 2.6 2 2.4 2.8

Prompt Adjustment 4 3 4 4

Custom GPT 4 3 4 4

Score Maximization 5 4 5 4

Table 5.8: Summary of the mean scores across all experiments. The results show a clear improvement in all components as
the prompt design becomes more structured and tailored.

Table 5.8 shows that the evaluation scores improved as the prompt design became more structured and
specific. The Zero-Shot Baseline and Framework Guided experiments received relatively low scores
across all components, indicating that the generated threat profiles were insufficiently cohesive. The
Prompt Adjustment experiment caused an improvement in all evaluation scores. The custom GPT
achieved similar scores, suggesting that the additional threat intelligence did not contribute to the co-
hesiveness of the threat profiles. But the threat intelligence did make the claims in the threat profiles
more specific. Finally, the Score Maximization experiment achieved the highest scores overall, with
maximum scores for Threat Actor and Threat Events, and an improvement for Motivation & Intent and
Consequences. This indicates that explicitly instructing the model to include prioritization, likelihood
assessments, and mappings between components improved the evaluation scores of the generated
threat profile. However, Motivation & Intent remained one of the lower scoring components across all
experiments, this suggests that this component is more difficult to describe with analytical depth for the
LLM.



Validation

As stated in Chapter 4, the threat profile validation step is divided into two parts: a technical validation,
and an expert based validation. In the technical validation, the goal is to determine if the generated
threat profiles reflect the real world. And the expert based validation evaluates the quality and practical
usefulness of the threat profiles.

6.1. Technical validation

Due to the sensitive nature of the security monitoring data, validation results are presented at an ag-
gregated level. The validation focuses on the presence of patterns corresponding to the components
of the threat framework. For the Threat Event component this will be directly through an analysis of
the validation data. While Threat Actors and Motivation & Intent will be inferred from threat events, and
consequences will be inferred from available evidence and knowledge. As explained in Section 4.6.1,
each claim was classified into one of four categories: Supported, Partially Supported, Not Observed,
and Not Assessable. To clarify how these categories were applied to claims, Figure 6.1 presents the

corresponding decision tree.

Yes

Does the observed

evidence directly
/_ support the claim?

Yes No
Were relevant activi \ )
patterns observed;y Partially Supported
No

Yes
Not Observed
Can the claim be assessed
with the available
Not Assessable

validation data?

No

Figure 6.1: Decision Tree used to classify each claim during the technical validation.
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The Zero-Shot Baseline experiment had eight supported claims and seven partially supported claims
out of 30 total claims, as shown in Table 6.1. This means that half of the claims were at least partially
supported by the available security data. Threat Actor, Threat Event, and Consequences each had
four claims that were classified as not assessable. In total, 14 out of 30 claims were not assessable,
while only one assessable claim was not observed.

Not Not Partially
Component assessable observed supported Supported  Total
Threat Actor 4 0 0 3 7
Motivation & Intent 2 0 3 2 7
Threat Event 4 1 2 2 9
Consequences 4 0 2 1 9
Total 14 1 7 8 30

Table 6.1: Technical validation results for the Baseline Experiment. From the 30 claims, eight were directly supported by the
data, and seven claims were only partially supported.

The technical validation results of the Framework Guided experiment are shown in Table 6.2. In this
experiment, seven claims were supported and seven claims were partially supported. Which means
that 14 out of 26 claims were at least partially supported. Again, Threat Actor, Threat Event, and
Consequences are tied for most claims that were not assessable, while only two assessable claims
were not observed in the data.

Not Not Partially
Component assessable observed supported Supported  Total
Threat Actor 3 0 1 2 6
Motivation & Intent 1 0 2 2 5
Threat Event 3 1 3 2 9
Consequences 3 1 1 1 6
Total 10 2 7 7 26

Table 6.2: Technical validation results for the Framework Guided Experiment. Out of the 26 claims, 7 were fully supported and
7 were partially supported.

Table 6.3 shows the technical validation results of the Prompt Adjustment experiment. In total, seven
claim were fully supported and nine were partially supported, meaning that close to half of the claims
were at least partially supported. The consequences component had five claims classified as not as-
sessable, which was the highest number among all components. In total, five assessable claims were
not observed in the data, which is higher than in the previous experiments. And compared to the pre-
vious experiments, fewer claims were classified as not assessable. This suggests that the Prompt
Adjustment experiment produced more claims that could be evaluated using the available validation
data. However, this also resulted in more claims being classified as not observed, because they were
not reflected in the data during the selected time frame.

Not Not Partially
Component assessable observed supported Supported  Total
Threat Actor 2 0 1 2 5
Motivation & Intent 3 0 3 1 7
Threat Event 2 2 3 3 10
Consequences 5 3 2 1 1"
Total 12 5 9 7 33

Table 6.3: Technical validation results for the Prompt Adjustment Experiment.
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Table 6.4 presents the technical validation results of the Custom GPT experiment. In total, there were
36 claims to validate, eight claims were fully supported and eight partially supported. Meaning that
16 claims were at least partially supported by the data. This experiment had the highest number of
not assessable claims, the Consequences component contained the largest number of not assessable
claims. Additionally, five claims were classified as not observed, of which four were Threat Events clas-
sified as not observed. Compared to the Prompt Adjustment experiment, the custom GPT generated
more claims that were not assessable. This suggests that the custom GPT generated more specific or
detailed claims, making the components harder to validate technically.

Not Not Partially
Component assessable observed supported Supported  Total
Threat Actor 2 0 2 2 6
Motivation & Intent 4 0 2 2 8
Threat Event 4 4 2 2 12
Consequences 5 1 2 2 10
Total 15 5 8 8 36

Table 6.4: Technical validation results for the Custom GPT Experiment. From the 36 claims made, 8 were fully supported and
8 were partially supported.

The results of the technical validation of the Score Maximization experiment are shown in Table 6.5.
From the 33 claims that were made, seven are fully supported and nine partially supported by the
validation data. This means that 16 out of 33 claim were at least partially supported. The Score Max-
imization experiment had fewer not assessable claims compared to the Custom GPT experiment. As
in the other experiments, several not assessable claims were found in the Consequences component,
showing that this component is difficult to validate using technical monitoring data alone. The results
suggest that the Score Maximization experiment produced a profile with a similar level of support as the
Prompt Adjustment experiment, but with stronger structure and more explicit component relationships.

Not Not Partially
Component assessable observed supported Supported  Total
Threat Actor 2 0 2 1 6
Motivation & Intent 2 1 2 2 7
Threat Event 3 2 1 4 10
Consequences 5 1 4 0 10
Total 12 4 9 7 33

Table 6.5: Technical validation results for the Score Maximization Experiment.

Table 6.6 shows that the early zero-shot experiments achieved a higher support rate than some of
the more elaborate prompts. The support rate is the percentage of supported and partially supported
claims. This may be because the earlier outputs contained more general claims, which were easier
to match to the available validation data. In contrast, the later experiments produced more detailed
and specific claims, which made them harder to validate technically. Across all experiments, a large
number of claims were classified as not assessable. This suggests that technical monitoring data alone
is not sufficient to validate a complete threat profile, especially for claims related to actor attribution,
motivation, business impact, or consequences. The results also show that optimizing a prompt for
the evaluation rubric does not automatically make every generated claim technically verifiable. While
prompt optimization improved structure and completeness, some claims still required evidence that
was not available in the validation data.
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. Not Not Not Partially Support
Experiment assessable observed supported supported Supported  Total rate
Baseline 14 1 0 7 8 30 50.00%
Framework Guided 10 2 0 7 7 26 53.85%
Prompt Adjustment 12 5 0 9 7 33  48.48%
Custom GPT 15 5 0 8 8 36 44.44%
Score Maximization 12 4 1 9 7 33  48.48%

Table 6.6: Comparison of technical validation results across experiments. The support rate was calculated as the percentage
of supported and partially supported claims.

6.2. Expert based validation

For the expert based validation, three experts evaluated the generated threat profiles using the evalua-
tion rubric from Table 4.2. For each experiment, the mean and standard deviation of the expert scores
were calculated for each component. The expert scores were then compared to the baseline results
presented in Sections 5.1 and 5.2. Experiments that were only conducted to better understand the
behavior of ChatGPT and the custom GPT were left out of the expert based validation, as they were
not specifically aimed at improving the quality of the threat profiles. Section 4.6.2 explained how the
standard deviation values were interpreted. For clarity, Table 6.7 provides a summary of the applied
interpretations.

Standard Deviation Range Variance Interpretation

0-0.5 Low Experts strongly agree.
05-1.0 Moderate Experts differ slightly.
>1.0 High Experts disagree substantially.

Table 6.7: Interpretation of standard deviation values used for the expert based validation.

The first experiment included in the expert based validation is the Zero-Shot Baseline experiment. In
this experiment, the prompt instructed the model to generate a threat profile using concise bullet points
as the output format. This format was selected because earlier observations showed that ChatGPT
tends to use a similar structure when no explicit output format is provided. Therefore, this experiment
functions as a baseline that is closest to ChatGPT’s natural response style.

Baseline Expert1 Expert2 Expert3 ExpertMean Std. Dev.

Threat Actor 2 2 2 2 2 0
Motivation & Intent 2 2 2 2 2 0
Threat Events 2.6 2 2 3 2.33 0.58
Consequences 3 2 2 1 1.67 0.58

Table 6.8: Validation of the zero-shot baseline experiment. The experts uniformly agree on the scores for Threat Actor and
Motivation & Intent, while there is some variation in judgment for the Threat Events and Consequences components.

The experts evaluations show uniform agreement for the Threat Actor and Motivation & Intent com-
ponents, all experts assigned the same scores as the baseline evaluation, as can be seen in Table
6.8. For the Threat Events and Consequences components, the standard deviation is 0.58, indicating
some variation in expert judgment. The expert mean for the Consequences components is lower than
the baseline results. This suggests that the baseline evaluation may have assessed this component
more positively than the experts did. Overall, the zero-shot baseline produces limited scores across all
components, indicating that the quality and usefulness of the threat profiles is not sufficient.

The next experiment included in the expert based validation is the Framework Guided experiment. This
experiment extended the prompt by including the threat profiling framework. The goal was to provide
the model with clearer guidance on the expected components and dimensions of a threat profile.
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Baseline Expert1 Expert2 Expert3 Expert Mean Std. Dev.

Threat Actor 2.6 2.8 34 4 34 0.60
Motivation & Intent 2 2 2.8 3 2.6 0.53
Threat Events 2.4 2.4 3 3 2.8 0.35
Consequences 2.8 2.4 2.8 2 2.4 0.40

Table 6.9: Expert validation results for the framework guided zero-shot experiment. There is slight variance for Threat Actor
and Motivation & Intent, while there is a strong agreement for Threat Events and Consequences.

The expert evaluations show strong agreement for the Threat Events and Consequences components,
with a standard deviation of 0.35 for Threat Events and 0.4 for Consequences. The expert scores
differ slightly for Threat Actor and Motivation & Intent, the standard deviations remained close to 0.5
indicating only slight variance for these components. The expert mean for Threat Actor, Motivation &
Intent, and Threat Events are higher than the baseline result, while the expert mean of Consequences
is lower. This suggests that the baseline evaluation for this experiment may have been assessed more
strict than the experts did. Ultimately, the scores remain relatively low, indicating that the threat profiles
are not considered useful and complete.

The subsequent experiment included in the expert based validation is the Prompt Adjustment experi-
ment. In this experiment, the prompt was redesigned to improve the threat profile quality. The output
was clearly divided into two parts: first, an overview of reference components, and second, a coherent
threat profile build from the components of these reference components.

Baseline Expert1 Expert2 Expert3 Expert Mean Std. Dev.

Threat Actor 4 4 4 5 4.33 0.58
Motivation & Intent 3 2 3 4 3 1
Threat Events 4 4 4 5 4.33 0.58
Consequences 4 4 4 4 4 0

Table 6.10: Expert validation results for the adjusted zero-shot prompt experiment. The results show improved scores across
most components, with strong expert agreement on Consequences and disagreement on Motivation & Intent.

Table 6.10 shows that the adjusted prompt resulted in higher expert scores compared to the previous
experiments. Threat Actor and Threat event received an expert mean of 4.33 and have a standard
deviation of 0.58, indicating slight variation between expert evaluations. Consequences obtained an
expert mean of 4, with standard deviation 0, showing the experts fully agreed on the evaluation of this
component. The Motivation & Intent component received a mean score of 3 with a standard deviation of
1, indicating large variation in expert judgment. This suggests that experts interpreted the usefulness of
this component differently. Compared to the baseline scores, the expert means are similar, indicating
that the initial evaluation and expert validation are largely aligned for this experiment. Overall, the
adjusted prompt clearly improved the generated threat profiles, although Motivation & Intent remains
the weakest component.

The following experiment for expert based validation is the Custom GPT experiment. During this exper-
iment, the custom GPT retrieves data from MISP to enrich the threat profiles with threat intelligence.

Baseline Expert1 Expert2 Expert3 Expert Mean Std. Dev.

Threat Actor 4 4 4 4 4 0
Motivation & Intent 3 3 3 4 3.33 0.58
Threat Events 4 4 4 4 4 0
Consequences 4 4 4 4 4 0

Table 6.11: Expert validation results for the Custom GPT experiment. The results show that Motivation & Intent is the only
component with any variance.



6.2. Expert based validation 35

The expert evaluations show strong agreement for the Threat Actor, Threat Events, and Consequences
components. All three components received an expert mean score of 4 and a standard deviation
of 0, as shown in Table 6.11. The only component with variation is Motivation & Intent , it received
an expert mean score of 3.33 and a standard deviation of 0.58. Indicating again that Motivation &
Intent remains the weakest component and is more difficult to evaluate consistently. Compared to the
baseline evaluation, the expert scores are largely aligned. These results suggest that the threat profiles
generated in the Custom GPT experiment are considered useful and mostly complete by the experts,
although Motivation & Intent still requires improvement.

The final experiment included in the validation is the Score Maximization experiment. In this experiment,
the prompt was adjusted in an attempt to get the maximum evaluation score by explicitly stating the
requirements for each component.

Baseline Expert1 Expert2 Expert3 Expert Mean Std. Dev.

Threat Actor 5 5 5 5 5 0
Motivation & Intent 4 5 44 5 4.8 0.35
Threat Events 5 5 5 5 5 0
Consequences 4 5 5 5 5 0

Table 6.12: Expert validation results for the Score Maximization experiment. The results show near-maximum scores and
strong expert agreement.

The results in table 6.12 show full agreement for Threat Actor, Threat Events, and Consequences.
These components all received an expert mean score of 5 and a standard deviation of 0. The only
component with variation is Motivation & Intent , which received an expert mean score of 4.8 and a
standard deviation of 0.35. Indicating that experts still evaluated Motivation & Intent slightly differently,
although the overall score is high. Compared to the baseline evaluation, the experts assessed the
output more positively, particularly for Motivation & Intent and Consequences. The results indicate that
the Score Maximization experiment produced the most complete and useful threat profiles.

Table 6.13 summarizes the expert mean scores across all experiments and follow a similar progression
in performance as the baseline evaluation. This confirms that the improvements observed during the
prompt engineering phase are also reflected in the expert evaluations.

Motivation & Intent remains the lowest scoring component across all experiments. Once the threat pro-
files became more elaborate due to prompt adjustments, Motivation & Intent had the highest standard
deviation, compared to the other components. This indicates that this components is most difficult to
evaluate and the experts interpret the results for this component differently. But despite these disagree-
ments, they did agree on the evaluation of the other components, especially for the Score Maximization
experiment. The maximum scores show that the threat profile is considered well described, and the
components are considered useful. Concluding that the Score Maximization threat profiles are useful.

Experiment Threat Actor Motivation & Intent Threat Events Consequences
Zero-Shot Baseline 2 2 2.33 1.67
Framework Guided 3.4 2.6 2.8 2.6

Prompt Adjustment  4.33 3 4.33 4

Custom GPT 4 3.33 4 4

Score Maximization 5 4.8 5 5

Table 6.13: Summary of expert mean scores across all experiments. The results show a clear improvement in all components
as the prompt design becomes more structured and tailored. The highest scores are achieved in the score maximization
experiment, while Motivation & Intent is the lowest scoring component across all experiments.



Discussion

7.1. Interpretation of the results

The results suggest that ChatGPT can support the development of threat profiles, but that the quality of
the generated threat profile strongly depends on the quality of the prompt. The score progression across
the experiments support this claim, when the prompt described more clearly what was expected in the
threat profile, the evaluation rubric scores increased. Using threat intelligence to enrich the threat profile
helped make the profiles more concrete and tangible, but it did not directly result in higher evaluation
scores. The technical validation became more difficult for the enriched profiles, because the generated
claims became more specific and were therefore harder to confirm using the available validation data.

The LLM supports the threat profiling process by performing an analysis on all data, interpreting this
data, map it to the provided framework, prioritize claims, and then generate the threat profile. This
means that users mainly need to provide additional data if they want to include data that the LLM
cannot access itself. After the threat profile has been generated, the user has to review and validate
the output. A visual representation of this process is shown in Figure 7.1. While the LLM reduces
the manual effort required for some labor-intensive steps, it also introduces a new step in the process:
validating and reviewing the generated threat profile. This new step still requires expert knowledge,
because the user must assess whether the claims in the threat profile are accurate and relevant.

The experiments show that prompt engineering had stronger effect on the quality of the generated
frameworks than including domain specific data. The initial prompts generated generic threat profiles,
but each prompt adjustment yielded better evaluation scores. The final adjustment in the Score Maxi-
mization experiment emphasized the importance of explicitly describing what is expected from the LLM.
By clearly describing what a threat profile should contain and how each component in the profile should
be mapped to one another, the threat profiles received near maximum evaluation scores. This observa-
tion is supported by the findings of Huang et al. [13], Shenoy and Mbaziira [36], and Priescu et al. [29]
that the prompt design is a key requirement for cybersecurity tasks. Adding threat intelligence to the
threat profiles provided more details which made the profiles feel less generic. Although this improved
the readability of the threat profile, this was not reflected in the evaluation as the rubric mainly focused
on the creation of a cohesive threat profile.

The technical validation shows that more cohesive results do not necessarily lead to more verifiable
results, while the expert validation scores increased as the threat profiles became more structured
and cohesive. As the prompts included more data and produced more coherent outputs, the claims
made in the threat profiles also became more specific. This made some claims harder to validate using
the validation data. In one case, an activity observed in the validation data was not included in the
generated threat profile, because the LLM focused on creating specific threat actor profiles and the
activity could not be mapped to those profiles. This suggests a trade-off between actionability and
verifiability, a generic threat profile may be easier to validate because it contains broader claims, while
a more specific threat profile may be more useful to experts but harder to confirm using the validation
data. Therefore, the validation method should match the type of claim being assessed.

36
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Figure 7.1: A visual representation of the threat profiling process when using an LLM.

7.2. Answers to sub-questions
In Section 4.1, three sub-question were defined to support answering the main research question. In
this section, the findings of this research are summarized by answering each sub-question.

SQ1: What input data and prompts are required for an LLM to generate a threat profile?

The results show that the prompt needs to clearly describe what the generated threat profile should
contain. In this research, this meant that the complete threat profiling framework had to be included
in the prompt, together with all components and dimensions. The prompt also needed to explicitly
describe how the components should be linked, and that prioritization and likelihood assessments
should be included. The highest evaluation scores were achieved when the prompt clearly described
these details.

The addition of threat intelligence was not required to generate a threat profile with high evaluation
scores. The experiments show that a well structured prompt can still receive above average scores
without extra data. The true value of the threat intelligence was not measured with the evaluation rubric.
It helped provide more specific examples, such as threat actors, attack methods, and indicators. This
makes the threat profile more concrete and helps organizations better understand the components of
the threat profile.

SQ2: Which steps in the threat profiling process can be automated or supported using an LLM?

The LLM can support several steps in the threat profiling process. Data collection can be partially
supported, since the LLM can search for publicly available information online. However, if internal
sources such as network logs or internal threat intelligence are preferred then these should be provided
by the user and they will have to create an APl connection to let the LLM automatically retrieve this
data.
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Once the data is collected, the LLM can support the analysis of the data, the mapping of information to
the threat profiling framework, the prioritization of threats, and the generation of the final threat profile.
This means that several labor-intensive steps can be supported by the LLM. Once the threat profile
has been generated, it is the responsibility of the user to review and validate the profile before it can
be used within the organization.

SQ3: How can the generated threat profiles be validated to assess their quality and reliability?

The generated threat profiles can be validated by assessing whether the profiles are realistic and rele-
vant, and by assessing the quality of the generated output. In this research, the relevance and realism
of the threat profiles were validated using security monitoring data. This enabled to check whether
generated claims occurred in the validation data. However, the validation also showed that more data
sources are required to perform a complete technical validation.

The technical validation demonstrated that different components of a threat profile require different
types of evidence, one validation source is not sufficient. Threat events can be validated using sources
such as network traffic data, system logs, SOC data, and security portal alerts. Threat actors are
more difficult to validate and may require incident reports, threat intelligence, or attribution information.
Motivation and intent often require inference based on the type of actor, the attack method, and the
target. Consequences may require additional context, such as business impact information, regulatory
requirements, or previous incident consequences.

The quality of the generated threat profiles can be validated using an evaluation rubric. In this research,
the rubric assessed whether the profiles were complete, structured, and cohesive. However, future
evaluations should also include the applicability and usefulness of the profile for an organization. This
would make it possible to assess not only whether the threat profile is well-structured, but also whether
it is practically useful for decision-making.

7.3. Future Work

One of the main suggestions for future work is testing the different models and modes of ChatGPT. The
Pro model, extended thinking mode, and deep research mode enable the LLM to do online research.
This could reduce the information collection phase even further by letting the LLM perform part of this
work. These modes are also more advanced and take more time to generate answers, which could
result in better threat profiles. Another suggestion for future work is to compare different LLMs. For this
research, a license to ChatGPT was provided, but there are many more LLMs available. By testing the
same prompts in different LLMs, it could be determined which LLM is most suitable for this task.

This work focused on a threat profiling framework that was inspired by a combination of existing frame-
works. Future work could investigate the quality of generated threat profiles when focusing on a specific
industry standard. Finally, this work could be expanded by focusing on threat modeling. The threat
profile provides a solid basis for a threat model. By including information about an organization’s in-
frastructure and assets, the LLM could also start supporting the threat modeling process.

7.4. Reflection

This research shows that using LLMs for threat profiling requires a balance between providing the right
data and creating the proper prompt for the task. The LLM should not be expected to know how to
perform the task independently. Instead, the complete task should be described clearly. Therefore,
before using the LLM, it is important to have a clear plan of what the output should contain, how the
task should be performed, and what level of detail is expected. This paper offers a structured approach
for using an LLM for a task that has not yet been widely explored. And it can also help in the plan-
ning stage of other underexplored domain specific tasks. Beyond the technical implementation, this
research shows how human expertise, structured task design, and domain specific knowledge need to
be combined to make LLMs useful in practice, regardless of the domain.

This reflects a broader trend within computer science, where LLMs are used to support complex analyt-
ical tasks. In this shift, the role of the user changes from manually performing every step, to designing
the task, providing the right context, and validating the output. In this way, LLMs can help reduce the
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manual effort required to complete a task. This can be especially useful in sectors where there is a
staff shortage. While LLMs do not replace people, it does change their role. People become respon-
sible for providing the right context to the LLM and reviewing the output, instead of doing all the work
themselves.

7.5. Limitations

The most prominent limitation is that all experiments were based on the zero-shot training method. This
was necessary because threat profiles are not publicly available, at least not to the extent known in this
research. As a result, the LLM could not be provided with examples of what a threat profile should
look like. This means that the model had no direct way of learning what was expected from the output.
Therefore the only way to generate threat profiles was through zero-shot training and improving the
profiles could only be done through the prompt engineering cycle, in which the prompt was adjusted
based on the evaluation results. This made the quality of the generated threat profiles dependent on
the quality of the prompt.

For the domain specific data, this research depended on open-source threat intelligence and MISP.
MISP is a community based platform, which means that the available data in MISP depends on the
contributions from the community. Since there are no strict standards or universally used definitions,
fields and tags were used inconsistently across the data. This made filtering the threat intelligence more
difficult, as all the data had to be analyzed to ensure that the selected filters did not exclude relevant
values or fields. However, because tags and labels were not used consistently, relevant data may still
have been missed if it was not properly tagged or submitted. Furthermore, the use of an open-source
threat intelligence feed introduced a lot of noise. This was especially visible in the threat attributes,
as the threat feed contained a large amount of scanner related information. As a result, this type of
information may have outweighed other relevant attributes, which could have influenced the generated
threat profiles.

Another limitation is related to the dependency of the LLM on the prompt design. In this research, the
prompt structure was adjusted in several experiments. These changes has a significant effect on the
generated threat profiles, showing that the output depends strongly on the prompt that is used. More
elaborate prompts improved the structure and completeness of the threat profile, but they may also
introduce bias. By providing exactly what information should be included, how the components should
be mapped, and how the output should be structured, the LLM is guided toward generating the type
of profile that is expected by the researcher. While this improved the evaluation scores, it also meant
that the output partly reflected the assumptions embedded in the prompt rather than only the patterns
presentin the data. Another limitation regarding the LLM applies to the data it receives. When providing
threat intelligence to the LLM, it may focus strongly on that data and shape the profile around it. Even
when instructing to only use it for enrichment, as a result, patterns that are not reflected in the provided
data may may be overlooked.

The evaluation rubric was created with the idea of generating a complete and cohesive profile. However,
it did not take into account the applicability or organizational usefulness of the threat profile. This means
that a profile could receive a high score when the components were clearly described and mapped,
even if the practical value for an organization was low. Another limitation is that the initial evaluation
was performed by a single person. Therefore, the scores reflect the interpretation of one evaluator and
are biased towards their views. The expert based evaluation helped reduce this limitation, but it was
only performed by three experts. While this provides more perspectives than the original evaluation,
the mean and standard deviation are still sensitive to the individual scores given by each expert.

Finally, the technical validation was based on only one type of data. Consequently, many claims could
not be assessed, because the available validation data did not provide enough evidence for all com-
ponents of the threat profile. This strongly affected the technical validation results, as several claims
were classified as Not Assessable rather than Supported or Partially Supported. A broader variety of
data sources would therefore be needed to perform a more complete technical validation.
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7.6. Recommendations

When using an LLM for threat profiling, it should be used as a supportive tool and not as the main de-
cision maker in the threat profiling process. To ensure successful use of the LLM, planning is the most
important step. A clearly defined framework should be available and translated into explicit instruc-
tions that that guide the LLM toward creating the preferred threat profile. During the planning stage,
it should be determined how each component can be verified and which data sources are required
for this validation. Moreover, the LLM should include an evidence label for each claim it makes, this
makes it easier to review and validate the generated threat profiles. When providing threat intelligence
to the LLM, the data should be thoroughly filtered and normalized to prevent events or attributes to be
overrepresented.

Creating a custom GPT for this process, with automatic data retrieval, may take some time during the
initial setup. Once the setup is complete, generating a threat profile can be done with a short prompt
to activate the custom GPT. This makes the process easier in the long term and makes keeping threat
profiles up to date more manageable.

To support the practical application of this approach, Appendix B provides a general prompt that can
be used as a starting point for creating LLM-generated threat profiles.



Conclusion

This research shows that LLMs can support the development of threat profiles by performing several
steps in the threat profiling process. When the LLM is provided with a clear prompt, a predefined
framework, and relevant input data, it can analyze the available information, map it to the framework,
prioritize threats, and generate a coherent threat profile. Threat intelligence is not strictly required to
generate a threat profile, but it helps make the profile more concrete and easier to understand. The
generated threat profiles can be validated through a combination of technical validation and expert-
based validation. Technical validation can assess whether claims are reflected in available security
data, while expert-based validation can assess the structure, completeness, and usefulness of the
profile. However, different components require different types of evidence, meaning that one type of
security monitoring data is not sufficient for a complete validation.

Overall, using an LLM can reduce the effort required to create threat profiles and make the process
more manageable for organizations. Instead of manually performing the full threat profiling process, the
user’s role shifts toward setting up the LLM for success by defining the framework, providing relevant
data, and writing clear instructions. Once the LLM has been set up correctly, the same configuration
can be reused to generate new or updated threat profiles with less effort. This streamlines the threat
profiling process and makes it easier to keep threat profiles up to date as the threat landscape changes.
This research highlights a broader shift within computer science, while LLMs do not replace people, it
does change their role. People become responsible for defining the task and reviewing the output,
while the LLM performs the task for them.
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Threat Intelligence Fields

Threat Actor fields

Below is a list of the fields used for the Threat Actor galaxy, and includes a definition of what each field
means.

description: A description of the threat actor.

country: The country associated with the threat actor.

synonyms: Alternative names, aliases, or labels used to refer to the threat actor.
motivations: The known or assessed motivations of the threat actor.

targeted-sector: A sector or industry reportedly targeted by the threat actor.
targeted-sectors: A list of sectors or industries reportedly targeted by the threat actor.
targeted-countries: A list of countries or regions reportedly targeted by the threat actor.

attribution-confidence: A numerical indication of confidence in the attribution of the threat actor,
on a scale from 0 to 100.

cfr-suspected-state-sponsor: The suspected state sponsor of the threat actor according to the
Council on Foreign Relations Cyber Operations Tracker.

cfr-suspected-victims: The suspected victims or victim countries associated with the threat
actor according to the Council on Foreign Relations Cyber Operations Tracker.

cfr-target-category: The category of targets associated with the threat actor according to the
Council on Foreign Relations Cyber Operations Tracker.

cfr-type-of-incident: The type of cyber incident associated with the threat actor according to the
Council on Foreign Relations Cyber Operations Tracker.

goals: The high level objectives of the threat actor, describing what the actor is trying to achieve.
resource-level: The general level of resources available to the threat actor
primary-motivation: The main reason or purpose behind the threat actor’s activity.
secondary-motivation: Additional reasons or purposes behind the threat actor’s activity.

A.2. Threat Event fields

Below is a list of the fields used in the threat events, and includes a short description of each field.

date: The date on which the event occurred.

info: A summary of the event.

tags: Labels used to classify or contextualise the event.
galaxies: Structured contextual information attached to the event.
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A.3. Threat Attribution fields

Below is a list of the fields used in the attributes, and includes a short description of each field.
 category: The classification of the attribute.
+ type: The data type of the attribute.
+ value: The value of the attribute.
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General Prompt

The following prompt provides a general starting point for creating LLM-generated threat profiles. It
should be adapted to the specific threat intelligence framework, available data sources, and validation
requirements of the organization.

You are a threat intelligence analyst specializing in the financial sector.
Generate a threat profile for a financial institution.

Goal:
Produce an output that scores as highly as possible on these four components:e
Threat Actorse
Motivation & Intente
Threat Eventse
Consequences
Use only widely observed, sector-relevant patterns. If a detail is unknown, write
""Unknown. Do not invent named groups unless they are widely known exemplars.
Scoring requirements:
For every component, provide:e
concrete, sector-relevant detaile
explicit prioritizatione
explicit likelihood assessmente
explicit linkage to the other components through bracketed IDs in the
narrative
Use this exact structure.
PART A - Reference Components
A1) Threat Actors (TA)
Provide -36 entries, ordered from highest priority to lowest priority.
Format:
[TA#] Actor label - Category | Sophistication: Low/Medium/High | Priority: Primary/
Secondary/Tertiary | Likelihood: Rare/Occasional/Frequent | Notable group(s):
/ Unknown
A2) Motivation & Intent (M)
Provide -48 entries, ordered from highest priority to lowest priority.
Format:
[M#] Goal: ... | Desired cyber effect: ... | Priority: Primary/Secondary/Tertiary
| Likelihood: Rare/Occasional/Frequent
A3) Threat Events (TE)
Provide -612 entries, ordered from highest priority to lowest priority.
Format :
[TE#] Event type: ... | TTPs/IOCs (high-level only): ... | Risk: Low/Medium/High |
Priority: Primary/Secondary/Tertiary | Likelihood: Rare/Occasional/Frequent
A4) Comnsequences (C)
Provide -612 entries, ordered from highest priority to lowest priority.
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Format:
[C#] Impact type: ... | Severity: Low/Medium/High | Priority: Primary/Secondary/
Tertiary | Likelihood: Rare/Occasional/Frequent

Rules for Part A:e
Keep entries compact and scannable.e
Define items once only.e
Every entry must be concrete enough to stand alone.e
Do not use mapping tables.
PART B - Coherent Threat Profile
Use bracketed IDs from Part A as citations only.
B1) Executive Summary
Write -58 bullets.
Each bullet must include at least 3 component types.
At least half of the bullets must include all 4 component types: [TA#][M#][TE#][C
#].
Explicitly identify:e
top 2 threat actorse
top 2 motivationse
top 3 threat eventse
top 3 consequences
B2) Threat Landscape
Write -24 short paragraphs explaining why the financial institutions are targeted
and what common targeting patterns look like.
Cite relevant items.
Make clear how sector characteristics influence both likely events and likely
consequences.
B3) Actor Profiles
For each [TA#], write one short paragraph covering:e
who they are and capability [TA#]e
what they want [M#]e
how they operate [TE#]e
what happens if they succeed [C#]
Rule:
Each paragraph must cite at least one item from all four component types.
B4) Common Attack Chains
Provide -46 concise prose bullets.
Each bullet must include at least:e
one actor [TA#]e
one motivation [M#]e
one event [TE#]e
one consequence [C#]
B5) Impact & Consequence Summary
Group consequences by theme:e
financiale
operationale
customer harme
regulatorye
strategic
Cite [C#] items.
Distinguish common consequences from less frequent but high-severity consequences.
Global rules:e
In Part B, use IDs only as bracketed citations.e
Avoid redundancy: Part A defines, Part B cites.e
Keep the output professional, clear, and readable.e
Motivations must be operationally meaningful, not just abstract labels.e
Consequences must be specific financial-sector impact patterns, not just
generic categories.e
Do not imply priority or likelihood; state them explicitly.
Final self-check before answering:e
every Part A section is ordered by prioritye
every Part A entry includes explicit prioritye
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every Part A entry includes explicit likelihoode

every Threat Actor in Part B is linked to at least one Motivation, one
Threat Event, and one Consequencee

every attack chain links actor, motivation, event, and consequencee

motivations are concrete and sector-relevante

consequences are concrete and sector-relevante

the response is optimized for the highest possible score omn all four
rubric components

PHASE 1 - Start enrichment only

- Prefer the multi-job actions.

- If the user requests a subset of enrichment types, call:
start_jobs_jobs_start_post
with a JSON body like:
{ "jobs": ["actors"] }

or
{ "jobs": ["actors", "events"] }
or any valid subset of:

["actors", "events", "attributes"]

- If the user requests all enrichment types, call:
start_all_jobs_jobs_start_all_post

- Save the returned job IDs by type.

- Show the started job IDs clearly.

- Then ask:"
MISP enrichment jobs started. Do you want me to compute the threat profile now,
or should I check later? Reply: ‘compute ’now or ‘check ’later".

- Stop there. Do not generate the report in this phase.

PHASE 2 - Compute only on explicit request
Only when the user replies "compute "now:

1. First call:
check_jobs_status_jobs_status_post
using the saved job IDs from this conversation.

2. If none of the selected jobs are complete:

- Do not keep polling in the same response.

- Report the current status.

- Ask the user to reply "compute "now again when they want a re-check.
- Do not generate the report yet.

3. If one or more jobs are complete:
- Generate the report.
- Retrieve results one job type at a time, only when needed for the section being
written.
- Do NOT request all result types in one get_jobs_results call unless only one job
type was started.

SECTION-BY-SECTION RESULT RETRIEVAL RULE
When writing the report, call get_jobs_results_jobs_results_post separately for
each completed job type:

- For Threat Actors and Motivation/Intent sections:
call get_jobs_results_jobs_results_post with only:
{ "job_ids": { "actors": "<actors_job_id>" } }
if the actors job is complete.

- For Threat Events and attack-chain sections:
call get_jobs_results_jobs_results_post with only:
{ "job_ids": { "events": "<events_job_id>" } }
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if the events job is complete.

- For attributes-based enrichment:
call get_jobs_results_jobs_results_post with only:
{ "job_ids": { "attributes": "<attributes_job_id>" } }
if the attributes job is complete.

- Never request actors, events, and attributes results together in one results
call unless there is a clear reason and the response will stay small.
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