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Abstract

When working with large matrices, computing the Cholesky decomposition can speed up
certain computations such as solving a linear system. Computing the Cholesky decom-
position has the same asymptotic complexity as matrix multiplication. When working
with machine-precision, the standard method of computing the matrix product is the
most efficient and as such the Cholesky factorization has a cubic asymptotic complexity.
However, when working in the high-precision regime, multiplication will become more
costly compared to addition. This leads to algorithms like the Strassen algorithm, that
minimize multiplications, but increase additions becoming more viable.
This thesis investigates what the decrease in operations is, when the Strassen algorithm is
used to compute the Cholesky factorization and if an implementation would reflect these
decreases in run-time. This was done for multiple variants of the Strassen algorithm and
methods of padding or preparing the matrix for the Strassen algorithm. We found that
the operation costs in theory would decrease significantly for almost all of the Strassen
algorithms discussed, but only static padding shows a real run-time decrease with our
implementation. When working with 210 digits a speed-up of 22.815% is found and with
29 digits a speed-up of 13.847%
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1
Layman's Summary

A matrix is a rectangular array containing numbers. When matrices become large, per-
forming operations on them will become laborious. A Cholesky factorization can make
some of these operations more efficient. There are ways which compute the Cholesky
factorization with less multiplications and more additions, compared to the standard al-
gorithm. These methods are in general, less efficient when working with numbers that
have a few digits, but when working with numbers that have hundreds or even thousands
of digits, these algorithms could have a speedup. We found that for a 400 × 400 matrix
with 1024 digits, a speedup of 22.815% is found when using fast matrix multiplication for
computing the Cholesky factorization.
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2
Introduction

In some branches of mathematics, the Cholesky decomposition needs to be calculated of
large matrices with high-precision arithmetic. For example,the Cholesky factorization is
used in the semidefinite progamming solvers [6, 10].
Computing the Cholesky factorization is known to be O(nw), where w is the exponent
of matrix multiplication [2]. This bound can be achieved with fast matrix multiplication
algorithms. These algorithms, such as the Strassen algorithm, are typically not used for
matrix multiplication due to the overhead costs with machine-precision. We want to
study whether using the Strassen algorithm has practical advantages over regular matrix
multiplication when computing the Cholesky factorization in the high-precision regime.
When analyzing the efficiency of algorithms in the high-precision regime, issues such as
memory locality will become less significant relative to the costs of arithmetic opera-
tions. There exist multiple variants of the Strassen algorithm. This thesis will discuss
Winograd’s Strassen algorithm [11]and an alternative basis for Strassen bilinear phase [9].
Additionally, when matrix multiplication is used in the blocked Cholesky factorization
algorithm, the dimensions of the matrices have to modified with padding to be able to use
the Strassen algorithm. Here the result of the multiplication is known to be symmetric,
so that the Strassen algorithm can be modified to decrease the operation cost.
In this thesis we will study the operation costs of both variants of the Strassen algorithm
and various methods of padding, where a distinction will be made between the cost of dif-
ferent high-precision arithmetical operations. The cost of multiplication will be computed
using Fast-Fourier-Transform We will also perform experiments with implementations
in Python-FLINT [7] will determine whether there is a decrease in run-time when the
Strassen algorithm is used for computing the Cholesky decomposition.
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3
Fast Number Multiplication

In order to accurately measure the operations required for arithmetic with high-precision
numbers, a distinction will have to be made between addition/subtraction and multipli-
cation/division. This section will find a number m called the multiplication constant,
which represents the factor of how much more expensive multiplication is relative to
addition for a given digit count. In this section an operation will be the addition, sub-
tractions, multiplication or division of two low-precision numbers. A digit is a base 10
symbol of which numbers are constructed. This thesis will only use digit counts that are
a power-of-two as this makes finding the multiplication constant m easier.
For addition of two numbers with 2d digits, there is no better algorithm than simply
adding all the digits together and carrying over the 10’s. This takes 2d operations. The
simplest algorithm for multiplication is taking all digits and multiplying them with all
other digits and adding all the results. This takes (2d)2 operations. There are however,
more efficient algorithms for multiplication.
FLINT uses the Schönhage–Strassen [8] algorithm in order to multiply numbers. The
Schönhage–Strassen algorithm uses Fourier transformations in order to more efficiently
calculate the product of large numbers.
If we have two high precision numbers x and y with 2d digits. We can write them as
vectors X, Y where the ith element is the ith digit. In order to calculate we can use the
Fourier transform F2d(X)k =

∑2d−1
n=0 Xne

−2πi kn
2d and the convolution rule[1]:

F2d(X ⊛ Y ) = F2d(X)⊙ F2d(Y ) (3.1)

Here ⊛ represents the convolution between two vectors and ⊙ represents the element-wise
multiplication. Finally by taking the inverse Fourier transform on both sides:

X ⊛ Y = F−1
2d

(F2d(X)⊙ F2d(Y )) (3.2)

If we denote the operation cost of a Fourier transformation as C(2d), then the total
operation cost of multiplication is 3C(2d) + 2d.
If the Fourier transformation were calculated normally, this would have the same asymp-
totic complexity as regular multiplication. Luckily, there are faster algorithms to find the
Fourier transform. The Schönhage–Strassen algorithm uses the fast Fourier transform.
The general outline of the algorithm is given in Algorithm 1.
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Algorithm 1 Fast Fourier Transform
Require: A vector x of size 2d

Ensure: X ← F2d(x)
if n = 1 then

X ← x
end if
if cutoff criterion is met then

Xk =
∑2d−1

n=0 xke
−2πi kn

2d

end if
Rearrange x in a 2d−1 × 2 matrix, in row major order.
Apply the Fourier transform on both columns.
for k = 1 to 2d−1 do

Xk = Xk + e
2πi k

2d X k+2d

2

X k+2d

2

= Xk − e
2πi k

2d X k+2d

2end for

This algorithm is a recursive algorithm, as we will apply the same algorithm on the
two halves of the vector. The key to implementing and using some recursive algorithms
efficiently is a cutoff criterion. The cutoff criterion will swap to an algorithm that is
more efficient for small sized input when swapping this step costs less operations than
swapping the next recursion. In this case the overhead cost of each iteration is small
enough that the cutoff criterion is never met and thus will never swap to the alternative
algorithm.
The recursive relation for the operation cost fast Fourier transform is C(2d) = 2C(2d−1)+
2d · 6. Solving it with C(1) = 0 gives C(2d) = 3d2d

The 2d ·6 term is called the overhead cost, which is the additional cost of each iteration of
the algorithm. The 6 term comes from the operations that are performed for each k = 1
to 2d−1.
Calculating k

2d
which costs one operation. Calculating the twiddle factor e2πia for a

rational number a takes two operations as they can be saved in a look-up-table and found
with 2 additions [5]. Multiplying the twiddle factor with X k+2d

2

takes another operation
and finally subtracting and adding this multiplication takes another two operations, for
a total of 6.
For this point on, this thesis will denote an operation as the addition of two numbers
with 2d digits and multiplication as min(9d2

d+2d

2d
, 4

d

2d
) = min(9d + 1, 2d) operations. We

will denote this function the multiplication constant m. This expression will allow us to
more accurately model the operations cost for future algorithms. It is to be noted that
division has the same asymptotic complexity as multiplication, but is a certain factor
larger. This is due to the Newton-Raphson method being applicable to calculate 1

y [4].
This also means that computing the root to be as expensive as a factor of the operations
of multiplication. This thesis will act as if division is as expensive as multiplication.



4
Strassen Algorithm

Strassen algorithm divides the matrices into submatrices. There are a variety of ways
to divide the matrices and compute the multiplication with these submatrices. In this
thesis will focus on Winograd [11] and an alternative basis found with the pebbling game
[9], which will be called the pebble game Strassen algorithm in this thesis.
If we have two matrices A and B. We want to compute the product C = AB. We will
divide them into four submatrices of equal dimension:

[
C11 C12

CT
21 C22

]
=

[
A11 A12

A21 A22

] [
B11 B12

B21 B22

]
(4.1)

We will first discuss Winograd’s Strassen algorithm. Winograd’s Strassen algorithm
uses 7 multiplications and 15 additions on the submatrices to find the multiplication.
These multiplications will also be calculated using the Strassen Algorithm until the cutoff
criterion is met or the matrices are not divisible anymore. The matrix additions and
multiplications are given in Algorithm 2.

Algorithm 2 Winograd’s Strassen algorithm
Require: matrices A and B with compatible dimensions
Ensure: C such that C = AB

if cutoff criterion holds or a matrix has a dimension of one then
C = AB

end if
S1, S3, T1, T3 = A21 +A22, A11 −A21, B12 −B11, B22 −B12

S2, S4, T2, T4 = S1 −A11, A12 − S2, B22 − T1, B21 − T2

P1, P2, P3, P4 = A11B11, A12B21, S1T1, S2T2

P5, P6, P7 = S3T3, S4B22, A22T4

M1, M2 = P1 + P2, P1 + P4

M3, M6 = M2 + P5, M2 + P3

M4, M5 = M3 + P7, M3 + P3

M7 = M6 + P6

C11, C12, C21, C22 = M1, M7, M4, M5

Combine the submatrices of C to obtain the product.

5



6

The second variant of Strassen we will discuss is an alternative basis found with the
pebbling game variant. It uses 7 multiplications and 18 additions. This seems slower
than Winograd’s, but as we will see in section 4.1, when used in the blocked Cholesky
factorization algorithm, it will omit some operations that Winograd’s Strassen algorithm
does not. The algorithm is given in Algorithm 3.

Algorithm 3 Pebbling game Strassen algorithm
Require: matrices A and B with compatible dimensions
Ensure: C such that C = AB

if cutoff criterion holds or a matrix has a dimension of one then
C = AB

end if
A22 = A12 −A21 +A22

B22 = B12 −B21 +B22

T1, T2, T3 = A21 +A22, A22 −A12, A22 −A11

T4, T5, T6 = B22 −B11, B21 +B22, B22 −B12

P1, P2, P3, P4 = A11B11, A12B21, A21T4, A22B22

P5, P6, P7 = T1T5, T2T6, T3B12

C11, C12 = P1 + P2, P5 − P7

C21, C22 = P3 + P6, P5 + P6 − P2 − P4

C12 = C12 + C22

C21 = C22 − C21

Combine the submatrices of C to obtain the product.

The Strassen algorithm was designed to be applied to square matrices which have dimen-
sions that are a power-of-two. If a dimensions is not a power-of-two, then there exists a
iteration that will be impossible to perform as the matrix can not be divided anymore.
The matrix not being square is less of an issue as we can still perform all of the steps
when all dimensions are even and multiplication is possible.
When matrix multiplication will be applied to compute the Cholesky decomposition, the
multiplication will be with an n × r and an r × n matrix for natural numbers n and r.
These matrix are not guaranteed to be square or with dimension of power-of-two.
We will discuss two different ways to avoid this problem. Both of them apply padding
to a matrix. Adding rows or columns adds rows or columns filled only with zeros. These
do not add operations to the count, as we know what the result should be and thus can
avoid calculating them. We will discuss static padding, which means that the matrix is
only padded during the initialization of the algorithm and dynamic padding, which pads
the matrix each recursion.

4.0.1. Static Padding
Static padding only pads rows and columns before the algorithm starts computing to
ensure that the dimensions are fit for the Strassen algorithm through all the iterations.
This may take a lot of memory, but in this thesis only arithmetical operations will be
taking into account for studying the efficiency. There are multiple ways to perform static
padding for the Strassen algorithm. In this thesis we will take the greatest dimension
and pad the matrices up to 2d× 2d where d is the smallest power-of-two where it is equal
or greater than said greatest dimension.
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In order to keep track of the necessary operations we will keep track of two dimensions of
the matrix, the total dimensions and the non-zero dimensions. For example if we would
apply the Strassen algorithm to multiply a 5 × 3 and a 3 × 7 matrix, the next greater
power-of-two is 8. We would denote the cost function as w(8, 5, 3, 3, 7). Keeping track
of both ensures that zero rows or columns are counted and that the separation of the
matrix is taken care of properly through the recursions. The amount of rows and columns
padded can be large, this could be memory inefficient.

4.0.2. Dynamic Padding
Dynamic padding pads a row or column when the respective dimension is odd. This is
more memory efficient than static padding. We will again save the non-zero dimensions
of the matrices. If we again want to multiply a 5× 3 and a 3× 7 matrix, we would have
to pad both matrices one row and column. So the full matrices are 6 × 4 and 4 × 8 and
thus the cost function would be w(6, 4, 4, 8, 5, 3, 3, 7).

4.1. Symmetry
When applying matrix multiplication to compute the Cholesky factorization, the product
will be RT

12R12. We know that the result will be symmetric. Because of this, some
operations can be omitted or made less costly. We will work backwards to see how
the steps can be changed. For both variants of the Strassen algorithm, we know that
C12 = CT

21 and that both C11 and C22 are symmetric. So only C12 or C21 needs to calculated.
For other operations, we know that the result is symmetric, so we would only need to
calculate the elements on and under the diagonal.
The operations which are omitted or of which we know the result is symmetric for Wino-
grad’s Strassen algorithm are given in table 4.1.

Operation Change
S4 = A12 − S2 Omitted
P1 = A11B11 Symmetric
P2 = A12B21 Symmetric
P3 = S1T1 Symmetric
P6 = S4B22 Omitted
M1 = P1 + P2 Symmetric
M5 = M3 + P3 Symmetric
M6 = M3 + P3 Omitted
M7 = M6 + P6 Omitted

Table 4.1: Operations changed in Winograd’s Strassen algorithm for symmetric results

For most of the steps which are symmetric, we know that the result will be symmet-
ric. However, for P3 and M5, we know that only the submatrices they are used for are
symmetric and thus only the elements on and under the diagonal needs to be calculated.
The steps which are omitted or of which we know the result is symmetric for the pebble
game the Strassen algorithm are given in table 4.2. We can see that the pebble game
variant has 4 symmetric matrix multiplications while Winograd’s Strassen algorithm has 3
symmetric matrix multiplications. Because multiplication is significantly more expensive
when working in the high-precision regime, even though the pebble game algorithm has
more additions, it can still take fewer operations than Winograd’s Strassen algorithm.
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Operation Change
T3 = A22 −A11 Omitted
P1 = A11B11 Symmetric
P2 = A12B21 Symmetric
P4 = A22B22 Symmetric
P5 = T1T5 Symmetric
P7 = T3B12 Omitted
C11 = P1 + P2 Symmetric
C12 = P5 − P7 Omitted
C22 = P5 + P6 − P2 − P4 Symmetric
C12 = C12 − C22 Omitted

Table 4.2: Operations changed or omitted in the pebble game Strassen algorithm for symmetric results

4.1.1. Partitioning the Matrix
There is another method to apply the Strassen algorithm to the r × n − r matrix. If we
partition the matrix into square r × r submatrices, then if we take the stepsize r to be a
power-of-two, the Strassen algorithm can be applied to the product of each submatrix. If
n−r is not divisble by r, then the remaining submatrix can either be multiplied normally
or with dynamic or static padding.
The resulting matrix consists of ⌈n−r

r ⌉
2 r× r submatrices, where Ci,j is the submatrix on

the ith row and jth column of submatrices. Symmetry can be applied as we only need to
calculate submatrices Ci,j where i ≥ j, so only submatrices on and under the ’diagonal’
submatrices. Additionaly the submatrices on the ’diagonal’ are symmetric so, we will
calculate them as a symmetric product.
The cost equation of partitioned multiplication consists of the cost equations of other
matrix multiplication algorithms. If we have a method of matrix multiplication that
has cost equations for matrices with dimensions a × b and c × d w(a, b, c, d) and ws(a, b)
for non-symmetric and symmetric results respectively. If we multiply a matrix with its
transpose with dimension n× r, the matrix will be partitioned into a2 = ⌈n−r

r + 1⌉2 r × r
submatrices with the last submatrix having non-zero dimension b× r = n− ⌈n−r

r + 1⌉ × r.
The cost function will then be

wp(n, r) = (a− 1) · ws(r, r) +
a(a− 1)

2
· w(r, r, r, r) + (a− 1) · w(r, b, r, r) + ws(r, b) (4.2)

Both dynamic and static padding can be used for performing the Strassen algorithm on
the product of the submatrices. Alternatively, r can be chosen as a power-of-two and
thus no padding will be necessary.

4.2. Calculating the operation costs
Now we can calculate the total steps necessary for performing the Strassen algorithm on
a r × n− r matrix and its transpose. We will first explain how the non-zero dimensions
will be represented after the separation of the matrices, then we will write down the cost
equation for both variants of the Strassen algorithm. Finally the costs will be plotted for
various dimensions and precisions.
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4.2.1. Non-Zero Dimensions
If we have a matrix A with dimensions x × y and non-zero dimensions of r × n where
r ≤ x and n ≤ y. If we separate both dimensions in two, then for r we get r̃ and ◦

r, where
r̃ = min(x2 , r) and ◦

r = max(0, r − x
2 ). In other words, r̃ goes up to the first half and ◦

r is
the remaining non-zero dimension. The same goes for n, ñ and ◦

n. For the submatrices
made by the Strassen algorithm, we have that A11 has r̃× ñ, A12 has ◦

r× ñ, A21 has r̃× ◦
n

and A22 has ◦
r × ◦

n non-zero dimensions.

4.2.2. The Cost Equation
We can now construct the cost equation for the Strassen algorithm. The method of
padding will not affect the cost equation itself, only the parameters entered. We will
discuss both the symmetric and non-symmetric cost equations for Winograd’s version
and the pebble game variant.
In table 4.3 the costs of each step in Winograd’s Strassen algorithm are displayed. We
will take the product AB, where A has full dimensions a × b and non-zero dimensions
n1 × r1. B has full dimensions c× d and non-zero dimensions r2 × n2. For the symmetric
case a = d, c = d and n1 = n2.
To illustrate how the operation cost differs with padded rows and columns for matrix
arithmetic we will give an example with matrices A and B. A and B both have a× b full
dimension and A has n1 × r1 non-zero dimension and B has n2 × r2 non-zero dimension
with n1 ≥ n2 and r1 ≥ r2. Then the sum A + B would take n2r2 operations and have a
non-zero dimension of n1 × r1.
If B instead has full dimension b×a and non-zero dimension r2×n2. Then the product AB
takes n1n2(min(r1, r2)m+min(r1, r2)− 1) operations and has non-zero dimension n1 × n2.
The term ñ1+1

2ñ1
represents the number of elements on and below the diagonal divided by

the total number of elements in the matrix. This allows us to calculate the factor that
symmetric addition and multiplication cost less than for non-symmetric result.
It is important for the cost equation to keep track of the non-zero dimensions of each
variable as the cost equation keeps working with them at least once more after the step.
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Operation Symmetric Non-symmetric
S1 = A21 −A22

◦
r1

◦
n1

◦
r1

◦
n1

S2 = S1 −A11 r̃1
◦
n1 r̃1

◦
n1

S3 = A11 −A21 r̃1
◦
n1 r̃1

◦
n1

S4 = A12 − S2 0
◦
r1ñ1

T1 = B12 −B11 r̃2
◦
n2 r̃2

◦
n2

T2 = B22 − T1
◦
r2

◦
n2

◦
r2

◦
n2

T3 = B22 −B12
◦
r2

◦
n2

◦
r2

◦
n2

T4 = B21 − T2
◦
r2ñ2

◦
r2ñ2

P1 = A11B11 ws(
a
2 ,

b
2 ,

c
2 , ñ1, r̃1, r̃2) w(a2 ,

b
2 ,

c
2 ,

d
2 , ñ1, ñ2, r̃1, r̃2)

P2 = A12B21 ws(
a
2 ,

b
2 ,

c
2 , ñ1,

◦
r1,

◦
r2) w(a2 ,

b
2 ,

c
2 ,

d
2 , ñ1, ñ2,

◦
r1,

◦
r2)

P3 = S1T1 ws(
a
2 ,

b
2 ,

c
2 ,

◦
n1, r̃1, r̃2) w(a2 ,

b
2 ,

c
2 ,

d
2 ,

◦
n1, ñ2, r̃1, r̃2)

P4 = S2T2 w(a2 ,
b
2 ,

c
2 ,

d
2 , ñ1, r̃1, ñ2, r̃2) w(a2 ,

b
2 ,

c
2 ,

d
2 , ñ1, ñ2, r̃1, r̃2)

P5 = S3T3 w(a2 ,
b
2 ,

c
2 ,

d
2 , ñ1,

◦
n2, r̃1, r̃2) w(a2 ,

b
2 ,

c
2 ,

d
2 , ñ1,

◦
n2, r̃1, r̃2)

P6 = S4B22 0 w(a2 ,
b
2 ,

c
2 ,

d
2 , ñ1,

◦
n2, r̃1,

◦
r2)

P7 = A22T4 w(a2 ,
b
2 ,

c
2 ,

d
2 ,

◦
n1, ñ2,

◦
r1, r̃2) w(a2 ,

b
2 ,

c
2 ,

d
2 ,

◦
n1, ñ2,

◦
r1, r̃2)

M1 = P1 + P2 ñ1ñ21(
◦
r1,

◦
r2 ̸=0)

ñ1+1
2ñ1

ñ1ñ21(
◦
r1,

◦
r2 ̸=0)

M2 = P1 + P4 ñ1ñ2 ñ1ñ2

M3 = M2 + P5 ñ1
◦
n2 ñ1

◦
n2

M4 = M3 + P7
◦
n1ñ21(

◦
r1 ̸=0)

◦
n1ñ21(

◦
r1≠0)

M5 = M3 + P3
◦
n1

◦
n2

◦
n1+1

2
◦
n1

◦
n1ñ2

M6 = M2 + P3 0
◦
n1ñ2

M7 = M6 + P6 0 ñ1
◦
n21(

◦
r2 ̸=0)

Table 4.3: Cost in operations per step for Winograd’s Strassen algorithm

In table 4.4 the required operations for each steps for the pebble game variant of the
Strassen algorithm. The expressions for the costs of P4 = A22B22 are due to the uncon-
ventional non-zero dimension of A22 and B22. It is a matrix of ñ1× r̃1 non-zero dimension
matrix with the lower-left corner ñ1− ◦

n1 × r̃1 −
◦
r1 consisting of zero elements. This also

counts for B22 with n2 and r2. There are also significantly more steps that can be canceled
when ◦

r1 = 0 or ◦
r2 = 0.
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Operation Symmetric Non-symmetric
A22 = A12 −A21 +A22 2

◦
r1

◦
n1 2

◦
r1

◦
n1

B22 = B12 −B21 +B22 2
◦
r2

◦
n2 2

◦
r2

◦
n2

S1 = A21 +A22
◦
r1

◦
n1

◦
r1

◦
n1

S2 = A22 −A12
◦
r1

◦
n1

◦
r1

◦
n1

S3 = A22 −A11 0 r̃1
◦
n1 +

◦
r1ñ1 −

◦
r1

◦
n1

T1 = B22 −B11 r̃2
◦
n2 +

◦
r2ñ2 −

◦
r2

◦
n2 r̃2

◦
n2 +

◦
r2ñ2 −

◦
r2

◦
n2

T2 = B21 +B22
◦
r2

◦
n2

◦
r2

◦
n2

T3 = B22 −B12
◦
r2

◦
n2

◦
r2

◦
n2

P1 = A11B11 ws(
a
2 ,

b
2 ,

c
2 , ñ1, r̃1, r̃2) w(a2 ,

b
2 ,

c
2 ,

d
2 , ñ1, ñ2, r̃1, r̃2)

P2 = A12B21 ws(
a
2 ,

b
2 ,

c
2 , ñ1,

◦
r1,

◦
r2) w(a2 ,

b
2 ,

c
2 ,

d
2 , ñ1, ñ2,

◦
r1,

◦
r2)

P3 = A21T1 ws(
a
2 ,

b
2 ,

c
2 ,

◦
n1, r̃1, r̃2) w(a2 ,

b
2 ,

c
2 ,

d
2 ,

◦
n1, ñ2, r̃1, r̃2)

P4 = A22B22 ws(
a
2 ,

b
2 ,

c
2 ,

◦
n1, r̃1, r̃2) +

w(a2 ,
b
2 ,

c
2 ,

d
2 , ñ1 −

◦
n1,

◦
n2,

◦
r1, r̃2)+ws(

a
2 ,

b
2 ,

c
2 , ñ1−

◦
n1,

◦
r1,

◦
r2)

w(a2 ,
b
2 ,

c
2 ,

d
2 ,

◦
n1, r̃1, r̃2) +

w(a2 ,
b
2 ,

c
2 ,

d
2 , ñ1 −

◦
n1,

◦
n2,

◦
r1, r̃2) +

w(a2 ,
b
2 ,

c
2 ,

d
2 ,

◦
n1, ñ2 −

◦
n2, r̃1,

◦
r2) + w(a2 ,

b
2 ,

c
2 ,

d
2 , ñ1 −

◦
n1, ñ2 −

◦
n2,

◦
r1,

◦
r2)

P5 = S1T2 w(a2 ,
b
2 ,

c
2 ,

d
2 , ñ1, ñ2,

◦
r1,

◦
r2) w(a2 ,

b
2 ,

c
2 ,

d
2 , ñ1, ñ2,

◦
r1,

◦
r2)

P6 = S2T3 w(a2 ,
b
2 ,

c
2 ,

d
2 ,

◦
n1, ñ2, r̃1,

◦
r2) w(a2 ,

b
2 ,

c
2 ,

d
2 ,

◦
n1, ñ2, r̃1,

◦
r2)

P7 = S3B12 0 w(a2 ,
b
2 ,

c
2 ,

d
2 , ñ1,

◦
n2, r̃1, r̃2)

C11 = P1 + P2 ñ1ñ21(
◦
r1,

◦
r2 ̸=0)

ñ1+1
2ñ1

ñ1ñ21(
◦
r1,

◦
r2 ̸=0)

C12 = P5 − P7 0 ñ1
◦
n21(

◦
r1,

◦
r2 ̸=0)

C21 = P3 + P6
◦
n1ñ21(

◦
r2 ̸=0)

◦
n1ñ21(

◦
r2≠0)

C22 = P5 + P6 − P2 − P4
ñ1+1
2ñ1

((2ñ1ñ2 +
◦
n1ñ2)1(

◦
r1,

◦
r2 ̸=0)

+
◦
n1ñ21(

◦
r1=0,

◦
r2 ̸=0)

)

(2ñ1ñ2 +
◦
n1ñ2)1(

◦
r1,

◦
r2 ̸=0)

+
◦
n1ñ21(

◦
r1=0,

◦
r2 ̸=0)

C12 = C12 − C22 0 ñ1ñ21(
◦
r1,

◦
r2 ̸=0)

+
◦
n1

◦
n21(

◦
r1≠0,

◦
r2=0)

+

ñ1
◦
n21(

◦
r1=0,

◦
r2 ̸=0)

+
◦
n1

◦
n21(

◦
r1,

◦
r2=0)

C21 = C22 − C21
◦
n1ñ21(

◦
r1,

◦
r2 ̸=0)

+
◦
n1ñ21(

◦
r1 ̸=0,

◦
r2=0)

+
◦
n1

◦
n21(

◦
r1=0,

◦
r2 ̸=0)

+
◦
n1

◦
n21(

◦
r1,

◦
r2=0)

◦
n1ñ21(

◦
r1,

◦
r2 ̸=0)

+
◦
n1ñ21(

◦
r1 ̸=0,

◦
r2=0)

+
◦
n1

◦
n21(

◦
r1=0,

◦
r2 ̸=0)

+
◦
n1

◦
n21(

◦
r1,

◦
r2=0)

Table 4.4: Cost in operations per step for the pebble game Strassen algorithm
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Table 4.3 and 4.4 will allow us to model the costs of both operation, but some additional
rules have to be set up. If n1, n2, r1 or r2 is zero, then the cost of multiplication will be 0.
If n1, n2, r1 or r2 is one, then the cost of multiplication will be that of regular matrix multi-
plication as no more recursions can be made. Finally, the cutoff criterion will be satisfied
if the cost of standard multiplication is less than the sum of the costs of all additions
in the Strassen algorithm and all multiplications in the Strassen algorithm as standard
multiplication. If the cutoff criterion is met then the cost of standard multiplication is
returned.

4.3. Modeling the Operation Cost
In this section the cost equations for the multiple variants of the Strassen algorithm will
be plotted from table 4.3 and 4.4. A cutoff criterion will be applied. In some cases, if
the cutoff criterion is unchanged, it will always be satisfied, even if it is more efficient to
apply at least one iteration of the Strassen algorithm. In these cases, the cutoff criterion
can be modified. We will keep track of the recursion depth and set a minimum depth
for the cutoff criterion to be applied. If a minimum depth of one is used, then only after
the first recursion, the cutoff criterion will be called and the cost of standard matrix
multiplication will be used. Additionally the cutoff criterion may or may not include the
operation costs of additions. The multiplications before and after an iteration can be
very close. In some cases if additions are included, the cutoff criterion will hold even if
it is more efficient to use a iteration of the Strassen algorithm.
We are free to tweak the cutoff criterion in order to make the algorithm more efficient,
as it does not affect the output itself. We would expect the standard cutoff criterion
to be the most efficient as it is constructed to be, but this is often not the case for our
variants of Strassen algorithm. Regular matrix multiplication with syymetric result will
be included for reference in all plots as the function n2(r(m+ 1) − 1)n+1

2n for a n× r and
a r × n matrix. The code used to model the operation cost of the Strassen algorithm
is given in appendix B. All cost equations for the Strassen algorithm will be calculated
with an r× n matrix and 210 digits unless specified otherwise. The effect of changing the
precision will also be studied.

4.3.1. Static Padding
When modeling the cost equation for the Strassen algorithm with static padding with
both variants, the unmodified cutoff criterion will always be satisfied. Additionally, for
Winograd’s Strassen algorithm, if the cutoff criterion is modified by either increasing
the minimum depth or removing terms in the cutoff criterion, the resulting costs will
be greater than the costs corresponding to regular matrix multiplication. The plot of
Winograd’s cost equation with minimum depth 1 is given in Appendix A.
It seems that Winograd’s Strassen with static padding will always cost the same or
more that regular matrix multiplication. This is rather hard to believe and thus we will
implement it in chapter 6 in order to verify it with real time testing.
If we remove the term representing additions in the cutoff criterion for the pebble game
variant of the Strassen algorithm and set the minimum depth to 5, we obtain figure 4.1.
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Figure 4.1: The pebble game Strassen algorithm cost equation with static padding, minimum depth 5,
r=32 and 210 digits.

This is a noticeable improvement on the necessary operations for matrix multiplication.
Changing the cutoff criterion or the minimum depth further gives no significant improve-
ment on the cost equation.

4.3.2. Dynamic Padding
Similarly to static padding, if the cutoff criterion remains unchanged, it will always be
satisfied for both variants of cthe Strassen algorithm and will thus return the same cost
function as regular matrix multiplication. However, if the minimum depth is set to 1 and
the terms representing addition are removed from the cutoff criterion, we obtain figure 4.2.
Winograd’s Strassen algorithm with dynamic padding does improve on regular matrix
multiplication. The pebble game Strassen algorithm does have some strange behaviors.
It jumps every step, this could be due to the zero row or column that has to be added if the
dimension is odd. The cost increases when the initial dimension is even and decreases
when the initial dimension is odd. Winograd’s Strassen algorithm also contains some
periodicity, but with a higher period and a smaller amplitude. The ’line’ that the pebble
game Strassen algorithm’s cost function appears to make if we ignore the oscillations is
lower than the cost function of the pebble game Strassen algorithm with static padding.
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Figure 4.2: Both variants of the Strassen algorithm cost equation with dynamic padding, minimum depth
0, r=32 and 210 digits.

If we increase the minimum depth to 4, we obtain figure 4.3. Winograd’s and the pebble
game Strassen algorithm cost equation jumps every 32 matrix size. The oscillations for
the cost equation of the pebble game Strassen algorithm have mostly disappeared, and it
is in general significantly lower than the cost equation with minimum depth 1. The cost
equation for Winograd’s Strassen algorithm is also a little lower with minimum depth 4
than with minimum depth 1. Winograd’s Strassen algorithm has a 19.311% speed-up and
the pebble game algorithm has a speed-up of 78.174%.
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Figure 4.3: Both variants of the Strassen algorithm cost equation with dynamic padding, minimum depth
4, r=32 and 210 digits.

4.3.3. Partitioned Multiplication
In contrast to the previous two methods of the Strassen algorithm for non-square matrices,
the cutoff criterion will not always be true in the first iteration. In figure 4.4 the cost
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equation with partitioned matrix and dynamic padding and the regular cutoff criterion.
Both variants of the Strassen algorithm have almost the same cost equations. It oscillates
with a periodicity of 32 matrix size, this is possibly due to the need to make an extra
submatrix every 32 matrix size. Winograd’s Strassen algorithm has a 33.549% speed-up
and the pebble game algorithm has a speed-up of 34.009%.

0 100 200 300 400
0.0

0.5

1.0

1.5

2.0

·108

Matrix size

O
pe

ra
tio

ns
Pebble game Strassen
Regular multiplication
Winograd Strassen

Figure 4.4: Both variants of the Strassen algorithm cost equation with partitioned multiplication and
dynamic padding, minimum depth 0, r=32 and 210 digits.

If static padding is used instead, the cost equations in figure 4.5 are obtained. There are
slight differences between the cost equations of pebble game and Winograd’s Strassen
algorithm. For larger matrices these cost equations are very similar to the cost equations
obtained with dynamic padding. Winograd’s Strassen algorithm has a 39.749% speed-up
and the pebble game algorithm has a speed-up of 41.915%.
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Figure 4.5: Both variants of the Strassen algorithm cost equation with partitioned multiplication and
static padding, minimum depth 0, r=32 and 210 digits.
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Changing the cutoff criterion by either increasing the minimum depth or removing terms
seems to have little to no effect.
We will use the partitioned multiplication with static padding in order to investigate what
the effect of changing the digit count is. In table 4.5 the difference between the opera-
tion cost function for standard matrix multiplication and both variants of the Strassen
algorithm for multiple digit counts. As expected, when the digit count increases, the
Strassen algorithms become more efficient compared to standard matrix multiplication.

Digit count 2d Winograd’s Strassen Pebble game Strassen
d = 7 −38.412% −40.452%
d = 8 −38.713% −40.822%
d = 9 −38.949% −41.112%
d = 10 −39.139% −41.345%
d = 11 −39.294% −41.536%

Table 4.5: Percentage difference of operation cost to standard multiplication for both variants of the
Strassen algorithm for different digit counts.

With these operation cost equations for the Strassen algorithm, we can compute the
operation cost equation for the blocked Cholesky factorization and see what the decrease
in operations is if we apply it in the blocked Cholesky factorization.
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Cholesky Factorization

In this chapter the Cholesky factorization algorithm and its efficiency will be studied. The
Cholesky factorization can be found for symmetric, positive definite matrices. It finds an
upper- or lower-triangular matrix that if the transpose of the factorization is multiplied by
the factorization, our original matrix is obtained. First, the amount of operations needed
for both the standard- and blocked Cholesky factorization algorithm will be investigated,
then Strassen algorithm for fast matrix multiplication will be studied and finally both
will be combined to improve the blocked Cholesky factorization algorithm.

5.0.1. Regular Cholesky Factorization algorithm
The regular Cholesky factorization algorithm is derived from the structure of the Cholesky
factorization. If we have matrix A and its factorization R, then A = RTR. As R is an
upper triangle matrix, we can directly find an expression for ai,j . For elements on the
diagonal, we have ai,i =

∑i
j=1 r

2
i,j , this can be rewritten to solve for

ri,i =

√√√√ai,i −
i−1∑
j=1

r2i,j (5.1)

For elements under the diagonal we have ai,j =
∑j

k=1 ri,krj,k, which can be solved for

ri,j =
ai,j −

∑j−1
k=1 ri,krj,k
rj,j

(5.2)

Combining these expressions gives the standard algorithm to compute Cholesky factor-
ization: The algorithm works as follows:

Algorithm 4 Standard Cholesky factorization
Require: A positive definite matrix A with dimension n× n
Ensure: Upper triangle R, with A = RTR

for i = 1 to n do
for j = 1 to i− 1 do

ri,j =
ai,j−

∑j−1
k=1 ri,krj,k
rj,j

end for
ri,i =

√
ai,i −

∑i−1
j=1 r

2
i,j

end for
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The total operations needed for this algorithm are
n∑

i=1

(

i−1∑
j=1

m+ 1 + (j − 1)m+ j − 2) +m+ 1 + (i− 1)m+ i− 2 =

n∑
i=1

i(i− 1)

2
m+

(i− 2)(i− 1)

2
+ im+ i− 1 =

m+ 1

2

n(n+ 1)(2n+ 1)

6
+

m− 1

2

n(n+ 1)

2
− n = n3(

m+ 1

6
) + n2(

m

2
) + n(

m

3
− 1

6
)

(5.3)

This algorithm is used often in code libraries. In order to use matrix multiplication for
computing the Cholesky decomposition, The blocked Cholesky factorization algorithm
will be used.

5.0.2. Blocked Cholesky factorization
Blocked Cholesky factorization separates the matrix into four submatrices and uses ma-
trix operations to Calculate the Cholesky factorization. The matrix A will be separated
into the r× r matrix A11, the r× n− r matrix A12 and the n− r× n− r matrix A22. The
equation that needs to be solved is:[

A11 A12

AT
12 A22

]
=

[
RT

11 0
RT

12 In−r

] [Ir 0
0 S

] [
R11 R12

0 In−r

]
, (5.4)

The goal is to find R11, R12 and S. For R11 standard Cholesky factorization will be used as
A11 = RT

11R11 and A11 is positive definite. For R12, the system of equation RT
11R12 = A12

holds. Finally for S, we have S = A22 − RT
12R12. If we find the Cholesky factorization of

S = RT
SRS, the Cholesky factorization of A is given by:[

A11 A12

AT
12 A22

]
=

[
RT

11 0
RT

12 RT
S

] [
R11 R12

0 RS

]
, (5.5)

The algorithm will recursively be performed on S until the matrix is small enough to
satisfy the cutoff criterion or only a single element remains. If standard matrix multi-
plication were used to compute S, the operation count would be equal to that of the
standard algorithm.
The operation costs for the steps of the blocked Cholesky algorithm for a n × n matrix
with step-size r are given in table 5.1, where Ss(a, b) is the cost equation of a variant of
the Strassen algorithm with matrix dimensions a × b with symmetric result and W (n, r)
represents the cost function of the blocked Cholesky factorization algorithm. We see that
all steps have complexity smaller than n3, so we expect that multiplication is the most
expensive step of the algorithm, even with the Strassen algorithm.
A cutoff criterion will be used similarly to the Strassen algorithm and we can modify it in
the same ways with a minimum depth and removing terms. Additionally, the step-size
can be changed to find the fastest version. This subsection will contain the plots for the
cost equation for each variant of the Strassen algorithm discussed in chapter 4. All plots
will be made with 210 digits, the best versions of the cutoff criterion for the variants of
the Strassen algorithm we could find in section.
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Table 5.1: Costs for Blocked Cholesky algorithm per step

Operation Steps
A11 = RT

11R11
m+1
6 r3+(m+ 1

2)r
2+(5m6 −

2
3)r

RT
11R12 = A12 (n− r)( r(r+1)

2 m+ r(r−1)
2 )

M = RT
12R12 Ss(n− r, r)

S = A22 −M (n− r)2

S = RT
SRS W (n− r, r)

In chapter 4 we studied different algorithms that sped up matrix multiplication in order
to make the blocked Cholesky algorithm as efficient as possible. The cost function for
the Blocked Cholesky factorization with the Strassen algorithm with static padding is
given in figure 5.1 for both Winograd’s and the pebble game Strassen algorithm with
step-size r = 32. We can see that the cutoff criterion for Winograd’s Strassen algorithm
is going to be true for all matrix sizes. However, for the pebble game Strassen algorithm
at matrix size 400, it takes around 34.304% less steps. Modifying the cutoff criterion does
no improvement on the cost function.
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Figure 5.1: The blocked Cholesky factorization algorithm using Strassen algorithm cost equation with
static padding, minimum depth 0, r=32 and 210 digits.

The cost function for the Blocked Cholesky factorization with the Strassen algorithm
with dynamic padding is given in figure A.1 for both Winograd’s and the pebble game
Strassen algorithm with step-size r = 16. Winograd’s Strassen algorithm is a minor
improvement on standard Cholesky factorization with a 12.083% lower run-time, while
the pebble game Strassen algorithm is a significant improvement with a run-time 68.471%
lower than standard Cholesky factorization. Again, modifying the cutoff criterion does
no improvement on the cost function.
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Figure 5.2: The blocked Cholesky factorization algorithm using the Strassen algorithm cost equation with
dynamic padding, minimum depth 0, r=16 and 210 digits.

The cost function for the Blocked Cholesky factorization with the Strassen algorithm
with a partitioned matrix with static padding is given in figure 5.3 for both Winograd’s
and the pebble game Strassen algorithm with step-size r = 16. Both variants show an
improvement for the operational cost. Winograd’s has a 32.525% speed-up, while pebble
game has a 32.744% speed-up. Again, modifying the cutoff criterion does no improvement
on the cost function.
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Figure 5.3: The blocked Cholesky factorization algorithm using Strassen algorithm cost equation
partitioned with static padding, minimum depth 0, r=16 and 210 digits.

Finally, the cost function for the Blocked Cholesky factorization with Strassen algorithm
with a partitioned matrix with dynamic padding is given in figure 5.4 for both Winograd’s
and the pebble game Strassen algorithm with step-size r = 32. Both variants show an
improvement for the operational cost. Winograd’s has a 34.375% speed-up, while pebble
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game has a 35.044% speed-up. Again, modifying the cutoff criterion does no improvement
on the cost function.
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Figure 5.4: The blocked Cholesky factorization algorithm using the Strassen algorithm cost equation
partitioned with dynamic padding, minimum depth 0, r=32 and 210 digits.

When the digit count is increased, similar effects to table 4.5 occur. These cost equations
lead to the conclusion that dynamic padding with the pebble game Strassen algorithm
should be the most efficient. The following chapter will use run-time timing experiments
to see if this is actually the case, and how much faster blocked Cholesky factorization
with the Strassen algorithm in the high-precision regime can actually be.
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Implementation

This chapter will discuss the run time of implementations of blocked Cholesky factoriza-
tion with the variants of the Strassen algorithm discussed in this thesis. All implemen-
tations will be written in Python version 3.11 with the library Python-FLINT version
0.8.0[7] for high precision arithmetic. It will performed on a standard desktop with as
few programs running as possible. Our implementation and the code used for testing
the run-time can be found in appendix B. The implementation for each variant of the
blocked Cholesky factorization algorithm will be run 10 times to obtain a relatively precise
average run-time.
Python-FLINT is a wrapper of the C library FLINT[3], it contains most of the functions
and classes necessary for our implementations. However, some important functions had
to be implemented by me in python. These sub-optimal implementations will increase
the run-time of the total algorithm.
In order to make a submatrix, my implementation first creates a matrix filled with zero’s
and then fill the matrix element-wise. Padding rows and columns has to copy the matrix
element-wise into a bigger matrix filled with zeros. Removing padded rows and columns
works in a similar way. This will create more overhead cost for my implementation than
is necessary. The run-times that will be plotted in this chapter will thus be a sort of
upper-bound for an implementation of the algorithm. An implementation in C with the
complete FLINT library will almost certainly be faster.
The aim of this chapter is to find an implementation that is faster than the standard
Cholesky factorization algorithm with as low precision as possible.

6.1. Static and Dynamic Padding
When multiplying submatrices with padded rows and columns, it is important to avoid
doing arithmetic with the zero elements. However, if we implement matrix multiplication
ourselves, it will be slower than FLINT’s build in matrix multiplication.
We will keep track of how many rows and columns are padded for each matrix throughout
our iterations of the Strassen algorithm. Our implementation of matrix multiplication
will use these numbers of padded rows and columns and add the respective rows and
columns after computing the multiplication of the non-zero submatrices. After some
testing, we found that this implementation is faster when both matrices have at least one

22
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row and column padded.
In our implementation for the Strassen algorithm, when standard matrix multiplication
is called, if the necessary number of rows and columns is padded, our implementation
is used. Otherwise, FLINT’s build in multiplication is used. We can also use symmetry
with this implementation to decrease the amount of operations needed for some of the
matrix multiplications. For addition, we will always use FLINT’s build in function and
thus will not be able to ignore the padded rows and columns or use symmetry.
The optimal step-size for blocked Cholesky factorization is 10. We found a decrease of
16.270% for 211 digits, 22.815% for 210 digits and 13.847% for 29 digits for a 400 × 400
matrix. This results were double-checked as they contradict what we expected to happen
when the digit count was increased. We do not know why this happens. When 28 or less
digits are used, no more speed-up is found. The run-times for matrices sized 200 to 400
with 29 digits are given in figure 6.1.

Figure 6.1: The blocked Cholesky factorization algorithm run-time experiment results with step-size r=10
and 29 digits. The y-axis is scaled cubic.

However, when dynamic padding is used, there is no step-size where the blocked Cholesky
factorization algorithm has a lower run-time than the standard Cholesky factorization
algorithm. The lowest it gets was with step-size 8 and a run-time 40.128% higher than
the standard algorithm with 211 digits. This is due to the increased amount of rows
and columns that have to padded or removed separately. Every time this happens the
matrix has to be copied in its entirety and this will lead to a significant slow down when
it happens often.

6.2. Partitioned Multiplication
Our implementation of the blocked Cholesky factorization algorithm using partitioned
multiplication also contains some overhead costs. The implementation puts all submatri-
ces into a list and then multiplies the submatrices by iterating through the list.
Oddly enough, from our experiments, dynamic padding seems to the most efficient with
a step-size of 12, but an increase of 24.830% in the run-time with 211 digits
The fact that static padding combined with the blocked Cholesky factorization has the
fastest implementation and it having to find submatrices a minimal amount of times and
only padding and removing columns and rows once, leads to the conclusion that the bot-
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tleneck of our implementation is indeed the poor implementation of taking submatrices,
padding and removing columns and rows. The run-times that are found with our imple-
mentation are a sort of upper bound and as such a better implementation could have a
bigger speed-up.
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Conclusion and Discussion

In this thesis two algorithms, the blocked Cholesky factorization and the Strassen al-
gorithm, were combined and investigated in the high-precision regime. A distinction
between the operational costs of arithmetical operations was made for hig-precision num-
bers. Multiple methods of padding or preparing the matrix for the Strassen algorithm
were applied and their effect on the cost equations of both the Strassen algorithm and the
blocked cholesky factorization algorithm were investigated. Implementations were made
for all algorithms discussed and their run-time was compared to the standard algorithm
for the Cholesky decomposition.
We found that when working with 29 digits, a speed up of 13.847% is achieved with
the combination of algorithms and with 210 digits a speedup of 22.815% is achieved.
These decreases in run-time do not match with our operational cost equations as our
implementation is sub-optimal and certain steps create bottlenecks.
Future research could investigate versions of the Strassen algorithm where the matrix is
divided into 9, 16 or even greater squares amount of submatrices. These could have a
lower asymptotic complexity. There are also different bases for the Strassen algorithm
not discussed in this paper, which may have a lower operational cost. In addition to
padding the matrix, removing rows or columns and computing the result later, known as
peeling the matrix could be investigated.
The implementation could be improved by using the FLINT library instead of the python-
FLINT library and thus having less overhead costs for taking submatrices, removing/-
padding rows or columns and combining submatrices. Additionally, parallel programming
could be implemented as a lot of steps in the Strassen algorithm can computed at the
same time as each other.
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Figure A.1: Winograd’s Strassen algorithm with r = 32, d = 10 and minimum depth 1.
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B
Code for the Operation Cost Equation

The code for plotting the cost equations and run-time testing can be found at: https://
github.com/Jasperwouterphilipvandenberg/Bachelor-thesis-jasper-van-den-berg.
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