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A B S T R A C T

Objective: Colorectal cancer (CRC) is one of the most common cancers in the world, with research suggesting a 
potential association with the human microbiota. However, simply comparing relative microbial abundances 
could overlook connections between microbes and specific clinical characteristics of CRC.
Methods: Here, we present the machine learning (ML) framework ‘AILMENT’ (AI-linked Microbiota Exploration 
of Nascent Tumours) that efficiently associates microbiota profiles with CRC metadata.
The Random Forest and Extreme Gradient Boosting machine learning methods incorporated in AILMENT were 
used to identify associations between the microbiota and CRC phenotypes relating to clinical outcomes.
Results: Sixteen ML models were generated from public data of 778 individuals using AILMENT, indicating as
sociations between the microbiota and several different clinical characteristics of CRC, including microsatellite 
instability (MSI) and BRAF mutations (median AUROC and F1 scores of the ML models reached up to 0.90 and 
0.85, respectively). Additionally, associations between Odoribacter, Leptotrichia, Granulicella, Parvimonas, Fuso
bacterium and other genera with CRC were observed. With respect to sample type, distinct microbial composi
tions were observed between tissue and faecal samples, indicating fundamental differences in microbiota 
composition between these sample types. The AILMENT framework pinpointed an association between patho
gens such as Porphyromonas and Parvimonas and CRC, confirming their role as microbial signatures in the disease. 
Moreover, the framework could indicate microbes linked to a healthy gut distinct from the CRC state, such as the 
butyrate-producers Lactobacillus, Eubacterium and Ruminococcus. To validate the performance and utility of 
AILMENT, we applied it to a publicly available dataset of bacterial species abundance and associated metadata, 
successfully replicating the key findings.
Conclusion: The AILMENT framework can efficiently predict associations between different clinical characteris
tics of CRC and complex microbial relative abundance data. AILMENT enables the identification of specific 
microbes at the genus level for detailed clinical characterisation of CRC, demonstrating its potential as a tool for a 
better understanding of cancer-microbiota interactions.

1. Introduction

Cancer is one of the major public health concerns throughout the 

world. Although new developments in cancer research and new thera
pies have increased the survival rate from cancer in the last few decades, 
there remains significant global morbidity and mortality associated with 
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cancer [1]. Colorectal cancer (CRC) - consisting of colon adenocarci
noma and rectum adenocarcinoma, is one of the most common cancers 
globally, having been reported as the leading cause of cancer-related 
mortality worldwide [2–4]. The 5-year survival rate for CRC patients 
is ~90% when diagnosed early, versus 13% at later stages, emphasising 
the value of early detection [5].

Cancer-based diseases can result from various causes [6,7]. Howev
er, in recent years, the microbiota has been increasingly recognised as 
playing an important role in the development and promotion of cancer 
through inflammation, infection, and diet [8–10]. For example, 
commensal microbiota could influence cancer via the production of 
metabolites and inflammatory genotoxins [11]. In this respect, scientists 
are currently investigating microbiota-based therapies for a range of 
cancers, including prostate, pancreatic, and lung cancer [12–14], 
showing that microbes could be both novel treatment targets and a 
means to enhance existing cancer therapies. While the link between the 
human microbiota and CRC is well-studied, its role in specific aspects, 
such as the formation of genetic mutations and the effect on tumour 
location, remains unclear.

In CRC-microbiota research, faecal samples and tumour/tumour 
environment tissue samples are widely used, with faecal samples having 
the advantage that they can be collected in a non-invasive way, offering 
a convenientfor CRC diagnosis [15]. However, tissue samples are more 
effective in identifying specific microbial involvement [16,17]. For 
example, CRC patients can be distinguished from healthy controls using 
mucosal bacterial profiles, which are more accurately determined using 
tissue, rather than faecal, samples for microbial identification [18]. 
Technologies such as omics studies and artificial intelligence (AI) can be 
a source for studying the impact of the human microbiota on CRC. In 
humans, the Human Genome Project [19] has generated vast amounts of 
omics data for analysis. For the microbiota, metagenomics analyses have 
been used to investigate the composition and functions of microbial 
communities, focusing on genes, coding regions, and reference genomes 
[20]. A subset of techniques, e.g., 16S rRNA sequencing, uses 
meta-genotyping to examine taxonomic diversity [21]. Meanwhile, 
metatranscriptomics explores microbial RNA transcripts, providing in
sights into microbiota gene expression [22]. However, the effective use 
of these complex data for CRC diagnosis and treatment remains limited, 
although AI approaches could play a crucial role in CRC disease di
agnostics and biomarker discovery. For example, AI has been used with 
high-throughput proteomic technology to explore cancer biomarkers 
[23,24].

Machine Learning (ML), a branch of AI, has become increasingly 
important in cancer research, including cancer diagnosis, therapy, and 
microbiota analysis [25–27]. The discovery of links between gut 
microbiota and diseases such as CRC has driven the development of ML 
tools for microbiota research. These tools enable deeper insights into 
complex microbial data, supporting tasks such as identifying microbial 
associations and signatures [28–30]. Popular ML models, including 
Logistic Regression, Support Vector Machines, Random Forest (RF), and 
Extreme Gradient Boosting (XGB), were used in gut microbiota studies, 
with RF and XGB demonstrating high accuracy and robustness when 
applied to different microbial datasets [27,31–34]. Their success high
lights the potential of ML to advance cancer microbiota research. During 
the current research, an ML framework called AILMENT (AI-Linked 
Microbiota Exploration of Nascent Tumours) was built to predict and 
analyse clinical information from CRC patients, including MSI status, 
tumour stage, tumour location, B-Raf proto-oncogene, serine/threonine 
kinase BRAF status, tumour protein P53 TP53 status, and tissue sample 
types, and associated relative abundance microbiota data. ML outcomes 
identified important microbiota genera that are potentially associated 
with specific clinical characteristics of CRC. AILMENT is an effective ML 
framework that uses microbial abundances from metatranscriptomics 
and metagenomics to predict cancer characteristics, providing another 
step towards diagnosis and treatment decisions using AI.

2. Methods

2.1. Data description

In this study, two previously published datasets relating to CRC and 
microbiota research were used (Table 1). The first dataset comprised 
human transcriptomics data obtained from 162 Singapore colorectal 
cancer (CRC) patients (SG-Bulk), which was generated from collected 
colon tissue samples [35]. Corresponding human gene expression data 
and metadata for these 162 CRC patients were also included in the 
SG-Bulk dataset, which was also used to extend the application of the 
AILMENT framework to identify human genes significantly associated 
with CRC in these tissues.

The second dataset is shotgun metagenomics sequencing data of 
faecal samples from a cohort of 616 participants (Faecal-MG), including 
365 CRC patients and 251 healthy individuals [29]. In this dataset, 8367 
species and 1941 genera were previously identified using a data filtering 
pipeline. Relative abundances of each microbiota species were calcu
lated, and the sum of the relative abundance for each sample was 
calculated. The relative abundance of each genus was calculated as the 
sum of all species belonging to a specific genus.

The framework's performance was validated using an independent 
dataset of shotgun metagenomic sequences from a cohort of 1262 
samples (Table 2). For this validation, genus-level abundances were 
calculated by aggregating the MetaPhlAn3-derived species-level relative 
abundances for the 191 microbes reported in the source study [36].

2.2. Data preprocessing

The transcriptomics data from SG-Bulk were processed through 
quality trimming and filtering with Fastp (version 0.23.4) [37,38]. Host 
depletion was performed by mapping the reads to the human reference 
genome using BWA-MEM2 (version 2.2.1) [39]. Taxonomic classifica
tion was conducted with Kraken2 (version 2.1.3) and the standard 
database [40], and the relative microbial abundances were re-estimated 
using Bracken (version 2.9) [41]. The relative abundance of each species 
in each sample was calculated by dividing the read count for each spe
cies by the total number of reads in the sample. To refine the dataset, we 
selected bacterial taxa present in more than 50% of samples. Further 
filtering was applied using a “blacklist” of potential microbial contam
inants present in laboratory reagents [42]. The relative abundance of 
each genus was then calculated by summing the abundances of all 
species belonging to that genus. Samples with missing clinical diagnoses 
were removed from SG-Bulk.

The Faecal-MG dataset was normalised at the genus level using the 
same method that was used for the SG-Bulk dataset; therefore, we 
directly selected microbes present in more than 50% of samples. Mi
crobes in the “blacklist” were also removed from the Faecal-MG dataset 
[42]. Additionally, unclassified species at the genus level were discarded 
to ensure data quality. After processing, a total of 449 species from 225 
genera were included for further analysis. As with SG-Bulk, the relative 
abundance of a genus was calculated by summing all the species 
belonging to that genus. To ensure label consistency of clinical traits, we 
relabelled tumour stages into “Early stage”, “Late stage” and “Others”, 
and tumour location into “Left colon”, “Right colon” and “Multi-site” 

Table 1 
Overview of datasets included in this study.

Datasets No. 
Samples

Data Types Sample Types Sources

SG-Bulk 162 Human meta- 
transcriptome

Tissue 
samples

[35]

Faecal- 
MG

616 Human metagenome Faecal 
samples

[29]

Validation 1262 Human metagenome Faecal 
samples

[36]
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based on clinical classes. Samples with missing clinical diagnoses were 
removed from Faecal-MG.

The validation dataset, derived from 1262 samples (Table 2), was 
preprocessed to ensure data quality for the analysis, as were the other 
databases. Genus-level relative abundances were first calculated by 
summing the MetaPhlAn3-derived abundances of all constituent species. 
Following this, a prevalence filter was applied, and genera present in less 
than 50% of the samples were removed from the dataset. To further 
refine the data, any taxa that remained unclassified at the genus level 
were also discarded. Ultimately, a total of 230 genera were retained for 
the final validation analysis. To ensure label consistency of clinical 
traits, we relabelled tumour stages into “Early stage”, “Late stage” and 
“Others”, and tumour location into “Left colon”, “Right colon” and 
“Multi-site” based on clinical classes. Samples with missing clinical di
agnoses were removed from the validation dataset.

2.3. Assessing complexity

Principal Coordinates Analysis (PCA), alpha diversity analysis using 
the Shannon index, and beta diversity analysis using Bray-Curtis 

dissimilarity were applied to each pre-processed dataset in R (v.4.4.0).

2.4. AILMENT framework

The AILMENT framework was designed to provide a simple frame
work for feature selection of microbiota and human genes that are 
predictive for classifying cancer patients based on diagnostic (e.g. MSI 
status) or clinical outcome. The AILMENT framework is composed of 
four stages: (1) Machine learning Model construction, (2) Model Per
formance and Evaluation, and (3) Integrative Feature Analysis, (4) 
Validation Data Set Analysis as outlined below and in Fig. 1. 

1. Model Training: The entire modelling process was embedded within 
a bootstrap framework consisting of 20 iterations to ensure robust 
performance evaluation. Specifically, to prevent data leakage and 
ensure class balance, the Synthetic Minority Oversampling Tech
nique (SMOTE) was applied exclusively to the training dataset dur
ing each iteration. Using the Python (v.3.11.7) SMOTE function, 
synthetic samples were generated for the minority class based on the 
3-nearest neighbours of existing samples, ensuring that the test sets 
remained entirely independent and representative of real-world class 
distributions. Each iteration began with a random shuffle of the 
dataset, followed by an 80:20 split into training and test data. All 
preprocessing steps, including feature selection, class balancing, data 
scaling, 3-fold cross-validation and hyperparameter tuning, were 
applied strictly to the training partition. The Random Forest (RF) 
model and Extreme Gradient Boosting (XGB) models were trained on 
the training data in Python (v.3.11.7) using the functions “Ran
domForestClassifier” and “xgb.XGBClassifier”, respectively. For 
hyperparameter selection, we performed a grid search with the 
function “GridSearchCV”, which was based on the accuracy of pre
dictions. The grid search included a 3-fold stratified cross-validation 
via the function “StratifiedKFold” in Python (v.3.11.7), ensuring that 
model selection remained independent of the held-out test set. For 
RF models, hyperparameters included the number of trees, and the 
maximum number of features that yielded the best split at each node, 
being fine-tuned by the grid search. For XGB models, hyper
parameters including learning rate, maximum depth of the tree, and 
size of subsample were fine-tuned by the grid search. Final perfor
mance metrics were calculated solely on the 20% test data, which 
remained entirely unseen by the models during the training and 
hyperparameter tuning phases. A detailed schematic and algorithmic 
pseudocode of the full AILMENT pipeline, illustrating the strict 
isolation of the independent test set during preprocessing and model 
selection, are provided in the Supplementary Information (Supple
mentary Pseudocode).

2. Model Evaluation and Assessment of Model Robustness: The optimised 
hyperparameters were applied to the RF and XGB models to generate 
predictions from the test data. To evaluate performance, accuracy, 
precision, recall, and F1 score were calculated for the test set 
(Equations (1)–(4)). The area under the receiver operating charac
teristic curve (AUROC) was also used to assess the discriminative 
ability of the RF and XGB models, evaluating their performance in 
distinguishing between classes across all classification thresholds. An 
AUROC close to 1.0 indicates strong discriminative ability, while an 
AUROC of 0.5 suggests performance no better than random chance. 
For multi-class classification models, indicators of the overall per
formance were macro-averaging of precision, recall, F1 score, and 
AUROC (Equation (5)).

accuracy=
TP + TN

TP + TN + FN + FP
(1) 

precision=
TP

TP + FP
(2) 

Table 2 
A comparative summary of the three datasets analysed in this study: the internal 
SG-Bulk and Faecal-MG cohorts, and the large-scale Validation dataset (n =
1262).

SG-Bulk Faecal- 
MG

Validation

Age Group, n (%)
18-64 73 (45.06%) 322 

(52.27%)
689 (54.60%)

≥65 86 (53.09%) 294 
(47.73%)

573 (45.40%)

NA 3 (1.85%) - -
Sex, n (%)
Male 94 (58.02%) 358 

(58.12%)
749 (59.35%)

Female 65 (40.12%) 258 
(41.88%)

513 (40.65%)

NA 3 (1.85%) - -
Disease Status, n (%)
Healthy 0 (0%) 251 

(40.75%)
662 (52.46%)

CRC 162 (100%) 365 
(59.25%)

600 (47.54%)

Tumor Stage (CRC), n (%)
Early Stage 60 (37.04%) 111 

(30.41%)
12 (2%)

Late Stage 99 (61.11%) 74 
(20.27%)

18 (3%)

Pre-invasive 
stages

- 180 
(49.32%)

-

NA 3 (1.85%) - 1232(97.6%)
Tumor Location, n (%)
Left Colon 107 (66.05%) 167 

(27.11%)
75 (5.94%)

Right Colon 51 (31.48%) 83 
(13.47%)

11 (0.87%)

Multi-Site ​ 8 (1.30%) -
Non- 

specified/ 
NA

4 (2.47%) 358 
(58.12%)

9 (7.13%)

No. Microbes after filtering
Genera 

Level
212 258 230

Species 
Level

- - 859

Primary 
Reference

Singapore 
EGAD0000100 
8512

Japan PRJEB7774, PRJNA531273, 
PRJNA447983, PRJDB4176, 
PRJEB12449, PRJEB27928, 
PRJDB4176, PRJEB10878, and 
PRJEB6070
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recall=
TP

TP + FN
(3) 

F1 score=2*
precision*recall

precision + recall
(4) 

MaAX =

∑n
i=1Xi

n
(5) 

Equations (1)–(5). TP, TN, FN, and FP represent true positives, true 
negatives, false negatives, and false positives, respectively. The F1 score, 
ranging from 0 to 1, is the harmonic mean of precision and recall, with 

higher values indicating better performance [43]. Macro-average 
(MaAX) values, including precision, recall, F1 score, and AUROC, 
were calculated across all classes, where n denotes the number of classes 
in the model. Although a 3-fold stratified cross-validation was per
formed during the training process, the split of training data and test 
data remained identical. To ensure a robust assessment of our frame
work, we repeated the entire modelling process 20 times (j = 20) on 
different random samples of the data. In each of these iterations, the data 
was split into a training and a test set. The model training process itself 
involved a grid search to optimise hyperparameters, using 3-fold strat
ified cross-validation (i = 3) on the training data only. The performance 

Fig. 1. General scheme of the AILMENT framework. All three datasets contain microbiota relative abundance and metadata. SG-Bulk has an extra data matrix that 
includes human gene expression profiles. Details of the three datasets and ML framework are described in Methods.
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of the resulting tuned model was then evaluated on the corresponding 
test set, with final metrics averaged across all 20 iterations (Fig. 3). 
Therefore, there were 60 runs of either the RF or XGB model in the 
framework (i× j = 60). The performance metrics from cross-validation 
and testing across 20 iterations were extracted from a box plot in Python 
(v.3.11.7) and compared to see if there was a significant fluctuation 
along iterations and if the test accuracy was significantly lower than the 
training accuracy with respect to overfitting. 

3. Integrative Feature Importance Analysis: In ML models, ‘feature 
importance’ indicates the weight of each feature in a prediction. 
Therefore, we utilised the built-in function’ feature importance’ with 
default settings, in both RF and XGB models, to extract the 20 most 
important genera from each model (Fig. 3). Each iteration of the 
AILMENT framework extracted 400 important genera. To ensure the 
selection of only the most robust biological markers, we imple
mented a stability-selection protocol requiring a consensus 

Fig. 2. General classification performance of RF and XGB models within our AILMENT framework using test accuracy (y_test) and the gap between median test accuracy and 
median training accuracy (Δ) for model overfitting assessment. SG and FMG refer to datasets SG-Bulk and Faecal-MG, respectively. TL, stage, BRAF, TP53, HC, and MSI refer 
to predictive clinical characteristics of CRC, relating to classes of tumour location, tumour stage, BRAF status, TP53 status, healthy condition, and MSI status, respectively.
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frequency of ≥ = 40. This threshold represents a 100% consensus 
requirement across all 20 bootstrap iterations and both ensemble 
models (20 iterations × 2 models = 40). This stringent criterion 
ensures that a genus is only retained if it is consistently prioritized 
regardless of the data partition or the specific optimisation strategy 
(bagging-based vs. boosting-based). Features meeting this 100% 
consensus were identified as highly involved microbes, while those 
prioritized by both RF and XGB engines were classified as critically 
involved signatures for specific CRC clinical characteristics.

4. Validation Data Set Analysis: For cross-validating the AILMENT, we 
implemented the validation dataset in the framework with the same 
process and settings. The framework's performance was evaluated by 
correlating genus-level abundances with patient age, health condi
tion, tumour stage, and tumour location on an independent dataset 
of 1262 CRC samples. Age-specific correlation was also evaluated at 
the species level with our framework.

3. Results

3.1. Assessing the complexity of microbiome datasets

To investigate the diversity and complexity of the datasets studied, 
we performed PCA, alpha diversity, and beta diversity calculations on 
each dataset based on clinical characteristics that included MSI status, 
tumour stage, tumour location, etc. In the PCA analysis, a significant 
difference was observed only between microbial profiles from tumour 
tissue and faecal samples Supplementary Fig. 1, while no separation was 
observed for other characteristics (Supplementary Fig. 1). Alpha di
versity analysis, however, revealed substantial differences among 
groups for several clinical characteristics (Supplementary Fig. 3; P <
0.05). Similarly, beta diversity demonstrated significant variation be
tween groups for three clinical characteristics across both datasets 
(Supplementary Fig. 4; p < 0.05). Notably, healthy participants in the 
Faecal-MG dataset exhibited significantly higher microbial alpha di
versity compared to CRC patients in the SG-Bulk dataset (Supplementary 
Fig. 3c; P < 0.001), with beta diversity also showing significant differ
ences (Supplementary Fig. 4i; P = 0.001). All other clinical character
istics did not display significant differences between microbial groups 
from either alpha diversity or beta diversity (Supplementary Figs. 3–4; p 
> 0.05). Together, these analyses highlighted the complexity of the 
datasets studied, suggesting that advanced ML methods are best suited 
to uncovering the complex patterns potentially hidden in these datasets.

3.2. Robust prediction of clinical characteristics in CRC

To explore associations between complex microbial data and CRC, 
we built 16 ML models in the AILMENT framework, with the resultant 
predictive accuracy and model generalizability being calculated to 
evaluate the predictive performance of these models (Fig. 2). We 
observed no significant overfitting problem in our ML models when 
combining cross-validation with the resampling of training and test 
data, shown in Fig. 2. Further, AUROC and F1 scores did not show sig
nificant differences in predictive performance between RF and XGB 
models (Supplementary Table 2). These results suggested that AILMENT 
can robustly predict the clinical characteristics of CRC without over
fitting the training data.

For SG-Bulk patients, the performance metrics of MSI status based on 
tissue microbial relative abundance data were 0.81 and 0.78 using the 
RF and XGB models, respectively (Fig. 2; Supplementary Table 2); and 
the median AUROC of these two models were approximately 0.71 
(Supplementary Table 2). These findings indicated considerable asso
ciations between tissue microbiota and MSI status in CRC. Also, pre
dictions of BRAF status demonstrated good performance almost 
reaching values above 0.9 for accuracy and F1-score, suggesting pro
found associations between the microbial composition in the tissues of 
CRC and BRAF status. On the other hand, TP53 status showed fewer 

associations with the microbial composition in the tissues of CRC 
(Fig. 2). The median accuracy values for the prediction of tumour stage 
and tumour location in SG-Bulk patients ranged from 0.53 to 0.7 (Fig. 2; 
Supplementary Table 2), revealing associations between tissue micro
biota and tumour stage or tumour location in CRC. The AUROC pre
dictions on tumour location from SG-Bulk data and RF and XGB models 
were 0.65 and 0.7 respectively, suggesting the models can distinguish 
between the classes (Fig. 2; Supplementary Table 2).

Compared to the SG-Bulk dataset, the median accuracy values of 
tumour stage and tumour location based on the microbial relative 
abundance of the Faecal-MG dataset were generally lower, ranging from 
0.45 to 0.60 (Fig. 2). This indicated much weaker potential associations 
between the gut microbiota and tumour stage or tumour location. As the 
median AUROC of Faecal-MG data was higher than 0.61 in both RF and 
XGB models, the faecal microbiota in healthy people and CRC patients 
was notably different (Supplementary Table 2).

As AUROC can occasionally present an overly optimistic evaluation 
of model performance when applied to imbalanced datasets, we also 
calculated precision, recall, and F1 scores to ensure a more rigorous and 
comprehensive assessment of the models (Supplementary Table 2). The 
precision and recall scores of models of tissue samples were generally 
higher than 0.6, compared to those of faecal samples, ranging from 0.45 
to 0.62 (Fig. 2). The F1 score, as a balance between precision and recall, 
provided a statistical indicator of the general performance of the ML 
models in AILMENT (Supplementary Table 2). The median values for 
precision and recall, and the F1 score for each ML model, across 20 it
erations, are provided in Supplementary Table 2, and the representative 
confusion matrix output is available in Supplementary Fig. 5. The sig
nificance between predictive performances was determined by the P- 
value from a two-tailed t-test between individual predictive perfor
mances, where the null hypothesis was that two independent predictive 
performances were equal.

Together with accuracy and AUROC, we showed that microbiota 
composition may be significantly associated with CRC, indicating the 
potential usefulness of AILMENT in making predictions about specific 
clinical characteristics and the human microbiota in CRC patients.

3.3. Identification of microbial involvement in CRC

To identify microbial genera that are associated with CRC, we 
selected the 20 most important genera from each of the 16 models from 
each iteration of AILMENT, which resulted in 400 important genera. Of 
those features (genera), we kept important features that were present in 
the identification to a value of ≥40, whereby microbes presenting in 
both RF and XGB models were identified as critically involved microbes 
for the specific clinical characteristics of CRC. These results were used to 
generate a heat map that included the identified genera and their rela
tive feature importance within each ML model (Fig. 3). Next, we 
compared the genera identified using the AILMENT framework with 
several previous CRC microbiota studies [29,30,44–49], and found that 
many of the ML-identified genera could also be reported in the previ
ously published studies, including Lactobacillus, Selenomonas, Lepto
trichia, Ruminococcus, Parvimonas, Fusobacterium Peptostreptococcus, 
Acetobacterium, Lachnospira, Anaerostripes and others (Fig. 3). Here, 
AILMENT demonstrates its robustness by validating features consis
tently identified in previous studies, confirming its reliability, while also 
uncovering potentially overlooked microbes that may have been un
derrepresented in prior research. This dual capability highlights AIL
MENT's ability to both reinforce established findings and provide novel 
biological insights. Notably, while certain genera such as Parvimonas 
and Peptostreptococcus served as robust, cross-niche biomarkers, the 
tissue-specific models identified a more diverse array of 
high-importance features, such as Leptotrichia and Acetobacterium for 
MSI status, that were largely absent in the feacal signal (Fig. 3). This 
divergence underscores the framework's ability to resolve niche-specific 
signatures that may otherwise be obscured by the high volume of 
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Fig. 3. Integrative feature analysis from AILMENT. The X-axis represents ML models predicting clinical information of CRC research participants. The Y-axis rep
resents the genera identified from the integrative feature analysis. The cells were coloured according to their frequency in the framework, where a deeper colour 
refers to a higher frequency - indicating a connection between the identified genera and CRC. ML models were labelled into three groups: 1) tissue samples, 2) faecal 
samples, depending on their sample sources.
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gut-derived microbiota in feacal samples.
In addition, certain genera were also found to be associated with 

specific clinical characteristics of CRC, including MSI status, tumour 
stage, tumour location, BRAF, and TP53 status, potentially indicating 
that those may play a role in the development of CRC (Fig. 4). For 
example, 20 genera were identified as being important features of MSI 
status in both RF and XGB models (Fig. 4a). Additionally, Leptotrichia 
and Treponema had relative mean feature importance of >0.8, which 
implied these two genera could be significantly involved in changes of 
MSI status in CRC. For the tumour stage, 29 genera such as Leptotrichia, 
Petrimonas, Paraprevotella, and others were identified as important fea
tures in both models from tissue samples (Fig. 4b), while only 10 genera, 
including Parvimonas and Peptostreptococcus, were identified in both 
models from faecal samples. In faecal samples, Parvimonas displayed the 
highest relative importance, reaching a median value of 1.0.

Moreover, we found that the microbial composition from tumour 
tissue samples was distinct compared to that from faecal samples for the 
tumour stage (Fig. 4b and g). This implies that the tissue and faecal 
microbiota could have different influences on the tumour stage, or that 
tissue-specific microbiota may be masked by the sheer volume of 
gut–derived microbiota i.e., the faecal microbiota only partially reflects 
the mucosal microbiota. For tumour location, 21 genera were identified 
as important features in both models from tissue samples (Fig. 4c), 
whereas 14 genera were identified from faecal samples (Fig. 4h). The 
genus Leptotrichia showed the highest relative importance from tissue 
samples, while Erysipelothrix showed an association with tumour loca
tion from faecal samples (median ~ 1.0). This potentially indicated that 
these genera could be involved in changing the tissue microenvironment 
at different tumour locations. Also, we observed significantly different 
microbial compositions for two important genetic mutations, where 

Fig. 4. Genera that were associated with different clinical characteristics of CRC using both RF and XGB models. Boxes were created for each clinical characteristic 
based on relative mean feature importance values from both models. a: Stably identified genera in MSI status from SG-Bulk. b: Stably identified genera in tumour 
stage from SG-Bulk. c: Stably identified genera in tumour location from SG-Bulk. d: Stably identified genera in BRAF status from SG-Bulk. e: Stably identified genera 
in TP53 status from SG-Bulk. f: Stably identified genera in healthy conditions from Faecal-MG. g: Stably identified genera in tumour stage from Faecal-MG. h: Stably 
identified genera in tumour location from Faecal-MG.
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Odoribacter was identified as the leading genus associated with BRAF 
status and Granulicella as dominant for TP53 status (Fig. 4d and e). 
Additionally, several genera were associated with both genetic muta
tions, including Selenomonas, Fusobacterium, and Leptotrichia.

For the healthy condition, several well-known differential genera, 
including Lactobacillus, Parvimonas, Lachnospira, Peptostreptococcus, 
Gemella, and Fusobacterium, were identified among 16 genera that 
potentially distinguished between healthy individuals and CRC patients 
using faecal samples (Fig. 4f). In addition, we identified 19 genera that 
were important for distinguishing healthy individuals using faecal 
samples or tissue samples from CRC patients (Fig. 4i). Genera present in 
both conditions, such as Eubacterium, Phocaeicola, Ruminococcus, Clos
tridium and Pseudobutyrivibrio may indicate an association with the 
absence of CRC.

External validation on an independent 1262-sample dataset 
confirmed the AILMENT framework's robust predictive performance and 
biomarker discovery capabilities (Figs. 5–7). The framework excelled at 
predicting multiple clinical characteristics, most notably tumour stage 
(median AUROC ~ 0.69, F1-score ~ 0.70), as well as patient age and 
tumour location (median AUROC > 0.80). In the age-prediction task, 
when analysing the data at the species level, the framework identified 
Bifidobacterium dentium as the most important and stable predictive 
species, reaching a median importance value of 1.0 (Fig. 7b). Signifi
cantly, this finding corroborates the results of the original study [36], 
demonstrating the framework's ability to successfully replicate pub
lished work at high resolution. This validation on an external dataset, 
combining high predictive accuracy with the replication of known 
species-level findings, confirms that AILMENT is a reliable analytical 
tool for microbiome research.

Essentially, our findings highlight that our analytic method identifies 
several dominant genus signatures associated with CRC. However, it 
should be noted that focusing on genera reduces the sensitivity of the 
findings compared to the majority of publications that associate CRC 
with specific bacterial species. Consequently, while our analysis iden
tified key genera such as Bacteroides, Escherichia, Streptococcus, and 
Enterococcus, the data did not allow for the discrimination of specific 
species or strains previously cited in CRC literature, such as B. fragilis, 

E. coli, S. gallolyticus, or E. faecalis. However, Bacteroides spp. (including 
B. fragilis) and E. coli are also present in the majority of healthy in
dividuals, with enterotoxigenic producing and non-enterotoxin- 
producing strains of B. fragilis and genotoxic colibactin (pks+) strains 
of E. coli being present in the human gut [50]. Further, recent research 
indicates that CRC-associated B. fragilis may be more significantly 
infected with Caudoviricetes prophages. It is possible that the distribution 
of these genotoxin and/or prophage-carrying bacteria may vary within 
different CRC cohorts [51]. For S. gallolyticus, significant genomic di
versity has been shown in CRC strains, and although E. faecalis produces 
biliverdin (promoting angiogenesis and cell proliferation) and reactive 
oxygen species (ROS), different strains of these bacteria exist, and their 
role in CRC may be controversial [52].

4. Discussion

Research suggests that the human microbiota plays a key role in CRC 
initiation and progression, with alterations in gut or tissue-specific mi
crobial composition linked to inflammation and genetic changes [46]. 
However, microbiota profiles may vary across populations due to vari
ations in extrinsic factors (e.g. lifestyle), or intrinsic factors (e.g. immune 
repertoire), which complicate the identification of specific microbes or 
groups of microbes involved in CRC. Additionally, traditional statistical 
methods such as PCA, alpha diversity, and beta diversity analyses may 
fail to capture the complexity of microbiota data, as indicated in this 
study (Supplementary Figs. 1–4). The development of advanced super
vised ML models may be better suited to analyse such complex data, 
potentially identifying novel key microbes or human genes involved in 
CRC. However, ML applications in this field are still emerging. There
fore, we developed AILMENT, an ML framework designed to identify key 
microbes (genera) against a range of CRC clinical characteristics, 
including MSI status, BRAF and TP53 mutations, tumour stage, tumour 
location, and tissue sample type. MSI, is a key factor in DNA replication 
and repair that influences genetic mutation risks and intratumoural 
microbiota diversity, affecting the tumour microenvironment [35,
53–58]. However, only a small proportion of CRC are related to MSI [59] 
Genetic mutations in BRAF and TP53 also play significant roles in CRC, 

Fig. 5. Predictive performance of the RF and XGB models on the validation dataset from either genera or species level. Model performance was evaluated for the 
prediction of healthy controls (HC), age, tumour stage, and tumour location using multiple standard metrics. Test accuracy (y_test) was used to assess model pre
dictive performance and the gap between median test accuracy and median training accuracy (Δ) was used for model overfitting assessment.
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while tumour stage and tumour location may affect the prognosis of 
disease progression [59]. Because these characteristics dictate both 
disease prognosis and therapeutic efficacy, the ability of AILMENT to 
robustly link specific microbial signatures to these distinct genetic and 
clinical profiles offers significant potential for non-invasive patient 
stratification.

Traditional methods for identifying microbes involved in CRC often 
rely on differences in relative abundance, which may not directly relate 
to CRC [46,60]. In contrast, our ML framework, AILMENT, employs an 
integrative feature importance analysis. This approach identified 
numerous genera consistently linked to CRC, including Fusobacterium, 
Parvimonas, and Peptostreptococcus (Fig. 3). AILMENT's primary 
strength, however, is its ability to move beyond these known associa
tions to uncover potentially overlooked microbes linked to specific 
clinical and genetic characteristics of CRC (Fig. 4). The AILMENT 
framework successfully identified a strong association between the 
genera Porphyromonas and Parvimonas and the CRC tumour microenvi
ronment (Figs. 3 and 4). This data-driven finding is particularly 
compelling as it corroborates a growing body of clinical research that 
has implicated these two common oral bacteria in the development and 
progression of CRC. Studies consistently show a higher abundance of 
these microorganisms within colorectal tumours and have directly 
linked their presence to disease progression and poorer patient survival 
rates. Crucially, research has noted the frequent co-occurrence of Por
phyromonas and Parvimonas within tumours, suggesting a potential 
synergistic relationship. AILMENT's ability to independently pinpoint 
genera with relevance for CRC underscores its power to extract complex, 
actionable signatures from biological data and indicate the critical link 
between disease [61–63].

Beyond just identifying disease markers, the AILMENT framework 
demonstrated its sensitivity by pinpointing several genera associated 
with a healthy gut, effectively distinguishing them from the CRC state. It 

successfully highlighted potential beneficial microbes, including Eu
bacterium, Ruminococcus, and specific clusters of Clostridium [64,65]. 
These bacteria are cornerstones of a balanced microbiome, renowned for 
their crucial role in fermenting dietary fibre to produce 
anti-inflammatory compounds like butyrate. AILMENT's ability to detect 
these positive, health-associated signals confirms its capacity to analyse 
the full spectrum of microbial states, not just signatures of disease.

During integrative feature importance analysis, we used a threshold 
of 40 (i.e., 20 x 2), which was determined by the number of iterations 
and ML models used in the study. However, it should be noted that 
changing this threshold could lead to different identification outputs. 
Further, the inclusion of more data and ML models into AILMENT results 
in a more expansive set of identified microbes associated with the same 
threshold (Fig. 7a and c). This indicates that the microbial association is 
more complex at the species level. Our requirement for 100% consensus 
across 40 independent bootstrap runs and two distinct ensemble algo
rithms is a highly conservative approach. While this stringency suc
cessfully limits false positives and ensures the identification of highly 
stable biomarkers, an adaptive thresholding method could be explored 
in future iterations to improve sensitivity for rarer microbial signatures.

In this study, we observed that the predictive performance from 
tissue samples was generally higher than that from faecal samples 
(Fig. 2). It was also noticeable that there were many fewer faecal sample- 
specific genera identified compared to tissue sample-specific genera 
(Supplementary Table 3). This finding can be supported by the conclu
sion from previous research that faecal microbiota only partially reflect 
the mucosal microbiota from which tissue biopsies are collected [19]. 
Such findings further enhanced our understanding of the differences in 
microbiota composition between faecal samples and tumour tissue 
samples in cancer microbiota research.

A key finding from the external validation was the framework's 
predictive performance, especially for identifying tumour stage, patient 

Fig. 6. Feature importance of bacterial genera for the prediction of patient age in the validation dataset. The relative mean feature importance values from both the 
RF and XGB models were used to identify genera predictive of healthy conditions, age, tumour stages, and tumour locations. a: Heatmap illustrating the relative mean 
feature importance of all genera identified by the models. b: Boxplot showing the distribution of relative feature importance scores for the top genera predictive of 
patient healthy conditions (HC), age, tumour stages, and tumour locations (TL).
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age, and tumour location. However, the predictive performance for 
tumour stage (median AUROC~0.69) must be interpreted with caution. 
These results must be interpreted in the context of the original data 
structure; while AILMENT utilizes SMOTE to balance training sets, the 
held-out test sets remain representative of the original, imbalanced real- 
world distributions. For clinical characteristics where the minority class 
is significantly underrepresented, this data sparsity in the evaluation 
partition can lead to increased sensitivity and lower median AUROC 
values. Furthermore, these results generated the largest error bars, 
suggesting model instability, which is likely a direct consequence of the 
small sample size available for this specific task (~50 samples), resulting 
in extensive missing metadata in the validation set. Additionally, a 
consistent trend was observed where cross-validation accuracy was 
slightly higher than the performance on the final test set for all predic
tive tasks. Ultimately, despite these specific considerations, the 

AILMENT framework's predictive accuracy across multiple tasks and its 
ability to replicate findings from the original study were confirmed in 
the external validation analysis.

The high dimensionality of microbiome data, where combinatorial 
interactions create a vast feature space, poses significant risks of model 
instability and overfitting, a common challenge in ML where models fail 
to generalise beyond the training set. To mitigate this, the AILMENT 
framework utilizes ensemble learning techniques (RF and XGB) rather 
than single-estimator models. These engines, recently identified by the 
MiDx (2025) [66] benchmark as superior for CRC detection, effectively 
capture the synergistic interactions that linear tools like SIAMCAT 
(LASSO-based) [67] may overlook. Furthermore, AILMENT ensures 
numerical robustness through a 100% consensus protocol requiring 
signatures to be consistently identified across 40 independent bootstrap 
runs. This differentiates the framework from deep learning approaches 

Fig. 7. Feature importance of bacterial species for the prediction of patient age in the validation dataset. The relative mean feature importance values from both the 
RF and XGB models were used to identify species predictive of age. a: Heatmap illustrating the relative mean feature importance of all species identified by the 
models. b: Boxplot showing the distribution of relative feature importance scores for the top species predictive of patient age. c: Detailed view of the relative mean 
feature importance for Bifidobacterium dentium, the top-ranked species associated with patient age.
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like DeepMicro (autoencoder-based) [68], which can be sensitive to 
stochastic instability or the ill-conditioned optimisation landscapes 
often encountered in high-feature-to-sample ratios. By utilising a 
dual-algorithm consensus between bagging-based and boosting-based 
engines, the AILMENT framework reduces the risk of entrapment in 
local minima, as distinct optimisation trajectories are unlikely to 
converge on the same sub-optimal solution. Beyond algorithmic design, 
AILMENT's primary novelty is the systematic integration of multi-modal 
clinical metadata, addressing a critical limitation in current literature. 
This approach is reinforced by a multi-stage validation on an indepen
dent cohort of 1262 samples, demonstrating that the captured microbial 
signatures remain predictive across diverse populations and are not 
idiosyncratic to the discovery set. By combining these rigorous pre
processing steps with an ensemble consensus, AILMENT offers a 
potentially robust and interpretable perspective on the 
tumour-microbiome interface, seeking to maintain model stability 
within the inherent constraints of high-dimensional biological data.

Despite the robustness of the AILMENT framework, we recognise 
that cross-cohort variations in sample type (tissue vs. faecal) and patient 
demographics can introduce confounding effects. By maintaining strat
ified models for distinct sample types, we ensure that identified asso
ciations are specific to their respective biological niches. Furthermore, 
the framework's ability to generate stable predictions at the individual 
sample level, validated across an external cohort, suggests that the 
identified microbial signatures are conserved biological features of CRC 
progression rather than artefacts of study-specific batches. However, we 
acknowledge the lack of granular metadata such as BMI, sex, and dietary 
habits in certain public datasets as a limitation. While the current study 
prioritises the integration of primary clinical traits like MSI status and 
tumour stage, future prospective studies with comprehensive de
mographic tracking will be essential to further refine the specificity of 
these microbial markers.

AILMENT performed with higher prediction and accuracy when 
tumour stage and location were compared between tissue samples and 
faecal samples, likely due to associations between tissue (mucosal) 
microbiota and resultant tumour microenvironments (Fig. 2). However, 
the performance of AILMENT will require further evaluation using 
larger datasets in order to further improve its accuracy. While AILMENT 
models were generally robust, predictions for tumour stage and TP53 
status from the SG-Bulk dataset showed instability, possibly due to a 
small sample size or limited hyperparameter optimisation. While typical 
ML techniques are powerful, their 'black box' nature can make results 
difficult to interpret without extensive bioinformatics expertise [69,70]. 
AILMENT addresses this barrier by providing clear, rank-ordered feature 
importance (explainable AI), offering researchers a more transparent 
and interpretable tool for biomarker discovery.

5. Conclusions

In conclusion, the AILMENT framework was developed to identify 
statistical associations between the gut microbiota and diverse clinical 
characteristics of CRC patients across multiple discovery datasets. Our 
results demonstrate high predictive performance and feature stability, 
which were further confirmed through external validation on an inde
pendent 1262-sample dataset. In this validation, the framework suc
cessfully identified significant correlations between microbial 
abundance and patient clinical profiles, including age. AILMENT iden
tified genera previously associated with CRC in the literature, demon
strating its capacity to integrate and analyse both metatranscriptomics 
and metagenomics data. While the framework provides potentially 
novel insights into the relationship between the microbiota and specific 
clinical characteristics of CRC, these findings should be viewed as a 
platform for biological hypothesis generation. As AILMENT also iden
tified associations between several human genes and CRC, it represents a 
versatile tool for multi-omics biomarker discovery; however, prospec
tive, multi-centre clinical studies are mandatory to validate these 

signatures before any diagnostic or clinical application can be 
considered.
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