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Abstract
The Yarkovsky effect is a non-gravitational acceleration caused by the anisotropic thermal emission of
rotating asteroids. The primary manifestation of the Yarkovsky effect is a gradual drift in the semi-major
axis of the asteroid’s orbit. The Yarkovsky effect is equally relevant to understanding asteroid evolution as
gravitational forces and collision events, and it is key in describing the mechanisms that feed the supply
of near-Earth asteroids (NEAs) from the main asteroid belt. Accurate measurements of this effect are
important for planetary defence and for assessing the risk of potential Earth impacts.

Much of the research on small-body orbit determination and the Yarkovsky effect uses closed-source,
proprietary software, such as JPL’s Monte and ESA’s Aegis. Research publications which make use of
such software typically omit many precise details of how results were produced. This limits scientific
transparency, impedes independent verification of results, and makes it difficult to assess discrepancies
in results from different sources. The selection of optimal settings can be a time-consuming process.
Without the free availability of the settings that have been used to produce successful results, researchers
wishing to build upon these results are forced to re-conduct the selection of settings from scratch.

The problems identified can be addressed by using free, open-source software for astrodynamics and
orbit determination, and the transparent documentation of the process of selecting settings. This thesis
aims to reproduce results from literature relating to the Yarkovsky effect using Tudat, the free open-source
astrodynamics toolbox developed at Delft University of Technology. This thesis also aims to be thorough
and transparent about documenting the methods, settings, and inputs used.

A detailed selection process was carried out and documented regarding the selection of numerical in-
tegration settings, a robust dynamic model, and observation outlier treatment. Using these settings,
orbit estimations were performed using a weighted least-squares method, including the estimation of
a parameter (A2) describing a non-gravitational acceleration in the transverse direction. The resulting
orbits are assessed on their signal-to-noise ratio, the quality of their fit to the data, and are checked for
convergence.

Successful Yarkovsky detections were found for 281 asteroids (81%) out of 347 asteroids for which esti-
mations were performed. The remaining estimations had low signal-to-noise ratios of the A2 parameter
and thus were not considered valid detections. The determined A2 values generally provide a good match
to values found in literature, being compatible with values determined by ESA’s Near-Earth Object Co-
ordination Centre (NEOCC) in 93.2% of cases, and being compatible with values from JPL’s Small-Body
Database (SBDB) in 97.7% of cases. All estimations provide good fits to the observation data, in line with
existing high-fidelity research that uses similar methods.
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1
Introduction

1.1. Background & Motivation
Gaining a better understanding of asteroids, their physical properties, and their orbital evolution is sci-
entifically important for three primary reasons. The first is that this knowledge can lead to a better un-
derstanding of Solar System evolution. According to Bottke et al. (2006), non-gravitational phenomena
such as the Yarkovsky effect are as relevant to understanding asteroid evolution as gravitational forces
and collision events, and this effect in particular is key in describing the mechanisms that feed the supply
of near-Earth asteroids (NEAs) from the main asteroid belt (Granvik et al. 2017), as well as the disper-
sion of asteroid families (Bottke et al. 2002). A clearer comprehension of the dynamical properties of
specific (groups of) asteroids can allow us to derive information about their origins, and can contribute
improvements to the models that study long-term orbital evolution of the Solar System (Morbidelli et al.
2015).

The second primary reason is related to Solar System exploration. Certain physical properties of
asteroids can be derived from measurements of the Yarkovsky effect, such as bulk density (e.g. Chesley
et al. 2014), internal structure (e.g. Rozitis et al. 2014), spin direction (e.g. Farnocchia and Chesley 2014),
and surface characteristics and thermal conductivity (e.g. Fenucci et al. 2021; Fenucci et al. 2023). Such
information is important to know when it comes to making informed decisions about selecting objects of
interest and designing space missions such as lander and sample return missions (Murdoch et al. 2021)
and impactor-deflection missions (Bruck Syal et al. 2016; Cheng et al. 2023), hopefully leading to more
useful scientific outcomes. The interpretation of the results of such missions can also be aided by this
information (Murdoch et al. 2021). A good understanding of an asteroid’s orbit and physical properties
is also key when designing mission trajectories whose destinations are asteroids (Ferrari and Lavagna
2018), as well as missions that simply pass near asteroids.

The third and perhaps most salient reason is related to planetary protection. The primary manifesta-
tion of the Yarkovsky effect is a gradual drift in the semi-major axis of the asteroid. Uncertainties in this
effect are large contributors to uncertainties in the predicted paths of NEAs which may potentially impact
Earth (Chesley et al. 2014; Spoto et al. 2014). Furthermore, in the event that an asteroid is discovered to
be on a collision course with Earth, a clearer understanding of its physical and orbital properties would be
critical for studying the effectiveness of various measures for deflecting the asteroid (Cheng et al. 2018;
Cheng et al. 2023).

By using astrometric observations of an asteroid over a reasonably long observational arc, its orbit can be
estimated. By analysing if and how this orbit changes over time, or whether a better orbital fit is achieved
by including certain perturbations, some physical properties of the asteroid can be derived. For example,
the Yarkovsky effect is a non-gravitational acceleration caused by the anisotropic thermal emission of
some rotating asteroids, producing a small propulsive force. The resulting drift in the semi-major axis of
an asteroid’s orbit can be observed if sufficient observation data is available, from which the magnitude
of the effect can be derived.

The Yarkovsky effect has been detected for many objects, using several different methods. Typically,
the approach is to use observation data and a dynamical model to produce an orbit estimation using a
weighted least-squares (WLS) method (e.g. Fenucci et al. 2024; Dziadura et al. 2023; Hung et al. 2023; Li
et al. 2023; Reddy et al. 2022; Kretlow 2022). While fundamental physical models of the Yarkovsky effect
exist (e.g. Vokrouhlický 2001), they depend on specific physical parameters of the asteroid which are
typically not known. For this reason, simplified parametrised models are often used instead (e.g. Chesley

1
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et al. 2014; Fenucci et al. 2024), such that a parameter related to the Yarkovsky effect is estimated
alongside other orbital parameters, which accounts for how the semi-major axis of the body has drifted
over the observational arc. The strength of the effect is typically reported as the drift rate of the body’s
semi-major axis, da/dt (often in AU/My), or as an acceleration term (often in AU/day2).

For example, Dziadura et al. (2023) used the above approach with astrometric observations from
the Gaia mission and reliably detected the Yarkovsky effect for 49 NEAs (and also calculated their bulk
densities). Fenucci et al. (2024) used a similar approach with astrometric and radar observations to
detect the Yarkovsky effect for 348 NEAs, whilst corroborating the detections against a physical model to
assess plausibility. Farnocchia et al. (2013) and Greenberg et al. (2020) also use this method, detecting
the Yarkovsky effect for 21 and 247 NEAs respectively.

However, much of this research uses proprietary software for orbit propagation and determination, such
as JPL’s Monte and ESA’s Aegis software, which are not freely available for all researchers to use. The
use of proprietary software in research limits methodological transparency and the independent repro-
ducibility of results, as well as the ability to build upon existing research.

Furthermore, precise details about the methods and settings used to produce the published results
are frequently omitted from research papers, further curtailing the ability of other researchers to inde-
pendently verify results. Any differences in results are also harder to explain when it is uncertain which
settings are common and which differ between two analyses. An example of this will be shown in Subsec-
tion 4.3.4 (see Figure 4.32), where there are some notable discrepancies between the results obtained by
two different sources (JPL’s Small-Body Database and ESA’s Near-Earth Object Coordination Centre) in
the determination of a parameter relating to the Yarkovsky effect, including two instances where the two
sources disagree on the direction of the Yarkovsky acceleration. Since neither source provides compre-
hensive explanations of the methodologies and inputs used to make these determinations, it is difficult
to know how the discrepancies arise and which source should be considered more reliable.

The omission of precise aspects of the methodology can also result in time being wasted on the
process of selecting optimal settings. While the choice of optimal settings is highly dependent on the
research being undertaken, closely related studies can often employ very similar settings. Without the
free availability of which settings have been used to produce successful results, researchers wishing to
extend existing analyses or perform closely related analyses are forced to re-conduct the selection of
settings from scratch. This aspect can affect both researchers with and without access to the proprietary
software tools mentioned.

The problems identified could be remedied through the use of free open-source software for astrodynam-
ics and orbit determination, as well as the transparent documentation of the processes and results of
selecting the settings relating to a particular kind of orbit determination problem. Open-source software
is freely available to use and allows for independent verification that the methods available have been
implemented correctly. Thorough documentation of settings selection processes and the corresponding
results can be used by future researchers to inform the settings they will use in their own work.

The research of this thesis will therefore focus on reproducing existing results from literature relating
to the Yarkovsky effect using free open-source software whilst being transparent and explicit about doc-
umenting the methods and settings used, as well as the reasons for choosing these. Reproducing results
from literature will allow for an assessment of the quality of the selected settings by comparing the results
with those from literature. The open-source software used is Tudat, the TU Delft Astrodynamics Toolbox,
a set of libraries developed at the Faculty of Aerospace Engineering in the Delft University of Technology
for the purposes of astrodynamics research (Dirkx et al. 2022; Gisolfi et al. 2025). Some more details
about Tudat can be found in Subsection 3.1.2.

1.2. Research Questions
Based on the problems identified above, this thesis will address the following research questions:

RQ1: To what extent can results relating to the Yarkovsky effect reported in literature be reproduced via
orbit determinations using open-source software (Tudat)?

RQ2: Which specific methodological processes and settings are required to achieve good orbit determi-
nations for the purposes of detecting the Yarkovsky effect?
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1.3. Report Structure
Chapter 2 provides the theoretical background of the topics that are relevant to understand in order to
follow the methodology used and the results presented. This includes discussions of dynamical modelling,
the Yarkovsky effect, astrometric data, and the orbit estimation process. Throughout this chapter, refer-
ences are made to the current practices used in literature with comparable goals. Chapter 3 presents
the methodology that was implemented to achieve the goals of the research. This includes detailing the
selection of the asteroid set on which estimations were performed, the selection of numerical integration
settings, and the selection of accelerations to use in the dynamic model, as well as documenting the
inputs to the estimation process and the outlier rejection strategy. The results of the research and the
corresponding analyses and discussions are given in Chapter 4, including comparisons of results with val-
ues published in literature, and an overview of results for a few selected bodies. The conclusions arising
from the analyses of the results, as well as recommendations for future work are presented in Chapter 5.



2
Background

The purpose of this chapter is to introduce and explain the topics which are relevant to understanding
the methodology, results, and conclusions of this research. First, some general background information
about asteroids is presented in Section 2.1. Section 2.2 (starting on page 7) details the calculation of
a celestial body’s orbital motion, as influenced by gravity, relativity, and orbital perturbations, as well as
a discussion of perturbation models that have been used in literature. Section 2.3 (starting on page
15) goes into more detail about the mechanisms of the Yarkovsky effect, followed by a discussion of
Yarkovsky models that have been used in literature and an overview of some existing Yarkovsky detections
in literature. The observational data of asteroids is treated in Section 2.4 (starting on page 21), including
how observations are made, the errors that affect them, and the schemes that can be used to process
them. Finally, the process of performing an orbit estimation using a weighted least-squares method is
outlined in Section 2.5 (starting on page 29), as well as the process of covariance and uncertainty analysis,
and details regarding the numerical integration of the equations of motion.

2.1. Asteroid Background
This section contains some basic background information about asteroids including a brief history of
their discovery and classification (Subsection 2.1.1), an overview of modern terminology (Subsection 2.1.2),
notable groups of asteroids (Subsection 2.1.3), some statistics on the rate of asteroid discovery over
time (Subsection 2.1.4), and naming conventions (Subsection 2.1.5). Readers knowledgeable about these
matters already may prefer to skip (parts of) this section.

2.1.1. History
Ceres, the first body to be discovered which is now categorised as an asteroid (designated as 1 Ceres), was
discovered in 1801, closely followed by the discovery of Pallas in 1802 (Hilton 2001). Although William
Herschel argued that these objects should be not be classified as planets but instead as asteroids (a
term he coined, meaning “star-like”, because observations appeared as points of light rather than disks
due to their small size), most other astronomers disagreed and considered them as newly discovered
planets (Metzger et al. 2019). As more and more small bodies with orbits between Mars and Jupiter were
discovered, it became convenient to number them, as an alternative to prescribing a new astronomical
symbol for each one (Hilton 2001).

Contrary to what is sometimes reported, these bodies continued to be considered planets by most
scientists and astronomers, as the large number and commonality of orbits was not considered disqual-
ifying for being part of the planet taxon. They were considered to be a subset of the planets, variously
referred to as “minor planets”, “small planets”, and “asteroids”. This changed in the 1950s when new
scientific reporting showed that asteroids to be geophysically different than the large planets. Around
this time, asteroids began to be considered taxonomically different to planets. To this day, however, it is
often argued that Ceres — the largest body in the main asteroid belt — should be considered a planet on
the basis of its geophysical properties (Metzger et al. 2019).

2.1.2. Modern Terminology
A number of terms are used when referring to asteroids and other Solar System bodies. Since 2006,
the International Astronomical Union (IAU) uses three main classifications: “planet”, “dwarf planet”, and
“small Solar System body” (IAU 2018). Planets are bodies which 1) orbit the Sun, 2) have a mostly round

4
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shape, and 3) are gravitationally influential enough to have cleared their orbital neighbourhoods of other
large bodies; there are eight such bodies in the Solar System. Dwarf planets are bodies that meet the
first two planetary criteria but not the third; examples are Ceres and Pluto.

Small Solar System bodies are those which meet only the first planetary criterion: they orbit the Sun
but are too small to have an almost round shape. The terms “asteroid”, “minor planet”, and “minor body”
are also commonly used in a similar way to “small Solar System body”, though these terms typically include
dwarf planets and exclude comets. The term “meteoroid” may be used to refer to small asteroids. Comets
are icy bodies characterised by their outgassing in the presence of solar radiation, forming a tail of gas
and dust (IAU Office of Astronomy for Education n.d.(b)). Asteroids are typically irregular lumps of rock,
metal, and/or ice and come in a wide range of sizes, orbits, origins, compositions, and characteristics
(IAU Office of Astronomy for Education n.d.(a)). The number of identified asteroids is about 330 times
larger than the number of identified comets (Minor Planet Center 2026). Any body that enters Earth’s
atmosphere and incandesces due to atmospheric friction is called a meteor. Any piece of material that
survives the trip from space to Earth’s surface without entirely burning up is called a meteorite (Ostro
1997).

2.1.3. Groups
Most known asteroids are in the main asteroid belt, which is a region that lies between the orbits of
Mars and Jupiter. Other notable populations of asteroids include the near-Earth objects and the trojans.
The trojans are groups of asteroids that exist at the stable Lagrange points (L4 and L5) of the planets —
the Jupiter trojans are the most numerous of these (NASA n.d.). Despite asteroids existing in very large
numbers, the total mass of the asteroid belt is only 3.3% of the mass of Earth’s Moon (Pitjeva and Pitjev
2018).

A near-Earth object (NEO) is an asteroid or comet whose perihelion distance (closest approach to the
Sun) is less than 1.3 astronomical units (AU). Most NEOs are asteroids — near-Earth asteroids (NEAs) —
and a small number are comets (Chapman 2004; CNEOS n.d.). If a NEO meets the following two criteria,
it is categorised as a potentially hazardous object (PHO): the closest possible distance between the NEO
and Earth (called the Earth Minimum Orbit Intersection Distance or Earth MOID) must be 0.05 AU (equal
to∼19.5 times the average Earth-Moon distance) or less and its absolute magnitude Hmust be 22 or less.
The absolute magnitude limit corresponds to an asteroid size of around 140m, assuming an albedo of
0.14. If such an object is an asteroid, as opposed to a comet, it is called a potentially hazardous asteroid
(PHA). An NEA is further classified into one of four groups — the Amors, Apollos, Atens, and Atiras —
based on its orbital characteristics, namely its semi-major axis and its perihelion or aphelion distance
(CNEOS n.d.).

2.1.4. Discoveries Over Time
According to Figure 1 in DeMeo et al. (2015) only ∼100 asteroids had been discovered by 1870, ∼103 by
1920, and ∼104 by 1980. The rate of discovery then sped up significantly, reaching 105 known asteroids
in 2000 (DeMeo et al. 2015; MPC 2019) and 106 in 2020 (IAWN 2020). The total now stands at over
1.5 × 106 (Minor Planet Center 2026). The increasing rate of discovery is similar for NEOs: before 1980,
fewer than 50 NEOs had been discovered. By 2000, that number rose to almost 103. As of June 2026,
approximately 4.2 × 104 are known (Minor Planet Center 2026), which includes more than 90% of all
NEOs larger than one kilometre (CNEOS 2024).

2.1.5. Naming1
If observations reported to the MPC of an asteroid (see Subsection 2.4.2 for more information about the
MPC and observations) cannot be linked to any known asteroids’ orbits, the asteroid is designated a new
discovery and is assigned a provisional designation (MPC n.d.(a)). This is formatted as the year in which
the discovery was made, a letter which identifies the half-month of the discovery2, and a letter which
marks the order of the discovery within that half-month3. If more than 25 discoveries are made within
that half-month, the second letters are reused in order and the number ‘1’ is appended to the end of the
designation. If more than 50 discoveries are made, the number ‘2’ is appended, and so on (MPC n.d.(b)).
The appended numeral(s) are preferably subscripted. For example, the asteroid 2026 EB1 was the 27th
asteroid to be discovered in the first half of March 2026 (the fifth half-month of that year).

When observations are available for four or more oppositions4, the asteroid’s orbit is generally known

1Note that historical exceptions exist to modern processes and rules described in this subsection.
2The capital letters of the Latin alphabet are used for this, excluding I and Z.
3The capital letters of the Latin alphabet are used for this, excluding I.
4For a body with an orbit that exists (partially) outside of Earth’s orbit, opposition occurs when the body appears on the opposite
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with enough certainty that it may be given a permanent designation, which is an integer number. Such
an asteroid may be described as numbered. NEAs may receive permanent designations after only two or
three oppositions (MPC n.d.(a)). The numbers are generally designated sequentially, in order of orbital
confirmation, as opposed to the order of first discovery (IAU n.d.). As of June 2026, ∼887000 asteroids
have been numbered (JPL 2026), which accounts for ∼57% of discovered asteroids.

The discoverer of the asteroid can then suggest a name by submitting a proposal to the MPC with the
name and a short explanation. The names are subject to certain rules, such as a character limit of 16 and
restrictions on using the existing name of another Solar System body, the discoverer’s own name, num-
bers, generic words, commercial names, and naming after political or military persons. Name proposals
are judged by the Working Group Small Body Nomenclature (WGSBN) within the IAU. If accepted, the
suggested name becomes official when published in a bulletin by the WGSBN (WGSBN 2025). As of June
2026, ∼26000 asteroids have been named (WGSBN 2026), which accounts for ∼1.7% of discovered
asteroids and ∼2.9% of numbered asteroids.

Asteroid name formats vary by their status and also by convention. The various formats are shown in
Subsection 2.1.5.

Table 2.1: Possible formatting of the names of unnumbered, numbered & unnamed,
and named asteroids.

Unnumbered Numbered & unnamed Named

* 2026 EB1 * 612197 * 1566 Icarus
* 2026 EB1 * 612197 (2000 WP19) * Icarus
(2026 EB1) (612197) (1566) Icarus
(2026 EB1) * 612197 (2000 WP19) 1566 Icarus (1949 MA)

* Indicates naming formats used in this document.

side of the sky compared to the Sun. At this point, the full illuminated face of the body is facing Earth, so it is typically when the
body is the brightest and most visible. For example, the Moon at opposition corresponds to a full moon (IAU Office of Astronomy
for Education n.d.(c)).
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2.2. Dynamical Modelling
Celestial mechanics is a branch of astronomy in which the motion of bodies in space is studied and
described. In order to model and predict the motion of any given celestial body, the forces which af-
fect its motion — gravitational and otherwise — must be considered carefully. This section provides
the mathematical expressions relevant to modelling the motion of the bodies relevant to this research.
Subsection 2.2.1 gives an overview of the fundamentals of motion, Subsection 2.2.2 discusses the main
phenomena which ‘perturb’ orbital motion as compared to the simplest 2-body formulation, and Subsec-
tion 2.2.4 describes a few dynamic models that have been used in literature for similar research.

2.2.1. Equations of Motion
This subsection details the fundamentals of motion, starting from Newton’s laws. Then the limitations
of these laws in relation to relativistic effects are discussed, followed by a presentation of the general
n-body problem.

Newton's Laws
The fundamentals of classical celestial mechanics arise from Isaac Newton’s three laws of motion and
his law of gravitation, published in his Principia in 1687. These laws apply to ‘particles’ or ‘point-masses’,
whose motion is described relative to an inertial (non-rotating and non-accelerating) frame of reference.
The three laws of motion can be expressed as follows (Wakker 2015, Sec 1.1):

1. A particle at rest or in uniform rectilinear motion will remain in that state unless/until a force acts
upon that particle.

2. The rate at which a particle’s linear momentum changes with time is proportional to the resultant
of all external forces acting upon the particle. The direction of this momentum change is the same
as the direction of the resultant force.

3. When two particles exert forces on each other, these forces are equal in magnitude and opposite
in direction.

Newton’s second law of motion can be written symbolically as:

F =
d
dt
(mv) = d

dt

(
m
dr
dt

)
(2.1)

where F is the net external force acting on the particle, m is the mass of the particle, v = dr
dt is the

velocity of the particle in the inertial frame, and r is the position vector of the particle in the inertial frame.
Variables in bold are vectors: for example, v is a vector whose magnitude is |v| = v and unit vector is
v/v = v̂. A rigid body (a body with zero flexibility) can be thought of as a set of small, discrete, constant-
mass elements with a constant spatial relation to each other. The assumption that celestial bodies are
rigid bodies is a good first-order approximation, and for such a body, the second law of motion can be
expressed as (Wakker 2015, Sec. 1.2):

F = M
dvcm
dt

(2.2)

where M is the total instantaneous mass of the body, and vcm = drcm
dt is the velocity of the body’s centre

of mass. Regarding the modelling of translational dynamics, a rigid body can be assumed to be a point
mass with mass M, located at rcm.

Newton’s law of gravitation can be expressed as:

F = G
m1m2

r2
(2.3)

where m1 and m2 are the masses of two bodies, r is the distance between the centres of mass of these
two bodies, G is the gravitational constant (equal to ∼6.6742 × 10−11m3 kg−1 s−2), and F is the magnitude
of the gravitational force attracting the two bodies together (Curtis 2014, Ch. 1).

Because celestial mechanics tends to deal with bodies that are quite far apart, roughly spherical in
shape, and with density distributions that are approximately radially symmetric, it is typical to treat each
mass as a point mass at the centre of its respective body (Wakker 2015, Sec. 1.4). This assumption does
not necessarily hold when bodies are relatively close to each other and when one or more of these bodies
does not have a radially symmetric density distribution. In these cases, a more detailed gravity field
can be modelled, for example using a spherical harmonic model (discussed further in Subsection 2.2.2).
Examples of this in literature include modelling the orbits of artificial satellites in low Earth orbit (e.g.
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Pedroso and Batista (2023)) and the orbits of the Galilean moons around Jupiter (e.g. Fayolle et al.
(2023)).

G can be determined by measuring the gravitational force between two precisely-known masses. How-
ever, because of the weakness of gravitational forces, G is difficult to directly determine with extreme
precision. For this reason, the known masses of the Sun and planets also have limited precision. There-
fore, the gravitational parameter μ = GM, where M is the mass of the body, is often used where possible
because μ is typically known to a much higher degree of precision than either G or M (Wakker 2015, Sec.
1.4).

The force acting upon mass m2 due to the mutual gravitation between m1 and m2 is (Idema 2018):

F2 = −Gm1m2

r23
r2 = −Gm1m2

r22
r̂2 (2.4)

where r2 is the position vector from m1 to m2 and r̂2 is the corresponding unit vector. The minus sign is
necessary because the direction of the force is opposite to the direction of the position vector. Dividing
by m2, we get the acceleration a2 of mass m2 due to mutual gravitation between m1 and m2:

a2 = −Gm1

r22
r̂2 (2.5)

Relativistic Considerations
Newton’s laws accurately describe the motion of bodies in a wide range of scenarios and they form the
basis of the classical approach to celestial mechanics. In contrast to this classical approach are Ein-
stein’s theories of special and general relativity. Special relativity challenges the underlying assumption
of classical mechanics that time runs at equal rates for all inertial reference frames, by postulating that
the speed of light (denoted c = 299 792458ms−1) has the same value in all inertial reference frames. A
consequence of this is that c is the universal speed limit and nothing can travel faster than it. Newton’s
third law implies that equal and opposite forces act instantaneously and simultaneously. But according to
special relativity, if two inertial reference frames are moving relative to each other at a constant velocity
v, events which appear to be simultaneous in one reference frame will not necessarily be simultaneous
in the other reference frame (Idema 2018, Ch. 10). If two events separated by a distance Δx occur si-
multaneously for an observer in a stationary reference frame S, they will appear sequentially with a time
difference of Δt′ for an observer in S′, a reference frame moving at velocity v in the x direction relative
to S (Idema 2018, Ch. 11):

Δt′ = γ(v)
( v
c2
)
Δx (2.6)

where γ(v) is the Lorentz factor:

γ(v) =
1√

1−
( v
c
)2 (2.7)

Clearly, the differences are very small when the velocities involved are much lower than the speed of light
(v ≪ c).

General relativity posits that gravity is not a true force but a fictitious force (also called an apparent
force), and that bodies in free fall are in fact following straight paths in a curved 4-dimensional space-
time continuum — such paths are called geodesics. The curvature of space-time is caused by objects
with mass, with more massive objects causing more extreme curvature. Additionally, any changes to
space-time’s curvature (due to a change in a body’s position, for example) propagate at only a finite
speed: c. For the purposes of computing typical stellar system orbits however, it is acceptable to use
Newtonian gravitation and assume that it is a force that acts instantaneously (Wakker 2015, Sec. 1.2, 1.4).
That is, it acts along the “instantaneous” straight line between the bodies, as opposed to considering
the line between where one body is “now” and where the other body “was” according to the light-time
delay of the distance between the two bodies. This is because the expected effect of the delay due to
the propagation of gravity at the finite speed of light is almost exactly cancelled by velocity-dependent
terms in the formulation of the Einstein field equations. The mismatch can therefore be assumed to be
negligible. This assumption loses validity in more extreme gravitational situations, such as binary pulsars,
whose orbits measurably decay over time due to the loss of energy via gravitational radiation, which is a
result of the aforementioned mismatch (Carlip 2000).

n-Body Systems
So far, we have described gravitation between two bodies. A general case of a gravitational problem is a
system with many bodies, say n bodies, which can be considered to be point masses; see Figure 2.1. The
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following explanation of n-body systems and the accompanying equations are from Chapter 2 of Wakker
(2015).

The body of interest, i, has mass mi and Cartesian coordinates (xi, yi, zi) in an inertial reference frame.
Any other body can be called j, with mass mj and Cartesian coordinates (xj, yj, zj). The position vector

Figure 2.1: An n-body system of point masses in an inertial reference frame XYZ (Wakker 2015, p. 25)

from body i to body j is:
rij = rj − ri (2.8)

Assuming the only relevant forces to be gravitational, the motion of body i can be described with:∑
Fi = mi

d2ri
dt2

=
∑
j ̸=i

G
mimj

ri3
rij (2.9)

Where the summation takes place over all bodies from j = 1 to j = n, except for j = i. The acceleration of
body i is:

ai =
d2ri
dt2

=

n∑
j ̸=i

G
mj

ri3
rij (2.10)

The n-body problem is to determine the position of each of the bodies at any/every point in time, when
the positions and velocities of all bodies are known at a particular moment in time. A general solution
exists for n = 2, and while solutions do exist for some restricted cases when n > 2, there are no practical
general solutions for n > 2. Therefore, to analyse such systems, numerical integration techniques are
typically required.

Some properties of an isolated n-body system as described above include:

• The total linear momentum of the system is constant
• The total angular momentum of the system is constant
• The total energy (kinetic plus potential) of the system is constant
• The barycentre (centre of mass) of the system is stationary or moves with constant velocity

The last of these properties means that the barycentre can be used as the origin of an inertial reference
frame, relative to which the motion of the bodies can be described. Doing this, we can describe the
motion of body i with:

ai =
d2ri
dt2

= −GM
ri3
ri +G

n∑
j ̸=i

mj

(
1
rij3

− 1
ri3

)
rij

= aprim. grav. +
n∑
j ̸=i

a3b pert. j

(2.11)

where M is the total mass of the n bodies and ri is the position vector of body i in the barycentric ref-
erence frame. With this expression, body i’s motion can be seen as the sum of two main components:
the first term on the right-hand side (aprim. grav.) represents the 2-body motion about the barycentre (see



2.2. Dynamical Modelling 10

Equation (2.5) for comparison), and the second term (
∑

a3b pert. j) represents the set of ‘perturbing’ accel-
erations exerted by each body j on body i. This interpretation (and the use of Equation (2.11) in general)
is most useful when the perturbing accelerations are much smaller than the first acceleration term; for
example, when modelling the motion of an asteroid around the Sun, with the planets and other large
bodies acting as the perturbers.

2.2.2. Perturbations
In reality, point-mass gravitational forces are not the only forces acting on a celestial body. Although
many orbits can be well-approximated by a 2-body Kepler orbit, there are generally other forces present
which cause deviations from this ideal Kepler orbit, called perturbations. We have already encountered
one source of these perturbations in Equation (2.11): third-body perturbations. Further perturbations arise
from relativistic effects, non-radially symmetric mass distributions, and non-gravitational forces such as
radiation pressure, atmospheric drag, electromagnetic force, outgassing, and the Yarkovsky effect. The
perturbations relevant to this research are discussed in more detail in this subsection.

Third-Body Perturbations
Third-body perturbations apply in scenarios where a body’s motion can approximately be described as a
2-body problem, but when other bodies in the vicinity also exert some gravitational effect. An example
is Earth’s orbit around the Sun: considering only the mutual gravitation of these two bodies will give a
good approximation of their motion. For a more accurate result, however, the ‘perturbing’ effects of the
gravitation of other Solar System bodies may be included, such as those of the Moon, Venus, Mars, and
Jupiter, and perhaps more.

In the barycentric reference frame, the acceleration due to body j’s gravitational perturbation on body
i is given by (Curtis 2014, Ch. 12):

ai3b pert. j = μj
(

1
rij3

− 1
ri3

)
rij (2.12)

where μj = Gmj is the gravitational parameter of body j and rij is defined as in Equation (2.8). The
acceleration ai3b pert. j is akin to one of the terms summated on the right-hand side of Equation (2.11).

Because the distances to third bodies are typically large, and thereby the accelerations they cause are
much smaller than the acceleration due to the primary body, they are typically treated as point-masses,
as any gravity field variations are usually negligible from such distances (Wakker 2015, Sec. 1.4).

The most relevant third-body perturbations to include will be those that have significant mass and
are not too distant from the body whose motion is being modelled. The cut-off point for including more
bodies will depend on the accuracy requirements and the available computation time, among other factors.
This cut-off may, for example, be defined as an absolute value of acceleration such that any perturbing
accelerations with magnitudes below the cut-off are considered negligible and thus excluded from the
dynamical model.

Spherical Harmonics
The gravity field of a celestial body is typically described with a scalar potential function, which is a
function of the position of a test mass relative to that body. The gradient of this potential is equal to the
field strength (force per unit of mass) at the location of the test mass. By convention, the point of zero
potential is chosen to be at infinity, so the gravitational potential of a point-mass body with gravitational
parameter μ is (Wakker 2015, Sec. 1.4):

U = −μ
r

(2.13)

where r is the distance to the body. Thus, U is negative for any finite r.
Real celestial bodies have non-radially symmetric mass distributions, which lead to more complex

gravity fields. A body with an arbitrary shape and mass distribution (which are assumed to be constant
over time) can be described using spherical harmonics. The gravitational potential of such a body at a
point given in spherical coordinates as (r,Φ,Λ) is (Wakker 2015, Sec. 20.1):

U = −μ
r

[
1+

∞∑
n=2

n∑
m=0

(
R
r

)n

Pn,m(sinΦ) (Cn,m cos(mΛ) + Sn,m sin(mΛ))

]
(2.14)

where r is the distance from the centre of mass of the body, Φ is the body-centric latitude, Λ is the
body-centric longitude (these coordinates are for a reference frame with origin at the body’s centre of
mass and which rotates with the body), R is the mean equatorial radius of the body, Cn,m and Sn,m are the
parameters that define the spherical harmonic model of the gravity field, andPn,m(sinΦ) are the Legendre
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functions that correspond to degree n and order m. Equation (2.14) is valid for values of r greater than
the maximum radius of the body.

The degree n relates to latitudinal zones and the order m relates to longitudinal sectors. The model
parameters corresponding to these values of n and m define the influence of these zones on the total
gravity field (Wakker 2015, Sec. 20.1). All together, these components account for the full effect of the
exact mass distribution of the body on the gravitational field. For example, the parameters determined
for Earth’s gravitational field account for the planet’s pole-to-pole flattening, its slight pear shape, and
any other significant deviations from the idealised radially symmetric mass distribution. The parameters
describing Earth’s gravitational model are known quite precisely, with the EGM2008 model being com-
plete up to degree and order 2159 (Pavlis et al. 2012), while those of other celestial bodies are known less
well.

In terms of the accelerations experienced by a test mass in a body’s gravitational field, the term
relating to the acceleration due to a point mass at the body’s centre of mass is proportional to r−2 (see
Equation (2.11)). Other terms, relating to the acceleration due to the body’s asymmetric mass distribution,
are proportional to r−(n+2), where the degree n ≥ 2. This shows that deviations due to asymmetric mass
distributions are most significant when orbiting close to the body, and that these deviations diminish
quickly with distance, meaning bodies are generally well approximated as point-masses when far away.

Relativistic Effects
Another source of perturbations when working with a Newtonian dynamic model is the correction for rela-
tivistic effects. In many cases, a Schwarzschild correction acceleration arel. to account for the relativistic
effect of the primary body p on body i, modelled as the following is sufficient (Farnocchia et al. 2015b):

arel. =
μp

c2rpi3

[(
4μp
rpi

− vpi2
)
rpi + 4(rpi · vpi)vpi

]
(2.15)

The vectors rpi and vpi are the position and velocity of body i with respect to the primary body p, and μp
is the gravitational parameter of the primary body p.

Farnocchia et al. (2015b) note that the more Einstein-Infeld-Hoffmann (EIH) formulation of relativity
may be necessary if body i experiences close encounters with other large bodies, such as planets. The
EIH equations allow for gravitation to be modelled for an n-body system, including the mutual relativistic
effects of all n bodies. The formulation for the EIH acceleration aEIH exerted on body i is (Will 2018):

aEIH = ai =−G
n∑
j=1
j ̸=i

mj
rji
rji3

[
1− 1

c2

(
(1+ 2γ)

n∑
k=1

Gmk

rkj
+ (1+ 2β)

n∑
k=1

Gmk

rki

)

+
1
2c2

(
v2i + v2j − 4γ vi · vj −

3
2
(̂rji · vj)2

)]

+
G
c2

n∑
j=1
j ̸=a

mj

[
rji
rji3

(rji · (ai − aj)) +
7
2
aj
rji

]
(2.16)

where:

• j and k are other bodies in the n-body system
• ma is the mass of a body a
• rba = ra − rb is the position vector from body b to body a
• rba = |rba|
• r̂ba = rba/rba is the unit vector from body b to body a
• va = ṙa is the velocity vector of body a
• va = |va|
• aa = v̇a is the acceleration vector of body a
• γ and β are the Parametrized Post-Newtonian (PPN) parameters

Note that this expression is implicit, since ai appears on both the left- and right-hand side.
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Non-Gravitational Perturbations
There are a number of other perturbative forces which are unrelated to gravitation that can apply to the
motion of a body, depending on the conditions. The non-gravitational Yarkovsky effect (aYark.) is discussed
in much more detail in Section 2.3. The rest will not be discussed in detail here because they are not
directly relevant to this research, but short descriptions of them are provided below.

• Solar radiation pressure aSRP: Bodies are often exposed to electromagnetic radiation: directly
from the light of the nearest star, reflected off a third body, or emitted from a third body as infrared.
Each photon colliding with the body in question has momentum, and thus momentum is imparted
onto the body when these photons are reflected or absorbed by the body. The magnitude of the
perturbing force depends on the incoming radiation flux, the cross-sectional area exposed to the
radiation, the body’s mass, and the optical/thermal properties of the body’s material. It is most
relevant for small bodies whose area to mass ratios are higher. It causes a small drag-effect which
causes the orbit to decay slowly (Wakker 2015, Sec. 5.11, 20.4).

• Outgassing aoutgas: For bodies with icy compositions (comets), the sublimation of ices due to
the warming effect of solar radiation causes gases and dust to escape from the surface. This is
typically not uniform in all directions and so the gases and dust released can cause a small thrust
force (Whipple 1950; Yeomans and Chodas 1989) or even a torque (Jewitt 2021).

• Empirical accelerations aempirical: Assuming the overall acceleration model to be quite accurate,
small remaining accelerations which cannot be modelled (accurately) individually using a physical
model can be grouped together and modelled as empirical accelerations in order to generate a bet-
ter fit to observation data. The precise parametrisation of the empirical accelerations will depend
on the type of motion being modelled and on the observed deviation from the observation data. For
example, an Earth-orbiting satellite may use an acceleration model with a constant component and
components proportional to the sine and cosine of the true anomaly (Montenbruck and Gill 2001,
Subsec. 3.7.4). When Micheli et al. (2018) investigated non-gravitational accelerations affecting the
hyperbolic trajectory of 1I/‘Oumuamua (an interstellar object that passed through the Solar System
in 2017), they tried a variety of candidate empirical acceleration models to explain the deviation
(see Subsection 2.2.4 for more details on this). The parameter(s) of the empirical model are fitted
during an orbit estimation (see Section 2.5).

2.2.3. Final Equation of Motion
As demonstrated in the previous subsections, the motion of a celestial body is affected by many different
phenomena. To be able to model the motion of a particular body, we would like to combine all of these
phenomena into a single acceleration model. Along with values describing the initial state of the body,
this acceleration model can then be numerically integrated over a series of time steps to model the body’s
motion over time (see Subsection 2.5.3).

Taking into account all of the accelerations described above, the motion of a body i around a primary
body p can be described by the following equation of translational motion:

ai = r̈i = aprim. grav. +
N∑
j=1

a3b pert. j + arel. + aYark. + aSRP + aoutgas + aempirical (2.17)

where N is the number of perturbing bodies included. The reference frame for the vectors in this equation
is the barycentric reference frame (some, such as atmospheric drag, may have to be converted from
frames that are local to a particular body). Note that the gravitational terms may include higher spherical
harmonic terms if relevant. Any of the accelerations in Equation (2.17) may be set to zero or omitted if
they are deemed irrelevant to the motion of body i.

The equations of motion discussed thus far have all been equations of translational motion. Other
types of motion and dynamics do exist and can be relevant as well. For example, rotational dynamics,
mass variation, and body deformation can all have significant effects. To model these, they would each
need their own equations of motion. The different forms of dynamics can also be coupled together,
adding further complexity and requiring concurrent propagation (Dirkx and Mooij 2019). While mass
variation and body deformation are mostly applicable to spacecraft, the rotational state of an asteroid is
important for modelling spherical harmonics, and can also be relevant for the Yarkovsky and YORP effects
(see Subsection 2.3.1). Modelling and propagating the rotational dynamics will not be considered here
because the models used for the Yarkovsky effect in this research are simplified, parametrised models
that do not require information about the rotational state of the asteroid.
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2.2.4. Use of Perturbation Models in Literature
It is important to understand which acceleration models are used in practice, especially in cases of the
modelling of asteroid orbits. For this, it is useful to look at a few examples from literature to see which
models researchers used in their investigations, how these were implemented, and the reasons for these
decisions (if provided by the authors).

In Micheli et al. (2018), the authors investigated a notable non-gravitational acceleration that acted on
1I/‘Oumuamua, an interstellar object that passed through the Solar System in 2017. The authors found
that a purely gravitational model was not sufficient to reproduce the observed motion of the object. That
is, an orbit estimation (see Section 2.5) with only gravitational accelerations included in its dynamic
model was not able to converge to a solution that was statistically compatible with the observations,
i.e. the observation residuals were unreasonably large. Consequently, they included a series of different
empirical acceleration models (one at a time) and compared the resultant trajectories to the observations
to find the best match.

The purely gravitational model they used included the effects of “the Sun, the eight planets, the Moon,
Pluto, the 16 largest bodies in the asteroid main belt and relativistic effects”. The bodies included in this
model stem from a recommendation provided in Farnocchia et al. (2015b). The exact formulation of the
relativistic effects is not provided. In the estimation using this model, 6 parameters are fitted.

Because the purely gravitational model was found to have a poor fit to the observational data, several
different empirical acceleration models were devised (where k ∈ 0, 1, 2,3 in all cases):

• a constant, inertially fixed acceleration — 9 parameters;
• a pure radial acceleration proportional to r−k — 7 parameters;
• a pure along-track acceleration proportional to r−k — 7 parameters;
• an acceleration proportional to r−k decomposed in the radial, transverse, and normal directions
(also called the RTN or RSW directions) — 9 parameters;

• an acceleration proportional to r−k decomposed in the along-track, cross-track, and normal direc-
tions (also called the ACN or TNW directions) — 9 parameters;

• an impulsive velocity change at a particular moment — 10 parameters;
• a pure radial acceleration based on one of two cometary outgassing models (gH2O(r) and gCO(r)) —
7 parameters each

• acceleration based on gH2O(r) and gCO(r), decomposed in the RTN directions — 9 parameters each
• the same as above but including a time delay parameter with respect to the time of perihelion
passage — 10 parameters

The free fit parameters of each model (e.g. the proportionality constants of the accelerations) were
determined by fitting the model to the observation data, and the quality of the fits was used to determine
the empirical acceleration model which, when included, best describes ‘Oumuamua’s motion. Other
non-gravitational accelerations (e.g. solar radiation pressure, Yarkovsky effect) were not included in the
acceleration model. The authors found that the most plausible model in this case was a positive radial
acceleration proportional to r−2 or r−1, with outgassing being the likely physical cause.

The orbit determination code used in this research is proprietary to JPL and is therefore not publicly
available. The authors note that the key results of the research can be replicated using free software such
as Find_Orb.

In Fenucci et al. (2024), the authors devised a procedure for identifying near-Earth asteroids (NEAs)
for which the Yarkovsky effect may be detectable, estimating a non-gravitational acceleration in the
transverse direction, and checking if the acceleration is statistically significant and whether it fits with
the Yarkovsky model. This procedure identified 348 NEAs with a detectable Yarkovsky effect, and was
adopted by the ESA NEO Coordination Centre (NEOCC) for updating the full catalogue of NEAs.

The dynamical model used in this research, described by the authors as “high precision”, uses the
same set of celestial bodies for gravitation as Micheli et al. (2018). The masses and positions of these
bodies are supplied by JPL’s DE441 planetary and lunar ephemerides. Relativistic corrections for the Sun,
Moon, and planets were included, seemingly using the Einstein–Infeld–Hoffmann equations.

For some NEAs, an acceleration due to solar radiation pressure (SRP) was included in the dynamic
model. This was modelled as an acceleration in the radial direction r̂:

aSRP =
A
m

· (1−Θ) · W
c

·
(
1AU
r

)2

r̂ (2.18)
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whereW is the solar radiation flux at 1 AU (W = 1.361 kWm−2), c is the speed of light, A/m is the area-to-
mass ratio, and Θ is a function whose value is 1 when the body is fully occulted by another body, 0 when in
full sunlight, and between 0 and 1 when in penumbra. A/m if the free parameter fitted in the estimation in
the cases when SRP is included in the dynamic model. The authors cite Montenbruck and Gill (2001) for
this equation, which apparently comes from Equation 3.75 of that source. Montenbruck and Gill (2001)
include the radiation pressure coefficient CR in their equation, but Fenucci et al. (2024) do not mention
how they treat or define the CR. Implicitly, it seems that the body is assumed to be a black body and so
reflectivity (R or ε) is zero.

Of course, a Yarkovsky acceleration was also included in the dynamical model used in this research.
This is discussed further in Subsection 2.3.2. The orbital fits for this research were carried out using the
ESA’s proprietary Aegis software for orbit determination and impact monitoring. The methodology of this
paper is outlined in more detail in Subsection 3.2.1.

In Chesley et al. (2014), the authors use optical astrometry and radar measurements to very precisely
define the orbit of the asteroid 101955 Bennu, including determining its semi-major axis drift rate due
to the Yarkovsky effect and predicting potential future impacts with Earth. They also estimated Bennu’s
bulk density.

The orbit determination was performed with the use of a high fidelity dynamical model. This model
includes the Newtonian gravitation of the Sun, the eight planets, the Moon, Pluto, and 25 main-belt
asteroids. Earth’s gravitational model also includes the terms related to its oblateness when Bennu is
within a distance of 1 AU. The perturbing relativistic effects of the Sun, Moon, and eight planets are also
included in the model. The non-gravitational accelerations included are direct solar radiation pressure
and the acceleration due to the Yarkovsky effect. The Yarkovsky effect was modelled in three different
ways as part of this research. Explanations of these models are provided in section Subsection 2.3.2.
Other perturbations were not included as they were deemed insignificant over the time interval being
considered.

Although not explicitly stated, it seems that the model used for SRP is very similar to the one shown
in Equation (2.18). The known shape model of Bennu was used to find the area-to-mass ratio, A/m. The
authors note that the pressure due to reflected radiation is negligible due to Bennu’s low Bond albedo.
They also note that although the magnitude of the SRP acceleration is much larger than that of the
Yarkovsky acceleration, it has only a minor effect on the predicted trajectory, due to its direction being
purely radial (the effect is therefore equivalent to a slight reduction in the Sun’s mass).

Several model variations (such as changing which gravitational bodies were included, which bodies
were included in the relativistic corrections, and the integration tolerances, for example) were consid-
ered and their effects on the eventual solutions were assessed. This helps to demonstrate the sensitivity
of the dynamical model and the relative importance of the different facets of the model. The software
used in this research was the proprietary JPL orbit determination and propagation package. The authors
cross-referenced their results using OrbFit, a publicly available and free software package for orbit de-
termination, and found very close agreement between the programs (< 0.2σ in the calculations of the
semi-major axis drift rate da/dt ).
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2.3. Yarkovsky Effect
Typically, the largest accelerations experienced by a celestial body are gravitational accelerations. How-
ever, there are several other accelerations that also often act upon these bodies which can have a signifi-
cant effect on their motion and orbital evolution over time, despite being much smaller in magnitude than
the gravitational accelerations. The primary perturbations that are relevant to the motion of asteroids in
the Solar System are discussed in Subsection 2.2.2; one important such perturbation is the Yarkovsky
effect, which will be discussed in more detail in this section.

The acceleration caused by the Yarkovsky effect is one of the most important non-gravitational accel-
erations in terms of its effect on the evolution of asteroid orbits. The semi-major axis drift rate da/dt
varies between approximately 10−4 and 10−3 AU/My for asteroids with diameters between 10 m and 1 km
and for various values of surface conductivity (Bottke et al. 2006). Main-belt asteroids and fragments
that undergo this motion often drift into chaotic mean-motion or secular resonance zones after which
they can be injected into orbits that overlap with Earth’s orbit, and it seems that this is the main mech-
anism supplying the population of NEOs (Vokrouhlický and Farinella 2000). The Yarkovsky effect is also
important for understanding how asteroid families evolve and spread out over time, and has been used
to explain several properties of such families that could not be explained using purely collisional models
(Bottke et al. 2001).

Explanations of the physical mechanisms behind the Yarkovsky effect are given in Subsection 2.3.1,
along with a list of factors that influence the effects. Subsection 2.3.2 describes a number of acceleration
models that have been used in literature to model the Yarkovsky effect. Subsection 2.3.3 then describes
how the Yarkovsky effect has been measured in literature.

2.3.1. Physical Mechanism
The Yarkovsky effect is an acceleration that acts upon a celestial body if its thermal radiation is non-
isotropic. In fact, there are two types of Yarkovsky effect: the diurnal effect, which is related to the
rotational period of the body about its own axis, and the seasonal effect, which is related to the orbital
period of the body around its primary (typically a star). The following discussions on the mechanisms of
these two effects and the factors that influence them are based on Bottke et al. (2006) unless otherwise
specified.

Diurnal Yarkovsky Effect
The diurnal effect can be described by a simplified scenario of a uniform spherical body in a circular
orbit around its star, with its spin axis perpendicular to the orbital plane. Such a scenario is depicted in
Figure 2.2(a). The side facing the star is illuminated and warmed by the star’s radiation. Ultimately, any
energy absorbed by the body will be re-radiated, typically at infrared wavelengths. The material of the
body is not a perfect conductor, so the material on the star-facing side will generally be warmer than on
the dark side. However, due to the rotation of the body about its own axis and the thermal inertia of the
body’s material, this heat distribution will not be aligned with the visible light distribution on the body’s
surface. The material on the morning side will be relatively cold after spending half a rotation period
pointed away from the star, while the part that has just experienced sunset will still be relatively warm
after spending half a rotation period absorbing radiation from the star. Therefore, the heat distribution is
rotated somewhat as compared to the visible light distribution, with the warmest point being somewhere
on the afternoon side. We are familiar with this on Earth, as afternoons are often warmer than midday.

Each infrared photon that is emitted from the body as thermal radiation has a momentum proportional
to its frequency (or energy). Because the warmer side emits more photons and higher frequency photons
than the cooler side, there is a net push that acts on the body, directed away from the warmer side. If the
body is rotating in the prograde sense — that is, in the same sense as its orbital motion around the star,
as depicted in Figure 2.2(a) — then there is an acceleration component in the (outward) radial direction
and a component in the (positive) along-track direction. The along-track component results in a gradual
increase in the semi-major axis of the orbit, which can lead to significant changes over long periods.
If the body rotates in the opposite sense (retrograde rotation), there would again be an outward radial
acceleration component, but the along-track component would be in the negative direction, meaning the
size of the orbit would shrink over time.

Seasonal Yarkovsky Effect
The seasonal effect can be explained with another simplified scenario, as depicted in Figure 2.2(b): the
spin axis of the body now lies in the orbital plane, meaning there is no diurnal effect. Although the
northern hemisphere receives the greatest solar irradiance at point A, thermal inertia means that there
is a delay between this moment and the time at which the northern hemisphere is the warmest, which
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Figure 2.2: (a) Diurnal Yarkovsky effect: greater thermal emissions on the evening side than the morning side
of the body means that a body in prograde rotation experiences a net acceleration with positive along-track

and outward radial components
(b) Seasonal Yarkovsky effect: maximum thermal emissions at points B and D (rather than A and C) cause net

accelerations in the negative along-track direction (Bottke et al. 2006)

occurs at point B. The same happens for the southern hemisphere at points C (maximum irradiance) and
D (maximum temperature). The resulting uneven temperature distributions result in net accelerations
with negative along-track components, causing orbital decay over time (at least for relatively small orbital
eccentricities). Without the lag from the thermal inertia, these accelerations would be symmetric in both
directions and would cancel each other out over the course of an orbit. This effect is analogous to
seasonal temperature variations on Earth, where the warmest temperatures typically occur in the month
or two after the summer solstice.

Influencing Factors
There are quite a number of factors that influence the diurnal and seasonal Yarkovsky effects:

• The spin rate about the body’s own axis: for the diurnal effect, a very fast spin rate would result
in an even heat distribution in the longitudinal direction, and thus no net effect. Zero spin would
result in zero diurnal effect and a nonzero seasonal effect.

• The spin direction about the body’s own axis: as discussed above, for the diurnal effect, prograde
rotation leads to a positive along-track acceleration (which increases the size of the orbit), while a
retrograde rotation results in a negative along-track acceleration (which decreases the size of the
orbit). For the seasonal effect, the direction of rotation does not matter.

• The body’s axial tilt, or obliquity: if the spin axis lies in the orbital plane, there will be zero diurnal
effect and maximum seasonal effect. If the spin axis is perpendicular to the orbital plane, the
diurnal effect is maximum and the seasonal effect is zero.

• The body’s thermal and radiative characteristics: both Yarkovsky effects are due to the thermal
inertia of the body’s material(s), i.e. the time lag involved in heating up and cooling down. Thus,
characteristics such as emissivity, albedo, specific heat capacity, and conductivity of the material
at and below the surface of the body significantly affect both Yarkovsky effects.

• The body’s orbital period: while this has no influence on the diurnal effect, it does influence the
seasonal effect in the same way the spin rate influences the diurnal effect.

• The size and mass of the body: in general, the Yarkovsky effect is most relevant for bodies with
diameters between ∼0.1m and ∼40km. A very small body (e.g. a speck of dust) will essentially
have a uniform temperature distribution, as heat from the star-facing side can quickly permeate
throughout the body, and thus no Yarkovsky effect will be present. Conversely, a very large body (e.g.
Earth) has a high mass-to-surface-area ratio, meaning the net force is very weak compared to the
mass of the body, making the Yarkovsky effect negligible. For asteroids in the Solar System above
40 km diameter, the gravitational effects of close encounters with large asteroids dominate over
the Yarkovsky effect in terms of semi-major axis drift (Delisle and Laskar 2012). For typical Solar
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System objects, the diurnal effect is maximum for bodies with sizes on the order of centimetres to
metres, and the seasonal effect is maximum for bodies with diameters ∼10 metres (Farinella et al.
1998).

• The body’s specific shape and surface topography: bodies with non-spherical shapes can have
further influences on the Yarkovsky effect, for example if the area exposed to the star is not constant,
or if the shape is asymmetric, or if there are craters or lumps that cast shadows and change how
energy is absorbed and radiated. Furthermore, the material distribution on and under the surface
may not be uniform (e.g. one side may have more reflective material).

• Solar irradiance: the amount of energy incident on the surface influences the magnitude of the
effects; bodies in the inner Solar System experience a more significant Yarkovsky effect than com-
parable bodies in the outer Solar System. This is particularly true for the diurnal effect.

• The eccentricity of the orbit: related to the influence of solar irradiance, a significant orbital eccen-
tricity will influence the magnitude of the Yarkovsky effect throughout the orbit. The direction of the
Yarkovsky accelerations will also be influenced due to the body’s motion being non-perpendicular
to the radial vector from the star.

• The interplay with the YORP effect: the Yarkovsky-O’Keefe-Radzievskii-Paddack (YORP) effect is
similar to the Yarkovsky effect as already discussed, but relates to net torques that can be produced
by thermal emissions from irregularly shaped bodies. This effect will not be discussed in detail here,
but over time, these torques can change the spin rate and axial tilt of small bodies. As mentioned
above, the rate, direction, and orientation of the bodies spin vector can all influence the Yarkovsky
effect.

2.3.2. Yarkovsky Models in Literature
The Yarkovsky effect can be modelled in many different ways. Similarly to the approach in Subsec-
tion 2.2.4, this section will outline some Yarkovsky acceleration models that have been used in literature.

Vokrouhlický (2001) presents quite a fundamental approach to modelling the Yarkovsky effect, with
some simplifications that lead to a relatively simple linearised derivation and result. The assumptions
include: the body is spherical, the orbit is circular, the body acts as a grey body. The general approach
will be outlined here, followed by the eventual acceleration model.

The first step is to find the surface temperature distribution, which is done using heat diffusion equa-
tions for the flow of energy inside the body and across its surface. The parameters involved include
the material’s thermal conductivity, specific heat at constant pressure, density, surface thermal emissiv-
ity, and Bond albedo. For each surface element of the body, the solar radiation flux (insolation) must
be known; this information follows from the body’s shape, orientation, and distance from the Sun. The
equations can then be solved numerically to find the temperature of each element.

Following from the temperature calculation and some derivations, the acceleration due to thermal
emission can be formulated as an integral over the surface of the whole body:

aYark(ζ) =
2
√
2

3π
αΦ
∫
dΩΔT′(R′, θ, φ, ζ)n (2.19)

where:

• ζ is a complex variable that replaces time t, defined ζ = eiωrev(t−t0)

• ωrev is the mean motion of the orbit
• α is one minus the Bond albedo
• Φ is the radiation force factor, defined Φ = (ε⋆πR2/mc)
• ε⋆ is the radiation flux at the body’s distance from the Sun
• R is the radius of the body
• m is the mass of the body
• c is the speed of light
• dΩ is a surface element
• ΔT′ is a function describing the temperature anywhere in the body at any time ζ, in polar coordinates
(r′, θ, φ), with r′ ≤ R

• n is the unit vector normal to the surface
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This acceleration can be broken down into two parts: a diurnal component that is mostly dependent on
the rotation frequency and a seasonal component that is mostly dependent on the mean motion of the
orbit.

The primary effect of the Yarkovsky effect on an asteroid’s orbit is a drift in the semi-major axis.
The diurnal and seasonal components of the rate of change of the semi-major axis can be expressed
separately, if the body is assumed to be spherical and in a circular orbit. Since these expressions are
functions of all of the parameters mentioned so far, they can be used to show how the strength of the
Yarkovsky effect (manifested as semi-major axis drift) is affected by variations in any of these parameters.
One finding that is apparent from these equations is that the seasonal component always results in orbital
decay (decreasing semi-major axis), while the diurnal component can result in decay or growth, depending
on the rotational sense.

While these equations can be used to model different types of theoretical asteroids and their orbital
changes over time, it is often not straightforward to apply them to real asteroids. This is because prop-
erties such as thermal conductivity or density are not always precisely known, and the assumptions of
spherical shape and circular orbit may not always be suitable either.

Greenberg et al. (2017) presents a simpler and more direct formulation for the Yarkovsky acceleration
vector (also used by Greenberg et al. (2020)). The assumptions behind this model include: the body
is spherical and acts as a black body (absorbing and eventually re-emitting all incident radiation). The
absorbed radiation flux Ė is therefore dependent on solar luminosity L⊙, heliocentric distance r, and the
diameter of the body D, but not on any thermal characteristics such as albedo or emissivity:

Ė =
L⊙
4πr2

π
(
D
2

)2

(2.20)

The total change in momentum ṗ of the re-emitted photons is:

ṗ =
Ė
c

(2.21)

And the acceleration r̈ acting on the body is:

r̈ =
ṗ
m

(2.22)

Modelling the asteroid as a sphere with diameter D and uniform density ρ, the acceleration can be written
as:

r̈ =
3
8π

1
Dρ

L⊙
c

1
r2

(2.23)

However, this does not yet take into account the direction of the re-emitted photons. Rather than mod-
elling a temperature distribution using the asteroid material’s thermal conductivity, this model simply
assumes that a majority of the photons are re-emitted at a rotational phase that is offset from the sub-
solar longitude by a fixed amount, called the phase lag φ. The direction of the resultant acceleration is
then opposite to the location of this majority re-emission and is expressed using Xẑ(φ), a rotation matrix
of angle φ about the spin axis ẑ, together with the Sun-body vector r:

aYark. = ξ
3
8π

1
Dρ

L⊙
c
Xẑ(φ)r
r3

(2.24)

An efficiency factor ξ is also introduced to account for the fact that not all photons are actually re-emitted
with phase lag φ. ξ may be positive or negative, allowing for the modelling of the Yarkovsky effect on
asteroids with retrograde and prograde rotations (respectively).

When trying to apply this model to real asteroids, fewer assumptions need to be made: only the
diameter, density, and rotation state, if they are not already known. Greenberg et al. (2017) made use
of this model to help in the detection of a drift in semi-major axis of asteroid 1566 Icarus due to the
Yarkovsky effect, and Greenberg et al. (2020) used it in their detection of Yarkovsky drift in 247 NEAs.
It is important to note that, when modelling the semi-major axis drift, ξ is an estimated parameter and
thus any inaccuracies in the assumptions made about the asteroid’s properties will be ‘absorbed’ by this
parameter. This also obfuscates the physical interpretation of ξ. Because of this, the phase lag φ is set
to a constant value of -90°, the position that maximises the transverse component of the acceleration.
This does not have an affect on the resulting calculated value of semi-major axis drift.

Fenucci et al. (2024) (whose dynamical model was also discussed in Subsection 2.2.4) uses a very simple
model for the Yarkovsky effect: simply a distance-dependent acceleration in the transverse direction t̂:

aYark. = A2
(
1AU
r

)2

t̂ (2.25)
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where r is the heliocentric distance (in AU) and A2 is an estimated parameter that is determined using a
weighted least-squares method to fit the model to the observation data. This model requires no informa-
tion about the physical and thermal properties of the body, since all of these are lumped together in the
estimated term A2. This is useful because such properties are often not known. Only the acceleration
component in the transverse direction is modelled because this has the greatest effect on the semi-major
axis drift of the orbit; the radial component does comparatively little to affect the orbit (Greenberg et al.
2017). However, this model assumes that the magnitude of the acceleration depends only on the helio-
centric distance r, being proportional to 1/r2, and that the direction is purely transverse. This captures
the dependence on semi-major axis and eccentricity, but it neglects seasonal variations, components
of the effect in the radial and normal directions, the interaction with the YORP effect, and any thermal
characteristics that would cause the transverse acceleration to be proportional to something other than
1/r2.

This model was used in the development of a procedure for identifying NEAs for which the Yarkovsky
effect may be detectable, estimating a non-gravitational acceleration in the transverse direction, and
checking if the acceleration is statistically significant and whether it fits with a Yarkovsky model based
on (partially assumed) physical characteristics. The methodology of this paper is outlined in more detail
in Subsection 3.2.1.

Chesley et al. (2014) (whose dynamical model was also discussed in Subsection 2.2.4) used three
different Yarkovsky models in their research into asteroid 101955 Bennu’s orbit. The first is the simplest
and is the same as the model used by Fenucci et al. (2024) (described above), with one difference: the
acceleration is modelled as proportional to 1/r2.25 instead of 1/r2, as this was found to provide a better
fit given Bennu’s physical and thermal properties. The second model is similar to what was formulated
by Vokrouhlický (2001) (described above): it solves linearised heat transfer equations for a homogeneous
spherical body.

The third and highest fidelity model divides the asteroid into a finite-element mesh of plates and
solves non-linear heat transfer equations for the specific radiative scenario that applies to Bennu, until
the temperature profiles over orbital revolutions converge. The force (as a function of orbital anomaly) is
then calculated from the vector sum of the forces due to the thermal emission on each plate. Acceleration
is then calculated using the volume of the asteroid and an assumed bulk density. This approach is only
possible when a shape model of the asteroid is available. The authors compared the results from each
of the models and believe that the third model provided the most accurate results.

2.3.3. Measurement of the Yarkovsky Effect
The Yarkovsky effect is typically detected by using astrometric data and a dynamical model to produce an
orbit estimation (more details about orbit estimation, especially relating to the weighted least-squares
method, are provided in Subsection 2.5.1). A parameter related to the Yarkovsky effect is estimated, which
accounts for how the semi-major axis of the body has drifted over the observational arc. The strength of
the effect is typically reported as the drift rate of the body’s semi-major axis, da/dt (often in AU/My), or
as the acceleration term A2, (often in AU/day2). Some more details from specific examples from literature
are provided below.

Greenberg et al. (2017) investigated a number of characteristics of the asteroid 1566 Icarus, including a
detection of a semi-major axis drift rate of da/dt = (−4.62 ± 0.48) × 10−4 AU/My, equivalent to a change of
around 60 m per orbit. The authors used radar measurements of Icarus together with optical astrometry
spanning an observation arc of 65 years to estimate its orbit.

A subset of the authors wrote a new software program for ephemeris generation, based on Monte
(Mission analysis, Operations, and Navigation Toolkit Environment), a proprietary tool developed by JPL
with many applications, including trajectory design and spacecraft tracking. The dynamical model used
a variable time step integrator (see Subsection 2.5.3) and considered the gravitational effects of the Sun,
the major planets, and 24 of the most massive minor planets (including using more detailed gravitational
field models during close approaches to these bodies, though details about these gravitational fields
are omitted), as well as general relativistic effects. The non-gravitational Yarkovsky acceleration (Equa-
tion (2.24)) is also applied. The efficiency factor ξ is estimated alongside Icarus’ state (position and
velocity). The residuals between the observations and the simulated observations (from the dynamical
model) are minimised using Monte’s residual minimisation algorithm, which is based on a Kalman filter.
The estimated value of ξ is then used to convert to an averaged semi-major axis draft rate, da/dt . A
number of tests were performed to verify the Yarkovsky detection, including a demonstration that the dy-
namical model including the Yarkovsky acceleration was significantly better at making orbital predictions
than the model excluding the Yarkovsky acceleration.
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As mentioned in the previous section, Fenucci et al. (2024) developed a procedure for identifying the
Yarkovsky effect in NEAs whilst using a simple Yarkovsky acceleration model (Equation (2.25)). The A2
term in this model is treated as an estimable parameter, similar to ξ in Greenberg et al. (2017), along
with the parameters defining the body’s state. In this research, this was done using a weighted least-
squares procedure, by way of the ESA Aegis orbit determination software. This procedure detected 348
instances of the Yarkovsky effect on NEAs. The methodology of this paper is outlined in more detail in
Subsection 3.2.1.

Dziadura et al. (2023) used astrometric data from the Gaia mission to estimate the Yarkovsky effect
for 446 NEAs and ∼54000 inner main-belt asteroids, eventually reliably detecting a Yarkovsky effect for
49 NEAs, as well as calculating their bulk densities. Again, the authors of this research estimated the
A2 parameter for the Yarkovsky effect (although the acceleration model dependent on A2 is not explicitly
stated) along with the six parameters describing the body’s state. The estimation was done using a
linearised least-squares method with differential corrections, using the OrbFit software.
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2.4. Data & Observations
Astrometry is the practice of taking measurements of the positions and motions of celestial bodies. There
are several different methods by which such measurements can be made, including using telescopes on
the ground, observation from space, radar signals, and several other less common or more outdated meth-
ods. Before these methods are discussed in Subsection 2.4.2, the primary coordinate system used for
angular measurements is explained in Subsection 2.4.1. Next, Subsection 2.4.3 discusses the errors that
can arise when making astrometric measurements, and how some of these errors can be circumvented.
Finally, Subsection 2.4.4 describes the procedures for processing astrometric data before use, including
adjusting for systematic errors and applying weighting schemes to the observations.

2.4.1. Equatorial Coordinate System
The explanations the of coordinate systems in this subsection are based on Wakker (2015, Ch. 11) unless
otherwise specified. A common method of taking astrometric observations is to describe the position of
a celestial body using two angular measurements, i.e. using spherical coordinates with the radial distance
coordinate omitted, as this is not usually directly measurable. These angular measurements are typically
made using the celestial sphere as a reference, with the angles called the right ascension (RA) and
declination (DEC). The celestial sphere is an imaginary sphere which is centred on Earth and which has
an infinitely large radius. It is divided into northern and southern hemispheres by the celestial equator,
which is co-planar with Earth’s equator. The celestial poles are the intersection points between Earth’s
rotation axis and the celestial sphere. Specifically, Earth’s rotation axis at the J2000 epoch5 is used as
the standard reference for this in modern data6. Each star or other celestial body can be considered to
have a position on the ‘inner surface’ of this sphere. In the RA-DEC system, distant stars have (almost)
fixed coordinates. If these coordinates are well-known, RA-DEC measurements of other bodies can be
obtained by measuring the positions relative to these “fixed” stars.

Figure 2.3: A diagram of the equatorial coordinate system using spherical coordinates to describe the
location of an object on the celestial sphere (Sun et al. 2023)

Declination is analogous to latitude on Earth’s surface, while right ascension is analogous to longitude.
Declination (also denoted as δ) is the angular distance between the celestial equator and the object in
question, as measured along the great circle which is perpendicular to the celestial equator and coinci-
dent with the object. Such a great circle is also called the object’s hour circle. Declination values are
always between -90° and 90°; values are positive for objects in the celestial northern hemisphere and
negative for the southern hemisphere. See the angle of the green sector in Figure 2.3.

Right ascension (also denoted as α) is the angular distance between the vernal equinox and the in-
tersection of the celestial equator with the object’s hour circle (measured eastward). See the angle of
the yellow sector in Figure 2.3. The vernal equinox (often denoted with the symbol �) is an arbitrarily
chosen reference direction, analogous to the choice of the Greenwich meridian as the prime meridian in
the definition of longitude. The equinox line is the intersection of the planes of the celestial equator and
the ecliptic (the plane of Earth’s orbit around the Sun). The angle between these planes is ∼23.4°. The
Earth-Sun vector is coincident with the equinox line twice per year: once in spring and once in autumn7.

5This is a standard reference epoch used in astronomy, defined as January 1 2000, 12:00 Terrestrial Time (TT).
6This is necessary because of the motion of Earth’s rotation axis over time due to precession, nutation, and other shorter-period

motions.
7At these times, the Earth’s rotation axis is perpendicular to the Earth-Sun vector, meaning the duration of day and night is
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The reference direction of the vernal equinox is defined as the direction from the Earth to the Sun during
the spring (vernal) equinox in the northern hemisphere, which occurs in March. Right ascension can be
measured as an angle from 0° to 360°, but can also be measured in hours, minutes, and seconds, where
the full circle is divided into 24 hours, each hour into 60 minutes, and each minute into 60 seconds
(Voisey 2018). Angular measurements can also be referred to with units of arcminutes and arcseconds
(abbreviated as arcmin and arcsec), respectively.

A complete spherical coordinate system would include the radial distance to the object, but this
is typically omitted in astrometric measurements because it is not directly measurable using standard
optical methods. Note that this reference frame does not rotate along with Earth’s rotation. Distant stars’
coordinates are almost constant within the RA-DEC system, but not exactly due to the relative motion of
the stars within the Milky Way galaxy. Thanks to the Gaia mission, the positions and proper motions of
around 1.5 billion stars are known with very high precision (Gaia Collaboration et al. 2021).

In reality, astrometric observations are taken in a reference frame that is centred on the observer. If a
body is relatively close to Earth, two observers on different sides of the Earth taking measurements of the
body at the same time will observe the body to be near different ‘fixed’ stars, resulting in difference RA-
DEC measurements. Similarly, the motion of Earth around the Sun will result in different measurements
of a body’s position at different times of the year. For these reasons, it is important to know the precise
time and location at which an observation was taken.

2.4.2. Observational Methods
Astrometric data can be recorded in a number of different ways. This section provides background in-
formation on each of the main methods of making astrometric observations (ground- and space-based
optical astrometry and radar measurements) and how they work. A number of other methods (e.g. stellar
occultations, measurements from probes that have visited asteroids, filar micrometers) can also be used
to derive astrometric information, but such data are relatively few in number (Desmars et al. 2013) and
will not be discussed here. The Minor Planet Center plays a major role when it comes to collecting and
processing astrometric data; this context is explained in the first subsection below.

The Minor Planet Center
The Minor Planet Center (MPC), a division of the International Astronomical Union (IAU), is the worldwide
central hub for receiving, processing, and publishing of positional observations of small bodies in the
Solar System (asteroids, NEAs, comets, and small satellites of planets). The MPC is based at the Smith-
sonian Astrophysical Observatory (affiliated with Harvard University), and funding comes from NASA’s
Near-Earth Object (NEO) Observations program (Minor Planet Center 2026), which itself is a part of the
NASA Planetary Defense program.

Any observatory can apply for an MPC observatory code, as long as a certain set of requirements are
met. Then any observations made can be reported to MPC, with requirements on the format and accuracy
of the data (measured using the post-fit residuals of MPC’s own orbit determinations) (Minor Planet
Center 2023). Using astrometric measurements sent in from observatories around the world, as well
as observations from space telescopes, the MPC performs orbit determinations of the observed bodies.
Discoveries that are potentially new objects are placed on a list and given a temporary designation. If
the observations match where a known object should be at that time (according to previous observations
of that object and propagation to the appropriate time), then they are tagged as such. If it is confirmed
that the observations do not correlate with any known object, then the object will be given an official
designation and credit for discovery will assigned to the first person(s) to observe the object (Ostro 1997).
See Subsection 2.1.5 for more details about this process.

After processing, the MPC publishes the observation data along with the object designations they have
determined. As of June 2026, the MPC’s database contains over 540 million observations, the earliest of
which date back to 1802, with more than a million more added each month (Minor Planet Center 2026).
This database and other related data is freely and publicly available for use, and can be accessed online.

Ground-Based Optical Astrometry
Ground-based optical astrometry refers to astrometric measurements which are taken by observatories
on Earth’s surface using (near-)visible wavelengths of light. These observatories range from large insti-
tutions with many full-time researchers to small operations run by amateurs. Typically, the operators of
an observatory will have goals for the survey they are currently conducting. These goals will feed into the
strategies employed that determine where to point the telescope at a given time. Large areas of interest

(approximately) equal everywhere on Earth, hence equi-nox, deriving from the Latin for equal and night (Online Etymology Dictionary
n.d.).
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in the sky may be divided into smaller areas, which are searched through sequentially. Directions towards
the (centre of the) Milky Way are typically avoided, due to the star fields being too dense and bright for the
reliable identification of minor bodies. The information in this paragraph is based on Langbroek (2024)
(a personal communication) unless otherwise specified.

Most observatories involved in observing asteroids and other minor bodies make use of reflecting
telescopes, with diameters of approximately 25-40 cm for amateur observatories and up to a few metres
for larger observatories. Images are most commonly taken using charge-coupled devices (CCDs), which
are electronic light-sensing devices which are well-suited to astrometry due to their high sensitivity and
dynamic range, as well as the simple process of extracting and processing the astrometric measurements
(Desmars et al. 2013). Before CCDs, photographic plates were common, and even earlier, filar microme-
ters were used to make measurements.

Figure 2.4: Four overlaid images of the minor body 483 Seppina, taken by an amateur astronomer over
a span of 60 minutes. If the frames are viewed in sequence, one sees that the motion of the body is

towards the bottom-left corner of the frame. (Sagatowski 2023)

Typically, the same area of the sky will be imaged at least 3 times in a row, with exposure times of
approximately 1-3 minutes, and with time between exposures up to 20 minutes. The exact exposure
times and intervals between exposures depend on the (expected) rate of motion of the target bodies
across the sky, the (expected) brightness of the bodies and background stars, the instrument sensitivity,
et cetera. By comparing the images taken, points of light that move relative to the background stars
can be identified — see Figure 2.4 for an example of the motion of a small body over a period of one
hour. The identification of points of light that move across the frame can be done automatically (using
image-processing algorithms) or manually. Automatic detection algorithms can save a lot of time but
they are susceptible to producing false positives and also to missing detections (especially faint ones),
so at least some human judgement is typically needed.

The RA-DEC coordinates of any identified moving objects is then calculated for each exposure. This
calculation uses a number of values as input to convert to RA-DEC: the x-y pixel coordinates of the
centre of the moving object in the images, the reference/background stars present in the images, a star
catalogue to look up the precise coordinates of these background stars, and the plate constants of the
image (which take into account any distortions produced by the telescope). The data is then compiled
according to the MPC format, which includes a Coordinated Universal Time (UTC) time stamp, RA-DEC
coordinates, and brightness for each observation, along with the observatory/station code and the star
catalogue used. This data can then be sent to the MPC, where object identification takes place.

For the set of objects that will be considered in this research (see Section 3.2), ground-based optical
measurements account for 89.5% of optical observations available via the MPC database (as of June
2026).

Space-Based Astrometry
Another method of collecting astrometric data is via spacecraft. This is primarily done using space tele-
scopes, which operate in similar ways to ground-based telescopes and observatories (in terms of sky-
searching strategies, imaging processes, observation processing, and reporting). These space telescopes
(including Hipparcos, Hubble Space Telescope, and the James Webb Space Telescope, for example) also
have MPC observatory codes, and their observations of small bodies are reported to the MPC. The infor-
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mation in this subsection is based on National Academies of Sciences, Engineering, and Medicine (2019,
Ch. 4) unless otherwise specified.

Space-based telescopes have a number of advantages over their terrestrial counterparts. The lack
of an atmosphere in space means that observations can be free from atmospheric effects, such as dis-
tortion, light pollution, clouds, inclement weather, and the scattering of sunlight during the day, all of
which can degrade the quality of astrometric measurements or prevent them entirely. This means that
space telescopes can spend much more time in active operation (though much of this time may be ded-
icated to scientific objectives unrelated to asteroid observation). Furthermore, because ground-based
telescopes can only observe at night, they typically can’t easily view the region inside Earth’s orbit, while
space telescopes can.

Space telescopes are also more suited to operating in the infrared range than ground-based tele-
scopes. NEOs have similar temperatures to Earth due to their similar distance from the Sun, meaning
ground-based infrared telescopes have a much worse signal-to-noise ratio (SNR) due to the infrared
emissions from the atmosphere and the telescope itself. Cooled infrared telescopes in space, however,
have proven to be very productive thanks to their high sensitivity. Infrared observations can also provide
estimations of asteroid diameters, and are more suited to finding low-albedo objects, which visible light
surveys can miss.

There are also a number of disadvantages when it comes to space telescopes. Compared to terrestrial
telescopes, they are very expensive, with costs increasing significantly along with aperture size. Space
telescopes also have a potentially more limited lifetime, in part because it can be difficult and expensive
(or impossible) to maintain or upgrade the hardware. Additionally, whilst ground observatories have fixed
positions that can be defined relative to a shape model of the Earth, space telescopes constantly move
in their orbits. This adds some complexity to the implementation of space-based observations in orbit
estimations, and requires an accurate ephemeris for the space telescope(s).

For the set of objects that will be considered in this research (see Section 3.2), space-based optical
measurements account for 10.5% of optical observations available via the MPC database (as of June
2026).

Radar Astronomy
Radar astronomy is a method of observing celestial bodies by means of actively transmitting radio waves
in the direction of a body and analysing the received reflected signal (sometimes called the echo). Radar
astronomy is carried out using large radio telescopes, such as the 70 m diameter telescope at the Gold-
stone Observatory or the (now defunct) 305 m diameter Arecibo telescope — these facilities act as both
signal transmitters and receivers (Ostro 1997). While other observation methods rely passively on re-
flected light, radar astronomers can precisely choose the frequency, polarisation, and timing of their
signals to perform controlled experiments on the target body (Ostro n.d.).

Radar astronomy can be used to measure the distance (or range) to an object by measuring the round-
trip time of the radar pulse. A component of the velocity of the object can also be measured by analysing
the Doppler shift of the echo; according to Ostro (1997), these measurements can be accurate to a tenth
of a millimetre per second at 20 lunar distances. Radar observations can also be used to construct 2-
dimensional models of asteroids, with spatial resolutions down to 10 m, provided the asteroid is close
enough for the echoes to be sufficiently strong. With several such observations over a span of time, 3-
dimensional models of an asteroid’s shape can be constructed, its rotational state can be defined, and
information can be derived about its density distribution (Ostro n.d.). This is not possible even for high
quality optical telescope images, as the points of reflected visible light are simply too small (Ostro 1997).

The highly accurate measurements of range (accurate to around 3.3 km (Desmars et al. 2013)) and
velocity that radar astronomy can provide can be very useful additions to optical observations of asteroids
for the purpose of orbit determination. They can greatly reduce the uncertainty in orbit predictions, even
with relatively few radar observations (Ostro 1997; Ostro n.d.). However, radar astronomy is heavily limited
by range because the power of the reflected echo signal is proportional to 1/4r2, where r is the distance
to the target object. Furthermore, one must already have a good estimate of where a target object is
in order to transmit a radar signal to it, making it less suitable for the discovery of new objects. These
factors mean that very few asteroids have been studied or even detected using radar: out of a total of
1.5 million main-belt asteroids, NEAs, and comets that have been designated by the MPC (Minor Planet
Center 2026), only 1310 have been observed using radar (JPL 2024), as of June 2026.

2.4.3. Astrometric Errors & Uncertainties
The quality of astrometric observations is not the sole determiner of the precision of the resultant as-
teroid orbit estimation (Desmars et al. 2013), but observation precision and how the data is processed
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does have a significant impact on the quality of asteroid orbit estimations (Vereš et al. 2017). The ac-
curacy of asteroid ephemerides can be broken down into internal and external precision (Desmars et al.
2013). Internal precision comes from the numerical models being used (how well the equations of motion
represent the true motion), the precision of the numerical integration process (truncation and rounding
errors (see Subsection 2.5.3)), and the precision of any methods used to compress the representation of
the ephemerides. External precision stems from the observational accuracy and how the observational
data is processed, and is thus affected by random and systematic errors that may be introduced in the
observation process. Internal precision can be made to be very good through the selection of appro-
priate acceleration models, numerical integration settings, and other inputs, so most of the remaining
uncertainty in asteroid ephemerides is the result of external errors (Desmars et al. 2013).

The quality of optical astrometric observations is dependent on the size, focal length, and part qual-
ity of the telescopes used, the pixel resolution of the image-capturing technique, and the local visibility
conditions. These aspects can never be fully optimised, however: telescope size and quality is limited
by cost (and by spatial and mass requirements for space telescopes), and visibility conditions are often
a limiting factor for ground-based astrometry (Vereš et al. 2017). Thus, some amount of error and uncer-
tainty is inherent in any kind of astrometric measurement. While some of these errors are random and
unpredictable, there are also some systematic errors and biases which can sometimes be corrected for.
The sources of these errors, their importance, and how they can be avoided/corrected for is discussed
below.

Random Errors
Random errors occur in all measurement processes. They are the result of random, noisy phenomena,
and they are different from one measurement to the next. The effects of noisy data can be reduced by
taking more measurements, thereby leading to more accurate results.

There are many different factors which can contribute to random error within a given astrometric mea-
surement. For ground-based optical measurements, air turbulence causes rays of light to bend slightly
differently along their paths through the atmosphere, which can cause points of light to become more
spread out or to shift slightly. Background noise in the images can be a result of photons leaking into
the telescope from the atmosphere (due to light pollution, for example) or from thermal noise in the
equipment. This type of noise can also cause some points of light to appear to be shifted to one side.
Telescope tracking systems are not perfect, so the images of bodies may not be perfectly round, making
the identification of their centres (also called centroids) difficult. Additionally, CCDs have pixels and thus
provide a dicretised representation of the true continuous image being observed, meaning the identifi-
cation of the position of the centroid is limited by the pixel size, especially if only ∼1 pixel is illuminated
by the body. It can be even more difficult to identify the centroid of an asteroid if its motion causes a
trail across the image (Owen 2000).

Some of these random errors can be reduced by changing how the measurements are taken. Errors
from atmospheric disturbances can be reduced by increasing the exposure time (40% reduction in noise
when doubling exposure time), though this is of course limited by the point at which stars would become
overexposed or asteroids would leave trails in the image (Owen 2000). Taking multiple exposures of the
same patch of sky can also be used to reduce noise: four observations can be combined to produce a
result with half the random error that would result from a single observation (the final error is inversely
proportional to the square root of the number of observations) (Owen 2000).

An important aspect of dealing with random errors is determining or estimating the extent of the
observation noise and taking this into account when performing an orbit determination. This is often done
on an observatory-by-observatory basis, since random errors can be dependent on the telescope quality
and location, which are constant for a given observatory (excluding telescope upgrades or replacements).
These assumed errors can be used to assign weights to the observations in the orbit-fitting process. See
Subsection 2.4.4 for more details on observation weighting schemes.

Systematic Errors
Systematic errors are those which affect a set of measurements in the same way. While taking additional
measurements can help with reducing the effects of random errors, the same is not true for systematic
errors. However, if a systematic error is discovered and can be quantified, it can be corrected for in all
measurements to which it applied.

There are several different potential sources of systematic errors that may apply to a given set of
astrometric measurements. One major source of error is from star catalogues with biases (or certain
biased zones of star catalogues): the calculation of the RA-DEC of a body observed in an image makes
use of the relative positions of the background stars in the image. If there is a bias in the RA-DEC values
of the reference stars in the catalogue used, that would introduce a bias into the RA-DEC values for the
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observed body too. Old star catalogues (pre-2000) could contain biases greater than 1 arcsecond (Owen
2000). Although more recent catalogues have improved upon these errors, even as recently as 2013,
Desmars et al. (2013) found that “bias in stellar catalogues remains the main cause of uncertainty” when
it comes to asteroid ephemerides. Random errors that are introduced in the creation of star catalogues
will also eventually lead to systematic errors in measurements that use those star catalogues as reference.

Another source of systematic error comes from the fact that measured objects are not always viewed
from the side illuminated by the Sun. The light recorded in an image may be from just the illuminated
crescent of the body. This causes an offset between the centre of light and the centre of mass (Owen
2000). If the reported measurements are treated as the positions of the center of mass when it comes
to orbit estimation, then a systematic error will be introduced.

Further systematic errors may stem from an inaccuracy in the reported position of the observatory, or
from taking timemeasurements from a clock that is not perfectly synced with UTC (Langbroek 2024; Owen
2000). These have a parallax effect on the measurements taken, as they will be treated as though they
were taken from a different time and/or location than they actually were, where the true measurements
would have been different. This effect is most significant when observing objects that are particularly
close to Earth.

As with the random errors, some methods can be applied to reduce some of the sources of systematic
error. The effect of the random error in star catalogues can be reduced by taking into account more
reference stars when calculating the RA-DEC of the asteroid(s). This may require using a wider field of
view or taking a mosaic of images and then stitching them together (Owen 2000). Biases in old star
catalogues can be very well accounted for by comparing them to more recent and more accurate star
catalogues, such as those provided by the high quality astrometric data from the Gaia mission. These
can then be used to debias old measurements, as long as the star catalogue used as reference was also
recorded (Eggl et al. 2020). Biases in current-day star catalogues can be very difficult to avoid, but the
most recent catalogues provided by Gaia data are extremely accurate, and all but eliminate star-catalogue-
related errors in current and future astrometry (Eggl et al. 2020). Biases from incorrect position or time
reporting can also be difficult to correct for, unless and until the bias can be noticed or measured, after
which retroactive corrections can be applied to old measurements.

2.4.4. Initial Data Processing
It is clear from Subsection 2.4.3 that the physical aspects of how astrometric measurements are taken
(telescope size, quality of parts, pixel resolution, and observation conditions) affect the eventual quality
of astrometric measurements, as do other aspects such as which star catalogues are referenced and
how accurately the time and location of the measurement are reported. When these measurements are
used to construct estimations of asteroids’ orbits, the quality of the data is a significant factor affecting
how reliable the orbit estimations will be (Vereš et al. 2017). However, even with less-than-ideal input
data quality, effective statistical treatment of the data can lead to improved results. This treatment often
includes debiasing data that has been affected by systematic errors in star catalogues and applying
weighting schemes so that the most reliable data is more highly valued in the orbit estimation process
(Vereš et al. 2017).

Various debiasing and weighting schemes have been developed over the years, but two recent and
commonly used schemes will be discussed here (both schemes are used by Farnocchia et al. (2021),
Reddy et al. (2022), Hung et al. (2023), and Dziadura et al. (2023), to name a few examples). The weighting
scheme is the one presented in Vereš et al. (2017) and the debiasing scheme is the one presented in Eggl
et al. (2020).

Weighting Scheme
The format in which most MPC observations are reported and stored does not contain any information
about the uncertainties in the measurements8. This is not ideal, as it is always true that some mea-
surements are much more accurate than others, so not all data should be treated equally. Astrometric
uncertainties therefore need to be assumed when using this data to perform orbit estimations. Therefore,
the authors of Vereš et al. (2017) performed statistical analyses on the astrometric data from 13 major
asteroid CCD surveys. The data was debiased prior to analysis. They investigated the residuals of these
observations as a function of reported magnitude, epoch, and rate of motion. The magnitude of the tar-
get body can affect the residuals because low magnitudes correspond with low SNR and high magnitude
objects may cause overexposure, both of which increase uncertainty. The observation epoch is relevant

8A newer format, the Astrometry Data Exchange Standard (ADES), was introduced which does allow observers to report uncer-
tainties, SNR, et cetera (International Astronomical Union 2024). While this has been the MPC’s preferred format for observations
since 2018, it is not mandatory to use (Minor Planet Center 2018) and older observations are of course still in the older format.
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because asteroid surveys can change over time through equipment upgrades, changes to measuring al-
gorithms, and changes to the star catalogue used. Fast rate of motion across the sky can cause trails in
the images, making the determination of position more difficult and prone to error. Based on how these
factors affected residuals for the different surveys, a weighting scheme was developed. The details of
how this weighting scheme is applied to the orbit determination process are given in Subsection 2.5.1.

The weights are defined as 1/σ2, where σ is the observation uncertainty, measured in arcseconds
(′′). The dependencies on brightness and rate of motion are not part of the final weighting scheme. The
time/epoch dependence is relevant for three of the stations, so they are assigned one uncertainty value for
observations before a particular epoch and another value for observations after that epoch. The weights
for each survey are set according to the highest value of the RMS of the residuals as a function of target
brightness (excluding some outliers). The most active stations and some selected follow-up observers
are assigned σ values ranging from 0.1′′ to 1.0′′ (sometimes dependent on the star catalogue used), while
other smaller stations get a blanket value of σ = 1.0′′ (or 1.5′′ if the star catalogue used is not known).
Uncertainty values are also given for non-CCD observations.

There appears to be a small error in the values reported in Table 3 of this paper. Based on the middle
panels of Figure 6 and how the σ values are chosen, the reported σ values for stations 608 and J75
appear to be flipped, reporting values of 0.6′′ and 1.0′′, respectively, while they should be 1.0′′ and 0.6′′,
respectively.

In order to avoid the introduction of unresolved systematic errors, a scaling factor is applied to the
uncertainty values of observations which are part of a batch of more than four observations of an object
in a single night from the same station. The scaling factor is

√
N/4, where N is the number of position

observations, and it is only applied when N ≥ 5.
The authors of the paper validated this weighting scheme on ∼200 multi-apparition (at least 5) NEOs.

They did this by comparing orbital solutions that use observations from just 1 or 2 apparitions against
orbital solutions using observations from all apparitions. They found that the scheme is somewhat con-
servative, but that it is better at handling outliers and faint detections and it reduces the need to manually
set weights, as compared to previous weighting schemes. In terms of orbit predictions, the primary effect
of the weighting scheme is on the uncertainty of the prediction, and not on the prediction itself.

Debiasing Scheme
As discussed in Subsection 2.4.3, systematic errors can be introduced when biased star catalogues are
used as references when determining the RA-DEC measurements of observed bodies. These errors re-
duce the quality of the data and thereby the quality of the orbital fits that are calculated using that data,
so it is desirable to have a method by which these errors can be reduced or removed. The authors of
Eggl et al. (2020) used the second release of data from the Gaia mission (Gaia DR2) to identify biases in
26 star catalogues that have been used for small body astrometry. Based on this, they derived a scheme
that can be used to remove these biases from old astrometric observations. This article is an update and
extension of previous work (Farnocchia et al. 2015a) which used similar techniques but used a different
star catalogue as its reference, as Gaia data was not available at that time. Eggl et al. (2020) updated
the corrections provided by Farnocchia et al. (2015a), and included corrections for an additional 6 star
catalogues.

The authors of Eggl et al. (2020) divided the celestial sphere into 49,152 tiles of equal area (around
0.8° by 0.8° each). In each tile, they compared the positions and proper motions (rate of change of
position, not included in all star catalogues) of the stars given by the various star catalogues to the Gaia
DR2 catalogue to identify systematic differences. The corrections for a given tile for position and proper
motion are the median of the differences between the star catalogue’s values and the Gaia DR2 values
for the stars in that tile. These corrections can vary significantly between tiles, especially for tiles in
different regions of the sky. The corrections identified are valid at the J2000 epoch, and are given as
ΔαJ2000, ΔδJ2000, Δμα, and Δμδ for RA, DEC, and proper motion of RA and DEC, respectively. The position
corrections are reported in milliarcseconds (mas) and the proper motion corrections are reported in
milliarcseconds per year (mas/year). An astrometric observation that was taken at a time t and which
used one of the 26 analysed star catalogues can be debiased by subtracting Δα and Δδ, defined:

Δα = ΔαJ2000 + Δμα · Δt
Δδ = ΔδJ2000 + Δμδ · Δt

(2.26)

from the reported RA and DEC values, respectively. Δt is defined as the time between J2000 and the
observation time t, in years. The correction values should be taken from the table corresponding to the
star catalogue used for the observation and the row corresponding to the relevant area of the sky. These
corrections are often on the order of 101 to 102mas for position and 1mas/year for proper motion, but
can be as large as 1600mas and 18mas/year for certain star catalogues and certain regions of the sky.
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In a similar process to that used by Farnocchia et al. (2015a) and Vereš et al. (2017), the proposed
debiasing scheme was validated by performing orbit determination and prediction on a set of 700 multi-
apparition NEOs. Although the quality of the star catalogue corrections is significantly better than pre-
vious work, applying it in the orbit determination process results in orbit fits that are only incrementally
better than applying the debiasing scheme developed by Farnocchia et al. (2015a), in terms of predicting
the error in the semi-major axis.
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2.5. Orbit Estimation
Orbit estimation is the process in which observations of a celestial body are used to calculate the values
of certain parameters relating to its orbit that allow the orbit to best match the observations. This draws
on the observation data discussed in Section 2.4 and employs the dynamical modelling discussed in
Sections 2.2 and 2.3.

The weighted least-squares process is outlined and describedmathematically in Subsection 2.5.1. The
steps needed to analyse the covariance and uncertainty properties of a weighted least-squares estimation
are covered in Subsection 2.5.2. Finally, Subsection 2.5.3 contains an overview of methods that can
be used to numerically integrate the equation of motion, including a discussions about errors, types of
integrators, and integrator selection.

2.5.1. Weighted Least-Squares
The purpose of a weighted least-squares (WLS) estimation is to determine the values of a set of orbital pa-
rameters such that the orbit propagated using those parameters is the best possible fit to the observation
data. Weights are applied to the observations because they may come from various sources or methods
and so their reliability typically varies. It is an iterative process in which the estimated parameters are
updated each iteration, ideally converging to the values which result in the best fit to the data. The ‘best
fit to the data’ is the one for which the sum of the squares of the (weighted) residuals is minimised. A
residual is the difference between the actual observation and the modelled observations. Residuals are
also sometimes referred to as O-C, from Observed minus Calculated.

WLS orbit estimation is suited to situations where real-time solutions are not required and restrictions
to memory and computation time are not too stringent, which is often the case in mission planning and
scientific contexts. WLS estimation is a well-established and reliable method of orbit estimation for the
purposes of determining the orbits of asteroids (see, for example Fenucci et al. 2024; Dziadura et al. 2023;
Hung et al. 2023; Li et al. 2023; Reddy et al. 2022; Kretlow 2022). This method was developed by Carl
Friedrich Gauss in the late 18th century. The explanations, mathematical process, and notation in this
subsection and the following subsection are from Montenbruck and Gill (2001, Ch. 8) unless otherwise
specified; a more complete mathematical description of the process can be found in that source.

The general process of WLS orbit estimation is outlined in the list below. For more detail on the imple-
mentation of points 1-5, see Subsection 3.1.3. The mathematical details of the iterative WLS estimation
process (point 6.) are presented after the list.

1. Retrieve the observation data z.
2. Apply any necessary debiasing settings to correct for known systematic errors in the observation

data (see Subsection 2.4.4).
3. Define the weight matrix W by assigning weights to the observations according to their known or

assumed errors (see Subsection 2.4.4).
4. Define the dynamical model, including the numerical propagation settings (see Subsection 2.5.3).
5. Define the parameters to be estimated x and their initial values x(t0) = x0.
6. Perform the iterative weighted least-squares estimation:

• Numerically propagate the state over the relevant time span using the dynamic model and the
initial parameter vector x0

• Calculate the modelled observations h
• Calculate the residuals Δz
• Calculate the Jacobian matrix H
• Solve the normal equations for Δxlsq
• Update the initial state x0 by adding Δxlsq
• Check for convergence (or another stopping condition)

The estimation of the trajectory and of various parameters relating to the force and measurement models
of a target body can be performed together with the vector x(t) defined as:

x(t) =


r(t)
v(t)
p
q

 (2.27)
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which is time-dependent and m-dimensional vector containing the body’s position r, its velocity v, and
the free parameters p and q, which affect the force and measurement models respectively. This may be
referred to as the state vector or the parameter vector. The ordinary differential equation:

ẋ = f(t, x) (2.28)

describes the time evolution of x, together with the value of x at the initial epoch t0: x(t0) = x0. The
observation data consists of n measurements taken at times t1, t2, . . . , tn. These are stored in the vector
z, defined as:

z =


z1
z2
...
zn

 (2.29)

The ith observation is described by the equation:

zi(ti) = gi(ti, x(ti)) + εi = hi(ti, x0) + εi (2.30)

where gi is the value of the modelled observation (as a function of the time ti and state x(ti)), and εi
represents the difference between the actual observation zi and the modelled observation gi. εi is typically
assumed to be randomly distributed with a mean of zero. hi is similar to gi but is a function of the time ti
and the initial state x0. Equation (2.30) can be written as a vector equation for all i as:

z = h(x0) + ε (2.31)

The least-squares orbit determination problem is to find the initial state x0 = xlsq0 that minimises the
loss function J(x0), defined as:

J(x0) = ρTρ (2.32)

where ρ is the residual vector, defined as the difference between the actual observation vector z and the
modelled observation vector h(x0):

ρ = z− h(x0) (2.33)

Note that this is the case only if all observations are assumed to have equal weights. Weighting will be
dealt with further ahead. Also note that the number of observations n must be greater than or equal to
the number of parameters m in order for there to be a unique solution.

Finding x0 = xlsq0 is not immediately straightforward because the function h is highly non-linear.
However, using an approximate value of xapr0 , all quantities can be linearised around the reference state
xref0 (which is initially given by xapr0 ). The residual vector ρ can thus be approximated as:

ρ = z− h(x0)

≈ z− h(xref0 )− ∂h
∂x0

(
x0 − xref0

)
= Δz− HΔx0

(2.34)

where Δz = z− h(xref0 ) is the difference between the actual observations and the observations modelled
using x0 = xref0 , and Δx0 = x0 − xref0 . The Jacobian matrix H is defined as:

H =
∂h
∂x0

∣∣∣∣
x0=xref0

(2.35)

Equation (2.34) provides a way to predict the residuals ρ after applying a correction Δx0 to the reference
state and using this updated reference state to calculated the modelled observations h.

The orbit determination problem can now be re-formulated using the linear least-squares loss function,
where the goal is to find Δxlsq0 that minimises the loss function J(Δx0), defined as:

J(Δx0) = (Δz− HΔx0)T (Δz− HΔx0) (2.36)

It can be shown that Δxlsq0 can be found by solving the m-dimensional normal equations using standard
techniques for positive definite linear systems of equations:

HTHΔxlsq0 = HTΔz (2.37)
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Because h is highly non-linear, the solution obtained from minimising the linearised loss function (i.e.
xlsq0 = xref0 + Δxlsq0 ) is not the actual solution of the orbit determination problem. However, this value of
xlsq0 may be substituted for the reference value xref0 and the procedure can be iterated (repeated) until a
certain tolerance is met. Alternatively, the procedure may stop when a pre-defined maximum number of
iterations have been performed. The Jacobian matrix H should be updated for each iteration for optimal
convergence.

Thus far, observation weights have not been taken into account and all observation have been consid-
ered to be of equal quality. The treatment of these observation weights is now introduced. The weight
of each observation i is defined at the inverse of the square of the measurement error σi. The values of
σi may be known or assumed based on a pre-defined weighting scheme such as the one discussed in
Subsection 2.4.4. The weight matrixW is a diagonal matrix with the weights in the diagonal entries:

W = diag
(
σ−2
1 σ−2

2 . . . σ−2
n
)

=

σ
−2
1 0

. . .
0 σ−2

n

 (2.38)

In this formulation, the measurements errors are assumed to be uncorrelated. The solution to the
weighted least-squares problem may then be written as

Δxlsq0 =
(
HTWH

)−1 (HTWΔz
)

(2.39)

2.5.2. Covariance & Uncertainty Analysis
If measurement and model errors are absent, the solution to the weighted least-squares method, xlsq0 , is
equal to the true state. In this case, all residuals would also be zero. Of course, this is never the case
in practice, as observations always contain some amount of measurement error. Let us investigate how
these errors affect the solution to the WLS orbit estimation. For this purpose, the observation vector may
be defined as:

z = h(x0) + ε (2.40)

where x0 is the true state at t0 and ε are the measurement errors. The solution to the linearised least-
squares problem is then:

xlsq0 = x0 +
(
HTWH

)−1 (HTWε
)

(2.41)

Clearly, least-squares solution xlsq0 is not equal to the true value of the state x0 when measurement errors
ε are present, and this difference depends on the measurement errors.

If these measurement errors are assumed to contain no systematic errors (and thus a mean or ex-
pected value of zero, i.e. E(ε) = 0), then the expected value of the least-squares solution xlsq0 is equal to
the true state x0:

E(xlsq0 ) = x0 +
(
HTWH

)−1 (HTWE(ε)
)
= x0 (2.42)

If the measurement errors are further assumed to be uncorrelated, then the covariance of the least-
squares solution xlsq0 is:

Cov
(
xlsq0 , xlsq0

)
= E

(
(xlsq0 − x0)(xlsq0 − x0)T

)
(2.43)

The variance of a random variable y is the expected value of the square of the difference between y and
the mean value ȳ = E(y), i.e. Var(y) = E

(
(y− ȳ)2

)
= σ2. The square root of the variance is σ, called the

standard deviation of y. The covariance of two random variables y and z is Cov(y, z) = E ((y− ȳ)(z− z̄)).
The covariance of a vector y of random variables with itself, Cov(y, y), produces a covariance matrix where
the diagonal components are the variances of the random variables and the off-diagonal components are
the covariances of the random variables.

Substituting Equation (2.41) into Equation (2.43) and simplifying, the covariance matrix can be shown
to be:

P0 = Cov
(
xlsq0 , xlsq0

)
=
(
HTWH

)−1
(2.44)

which is the inverse of the normal equations matrix. This is true given that the weight matrix W is
defined as in Equation (2.38). The diagonal components of the covariance matrix are the variances
(σ2) of the estimated parameters. Thus the square roots of these yield the standard deviations σ of
the estimated parameters — this may be referred to as the formal error. The off-diagonal components
are the covariances of the estimated parameters: positive covariances indicate positive relationships
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between parameters, negative covariances values indicate negative relationships, and zero indicates no
relationship.

The correlation between two parameters Cor(xi, xj) is essentially a normalised version of the covari-
ance, taking a value between -1 and 1, and indicating the direction and strength of the relationship between
the parameters. The correlation matrix can be obtained by calculating:

Cor(xi, xj) =
Cov(xi, xj)

σiσj
(2.45)

for each entry (i, j) in the covariance matrix. The diagonal entries of this matrix will all be equal to 1.
A number of assumptions have been made thus far: the measurement errors have a mean of zero (i.e.

no systematic errors are present); measurement errors are uncorrelated; the measurement uncertainties
chosen for the weight matrix are a true representation of the standard deviations of the observation
errors; the dynamic model is complete and sufficient; and the distributions of the estimated parameters
are Gaussian.

These assumptionsmay not always be entirely valid. Unmodelled or uncorrected systematic errorsmay
in fact be present in the observation data, and certain observations may in fact be correlated with each
other, for example consecutive measurements of an object from a single observatory in one night. The
measurement uncertainties used to assign weights in the weight matrix are often based on relatively crude
assumptions. The covariance matrix will also not reflect any model errors that may exist (i.e. errors due to
deficiencies or inaccuracies in the acceleration models or the numerical integration method). Siltala and
Granvik (2017) found that probability distributions of estimated parameters can differ significantly from
Gaussian distributions (in this case, the relevant estimated parameter was the mass of the target body).
For these reasons, it is often the case that the covariance matrix is overly optimistic about the errors of
the orbit estimation.

The covariance matrix P0 in Equation (2.44) describes the covariances of the estimated parameters in
x at time t0. However, many of these parameters are time-varying (dynamical parameters), such as the
body’s position r and velocity v vectors and it is interesting to know their covariances at other times. The
following equations are from Tapley et al. (2004).

The state transition matrix Φ allows for the calculation of the approximate state x at any time tj based
on the value of the state at time ti:

x(tj) = Φ(tj, ti)x(ti) (2.46)

With this, it can be shown that the approximate covariance P at time tj is:

Pj = Φ(tj, ti)PiΦ(tj, ti)T (2.47)

This allows for the calculation of the approximate covariances of the dynamical parameters at any time
tj, using the initial covariance matrix P0 (Equation (2.44)) and the appropriate state transition matrix
Φ(tj, t0).

2.5.3. Numerical Integration
The propagations that are performed in each iteration of the WLS orbit estimation process (described in
Subsection 2.5.1) require an acceleration model that defines the equation of motion of the target body,
as well as a method that determines how the motion over time is numerically integrated. There are two
parts to this: the propagator and the integrator. The selection of these is linked and is highly dependent
on the motion involved and the time frame of the scenario being modelled.

Propagator
The propagation scheme is the way in which the state is defined and the formulation of the equations used
to find the state derivative. All propagation schemes are mathematically equivalent to each other, but in
practice some are more appropriate than others, depending on the situation. The following descriptions
of propagation techniques are based on those in Wakker (2015, Sec. 20.6, Ch. 22) and Dirkx and Mooij
(2019).

There are several methods for propagating the state, each with its own advantages and disadvantages.
A general propagation scheme can be written as:

dx
dt

= ẋ = f (x, t;p,u) (2.48)

where p represents the environmental parameters (e.g. positions of bodies not being propagated, gravity
fields, et cetera) and u represents control parameters (mostly applicable to spacecraft which can produce
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thrust and thus not relevant to asteroidal dynamics). The vector x can take on many forms, as long as
the elements therein fully describe the state of the bodies to be propagated. The simplest of these, the
Cowell method, is explained below.

Using the Cowell method, the state x and its time derivative ẋ are defined as:

x =

(
r
ṙ

)
, ẋ =

(
ṙ
r̈

)
(2.49)

where r, ṙ, and r̈ each contain three elements: one for each Cartesian direction. Equation (2.49) is rep-
resentative of a situation where just one body’s motion is propagated. If n bodies’ motions are to be
propagated together, then their states are simply concatenated together (such that x contains 6n ele-
ments). Not all bodies in a system need to be propagated if the positions of some are already known to
a good degree of accuracy (for example, through planetary ephemerides), and as long as the motion of
the propagated bodies would not have a significant effect on these bodies. As long as an initial state x0
is known, the state can be propagated over time by directly using the equation of motion as defined in
Equation (2.17). Such an equation of motion can be used directly, as it is already expressed in terms of
Cartesian vectors.

Advantages of the Cowell method include that it is straightforward and directly implements simple
formulations of the equations of motion. It also makes no prior assumptions about the motion of the
propagated body and thus is not susceptible to issues should those assumptions be broken. The formula-
tion is also robust, in the sense that the occurrence of singularities are not a major concern. This method
has a notable advantage over other schemes when the motion is highly perturbed, i.e. far from a Kepler
orbit. However, this scheme typically results in very large values in the state and state derivative due to
the direct use of Cartesian components, which can lead to the accumulation of rounding errors. The large
and fast oscillation of these values also means that the time step has to stay quite small (thus allowing
more rounding error to accumulate) and can be difficult to adapt when using a variable-step integrator.

Other propagation schemes include Encke’s method and the method of variation of orbital elements
(Kepler elements). These will only be described briefly here. Encke’s method makes the assumption that
the propagated orbit is very close to a Kepler orbit and thus propagates only the difference between the
Kepler orbit and the actual perturbed orbit. This overcomes the issues with the Cowell method relating
to the large and fast-changing values in the state and state derivative, but the advantages diminish if the
assumption of the orbit deviates too far from the idealised Kepler orbit. The state vector may also be
formulated as a set of Keplerian elements: semi-major axis a, eccentricity e, inclination i, argument of
periapsisω, right ascension of the ascending nodeΩ, and true anomaly θ. An advantage of this method is
that for Keplerian orbits (or near-Keplerian orbits), the Keplerian elements are constant (or near constant),
aside from the true anomaly θ, making the solution more stable in general. However, this formulation can
result in several singularities: for example, if e ≈ 0, e = 1, e = ∞, i ≈ 0, or angular momentum H = 0.

Integrator
A numerical integrator is a scheme for solving differential equations and is typically used when finding
an analytical solution is not possible or feasible. In general, the problem will be of the form:

ẋ(t) = f(x, t) x(t0) = x0 (2.50)

That is, there is an equation for the state derivative that represents the motion and a known initial state
vector x0, i.e. the state at the time t0. In reality, the motion follows the continuous function x(t), but
since we do not have an analytical solution, the best we can do is use a numerical integrator to find an
approximation of the state x̃(ti) ≈ x(ti) at a set of discrete times ti, with i = 0, 1, . . .N. The difference
between the true motion and the approximated motion is the error of the numerical solution, defined
as ε(ti) = x̃(ti) − x(ti). Since x(ti) is not known, ε(ti) can only be approximated. The explanations of
integration methods in this subsection are based on those in Montenbruck and Gill (2001, Ch. 4), Dirkx
and Cowan (2019), and Dirkx and Mooij (2019).

There are two sources of error that arise from performing numerical integrations with a computer: trunca-
tion error and rounding error. Truncation error is an inherent mathematical property of the integration
method being used. The magnitude and behaviour of this type of error is relatively predictable, and can
be derived mathematically from the definition of the integrator. The local truncation error (LTE) is the
error introduced during a single time step. The global truncation error (GTE) is the accumulation of the
LTEs over all time steps. An integrator’s truncation error is characterised by its ‘order’, which describes
how the GTE scales with the size of the time step used (e.g. a ‘2nd-order’ integrator’s GTE approximately
scales with the square of the time step, for a ‘3rd-order’ integrator it scales with the cube of the time
step, et cetera). An integrator’s order does not, however, say anything about the magnitude of this error.
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Rounding error comes from the finite precision of floating point numbers used by computers, which
typically have 16 digits of resolution. Therefore, any digits after the 16th digit cannot be represented,
so the value stored is rounded a small amount up or down. When completing many operations, the
error from this rounding can accumulate to a significant magnitude. The behaviour of rounding error
is unpredictable: even when using identical integration settings, the precise rounding error behaviour
will differ between individual computers, operating systems, and compilers. While the magnitude of the
rounding error is typically small (and not dominant compared to truncation error), it can become relevant
when extreme precision is required. The magnitude increases (erratically) with the number of operations
but generally scales with

√
N.

There are many kinds of integrators, each with its own advantages and disadvantages. The selection of
an integrator is always a trade-off of their properties: truncation error, speed/computational complexity,
step size flexibility, and stability.

Single-step integrators use only the current state x(ti) to calculate the next state x(ti+1), whilemulti-
step integrators also make use of previous states x(ti), x(ti−1), x(ti−2), . . . to calculate x(ti+1). Single-
step integrators are simpler and faster, but they can be less accurate. Multi-step methods can be more
accurate and can make it easier to derive the state between time steps by interpolating, but they also
require an initialisation method for the first few time steps. Also, implementing a variable time step is
not very straightforward.

As the name suggests, fixed time step integrators use the same sized time step Δt = ti+1 − ti for
all i. This is a simple and straightforward approach, and may be faster for certain applications, but it
can be insensitive to quick changes in the dynamics, and can result in wasted computational effort when
the dynamics are changing very slowly. Variable time step integrators automatically update the size
of Δt at each time step to match certain criteria (relating to the allowable LTE). This can be very useful
for fully capturing fast-changing dynamics (i.e. when an acceleration vector’s magnitude and/or direction
changes significantly in a short time) while also not spending unnecessary computational effort on many
small time steps when the dynamics are changing slowly. In scenarios where the dynamics are constantly
relatively slow, however, these integrators introduce additional computational steps for little benefit.

The general methods used by different integrators vary significantly, and each has its own accuracy and
computational complexity characteristics. The Euler method is the simplest, as it calculates the state
at the next time step using x(ti+1) = x(ti) + ẋ(ti)Δt. This is a 1st-order method and is very simple and
computationally light, but significant errors tend to accumulate very quickly.

Multi-stage methods, such as the Runge-Kutta (RK) methods, perform several function evaluations
for each time step (the stages) and then combine them, resulting in a much more accurate x(ti+1) than
the Euler method for an equal Δt, at the cost of a higher computational load. There are many different
ways of calculating and combining the stages; each method is defined by a set of coefficients, which
can be arranged in a Butcher Tableau (from which the order of the method can be calculated). The RK
methods can be adapted to have variable time steps by performing two slightly different RK methods of
different orders, using the difference in the results to estimate the error, and using this error together with
pre-specified error tolerances to adjust the time step. Examples of this include the Runge-Kutta-Fehlberg
(RKF) method and the Dormand-Prince (DP) method.

Multi-step methods, as discussed above, use several past state evaluations in the calculation of
x(ti+1) (as opposed to the Euler, RK, RKF, DP, etc. methods, which are single-step methods). An example
of this is the Adams-Bashforth (AB) method: this method defines x(ti+1) as a linear combination of the
current state x(ti) and s previous states. The set of coefficients of the previous states is different for
different values of s. The order of this method is defined by the number of previous states that are used,
making it very simple to adjust. An extended version of this method, Adams-Bashforth-Moulton (ABM),
includes the implicit and explicit calculation of x(ti+1), and also allows for time step control (similar to the
RKF method) and even order control. These methods can also be very accurate, but problems can arise
when there are discontinuities in the dynamics (thrusters turning on/off, collisions), or when the dynamics
are fast-changing (as the step size tends to decrease to tiny values).

Extrapolation methods, such as Bulirsch-Stoer (BS), take a large time step ΔT and divide it into a
number of sub-steps, then evaluate the state at each of the sub-steps. It then increases the number of
sub-steps (thereby decreasing the sub-step size), evaluates the states, and repeats several times. The
sequence of numbers of sub-steps can vary depending on the specific method. With each repetition,
the final state estimation (at ti + ΔT) will improve, assuming truncation error to be dominant. With this
information, an extrapolation can be made to estimate what the state would be if we were to take infinitely
short time steps. This method can be adjusted to have variable time step and variable order. Although
this method involves many state evaluations, it allows for taking quite large time steps while maintaining
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high accuracy, so it is not necessarily a very computationally intensive method. These properties make
this method suitable to long time-span integrations with high accuracy requirements.

When selecting an integrator to use for a particular problem, there are several factors that should be
considered. The two main factors are speed and accuracy. Speed refers to the computational speed
of running an integration using a certain integrator. This is largely determined by the number of times
the state derivative function must be evaluated. Accuracy refers to the magnitude of error (truncation
plus rounding error) which is acceptable to incur over the course of the integration. Note that truncation
and rounding errors are not the only sources of model error: inaccuracies in the environment model can
also lead to errors in the results of the integration, as compared to a ‘true’ solution. In general, it is
good practice for the integration errors to be much smaller than the model errors. This is because it is
generally relatively easy to achieve very low integration error by choosing more stringent settings, while
model errors can depend on inputs that are harder to control, such as ephemerides and gravity fields.
Generally, slower integrations will be more accurate and faster integrations will be less accurate, so the
accuracy must be traded off against the time available to perform the integration. However, depending
on the specific scenario, some integrators may be more favourable than others.

Another factor that may be relevant to integrator selection includes whether dense output is required:
it may be necessary to retrieve the state at times in between the discrete time steps. Some integrators are
less suited to providing this data than others (e.g. BS, due to the large time steps it takes). Furthermore,
one must consider which integrators are readily available for use: some more exotic or higher-order
integrators may not already have an implementation in the software being used, in which case an im-
plementation must be developed and tested, or a different (available) integrator must be chosen as a
compromise.

The selection process can be carried out by comparing a selection of integrators and integrator set-
tings under the same scenario(s) against a reference. This reference may be an analytical solution (if
one exists) or it can be benchmark solution. A benchmark solution is one which is known to be very
accurate. This may come from literature, where certain scenarios have been run with very high precision
and accuracy, or it may be generated manually using very accurate methods and settings. Another way to
estimate the integrator error is to propagate from the initial condition to the final condition, then make
negative time steps to propagate backwards in time to the initial condition again. The difference with
respect to the initial condition can be used to give an indication of the amount of integration error. The
integrator and corresponding integrator settings that produce the lowest error and/or the most desirable
error behaviour can then be chosen.
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Methodology

This chapter presents and explains the processes and inputs that were used to generate the results of
the research, which are estimations of the A2 parameter of the Yarkovsky effect model. This primarily
consisted of performing estimations for a set of asteroids in order to identify detections of the Yarkovsky
effect. Section 3.1 first clarifies some terminology used in this chapter, then also describes the software
and hardware used to perform the estimations, and provides an overview of the estimation setup and
inputs (in Subsection 3.1.3). The details of some of these inputs are explained directly, while inputs
that require further explanation are discussed in dedicated sections: numerical propagation settings in
Section 3.3, acceleration settings in Section 3.4, and outlier rejection in Section 3.5. The selection of the
set of asteroids on which these estimations were run is explained in Section 3.2.

3.1. Estimation Overview
Estimations are performed using a weighted least-squares procedure, as explained in Section 2.5. A brief
recap of this and the distinction between propagations and estimations are given in Subsection 3.1.1.
Estimations are implemented through Tudat: see Subsection 3.1.2 for some details about the software
and hardware used for performing these estimations. The inputs to the estimation process are listed and
explained in Subsection 3.1.3, with the help of a flow diagram.

3.1.1. Terminology
Before continuing further, some terminology used in this report should be defined. In this research,
propagations and estimations are only ever carried out for one body at a time. This body may be referred
to as the target body or just the target. A propagation is the process of numerically integrating a body’s
equation of motion, resulting in a history of states at discrete times which can be interpolated to define
the body’s approximate continuous orbital path. The inputs required for this are the initial state of the
target body, the accelerations which affect its motion (see Section 2.2), and the numerical integration
settings (see Subsection 2.5.3).

An estimation uses observations of the target body and involves an iterative process of multiple prop-
agations to estimate a certain set of parameters (see Section 2.5 for more detail). At a minimum, these
parameters typically include the state of the target body at a particular point in time (often the initial time
t0), but can also include parameters relating to the dynamic model. An estimation of n parameters may
be referred to as an n-dimensional estimation. Each iteration, a propagation is performed, the computed
trajectory is compared to the observations, and then the estimated parameters, formal uncertainties, and
correlations are updated according to a weighted least-squares procedure. Ideally, the estimated param-
eters converge to the values which result in the best match between the observations and the target’s
propagated states. The inputs required for an estimation are the initial state of the target body and pa-
rameters, the accelerations which affect its motion (see Section 2.2), the numerical integration settings
(see Subsection 2.5.3), the observation data to which the computed trajectories are to be compared (see
Section 2.4), and a stop condition for the iterative process. The inputs used for the estimations performed
in this research are outlined in more detail in Subsection 3.1.3.

The term ‘epoch’ refers to a specific point in time, usually one at which the equation of motion has
been numerically integrated. The terms ‘time step’, ‘step size’ and Δt all refer to the same thing: the time
gap between successive epochs.

36
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3.1.2. Software & Hardware
The software used for setting up and performing orbit propagations and estimations in this research
is Tudat, the TU Delft Astrodynamics Toolkit, developed at Delft University of Technology (Dirkx et al.
2022; Gisolfi et al. 2025). The core functionality, written in C++, is that of numerical state propagation
and estimation. It has been used in published research for a wide range of topics including “orbital
analysis of LEO spacecraft, trajectory optimization of interplanetary transfers, orbit determination and
ephemeris generation for planetary missions, and high-accuracy natural satellite dynamics” (Tudat n.d.(a);
Tudat n.d.(b)). The code is open-source and is available on Github1. A Python interface for Tudat, named
Tudatpy has been available since 2020. The version of Tudatpy used in this research is 1.0.0.dev52.
All code for this research was written in Python 3.11. All project code is available on GitHub at: https:
//github.com/ronanjmc/MScThesis_RonanMcIntyre_Public.

The hardware used for running the estimations was a 2018 HP ZBook Studio x360 G5 laptop with an
Intel Core i7-8750H processor and 16 GB of RAM. All code was run through Windows Subsystem for Linux
(WSL) version 2 using Ubuntu 22.04.

3.1.3. Estimation Inputs
Figure 3.1 shows the required inputs to the estimation process in Tudat. A brief description of each input
and the values/settings used in this research are given in the list below. For inputs that require minimal
explanation, their details are given here. For any input that requires further elaboration, the (sub)section
of this chapter in which it is discussed further is given.

Figure 3.1: Flow diagram showing the inputs (in blue) and outputs of the estimation process in Tudat (Tudat n.d.(c))

• The environment properties include the ephemerides and gravity field settings of bodies that are
not propagated.

– The ephemerides of the Sun, the eight planets, the Moon, and Pluto are from the INPOP19a
ephemerides (Fienga et al. 2019). For Mars, Jupiter, Saturn, and Pluto, the ephemeris of the
planetary system barycentre was used.

– The gravitational parameters of these bodies come from various sources. See Table 3.3 for
the precise values.

* The gravitational parameters of the Sun, Uranus, and Neptune are from the INPOP19a
ephemerides (Fienga et al. 2019), as are the gravitational parameters of the full planetary
systems for Mars, Jupiter, and Saturn.

* The gravitational parameter of Mercury is derived from the spherical harmonic gravity
field of Mercury determined by Konopliv et al. (2020), obtained from NASA’s Planetary
Data System (PDS)2, jgmess_160a.

* The gravitational parameter of Venus is derived from the spherical harmonic gravity field
of Venus determined by Konopliv et al. (1999), obtained from NASA’s PDS3, shgj180u.

1https://github.com/tudat-team/
2https://pds-geosciences.wustl.edu/messenger/mess-h-rss_mla-5-sdp-v1/messrs_1001/data/shadr/
3https://pds-geosciences.wustl.edu/mgn/mgn-v-rss-5-gravity-l2-v1/mg_5201/gravity/

https://github.com/ronanjmc/MScThesis_RonanMcIntyre_Public
https://github.com/ronanjmc/MScThesis_RonanMcIntyre_Public
https://github.com/tudat-team/
https://pds-geosciences.wustl.edu/messenger/mess-h-rss_mla-5-sdp-v1/messrs_1001/data/shadr/
https://pds-geosciences.wustl.edu/mgn/mgn-v-rss-5-gravity-l2-v1/mg_5201/gravity/
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* The gravitational parameter of Earth is derived from the spherical harmonic gravity field of
Earth determined by Fecher et al. (2017), obtained from the German Geosciences Centre
(GFZ)4.

* The gravitational parameter of the Moon is derived from the spherical harmonic gravity
field of the Moon determined by Lemoine et al. (2014) and Goossens et al. (2016), obtained
from NASA’s PDS5, gggrx_1200.

* The gravitational parameter of Pluto is from Brozović and Jacobson (2024) — the value
used is that of the full Pluto system from Table 8.

– Ephemerides of main-belt asteroids are taken from SPK files which were downloaded from
JPL Horizons6 (downloaded on 17 December 2025).

– Masses of main-belt asteroids are taken from the SiMDA (Size, Mass and Density of Asteroids)
catalogue (Kretlow 2020). See Table 3.4 for the precise values.

– The gravitational constant is defined as G = 6.67259 × 10−11m3 kg−1 s−2 in Tudat.

• The estimation parameters input defines which parameters are to be estimated in the estimation.
In this research, these are:

– The Cartesian position and velocity at the initial time (6 parameters).
– The Yarkovsky parameter A2 (see Equation (3.9)).

• The dynamic model input contains the settings for which accelerations are to be included, the
numerical integration settings, and related inputs such as the initial state, initial time, and final
time.

– The numerical integration settings and how these were selected are discussed in Section 3.3.
– The included accelerations and how these were selected are discussed in Section 3.4.
– The initial time is set to 00:00:00 TT of the day preceding the day of the earliest (used)
observation (thus between 24 and 48 hours before the earliest observation).

– The final time is set to 00:00:00 TT of the day which is two days after the last (used) observa-
tion (thus between 24 and 48 hours after the last observation).

– The initial state (position and velocity) of the target body is taken from JPL Horizons.
– The initial value of the Yarkovsky parameter A2 is taken from the full version of Table B.1 of
Fenucci et al. (2024).

• The observations input includes the observations themselves, their weights, and the number of
estimation iterations to be performed.

– The observations are retrieved from the MPC7. Only angular position (RA-DEC) observations
taken between 1 January 1900 and 11 June 2026 from ground stations were used. Each obser-
vation has an associated UTC timestamp and a 3-character MPC code indicating the observa-
tory that made the measurement.

– The filtering of observational outliers is discussed in Section 3.5.
– The observation weights are defined using the weighting scheme of Vereš et al. (2017) (identi-
cal for all iterations), which was discussed in Subsection 2.4.4.

– Star catalogue debiasing is applied to the observations according to the scheme of Eggl et al.
(2020), which was discussed in Subsection 2.4.4.

– The number of iterations was set to four. For a discussion on the convergence of the estimation
results and how this was checked, see Subsection 4.2.1.

• The observation model input defines the type(s) of the observations that are used in the estimation
and defines the “link ends” of the observation as well as any settings needed to correct for biases.

– The observations are of the angular position type, specifically RA and DEC measurements (see
Subsection 2.4.1 for how these are defined).

– The link ends define the roles of the objects at each end of an observation: the passively
reflecting target body is set as the “transmitter” and the ground observatory that made the
measurement is set as the “receiver”. The links also define the locations of the ground stations
in an Earth-fixed reference system.

– The straight-line light-time delay is taken into account, since observations do not represent
the instantaneous position of the target due to the speed of light being finite.

4https://dataservices.gfz-potsdam.de/icgem/showshort.php?id=escidoc:1504398
5https://pds-geosciences.wustl.edu/grail/grail-l-lgrs-5-rdr-v1/grail_1001/shadr/
6https://ssd.jpl.nasa.gov/horizons/
7https://www.minorplanetcenter.net/

https://dataservices.gfz-potsdam.de/icgem/showshort.php?id=escidoc:1504398
https://pds-geosciences.wustl.edu/grail/grail-l-lgrs-5-rdr-v1/grail_1001/shadr/
https://ssd.jpl.nasa.gov/horizons/
https://www.minorplanetcenter.net/
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3.2. Asteroid Selection
The research of this thesis was significantly influenced by the methods and findings of Fenucci et al.
(2024). This paper has been discussed in Subsections 2.2.4, 2.3.2 and 2.3.3. An overview of the methods
used by Fenucci et al. (2024) to identify candidate asteroids for Yarkovsky detection and discard spurious
detections is given in Subsection 3.2.1. The set of asteroids chosen for analysis in this thesis and the
justifications for this choice are presented in Subsection 3.2.2.

3.2.1. Methodology of Fenucci et al. (2024)
The dynamic model used by Fenucci et al. (2024) is discussed in Subsection 2.2.4 and the Yarkovsky
acceleration model specifically is discussed in Subsection 2.3.2. This subsection provides a general
outline of their overall methodology and a summary of the results.

In order to define a range of plausible values for an asteroid’s semi-major axis drift da/dt due to
the Yarkovsky effect, the authors define a preliminary physical model. This model depends on physical
properties of the asteroid: its diameter D, obliquity γ, rotation period P, density ρ, emissivity ε, absorption
coefficient α, thermal inertia Γ, and heat capacity C. For γ, ε, α, and C, fixed values were chosen, which are
assumed to be valid for all asteroids. For each of the other four parameters, a range of possible values was
defined by a nominal value plus or minus one standard deviation (Gaussian distributions assumed). Γ was
set to a fixed range for all asteroids. Where available, D, ρ, P, and their uncertainties were set per asteroid
using values from databases. If these were not available, they were estimated using parametrised models.
A Monte Carlo method was used to calculate a distribution of the expected Yarkovsky drift, by varying the
values of the physical parameters within their defined ranges. The 95th percentile of this distribution is
defined as YM, i.e. P(da/dt < YM) = 0.95.

To identify candidates for Yarkovsky detection from the full population of NEAs, the authors first per-
form a 6-dimensional orbit determination for all NEAs and discard any for which the formal uncertainty
in the semi-major axis σa is greater than 10−5 AU, as such an orbit is not sufficiently well determined for
a Yarkovsky detection. For each of the remaining asteroids, if the following inequality is not fulfilled, that
asteroid is discarded too:

σa < ΔT · YM (3.1)

where ΔT is the length of the asteroid’s observation arc (thus ΔT · YM is the expected semi-major axis
drift over the observation arc if da/dt = YM).

The remaining asteroids are considered good candidates for Yarkovsky detection. For each one, a 7-
dimensional orbit determination is performed in which the Yarkovsky parameter A2 (see Equation (2.25))
is estimated. These estimations use the dynamic model outlined in Subsection 2.2.4 (with the Yarkovsky
acceleration model as defined in Equation (2.25)) and observations from the MPC, including ground- and
space-based optical observations and radar observations. The observations are weighed according to
the scheme of Vereš et al. (2017) (see Subsection 2.4.4) and are debiased according to the scheme of
Farnocchia et al. (2015a), which is very similar to the debiasing scheme of Eggl et al. (2020) (discussed
in Subsection 2.4.4). Observation outliers are automatically removed using the iterative outlier rejection
algorithm of Carpino et al. (2003).

If the resulting signal-to-noise ratio of the estimated A2 parameter SNRA2 = |A2/σA2 | is less than 3,
the detection is discarded on the grounds of low statistical significance. For each remaining detection,
the authors check whether the estimated A2 is compatible with the physical properties of the asteroid.
To do this, they calculate the semi-major drift rate (da/dt )fit and uncertainty σ( da/dt )fit corresponding to
the fitted A2 and σA2 using:

da
dt

=
2A2

na2(1− e2)
(3.2)

which comes from the Gauss planetary equations, and where n is the mean motion. Then, if the following
inequality is evaluated: ∣∣∣∣(dadt

)
fit

∣∣∣∣− kσ( da/dt )fit < YM (3.3)

where k = 1.645, representing the 5th percentile of the measured Yarkovsky drift. This value is chosen
because the distribution resulting from theMonte Carlomethod is not generally Gaussian. If the inequality
is not fulfilled, it means that the value of (da/dt )fit is not considered compatible with the physical model
and thus the detection is discarded. The physical model was defined using ‘generous’ values for the
physical parameters (e.g. absorption coefficient α = 1 and the obliquity γ was set to either 0° or 180°,
values for which the transverse acceleration is maximised), so YM should be an upper bound of what is
realistic. Therefore, if the 5th percentile of the measured distribution is greater than YM, it indicated that
the measured semi-major axis drift rate is not realistically due to the Yarkovsky effect.
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Finally, the remaining asteroids are checked for dependence on isolated tracklets, where an isolated
tracklet is defined as a series of observations from the same observatory over a period of less than 15
days and where the time gap between these observations and the previous and following observations is
at least 5 years. Another 7-dimensional orbit determination is performed using an observation data set
where any isolated tracklets have been removed (with some exceptions for isolated tracklets that have
been shown to be reliable). If the new SNRA2 was less than 3, the detection was considered too reliant
on isolated tracklets and the detection was discarded.

From the full set of 32 396 known NEAs as of 7 August 2023, 5308 fulfilled Equation (3.1) and were
selected as candidates for Yarkovsky detection. Of these, there were 461 for which SNRA2 was at least
3 after the 7-dimensional orbit determination. 88 of these were discarded on the basis of not fulfilling
Equation (3.3), leaving 373. Of these, 25 were rejected due to high dependence on potentially unreli-
able isolated tracklets. In the end, the authors identified 348 asteroids with a reliable detection of the
Yarkovsky effect.

3.2.2. Selected Asteroid Set
In this thesis, orbit estimations will be performed on the set of 348 asteroids for which Fenucci et al.
(2024) detected the Yarkovsky effect. This set of 348 asteroids will henceforth be referred to as the
F-Set (for ‘Fenucci et al.’ or ‘full’).

The asteroids in the F-set set have already been shown to have physical properties which are compati-
ble with Yarkovsky effect detection. Furthermore, for each asteroid, the 7-dimensional orbit determination
performed by Fenucci et al. (2024) detected a statistically significant (SNRA2 ≥ 3) Yarkovsky acceleration
which was within the plausible range of possible values and this detection was shown to not have high
dependence on potentially unreliable isolated tracklets. The last point is relevant because there is a lot
of overlap between the observation sets used in this research and used by Fenucci et al. (2024).

As outlined in Chapter 1, the purpose of this thesis is to investigate and determine the specific settings
and methods that can be implemented using open-source software to produce comparable results to
what has been produced in literature using proprietary software. Therefore, it is useful to use a set of
asteroids for which the results can be directly compared. In order to answer the research questions, it is
not necessary to reproduce the steps taken by Fenucci et al. (2024) to identify (new) candidate asteroids
for Yarkovsky detection, but simply to compare results for asteroids for which detections have already
been made. Using this F-set for this research also obviates the need to confirm that the detected orbital
drift can be realistically attributed to the Yarkovsky effect by validating it against physical models of the
asteroids, since this has already been done for these asteroids. Furthermore, the Yarkovsky acceleration
model used by Fenucci et al. (2024) is exactly the same as the Yarkovsky acceleration model that is
available to use in Tudat, making the estimated values of A2 directly comparable. The full version of
Table B.1 from Fenucci et al. (2024), containing extensive data on the results of their estimations, was
downloaded and used for comparison purposes (see Section 4.3).

The reason for the set containing only NEAs and no other categories of asteroids is that the Yarkovsky
effect seems to be most relevant to the motion of the NEAs. For example, when Dziadura et al. (2023)
performed orbit estimations to search for Yarkovsky detections, they identified 49 NEAs with a Yarkovsky
effect out of 446 NEAs tested, while identifying a Yarkovsky effect for zero inner main-belt asteroids out
of 54094 tested. It is notable that since the procedures of Fenucci et al. (2024) were carried out in 2023,
a further 9382 NEAs have been discovered (as of the end of May 2026), which is an increase of around
29% (CNEOS 2024). However, it is likely that most of these objects have observational arcs that are too
short for Yarkovsky detection anyway.
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3.3. Integrator Selection
Selecting an appropriate numerical integration method (i.e. integrator) — and the accompanying inte-
grator settings, such as tolerances and/or step size — is important in order to ensure that integrator
error does not have a significant adverse effect on the orbit determination. Whilst some integrator error
is unavoidable, it is desirable for the behaviour of that error to be predictable so that the level of error
introduced by numerical integration can be estimated and demonstrated to be below a certain desired
threshold.

3.3.1. Integrator Analysis Process
The integrator analysis for this research only considered fixed-step numerical integrationmethods. Specif-
ically, the set of integrators that were considered comprises a range of Runge-Kutta (RK) methods of
various orders. As explained in Subsection 2.5.3, variable time step integrators (such as the Runge-Kutta-
Fehlberg (RKF) methods) can offer fast performance by predicting the local truncation error and adapting
the time step to match the desired level of error. This means that time steps are short when necessary
due to fast-changing dynamics, but can be relatively long when possible, potentially reducing the total
number of function evaluations carried out as compared to a fixed-step integrator. However, there are sev-
eral parameters which determine the behaviour of RKF integrators (minimum time step, maximum time
step, initial time step, absolute tolerance, and relative tolerance). Tuning these parameters precisely is
important to ensure that the integration process doesn’t choose such small time steps that it gets “stuck”,
nor such large time steps that interpolation error begins to become significant (for example when inter-
polating the position in between time steps in order to calculate an observation residual). The benefit
of such methods potentially taking a shorter time to compute (for a similar level of error as compared to
fixed-step methods) was not considered to be a very important factor for this research, as the estimations
don’t need to be run a great number of times. For these reasons, variable time step integrators were not
considered in this analysis. For similar reasons, multi-step methods were not considered either. And
because of their suitability to longer-term integrations and potential interpolation issues, extrapolation
methods were also not considered.

The process of selecting an integrator for this research was as follows. For a given body and fixed-
step integrator, run a set of propagations, with each propagation using a different time step. All other
propagation inputs and settings should remain the same, such as the initial position, initial and final
times, dynamical model, and propagator. This is then repeated for a number of different integrators and
for a number of different bodies.

Because the order N is a known property of an integrator and GTE isO(ΔtN), the error of a propagation
with time step Δt can be approximated by taking the difference in state with respect to a propagation
that used a time step sufficiently smaller than Δt. A “sufficient” ratio of time steps will depend on the
order of the integrator in question. For the integrators considered in this integrator analysis, N ≥ 4, so a
ratio of 2 was considered sufficient, as 24 is already more than an order of magnitude.

Therefore, for a set of propagations using a range of different time steps, the (position) error over time
can be approximated for all but the propagation using the smallest time step. An analysis of how the error
behaves with respect to the time step, the integrator, and the orbital properties of the bodies can then
be used to inform the selection of an appropriate integrator and time step to use for the estimations.
This process was carried out in two iterations: an initial quick integrator analysis — whose results were
used to carry out some initial estimations and get some preliminary results — and then a more thorough
and focused integrator analysis based on the results of the first iteration. Because the second iteration
informed the integrator selection used for generating the final results, this iteration is discussed in more
detail than the first.

3.3.2. First Iteration
First, an initial integrator analysis was conducted on a small number of bodies. The purpose of this first
iteration was to define a maximum desired level of integrator error, in order to inform the final selection
of integrator settings based on the next iteration. This first iteration’s analysis included the following
integrators: RK4, RK6, RK8, RK10, RK12, and RK14. Following the integrator analysis procedure discussed
above, it was determined that RK6 provided comparable performance to higher-order integrators, at least
for asteroids with relatively low eccentricity (e < 0.4). A time step of 1 day was chosen as it offered a
balance of moderate computational speed and accuracy. Using these settings for three bodies with
e < 0.4, the maximum position error over a propagation of 3.5 orbits was ∼10−4 km in all cases.

Estimations were performed for all asteroids in the F-set using the RK6 integrator and Δt = 1 day.
The dynamic model used for these estimations was the same as the one outlined in Subsection 3.4.2
and the other inputs were the same as those outlined in Subsection 3.1.3, with the exception of outlier
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rejection, which had not yet been implemented. For each estimation, the true position error at each epoch
was approximated by comparing to the position of that body at that epoch according to JPL Horizons.
Figure 3.2 shows a histogram of the RMS of the total ‘true’ position error over time for these estimations.
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Figure 3.2: Histogram of the RMS of the ‘true’ error (assuming JPL Horizons’ ephemeris represent a
body’s true position) for estimations performed using the RK6 integrator and Δt = 1 day. Only results for

estimations with SNRA2 > 3 are included.

In order to be certain that integrator error does not significantly influence the results of the research,
the maximum desired level of integrator error should be chosen to be significantly lower than the level
of model error (e.g. two orders of magnitude lower). The lowest value of true error in Figure 3.2 was
0.483 km, for asteroid 437841 (1998 HD14), which has e = 0.3126. Because the integrator settings were
shown to induce a very low level of integrator error for low eccentricity bodies, it can be assumed that this
small amount of error can be mainly attributed to model error and observation error. Taking this value to
be the best achievable level of model error using the defined dynamic model, the maximum desired level
of integrator error was chosen to be 10−2 km (or 10m). By not exceeding this level of integrator error, it
can be ensured that integrator error will be significantly lower than model error in all estimations.

3.3.3. Second Iteration
The purpose of the second iteration is to define integrator settings which can be expected to induce
less than the maximum desired level of integrator error (10−2 km, labelled as “Threshold” in the figures
to follow) for all asteroids.

Body Selection
The first step was choosing a representative subset of bodies from the F-set. The integrator analysis
involves many propagations, often using small time steps and thus it can be quite slow to run (up to ∼3
hours per body, depending on the propagation duration). This makes it impractical to perform an integra-
tor analysis for every single body. This is also not necessary, as many bodies with similar orbital properties
and/or observation arc lengths will show similar error behaviour anyway. A reasonable approach, then, is
to select a representative subset of bodies on which to run the integrator analysis. If the chosen set is
sufficiently representative, it can be assumed that the results derived from the analyses are applicable to
all bodies in the F-set. The following steps describe how that subset was selected.

The total integrator error accumulated over a propagation (GTE plus rounding error) can be increased
by increasing the number of time steps n taken, since GTE ∼ n · LTE (Colomés et al. 2023), and also
because more time steps allows more opportunities for rounding error to accumulate. Fast-changing
dynamics, i.e. when an acceleration vector’s magnitude and/or direction changes significantly in a short
time, can also cause LTE to increase. This may happen during close passes between bodies or at the
periapsis passage of an orbit with high eccentricity. This is because LTE depends on the derivative(s) of
the state vector, which are high at these moments. [Sec 6.1]

In order to choose a representative set of bodies for the integrator analysis, we can look at body
properties which affect the factors mentioned above. As a proxy for determining whether a body has fast-
changing dynamics, we can look at when the components of the state vector’s derivative are high. Since
the state vector comprises the position and velocity vectors x =

(
r v

)T
, the state derivate comprises the

velocity and acceleration vectors ẋ =
(
ṙ v̇

)T
=
(
ṙ r̈

)T
=
(
v a

)T
. From Equation (2.5), in a two-body

system, acceleration is at a maximum when the distance between the bodies is at a minimum. The point
when a small body is closest to its primary is called periapsis (denoted p) where r = rp. This distance can
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be expressed as:
rp = a(1− e) (3.4)

The magnitude of the acceleration at this point is:

|ap| = r̈p =
μ
rp2

=
μ

a2(1− e)2
(3.5)

Acceleration magnitudes are written as r̈, in order to avoid confusion with the semi-major axis a. The
vis-viva equation (Wakker 2015, Sec. 6.3) can be used to describe the magnitude of the velocity of a body
in an elliptical orbit:

v = ṙ =

√
μ
(
2
r
− 1
a

)
(3.6)

Again, this shows that velocity is maximum at periapsis. Combining Equation (3.6) and Equation (3.4), it
can be shown that the velocity at periapsis vp is:

vp = ṙp =

√
μ
a

(
1+ e
1− e

)
(3.7)

For all of the bodies in the F-set, the Sun is the central body and thus μ ≈ μ⊙ = 1.327 12 × 1020m3 s−2

(Wakker 2015, App. B), and when the Sun is the primary body, periapsis may be called perihelion. Clearly,
the magnitude of the state derivative depends on the orbital eccentricity and semi-major axis of the
body. Figure 3.3 shows the perihelion velocities and accelerations of all of the asteroids in the F-set,
according to their values of e and a, as retrieved from the JPL SBDB (JPL SBDB 2026). It shows that
the state derivative reaches more extreme values for lower values of a and for higher values of e. Since

0.5 1.0 1.5 2.0 2.5
Semi-major axis a [AU]

0.0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

Ec
ce

nt
ri

ci
ty

 e

Velocity at Perihelion vp

0.5 1.0 1.5 2.0 2.5
Semi-major axis a [AU]

0.0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

Ec
ce

nt
ri

ci
ty

 e

Acceleration at Perihelion r̈p

102

3 × 101

4 × 101

6 × 101

v p
 [

km
/s

]

10 2

10 1

r̈ p
 [

m
/s

2
]

Figure 3.3: Distribution of the perihelion velocity magnitudes vp and acceleration magnitudes r̈p for the 348
asteroids in the F-set, shown on scatter plots of e vs. a.

the propagation interval of a body will be approximately the same length as its observation arc, bodies
with long observations arcs are susceptible to having high GTE, due to the accumulation of LTE and
rounding error over many steps. Figure 3.4 shows the distributions of eccentricity, semi-major axis, and
observation arc for the bodies in the F-set. The observation arc was defined as the time between the
earliest and most recent optical ground-based observations of the body available from the MPC.

In selecting the set of bodies which are to be a representation of the full F-set for the purposes of
integrator selection, an effort was made to choose a broad range of values of the observation arc, as
well as a broad range of values of eccentricity and semi-major axis, in order to represent the full range
of values that the state derivative may take on. In addition, care was taken to represent the extremes:
all four bodies with e > 0.8 were included, which also includes the most extreme values of vp and r̈p.
Figure 3.5 shows the selected subset of 22 bodies and distributions of parameters in a similar manner
to Figure 3.4. This subset is henceforth referred to as the I-set (for ‘integrator’).

Integrators, Dynamic Model & Time Steps
A smaller set of integrators was used in this iteration of integrator analysis: RK6, RK8, RK10, and RK12.
The first iteration indicated that the time steps required for RK4 and lower-order integrators would need
to be very small to achieve reasonable levels of integrator error (thereby increasing run time and storage
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Figure 3.4: Overview of the eccentricity e, semi-major axis a, and observation arc distributions for the
348 asteroids in the F-set, shown with histograms of each parameter and a scatter plot of e vs. a,

coloured by the observation arc length. There are 130 PHAs in the set (marked as triangles) and 218
non-PHAs (marked as circles).
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Figure 3.5: The same as Figure 3.4, but with only the asteroids selected for integrator analysis (I-set)
highlighted. There are 10 PHAs in the I-set (marked as triangles) and 12 non-PHAs (marked as circles).
The remaining 326 asteroids are marked as small grey dots in the scatter plot only and are not counted

in the histograms.

requirements for the output data). Very high order integrators also showed little overall benefit, so RK14
was left out. This selection still represents a reasonable range of orders. The dynamic model used for
these propagations is the same as the one used for the full estimations (see Section 3.4). This was chosen
in order to be representative of the actual scenario that is relevant for the eventual results-producing
estimations. The range of Δt used was slightly different for different integrators (and bodies), but overall
it spanned the range from 11.25 minutes to 64 days, increasing by a factor of 2 each time from the lowest
value to the highest.

Integrator Analysis Results
The asteroid 1995 CR will be used as an example to demonstrate the figures that were generated from
the integrator selection propagations. 1995 CR’s orbit has a semi-major axis a of 0.9069 AU and an
eccentricity e of 0.8684, and it is categorised as a PHA (JPL SBDB 2026).

Figure 3.6 is an example of the approximated position error over time for asteroid 1995 CR, using
integrator RK8. Such a figure was generated for each integrator and for each body in the I-set. The
most relevant information from Figure 3.6 can be condensed by taking the maximum (and/or RMS) of
each curve, and then plotting this against the time step Δt. Figure 3.7 shows the curves of the maximum
error against Δt for each of the four selected integrators for body 1995 CR. This figure demonstrates that
a maximum error below the threshold value of 10−2 km is not achievable for the RK6 integrator, at least
for this high-eccentricity asteroid. Such a figure was generated for each body in the I-set.
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Figure 3.6: Approximated position error over time for body 1995 CR using integrator RK8 and a range
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Figure 3.7: Maximum position error against the time step Δt for the four selected integrators for body
1995 CR.

Figures 3.8 to 3.10 show how the maximum position error varies with eccentricity, semi-major axis,
and observation arc length. In each figure, there is a separate subplot for each integrator, and curves
corresponding to various time steps. From Figure 3.8, it is clear that for any particular combination of
integrator and time step, the position error generally trends upwards as eccentricity increases. Figure 3.9,
however, shows that there is no such general trend for semi-major axis. The spikes in these curves come
from the high eccentricity asteroids. In Figure 3.10, a slight trend can be seen by which position error
increases alongside observation arc length. However, this is much more gradual than the eccentricity
trend, and again the curves are dominated by spikes from the high-eccentricity asteroids.

Chosen Integrator Settings
After analysing the figures shown in this subsection (and comparable figures for the other bodies in the
I-set), a scheme was selected for determining the combination of integrator and time step to be used
for the estimations of the Yarkovsky effect, keeping in mind the desired level of error and trying to stay
under that. This scheme, shown in Subsection 3.3.3, depends only on the target body’s eccentricity e. For
the higher eccentricities, there wasn’t any combination of integrator and time step that had a maximum
error below the threshold for all bodies over a reasonably wide range of e (see the highlighted points
slightly above the threshold line in the RK10 subplots of Figures 3.8 to 3.10). Although the scheme could
be made more specific to avoid having any points over the threshold line, this would likely be an instance
of over-fitting to these particular results.
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Figure 3.8: Maximum position error against eccentricity. Each subplot represents the results from using a particular
integrator on the full I-set. Curves for high values of Δt are omitted for readability. The points corresponding to the

chosen integrator scheme (see Subsection 3.3.3) are highlighted and labelled in the subplot legends.

Table 3.1: Chosen scheme for integrator and time step Δt
to be used in an estimation based on the eccentricity e of

the target body

Eccentricity e Integrator
Time step Δt

hour

e < 0.6 RK8 6.0
e ≥ 0.6 RK10 3.0



3.3. Integrator Selection 47

10 4

10 2

100

102

104

106

108

M
ax

. p
os

. e
rr

or
 [

km
]

Integrator: RK6

10 4

10 2

100

102

104

106

108

Integrator: RK8

Selection for e < 0.6

1.0 1.5 2.0 2.5
Semi-major axis a [AU]

10 4

10 2

100

102

104

106

108

M
ax

. p
os

. e
rr

or
 [

km
]

Integrator: RK10

Selection for e 0.6

1.0 1.5 2.0 2.5
Semi-major axis a [AU]

10 4

10 2

100

102

104

106

108

Integrator: RK12

Threshold
t = 1 d
t = 12 h
t = 6 h
t = 3 h
t = 1.5 h
t = 45 m

Figure 3.9: Maximum position error against semi-major axis. Each subplot represents the results from using a particular
integrator on the full I-set. Curves for high values of Δt are omitted for readability. The points corresponding to the chosen

integrator scheme (see Subsection 3.3.3) are highlighted and labelled in the subplot legends.
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Figure 3.10: Maximum position error against observation arc length. Each subplot represents the results from using a particular
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integrator scheme (see Subsection 3.3.3) are highlighted and labelled in the subplot legends.
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3.4. Dynamic Model Definition
Selecting a suitable dynamic model is important in order to limit the effect of model error on the orbit
estimation. This entails selecting the set of accelerations that affect the motion of the target body (see
(Equation (2.17)). Too many unnecessary accelerations being included in the dynamic model will result in
slow estimation run times, while any errors in these models could increase the overall model error. On
the other hand, if significant accelerations are not included, the ability to model the motion of the orbit
accurately and get a good fit to the observation data will be curtailed.

Subsection 3.4.1 outlines the process by which the dynamic model was chosen. Details about the
selected model are given in Subsection 3.4.2.

3.4.1. Acceleration Selection
In order to examine which accelerations are necessary to include in the dynamic model, various sets of
propagations and estimations were performed on a number of bodies, for a range of different acceleration
scenarios. A number of abbreviations are used in this section. Before continuing further, they will be listed
below:

• BL: Baseline. A set of accelerations, a propagation, or an estimation which is used as a reference
for comparing other sets of accelerations, propagations, or estimations.

• LB: Large bodies. This refers to the set of the largest bodies in the Solar System: the Sun, the eight
planets, and Earth’s Moon. For Mars, Jupiter, and Saturn, the planetary systems (planet plus moons)
are considered, rather than just the planets themselves. LB may also refer to the set of point-mass
gravitational accelerations exerted by the LBs, plus the Schwarzschild relativistic correction for the
Sun (see Equation (2.15)).

• LMBA: Large main-belt asteroid, also called ‘largest MBA’. This refers to one of the largest objects
in the asteroid belt. These are often considered as a set (LMBAs), defined by nLMBA. The set con-
tains the nLMBA largest asteroids in the main-belt, according to the masses in the SiMDA catalogue
(Kretlow 2020).

• EIH: Einstein-Infeld-Hoffmann. This refers to the use of Equation (2.16) for the formulation of
the gravitational effects of the LBs, as opposed to using the point-mass gravitation. Specifically,
LB+EIH means that the EIH formulation is used with all LBs included.

• 1b1: One-by-one. For a set of accelerations, each one is turned on for one propagation and is off
for all other propagations.

• AB: Additional bodies. This refers to Pluto (no other additional bodies were considered).
• CP: Close-passers. This refers to LMBAs which come within a certain threshold distance of the
target body during the propagation period.

Regarding the propagations, first a propagation was done using a baseline (BL) acceleration model. Then
a series of propagations were performed in which the only input that changed (compared to the BL) was
the acceleration model. Specifically, one or more accelerations were added to the acceleration model as
compared to the BL model. By comparing the position of the target body over time between the BL and
the latter propagations, the effects of the added acceleration(s) can be analysed.

Regarding the estimations, a similar process was carried out in relation to the adding of accelera-
tions and analysing the effects by comparing to a BL estimation. These estimations used ‘simulated’
observations: 3D positional information taken from JPL Horizons ephemerides. Although these aren’t
real observations, they can be treated in the same way as real observations in the least-squares orbit
estimation process. The estimated parameters were the initial position and velocity. The inputs used
for the propagations and estimations are generally the same as those listed in Subsection 3.1.3, with the
exception of the dynamic model, the initial and final times, and the observations.

Under the assumption that the JPL Horizons ephemeris is a good representation of the true orbit of
the target body, the results of these estimations can be analysed to give an indication of how far off the
estimated orbit is from the ‘true’ state of the target body i.e. an indication of the model error. Such an
analysis can help to identify which accelerations should be included. Estimations can be more useful
than propagations for the identification of important accelerations because the effects of very small
perturbations can be ‘absorbed’ by the initial state estimation. On the other hand, this effect can also
cause the impact of an acceleration to be underestimated due to over-fitting. Therefore, any differences
observed or improvements made to the estimation fit due to the addition of acceleration are more likely
to be a reflection that that acceleration has a significant effect. For this reason, only the figures resulting
from the estimations will be discussed in the rest of this subsection.
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The asteroid 2062 Aten will be used as an example to demonstrate the figures that were generated
from the acceleration selection propagations and estimations. Aten’s orbit has a semi-major axis a of
0.9670 AU and an eccentricity e of 0.1829.

Figure 3.11 is an example of the position difference over time, comparing the trajectory of the BL
estimation (which used the LB accelerations, i.e. point-mass gravitation of the LBs plus the Schwarzschild
relativistic correction for the Sun) to sixteen other estimations. In each of these estimations, the point-
mass gravitation of one LMBA was included in addition to the LB accelerations. The LMBAs are sorted
by mass in descending order in the figure’s legend.
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Figure 3.11: The position difference over time between the trajectory of the BL estimation and those of
the estimations including one LMBA each.

For the same set of estimations, Figure 3.12 shows the difference in themagnitude of the position error
of each estimation’s trajectory as compared to the BL trajectory. The position error of each trajectory
is calculated as the difference between the modelled position and the position taken from Aten’s JPL
Horizons ephemeris.

Figure 3.13 compares an estimation using the LB accelerations to one that uses EIH gravitation. The
curve is mostly below the zero line, indicating that using the EIH formulation of gravitation provides a
moderate benefit to the accuracy of the estimation.

Figure 3.14 shows the position difference over time, comparing the trajectory of the BL estimation to
each possible combination of the following sets of accelerations: all sixteen LMBAs together; four close-
passers (CP); and Pluto (AB). The figure demonstrates that the LMBAs have the greatest overall effect on
the orbit, followed by Pluto, and then by the close-passers.

3.4.2. Chosen Accelerations
After analysing the figures shown in Subsection 3.4.1 (and comparable figures for the other bodies), the
dynamic model to use for the estimation of the Yarkovsky effect was selected. The dynamic model, shown
in Subsection 3.4.2 and Equation (3.8), will be the same for all estimations of the Yarkovsky effect.

The equation of motion of the target body under the chosen dynamic model is:

ai = r̈i = a⊙ +

26∑
j=1

a3b pert. j + arel. + aYark. (3.8)

where i represents the target body, a⊙ is the point mass gravitational acceleration due to the Sun (the
central body), arel. is the Schwarzschild relativistic correction (see Equation (3.10)), aYark. is the Yarkovsky
acceleration (see Equation (3.9)), and the 26 third-body perturbers j are the eight planets, Earth’s Moon,
Pluto, and the 16 LMBAs.
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Figure 3.12: The error difference over time between the trajectory of the BL estimation and those of the
estimations including one LMBA each. The position error of each trajectory is calculated as the

difference between the modelled position and the position taken from Aten’s JPL Horizons ephemeris.
The figure shows the magnitude of the difference between the two position error vectors.
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Figure 3.13: The error difference over time between the trajectory of the BL estimation and the
trajectory of an estimation that uses EIH gravitation. The position error is calculated as the difference
between the modelled position and the position taken from Aten’s JPL Horizons ephemeris. The figure

shows the magnitude of the difference between the two position error vectors.

The model used for the Yarkovsky acceleration is (equivalent to Equation (2.25)):

aYark. = A2
(
1AU
r

)2

t̂ (3.9)

where t̂ is the transverse direction, r is the heliocentric distance in AU, and A2 is the parameter that is
estimated in a weighted least-squares orbit estimation.
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Figure 3.14: The position difference over time between the trajectory of the BL estimation and the
estimations in which different combinations of sets of accelerations are included.

Table 3.2: Accelerations chosen to be used in the dynamic model. For explanations of the
abbreviations, please refer to the summary in Subsection 3.4.1. See Equation (3.8) for the

full equation of motion for this dynamic model.

Source(s) Acceleration Note

LB Point-mass gravity
LMBA Point-mass gravity nLMBA = 16
Pluto Point-mass gravity
Sun Schwarzschild relativistic correction See Equation (3.10)
Sun Yarkovsky See Equation (3.9)

The model used for the relativistic correction acceleration is (equivalent to Equation (2.15)):

arel. =
μ⊙

c2r⊙i3

[(
4μ⊙
r⊙i

− v⊙i
2

)
r⊙i + 4(r⊙i · v⊙i)v⊙i

]
(3.10)

where μ⊙ is the gravitational parameter of the Sun ⊙, c is the speed of light, and r⊙i and v⊙i are the
position and velocity vectors of the target body with respect to the Sun.

Table 3.3 gives the masses and gravitational parameters of the eight planets, Earth’s Moon, and Pluto
that are used in the dynamic model. Table 3.4 gives the masses, mass uncertainties, and gravitational
parameters of the 16 LMBAs that are used in the dynamic model. The ephemerides used for these bodies’
positions were given and cited in Subsection 3.1.3.
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Table 3.3: Masses M and gravitational parameters GM of the Sun, eight planets, the Moon, and Pluto included in the dynamical
model, given to 13 significant digits.

Body
M
kg

GM
m3 s−2

Source

Sun 1.988 919 445 703 × 1030 1.327 124 400 420 × 1020 1
Mercury 3.301 846 612 948 × 1023 2.203 186 869 109 × 1013 2
Venus 4.868 553 171 692 × 1024 3.248 585 920 790 × 1014 3
Earth 5.973 698 990 947 × 1024 3.986 004 415 000 × 1014 4
Moon 7.347 671 776 397 × 1022 4.902 800 121 847 × 1012 5
Mars* 6.418 553 397 406 × 1023 4.282 837 521 400 × 1013 1
Jupiter* 1.899 004 206 762 × 1027 1.267 127 648 000 × 1017 1
Saturn* 5.686 035 737 247 × 1026 3.794 058 520 000 × 1016 1
Uranus 8.684 107 070 868 × 1025 5.794 548 600 000 × 1015 1
Neptune 1.024 568 735 765 × 1026 6.836 527 100 580 × 1015 1
Pluto* 1.461 801 190 000 × 1022 9.754 000 000 000 × 1011 6

Notes:
• Planets marked with (*) indicate that the mass and ephemeris of the planetary system
(planet plus moons) was used.
• The value of the gravitational constant used is G = 6.67259 × 10−11m3 kg−1 s−2 .
• Source 1: INPOP19a (Fienga et al. 2019).
• Source 2: Konopliv et al. 2020.
• Source 3: Konopliv et al. 1999.
• Source 4: Fecher et al. 2017.
• Source 5: Lemoine et al. 2014; Goossens et al. 2016.
• Source 6: Brozović and Jacobson (2024, Table 8).

Table 3.4: Masses M, mass uncertainties σM , and gravitational parameters GM of the 16 largest main-belt asteroids (LMBAs),
sorted by mass.

Body
M
kg

σM
kg

GM
m3 s−2

1 Ceres 9.38 × 1020 2.11 × 1016 6.258 889 420 × 1010

4 Vesta 2.59 × 1020 1.76 × 1017 1.728 200 810 × 1010

2 Pallas 2.05 × 1020 4.48 × 1018 1.367 880 950 × 1010

10 Hygiea 8.42 × 1019 4.91 × 1018 5.618 320 780 × 109

704 Interamnia 3.54 × 1019 5.23 × 1018 2.362 096 860 × 109

15 Eunomia 3.16 × 1019 1.25 × 1018 2.108 538 440 × 109

511 Davida 3.08 × 1019 1.02 × 1019 2.055 157 720 × 109

3 Juno 2.63 × 1019 2.37 × 1018 1.754 891 170 × 109

52 Europa 2.34 × 1019 3.77 × 1018 1.561 386 060 × 109

16 Psyche 2.29 × 1019 1.60 × 1018 1.528 023 110 × 109

65 Cybele 1.63 × 1019 2.03 × 1018 1.087 632 170 × 109

87 Sylvia 1.51 × 1019 1.30 × 1018 1.007 561 090 × 109

31 Euphrosyne 1.49 × 1019 5.47 × 1018 9.942 159 100 × 108

7 Iris 1.41 × 1019 2.41 × 1018 9.408 351 900 × 108

29 Amphitrite 1.33 × 1019 1.65 × 1018 8.874 544 700 × 108

6 Hebe 1.28 × 1019 2.51 × 1018 8.540 915 200 × 108

Notes:
• The value of the gravitational constant used is G = 6.67259 × 10−11m3 kg−1 s−2 .
• Source for masses and uncertainties: SiMDA catalogue Kretlow (2020).
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3.5. Outliers
As explained in Subsection 2.4.3, the observations used in the estimation contain random noise and sys-
tematic error. They can also contain human errors such as misidentifications or typographical mistakes
(Carpino et al. 2003). Such large errors can have a significant negative effect on the quality of an or-
bit estimation. As a result, observation outliers must be identified and removed. Carpino et al. (2003)
introduced an automatic outlier rejection algorithm, which is commonly used in literature for removing
problematic observations for the purposes of asteroid orbit determination (see, for example, Fuentes-
Muñoz et al. 2025; Fenucci et al. 2025; Fuentes-Muñoz et al. 2024; Farnocchia et al. 2024; Fenucci et al.
2024; Dziadura et al. 2023). However, this algorithm is not (yet) implemented in Tudat and cannot be
straightforwardly applied manually, as it is an iterative process that is meant to be performed alongside
the iterations of the estimation. As an alternative, this research uses a more blunt procedure for outlier
rejection; this procedure is outlined in Subsection 3.5.1. The selection of the value to use for the residual
cutoff is explained in Subsection 3.5.2.

3.5.1. Outlier Rejection Process
Observation outliers can be identified by comparing them to an existing orbital solution which is known to
be accurate. One such source of existing orbital solutions for asteroids is JPL Horizons, which is already
used to define the initial state of the target body and the ephemerides of large main-belt asteroids.
The process of outlier removal used in this research is as follows. With the observations retrieved from
the MPC and the observation models defined as usual, the ephemeris of the target body over the full
observation period is loaded from JPL Horizons. Simulated residuals are then calculated by taking the
difference between the observations and the RA-DEC positions of the target’s ephemeris.

A filter is applied that removes any observation (RA-DEC pair) if either the RA or DEC simulated
residual is larger than a certain pre-defined cutoff value. A check is performed to see if the first and/or
last observations have been removed due to the filter. If so, the initial state, initial time, and final time
of the estimation are updated accordingly. These updated values and the filtered observation set are
passed into the estimation process.

3.5.2. Residual Cutoff Selection
In order to choose an appropriate value to use for the pre-defined residual cutoff input, an analysis was
performed. The process described above of calculating and filtering residuals was carried out for all
bodies in the F-set, using a range of different cutoff values. These values were: 1, 2, 3, 4, 5, 6, 8, 10,
15, 20, 30, and 50 arcseconds. In each case, the number of observations available and the number of
observations filtered out was recorded. Figure 3.15 shows the percentage of observations removed per
body as a histogram for several cutoff values as well as the rate of optical observation rejection reported
by Fenucci et al. (2024).
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Figure 3.15: Histograms of the percentage of optical observations removed by the outlier rejection
process per body, with separate curves for different values of the cutoff. Note that for legibility, a
selection of six relevant cutoff values are represented here out of the full set of twelve. The rate of

optical observation rejection (i.e. not including radar observations) reported by Fenucci et al. (2024) is
labelled as NEOCC and is highlighted in purple. The selected residual cutoff value of 3 arcsec is

highlighted in green.
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Using the automatic outlier rejection algorithm of Carpino et al. (2003), Fenucci et al. (2024) rejected
an average of 1.37% of the available optical observations, and rejected zero optical observations for
20.2% of the asteroids in the F-set. In Figure 3.15, the curves for the cutoff values of 2, 3, and 4 arcsec
are the closest to the NEOCC curve. For these cutoff values, the mean rejection rate is 3.22%, 1.39%, and
0.81% respectively. The rate of rejecting zero observations is 10.4%, 34.3%, and 49.6% respectively.

The cutoff value of 3 arcsec was selected for use in the estimations because this curve is the closest
match to the NEOCC curve in Figure 3.15, and it is the value that has the closest average rate of rejection
compared to NEOCC. A cutoff value which results in similar behaviour to the NEOCC observation filtering
was chosen because Fenucci et al. (2024) uses amore sophisticated automatic outlier rejection algorithm,
so it is reasonable to assume that they generally correctly remove the right (amount of) true outliers.
It should be noted that choosing a cutoff value that results in similar rejection rates to Fenucci et al.
(2024) does not necessarily mean that the same observations are being removed by the two methods.
Outliers from very accurate sources may be left in because their residuals still fall below the cutoff, while
some observations may be removed despite their residuals fitting inside the expected noise profile of
certain lower accuracy observation sources (the noise of these observations would be accounted for by
the weighting scheme applied in the estimation).

One consequence of removing outliers can be that the observation arc is decreased. With a cutoff
value of 3 arcsec, there are 11 bodies for which the reduction in observation arc is greater than 1 week.
The most extreme of these is 69230 Hermes: for this asteroid, removing a handful of observations in the
1930s results in the observation arc being reduced by 62.9 years because no (optical ground-based) ob-
servations are available between then and 2000. Another example is asteroid 66400 (1999 LT7), whose
observation arc is reduced by 12.1 years due to the filtering out of the earliest available observations. The
simulated residuals for asteroid 66400 are shown in Figure 3.16, where it can be seen that two observa-
tions before 1990 with high RA simulated residuals are filtered out, meaning the first used observations
are in 1999.

While the automatic outlier rejection procedure used by Fenucci et al. (2024) rejects more than 10%
of observations for only 3 bodies, the procedure used here rejects more than 10% of observations for 8
bodies (with a cutoff value of 3 arcsec). The most extreme of these is the asteroid 2010 VK139, for which
21.1% of observations are rejected. Its simulated residuals are shown in Figure 3.17, where it can be seen
that a large number of observations from this asteroid’s first observed opposition are rejected. This is
typical for all 8 of the bodies with observation rejection rates over 10%.
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Figure 3.16: Simulated RA-DEC residuals for asteroid 66400
(1999 LT7), whose observation arc is reduced due to

observation filtering. Accepted observations are marked with
‘+’. Rejected observations are marked with ‘X’.
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Figure 3.17: Simulated RA-DEC residuals for asteroid
2010 VK139 , for which a particularly high proportion of
observations were rejected. Accepted observations are
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4
Results

This chapter presents and discusses the results that were generated in this research. Section 4.1 gives
details about the criteria that were applied to decide whether an estimation could be accepted as a valid
detection of the Yarkovsky effect. Section 4.2 concerns the verification and validation of the estimations:
by applying convergence tests, analysing observation residuals, and comparing the fitted orbits to ac-
curate ephemerides, it is shown that the estimations perform well, providing context to the subsequent
results. Section 4.3 presents a wide range of results pertaining to the performance of the estimations
overall (as opposed to analysing individual asteroid’s estimations), and compares these results against
two different literature sources: Fenucci et al. (2024) (also referred to as NEOCC) and JPL SBDB.

Note that figures in this chapter follow a general colour code for consistency and readability:

• Blue represents the entire set of 347 completed estimations (E-set)
• Green represents the set of 281 accepted/successful estimations (S-set)
• Red represents the set of 66 estimations that were rejected (R-set)
• Purple represents results from Fenucci et al. (2024), labelled as NEOCC in figures and variables
• Grey represents data from JPL SBDB, labelled as JPL in figures and variables

Any deviations from the scheme defined above will be noted in the figure captions. The results of the E-,
S-, R-sets may be referred to with the label ‘Tudat’, as opposed to results from literature sources (NEOCC
and JPL SBDB). Note that this colour scheme applies to figures representing many asteroids/estimations.
For figures of individual asteroids (e.g. residuals over time or position error over time), this colour scheme
does not apply.

A distribution of the time it took to run each estimation can be seen in Figure 4.1. The median
runtime was just over 5 minutes. 15% of the estimations took longer than 10 minutes. The longest single
estimation took 61 minutes, for asteroid 2101 Adonis, which has an observation arc length of (and thus
approximately a propagation duration of) 89.4 years and an eccentricity of 0.7641, meaning the time step
used was 3 hours. The total runtime for all estimations was approximately 39 hours.

102 103

Runtime [s]

0

20

40

60

C
ou

nt

Successful
Rejected

Figure 4.1: Distribution of run times of the estimations (E-set), divided by successful and rejected
estimations.
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4.1. Accepted & Rejected Detections
Of the 348 asteroids in the F-set, estimations were completed for 347 of them. The one missing asteroid
is 101955 Bennu1. This set of 347 asteroids and their estimations is henceforth referred to as the E-set
(for (completed) ‘estimation’).

Two rejection criteria were applied to determine whether the detected Yarkovsky effect was valid: one
relating to the SNR ofA2 (SNRA2 = |A2|/σA2 ) and the other relating to the quality of the fit of the normalised
residuals. 66 estimations (19%) were rejected due to failing the SNRA2 criterion. None of the estimations
failed on the normalised residuals criterion. The two different rejection criteria are outlined in more detail
in Subsections 4.1.1 and 4.1.2. It is valuable to analyse these in order to understand what, if anything, may
have gone wrong with these estimations. Note that a rejection on the basis of low SNRA2 does not mean
that the orbit determination was poor, just that it cannot be said definitively that a Yarkovsky effect is
necessary to describe the motion of the body.

The remaining 281 estimations (81%) were accepted, having passed both rejection criteria. These
estimations are therefore considered to be valid detections of the Yarkovsky effect. This set of 281
asteroids and their estimations is referred to in figures with the label ‘Successful’ and is referred to in
the text as the S-set (for ‘successful estimation’).

4.1.1. Rejection Criterion 1: Low SNR
The first criterion that must be passed for an estimation to be accepted is that SNRA2 must be greater
than 3. This criterion for the statistical significance of the estimated A2 is the same as the one applied in
Fenucci et al. (2024). For 66 (19%) of the 347 completed estimations, SNRA2 < 3. The SNRA2 distribution
for these estimations can be seen in the bottom plot of Figure 4.2 (red histogram). This set of 66 asteroids
and their estimations is referred to in figures with the label ‘Rejected’ and is referred to in the text as the
R-set (for ‘rejected’).

Note that these 66 estimations are rejected only in terms of their Yarkovsky detection. Thus, they will
be considered separately or not at all in further discussions relating to the A2 parameter. They are not
necessarily poor orbital fits, however (as will be shown in Subsection 4.1.2), so they will be included in
discussions about the residuals and errors in position and velocity.

4.1.2. Rejection Criterion 2: High Residuals
Not all observations are of equal quality, hence why the least-squares orbit estimation was weighted (see
Subsection 2.5.1). This fact should also be taken into account when analysing the fit of an orbit estimation
to the observation data. Thus, rather than looking at the angular residuals directly, they are normalised
by their measurement error σi, which, in this research, is defined according to the weighting scheme of
Vereš et al. (2017) (discussed in Subsection 2.4.4).

Assuming that (a) the observation uncertainties assumed by the applied weighting scheme (Vereš et al.
2017) are accurate reflections of the standard deviations of their true error distributions, (b) model error
is negligible, and (c) the observations do not contain systematic errors, then the probability distribution
of the normalised residuals (NR) is Gaussian with μ = 0 and σ = 1. What is more important however
are the magnitudes of the normalised residuals, or absolute normalised residuals (ANR). The probability
distribution of the magnitude of a normally-distributed random variable with zero mean is a half-normal
distribution. If a variable Y is normally distributed with μ = 0 and σ = 1, then |Y| follows a half-normal dis-
tribution with expected valueE (|Y|) =

√
2/π =0.797885 and variance Var (|Y|) = 1−(2/π) =0.363380

(Olive 2005, Sec 3.11). Following such a distribution, 68.3% of ANRs would be expected to be between
0 and 1, and 27.2% between 1 and 2. Only 4.28% of observations are expected to have ANRs between 2
and 3, and only 0.27% can be expected to have ANRs larger than 3.

For a given estimation with n observations, consider the distribution of ANR. For each observation,
there is a corresponding ANR, so there are n samples of the ANR distribution. Let the mean of these
samples be called MANR (mean of the absolute normalised residuals). According to the central limit
theorem (CLT), with sufficiently large n, the distribution of MANR can be approximated as a normal dis-
tribution with μ = E(ANR) and σ2 = Var(ANR)/n (and thus σ =

√
Var(ANR)/n). If the measured MANR

is significantly larger than E(ANR), then it is unlikely that this is just due to random chance.
Thus, the second criterion was applied by evaluating the following inequality for each estimation:

MANR < E(ANR) + 3

√
Var(ANR)

n
(4.1)

1Bennu’s JPL Horizons ephemeris contains discontinuities in its position in (in ∼2017 and ∼2031). This causes issues with how
observation outliers are processed (see Section 3.5) and also causes an error when retrieving the ephemeris file via the Horizons
API in the automated way that was employed for the rest of the estimations. This is a notable omission because the SNRA2 achieved
for Bennu in literature tends to be among the highest of any NEAs (Farnocchia et al. 2013; Dziadura et al. 2023; Fenucci et al. 2024).
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If the inequality was fulfilled, the estimation passed the second criterion. If not, it failed. If MANR is
more than 3σ larger than the expected value, then there is only a 0.135% probability that this is due to
random chance. If this is the case, it is an indication that there is likely a problem with that estimation
— such as uncorrected systematic errors in the observations, insufficient integrator settings, insufficient
dynamic model, or insufficient outlier removal — and it should therefore not be considered a valid estima-
tion. It may also be an indication that the observation uncertainties assumed in the weighting scheme
underestimate the true noisiness of the data.

All 347 estimations passed the second criterion, and thus none were rejected on the basis of being a
poor fit to the observation data. The MANR distribution for all estimations can be seen in the left plot of
Figure 4.2.

4.1.3. Detection Discussion
The results from applying the rejection criteria described above indicate that the estimations provide
reasonably good fits to the observation data in all cases. The extent to which this is true will be discussed
further in Section 4.2. Furthermore, in a large majority of cases (81%), a statistically significant Yarkovsky
effect could be detected. Section 4.3 presents comparisons between these Yarkovsky results and the
results reported in literature.

Figures 4.2 and 4.3 show how the accepted and rejected estimations are distributed with respect
to MANR, SNRA2 , eccentricity, and semi-major axis. The highest MANR of any estimation is just 0.7178,
which is comfortably well below the expected value of E(ANR) = 0.7980. This is likely due to the fact
that the uncertainties assumed in the weighting scheme of Vereš et al. (2017) do not perfectly represent
the noisiness of the observation data, and that the actual random error is generally lower than assumed.
This aligns with the authors’ finding that the weighting scheme is somewhat conservative.

In the estimations performed by Fenucci et al. (2024), SNRA2 > 3 for all 348 asteroids in the E-set.
There may be several different reasons as to why the SNRA2 achieved in the Tudat estimations is lower
than that of the NEOCC estimations in these cases. These include the different treatment of outliers and
the inclusion of radar and space-based optical observations in the NEOCC estimations. These reasons
are discussed further in Section 4.3 (see Figures 4.28a and 4.28b). The shape of the SNRA2 curve is also
different from the NEOCC results: in Fig. 3 of Fenucci et al. (2024), the peak of the SNRA2 curve is at 3,
and the number of estimations with higher SNRA2 drops off quite quickly. In contrast, the SNRA2 curve at
the bottom of Figure 4.2 has its peak at around 5, with values dropping off relatively steadily to either side
of the peak. Again, this different behaviour may be due to differences in outlier rejection and observation
datasets.
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Figure 4.2: Distribution of the mean of the absolute normalised residuals (MANR) and the
signal-to-noise ratio of A2 (SNRA2 ) for all estimations (E-set), divided by acceptance and rejection.

Figure 4.3 shows that the asteroids in the S-set and R-set are fairly well distributed in both eccentricity
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and semi-major axis. There are no major differences in the rate of rejection for estimations within any
particular range of e or a. This is an indication that these orbital characteristics (nor the numerical
integration settings, which depend on e) are not critical factors affecting whether an estimation has low
SNRA2 .
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4.2. Verification & Validation
This section presents evidence and discussions of the extent to which the estimations performed have
correctly processed the observation data and produced accurate orbit estimations. It is important to
demonstrate this in order to put the other results in context and to understand any shortcomings. Sub-
section 4.2.1 describes the criteria that were applied to check whether the estimations converged, as
well as the results of this convergence testing. Subsection 4.2.2 presents an analysis of the observation
residuals by using the results of a few asteroids as representative examples. Subsection 4.2.3 presents
comparisons between the orbits of the estimations from this research and the asteroid ephemerides
available via JPL Horizons.

4.2.1. Convergence Testing
Three criteria were applied to check whether the estimation process had properly converged. By default,
the number of iterations was set to four. Convergence was checked by analysing the set of estimated
parameters — three position components, three velocity components, and the Yarkovsky parameter A2
— for each of the four iterations. As mentioned in Subsection 3.1.3, the initial state (position and veloc-
ity) of the target body is taken from JPL Horizons and the initial value of A2 is taken from Table B.1 of
Fenucci et al. (2024). Updates to these parameters are calculated after each iteration according to the
weighted least-squares process (see Subsection 2.5.1), and the next iteration uses these updated values
for its propagation. Updates to the parameters are also calculated after the last iteration, defining the
parameters that would have been used for the next iteration, if the set number of iterations was higher.
The best iteration is defined as the one for which the RMS of the normalised residuals (RMSNR) is the
lowest.

The following are the criteria which were used to check the convergence of the estimations:

• Criterion 1: This criterion is applied to check whether the estimation has converged with respect
to the observation residuals. Calculate the difference in the RMS of the residuals (arcsec) between
the last iteration and the second-to-last iteration. This criterion is passed only if this difference is
less than 0.001 arcsec.

• Criterion 2: This criterion is applied to check whether the individual estimated parameters have
converged, using their formal uncertainty for scale. For each parameter in the parameter vector,
calculate the difference between the value in the best iteration and the value in the iteration after
the best iteration. Divide this by the formal error of that parameter from the best iteration. This
criterion is passed only if this value is less than 0.001 for all parameters. This represents a change
of less than 0.1% of the formal error of the parameter.

• Criteria 3a/b/c: These criteria are only applied if the last iteration was the best iteration. If the
absolute change in the magnitude of the (a) initial position, (b) initial velocity, or (c) A2 parameter
between the best iteration and the ‘next’ iteration is less than (a) 1m, (b) 10−7ms−1 (100nms−1),
and (c) 10−17ms−2 (10 ams−3), then this criterion is passed.

If the last iteration was the best iteration, criterion 3 is applied because a significantly large parameter
change was determined for the next iteration, but this iteration was not performed. It may be that this
would be an improvement upon the best iteration, so failures of this criterion are marked as not converged.

For criteria 2 and 3, the parameters of the best iteration are compared with those of the iteration
immediately after the best iteration. This was not possible for criterion 1 because in the cases where
the last iteration is the best, the RMS of the residuals for the next iteration is not available. Instead, the
results of the last two iterations are compared, regardless of which iteration was the best.

Using four iterations, all estimations passed criteria 1, 2, and 3a. The estimation for asteroid 85953 (1999 FK21)
failed criteria 3a and 3b and 152563 (1992 BF) failed criterion 3b. These estimations were re-run with
6 iterations. In both cases, the best iteration remained the 4th one. Therefore, all estimations can be
confirmed to be converged.

Figure 4.4 shows that a considerable number of estimations converge to their best solution in less
than the maximum number of iterations. This is likely because the initial state estimates tend to be
quite good. As can be seen in Figure 4.5, the initial position difference between first iteration and the
best iteration is less than 100 km for most estimations, and that the distribution is similar for the sets of
accepted and rejected estimations.

4.2.2. Observation Residuals
Observation residuals are the differences between the reported observations of a body’ position and the
modelled position as calculated during the orbit estimation. Analysing these allows us to assess the
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Figure 4.5: Distribution of the magnitude of the change in
initial position between the first iteration and the best

iteration, for all estimations (E-set), divided by successful and
rejected estimations. The initial position of the first iteration
is taken from the JPL Horizons ephemeris of the target body.

quality of the orbital fit to the real-life observations of the asteroid’s position. A good orbit determination
will produce a close match to the observations, ideally with the only remaining residuals being attributable
to observation error. This section demonstrates the residuals achieved by the estimations performed in
this research.

In this report, the term ‘O-C residual’, for ‘Observedminus Calculated’, refers to the raw, un-normalised
residuals. Since all of the observations used in this research were angular RA-DEC observations, O-C
residuals have angular units (arcseconds are the chosen unit of angle used here). As mentioned in Sub-
section 4.1.2, normalised residuals (NR) are calculated as the O-C residuals divided by their measurement
error σi (in this research, these errors are defined according to the weighting scheme of Vereš et al. (2017),
discussed in Subsection 2.4.4). Note that the terms ‘final residuals’ and ‘post-fit’ residuals both refer to
the residuals of the best iteration of the estimation. ‘Initial residuals’ or ‘pre-fit’ residuals may be used
to refer to the residuals of the first iteration.

Observation outliers were filtered out according to the procedure defined in Subsection 3.5.1. In short,
the JPL Horizons ephemeris (see Subsection 4.2.3 for more details on these ephemerides) were used
to calculate ‘simulated’ residuals, i.e. the differences between the observed position and the position
according to the ephemeris. Any observations whose RA or DEC simulate residual was greater than
3 arcsec was rejected and removed from the observation dataset. Figures 3.16 and 3.17 demonstrate
these simulated residuals and how observations with residuals larger than the cutoff are removed.
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Figure 4.6: Residuals for the best iteration of the estimation of asteroid 2011 EP51 .

Figure 4.6 shows the observation residuals (O-C and normalised) for the asteroid 2011 EP51. This is a
case with a particularly good fit to the observation data: the RMS of the O-C residuals is 0.2616 arcsec,
and the RMS of the normalised residuals (RMSNR) is 0.4663. It is noteworthy that the majority of the
observations have absolute O-C residuals of less than 1 arcsec. For the small number of observations
which have larger O-C residuals, the corresponding normalised residuals are quite large, over 4 in one
case. These are outliers which nevertheless passed the rejection procedure, indicating that this procedure
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is not perfect and that the results of the estimations may be somewhat contaminated by the presence of
outliers.
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Figure 4.7: Distribution of the ratio of the RMS of the O-C residuals in the first and best iterations.

For 2011 EP51, the quality of the fit to the observations was very similar in the first iteration as in the
best iteration: from an RMS of O-C residuals of 0.2695 arcsec in the first iteration to an RMS of O-C
residuals of 0.2616 arcsec in the best iteration (a ratio of 1.030). Although this ratio was close to 1 for
many estimations, this was not the case for a significant number of them, as Figure 4.7 shows.

To understand this, asteroid 2020 PP1 will be used as an example. For this asteroid RMS(O-C)pre = 4.039 arc-
sec and RMS(O-C)post = 0.3329 arcsec, meaning the ratio is 12.13. Figures 4.8 and 4.9 show how the
O-C residuals change between the first and best iterations. In the pre-fit residuals, there is a clear neg-
ative drift in RA of about 10 arcsec and some large deviations from zero in DEC, up to about 12 arcsec.
This kind of behaviour may be an indication that something is missing from the dynamic model, causing
the propagated state to gradually differ from the true state by more and more over time. It may also
be due to errors in the initial state, especially if the initial epoch of the propagation is one where the
state derivative is large. However, depending on the extent of these effects, they may be corrected for in
the estimation anyway by adjusting the estimable parameters such that the effect is ‘absorbed’. In the
post-fit residuals (Figure 4.9), the large trends and deviations from zero have been eliminated, making
the orbit determination a very good fit to the observation data.

Figures 4.10a and 4.10b summarise the RMS of the residuals (both O-C and normalised) for all of
the estimations in the E-set. These figures show that the orbit estimations performed in this research
provide very good fits to the observation data. The highest RMS of O-C residuals is 0.9843 arcsec and
the highest RMSNR is 1.0990, and only 4 estimations have RMSNR > 1. In these 4 cases, the O-C
residuals tend to be quite small but a certain proportion of observations appear to be outliers. These
outliers are either quite large, as indicated by high |NR|, or there are relatively few observations in total
and the outlier observations make up a significant proportion of the total observations. One example of
this is for asteroid 2011 CE50, whose residuals are shown in Figure 4.11. The number of observations for
this asteroid is only 73. None of these were filtered out by the outlier rejection process; all but one of the
(absolute) simulated residuals were <1 arcsec, with the remaining one still being <2 arcsec. Similarly, the
absolute O-C residuals resulting from the estimation are all <1 arcsec. However, of the 73 observations,
54 come from the Pan-STARRS 1 survey (Hawaii, USA) and 14 come from the Mt. Lemmon survey (Arizona,
USA). These observation sources are known to be quite accurate and are accordingly assigned given low
observation uncertainties (0.2 arcsec and 0.5 arcsec, respectively) by the weighting scheme of Vereš et al.
(2017). The result is that, despite the O-C residuals being small, several observations actually have quite
high absolute normalised residuals, thereby resulting in a large RMSNR. Thus, the presence of relatively
high RMSNR for these estimations can be attributed to insufficient outlier rejection, rather than to a poor
overall orbital fit.

Figures 4.12 to 4.14 present the distributions of the RMSNR against eccentricity, semi-major axis,
and observation arc length. None show strong trends that indicate that RMSNR is correlated with any
of these parameters, though it is noteworthy that all of the estimations with RMSNR > 0.8 occur for
eccentricities less than 0.6. The numerical integration settings are more relaxed for e < 0.6, indicating
that they may not be sufficient in these cases. Although there may appear to be trends of smaller RMSNR
with larger semi-major axis or longer observation arc, there are far fewer points in these areas of the
figures, indicating that such a trend may not continue to be seen if more estimations were to be carried
out on asteroids with large semi-major axes or long observation arcs.
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Figure 4.8: O-C residuals for the first iteration of the estimation of asteroid 2020 PP1 . The
observations are marked by the observatory that made them, referred to using their 3-character MPC
observatory codes. For the full names and coordinates of these observatories, please refer to the MPC

website: https://www.minorplanetcenter.net/iau/lists/ObsCodesF.html.
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Figure 4.9: O-C residuals for the best iteration of the estimation of asteroid 2020 PP1 . The
observations are marked by the observatory that made them, referred to using their 3-character MPC

observatory codes.
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Figure 4.10: RMS of residuals for all estimations (E-set), divided by successful and rejected estimations
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Figure 4.11: Residuals for the best iteration of the estimation of asteroid 2011 CE50 .
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Figure 4.12: Distribution of RMS of the normalised residuals
against eccentricity e.
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Figure 4.13: Distribution of RMS of the normalised residuals
against semi-major axis a.
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Figure 4.14: Distribution of RMS of the normalised residuals against observation arc length.
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4.2.3. Comparison with JPL Horizons
JPL Horizons2 (JPLH) is an online database that contains, amongst other things, accurate ephemerides
for small Solar System bodies, generated by the Solar System Dynamics Group of NASA’s Jet Propulsion
Laboratory (JPL). JPLH is a useful resource because research publications that perform orbit estimations
(e.g. Fenucci et al. 2024) generally only publish high-level results and not the entire state histories of the
orbits, so directly comparing the state at any point in time to analyse differences is not typically possible.
Using JPLH ephemerides, such comparisons are possible. This section compares the fitted orbits of this
research to the JPLH ephemerides to demonstrate similarities and differences between the two orbit
sources. The ephemerides of the asteroids in the E-set, including their uncertainties, were accessed via
the Horizons API and downloaded as SPK files on 20 April 2026.

While the exact inputs and methods used to generate these ephemerides are not publicly available,
it is known that JPLH makes use of a number of high-accuracy observation sources which are not avail-
able through the MPC for their orbit determinations, including occultation observations (Dunham et al.
2021), astrometry provided by the Gaia mission (Fenucci et al. 2024), and positional data from the space
missions (e.g. Cheng et al. 2018). JPLH also publishes the formal errors of the ephemerides, which act
as an indication of their accuracy, which is generally very good. In this section, the JPLH ephemerides
are assumed to be a good representation of the true orbits of the bodies in the E-set. Of course, this is
not entirely true, as the JPLH orbit determinations do contain some model error and observation error,
as indicated by the published formal uncertainties. Furthermore, there is significant overlap between the
observation datasets used in the Tudat and JPLH orbit determinations, meaning errors may be correlated.
The interpretations of the results must therefore take into account the limited validity of the assumption
that the JPLH ephemerides represent the true orbits.

The state difference between the Tudat estimations and the JPL Horizons ephemeris of a given body
can be compared at any time within the propagation period. However, in order to condense the overall
level of the difference between the two orbits, the following terms are defined:

TEpos.(t) =
√
(x− xref)2 + (y− yref)2 + (z− zref)2 (4.2)

TEvel.(t) =
√
(vx − vxref)2 + (vy − vyref)2 + (vz − vzref)2 (4.3)

where x, y, z (vx, vy, vz) are the position (velocity) components of the estimated trajectory at time t and
xref, yref, zref (vxref, vyref, vzref) are the position (velocity) components taken from the ephemeris at time t.
Under the assumption that the ephemeris is an accurate representation of the true orbit of the target
body, TE is a measure of the true error. (TERMS)pos. is defined as the RMS of TEpos. over all epochs of the
estimation and (TERMS)vel. is defined as the RMS of TEvel. over all epochs of the estimation. Each of these
gives an indication of the overall level of true error for this estimation’s propagated trajectory.

It can be useful to analyse the true error measures directly to understand how much the estimated
orbits deviate from the JPL Horizons ephemerides. Arguably more important, however, is analysing how
well the calculated (formal) error approximates the true error. Let Sr and Sv be defined as:

Sr(t) =
√
σx2 + σy2 + σz2 (4.4)

Sv(t) =
√
σvx2 + σvy2 + σvz2 (4.5)

where σx,σy,σz (σvx ,σvy ,σvz ) are the formal errors of the position (velocity) components. These formal
errors are calculated for any time t using the process discussed in Subsection 2.5.2 (see Equation (2.47)).
Thus Sr and Sv give an indication of the total formal error in position and velocity. Note that Sr and Sv
are not quantities that describe the probability distribution of the position and velocity vectors; they are
merely used as indications to distil multiple uncertainty terms into single values.

(FERMS)pos. is defined as the RMS of Sr over all epochs of the estimation and (FERMS)vel. is defined as
the RMS of Sv over all epochs of the estimation. Each of these gives an indication of the overall level of
the formal error for this estimation’s propagated trajectory.

By comparing FERMS and TERMS, we can get a sense of how well the formal errors represent the true
errors. This can be seen in Figures 4.15 and 4.16, for the errors in position and velocity. In both Fig-
ures 4.15a and 4.15b, the distributions are generally near the diagonal but with a wide spread, and with
somewhat more points lying above the diagonal than below. This indicates that, on average, the formal
error is pessimistic and overestimates the true error. The majority of the formal and true position errors
are in the range 10-100 km, with a significant number in the range 100-1000km, and a small number

2https://ssd.jpl.nasa.gov/horizons/

https://ssd.jpl.nasa.gov/horizons/
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Figure 4.15: Distributions of a measure for the overall formal error (FERMS) against a measure for the
overall true error (TERMS) of each estimation’s output trajectory. The black dashed lines are the

diagonals.
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Figure 4.16: Distribution of the ratio FERMS/TERMS for
position and velocity.
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Figure 4.17: Distribution of the ratio (FERMS/TERMS)pos.
against the RMS of the normalised residuals.
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Figure 4.18: Distribution of the ratio (FERMS/TERMS)pos.
against eccentricity.
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Figure 4.19: Distribution of the ratio (FERMS/TERMS)pos.
against semi-major axis.
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larger than 1000km. Figure 4.16 shows the ratio of the formal-to-true error (FERMS/TERMS) for both posi-
tion and velocity. In almost all cases, this ratio is between 0.1 and 10, and again there is a visible skew
towards values larger than 1.

The FERMS/TERMS distributions for position and velocity are very similar. Therefore, only the position
error ratio was plotted for Figures 4.17 to 4.19. These figures were made to investigate whether a cor-
relation could be found between the formal-to-true error ratio and any other orbital parameters or other
estimation results. As can be seen, there is no strong correlation between the formal-to-true error ratio
and the eccentricity, semi-major axis, nor the RMSNR. The same is true for the observation arc length
(not plotted).
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Figure 4.20: Distribution of the (FETudatRMS )pos. against
(FEJPLHRMS )pos. , each measures of the overall formal error of the

orbit determinations produced by Tudat and JPLH. The
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Figure 4.21: Distribution of the ratio (FETudatRMS /FEJPLHRMS )pos. .

Figures 4.20 and 4.21 show how the formal error measure (FERMS)pos. compares between the Tudat
and JPLH orbit determinations. Clearly, the formal error of the JPLH orbit determinations are generally
considerably lower than those of the Tudat estimations. In Figure 4.20, most of the points cluster around
a line which is shifted upwards from the diagonal line, but there is a significant spread for both orbit
determination sources, with an especially large spread in (FEJPLHRMS )pos., seemingly due to anomalies in
the JPLH ephemeris uncertainty tables. 338 points lie above the diagonal and 9 lie below it. Since the
precise way in which observation data is handled (i.e. outlier rejection and potentially iterative observation
weighing) in the generation of the JPLH ephemerides is not publicly available, it is not straightforward
to clearly interpret the meaning of these figures, but they indicate that the JPLH ephemerides generally
have lower uncertainty and can be reasonably used as a reference for the ‘true’ orbit in most cases.

Figure 4.22 is a demonstration of the position error with respect to the JPLH ephemeris (true error)
for asteroid 612050 (1997 GL3), as well as the formal errors of the Tudat and JPLH orbit determinations
in the RSW directions and for the position vector. The zero line of each subplot represents the JPLH
asteroid ephemeris, and the coloured regions above and below represent the ±3σ uncertainty range of
the JPLH ephemeris. For the most part, the true error curves are within these coloured regions, meaning
the Tudat orbit estimation is quite accurate. Asteroid 612050 has a period of 1249.9 days (3.422 years),
and it can be seen that many of the true and formal errors oscillate with this period. This is typical and is
likely attributable to differences in the dynamic model used. This asteroid was chosen as an example for
which the ratio (FERMS/TERMS)pos. is close to 1 — in this case it is 0.9922 — meaning the calculated formal
errors are a very good approximation of the true error. For this asteroid, the ratio (FETudatRMS /FEJPLHRMS )pos. is
2.679, which is also quite typical amongst all estimations.

Figure 4.23 demonstrates the true position error and formal errors for asteroid 2008 LG2. This aster-
oid is an example of an estimation where the ratio (FERMS/TERMS)pos. is high — in this case it is 11.41. It
is clear that the formal errors of the Tudat estimations are large in comparison to the true errors, which
are close to the zero line in all subplots. For this asteroid, the ratio (FETudatRMS /FEJPLHRMS )pos. is 2.177.
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Figure 4.22: Position error ε with respect to JPL Horizons ephemeris of asteroid 612050 (1997 GL3).
The dashed coloured curves represent the formal errors (3σ) of the Tudat estimation in the RSW

directions. The coloured regions represent the formal error in the JPLH ephemeris (±3σ). In the bottom
plot, the dashed black curve and grey region are the 3Sr measure of the overall formal error of the Tudat
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Figure 4.23: Position error ε with respect to JPL Horizons ephemeris of asteroid 2008 LG2 . The
dashed coloured curves represent the formal errors (3σ) of the Tudat estimation in the RSW directions.
The coloured regions represent the formal error in the JPLH ephemeris (±3σ). In the bottom plot, the
dashed black curve and grey region are the 3Sr measure of the overall formal error of the Tudat and
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4.3. Comparisons With Literature
This section presents comparisons between the results of this research (labelled ‘Tudat’) and the results
of comparable work in literature. Specifically, results concerning the full set of estimations are compared
against those of Fenucci et al. (2024), as well as against data published in the JPL Small-Body Database
(SBDB).

Seeing as the set of asteroids chosen for running the estimations in this research was based on the
set of asteroids for which Fenucci et al. (2024) detected a Yarkovsky effect (see Section 3.2), it is natural
to compare the two sets of results. This is possible thanks to the full version of Table B.1 in Fenucci et al.
(2024) that has been published online3. Note these results may be labelled as ‘NEOCC’.

The JPL SBDB4 contains extensive information about asteroids and other small Solar System bodies,
including naming information, orbital data, and physical data where available. The orbital data includes
the A2 parameter that was used in the creation of the JPL Horizons ephemeris of the body. Specific
information about the inputs and methods used by JPL to perform their orbit determinations is not readily
available, so direct comparisons between Tudat results and the JPL SBDB data are not as straightforward
as when comparing against Fenucci et al. (2024).

Similarities and differences between three sources of results (Tudat, NEOCC, and JPL) regarding the
methodology and treatment of observations are discussed in Subsection 4.3.1, to provide context to
the results later in this section. A comparison of the observation residuals achieved by the different
sources is given in Subsection 4.3.2, followed by comparisons of the signal-to-noise ratio (SNR) and its
dependence on the use of radar observations in Subsection 4.3.3. The Yarkovsky detections are compared
in Subsection 4.3.4 by looking at the determined A2 parameter and its uncertainty. Finally, a discussion
of the observed differences in the results is presented in Subsection 4.3.5.

4.3.1. Context
There is a lot of overlap in the observation datasets used between the different orbit determination
sources, primarily consisting of optical astrometry from the MPC. One big difference is that Fenucci et al.
(2024) and JPL SBDBmake use of radar observations (from the JPL Solar System Dynamics website5) and
space-based optical observations in their estimations where available, whilst the Tudat estimations use
only ground-based optical astrometric observations. As mentioned in Subsection 4.2.3, JPL also makes
use of observation sources such as the Gaia mission, occultation observations, and positional data from
the space missions.

Another notable difference is that the estimations performed by Fenucci et al. (2024) were completed
∼3 years before the estimations performed for this research. Because of observations made in the mean
time, there were more optical observations available to be used in the Tudat estimations than in the
Fenucci et al. (2024) estimations. The JPL SBDB is kept up-to-date, with orbits of small bodies being
re-computed within hours of new observations being published. The SBDB data used for comparisons in
this section were downloaded on 26 May 2026.

Furthermore, there are differences in how outliers are treated. Fenucci et al. (2024) reports that they
use the outlier rejection algorithm of Carpino et al. (2003), whilst the less sophisticated outlier rejection
procedure described in Subsection 3.5.1 is used in this research. However, Fenucci et al. (2024) use the
observation weighting scheme of Vereš et al. (2017), which is the same as the one used in this research,
and the debiasing scheme of Farnocchia et al. (2015a), which is very similar to the one used in this
research (Eggl et al. 2020). Details about the treatment of observations by JPL are not publicly available.

There are also similarities in the methodology between this research and that of Fenucci et al. (2024).
In both cases, the same Yarkovsky acceleration model is used, and estimations are performed by means
of a 7-dimensional weighted least-squares orbit determination. JPL also uses the same Yarkovsky accel-
eration model, though precise details about their orbit determination process are not publicly available.

4.3.2. Observation Residuals
Comparing the overall residuals of the estimations from the three different sources allows us to compare
how well each source manages to fit the orbit to the real-life observation data. This section compares
the RMS of the normalised residuals (RMSNR) resulting from the estimations of each source.

Figure 4.24 shows the distributions of RMSNR for each of the three sources of orbit determinations.
The mean of the Tudat distribution (0.5467) is marginally lower than that of the NEOCC distribution
(0.5502), whilst both are significantly higher than the median of the JPL distribution (0.4427). The maxi-
mum RMSNR for estimations in the E-set for Tudat, NEOCC, JPL are 1.099, 1.114, and 0.7186, respectively,

3https://cdsarc.cds.unistra.fr/viz-bin/cat/J/A+A/682/A29#/description
4https://ssd.jpl.nasa.gov/tools/sbdb_lookup.html#/
5https://ssd.jpl.nasa.gov/sb/radar.html

https://cdsarc.cds.unistra.fr/viz-bin/cat/J/A+A/682/A29#/description
https://ssd.jpl.nasa.gov/tools/sbdb_lookup.html#/
https://ssd.jpl.nasa.gov/sb/radar.html
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Figure 4.24: RMS of normalised residuals for all estimations
(E-set), resulting from the orbit determinations of this
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Figure 4.25: Comparison of the RMSNR resulting from the
JPL and NEOCC orbit determinations, for all estimations

(E-set). The black dashed line is the diagonal.
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Figure 4.26: Comparison of the RMSNR resulting from the
NEOCC and Tudat orbit determinations, for all estimations
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Figure 4.27: Comparison of the RMSNR resulting from the
JPL and Tudat orbit determinations, for all estimations (E-set).

The black dashed line is the diagonal.

and the minimum RMSNR are 0.2856, 0.3075, and 0.1536, respectively.
Comparing the RMSNR distributions for Tudat and NEOCC (see Figures 4.24 and 4.26), they are gen-

erally very similar, though the NEOCC distribution is somewhat more concentrated near the median, while
the Tudat distribution is more spread out, with more instances of low and high RMSNR. The similarities
can be attributed to the fact that the observation datasets, debiasing, weighing, and overall methodology
are very similar between the two sources. As discussed in Subsection 4.2.2, the instances where Tudat
has high RMSNR can be attributed to insufficient filtering of outlier observations, which is less likely to
occur in the NEOCC estimations due to their use of an automatic statistical outlier rejection algorithm.

Comparing the RMSNR distributions for Tudat and JPL (see Figures 4.24 and 4.27), they are quite
different. The JPL distribution is generally much lower, with the vast majority of values being below the
median of the Tudat distribution. In Figure 4.27, there are 33 points above the diagonal, compared to
314 points below the diagonal. The exact process of observation weighing and outlier rejection used by
JPL is not publicly available, and it may be that the observation weights are adjusted iteratively based
on the previous iteration’s residuals. This would by definition result in lower residuals, making the direct
comparison between the residuals of these sources not particularly meaningful, apart from being able to
attribute a large part of the differences to this difference in observation treatment. The same reasoning
applies when comparing the RMSNR distributions for JPL and NEOCC (see Figure 4.25), since the obser-
vation treatment by the NEOCC is overall more similar to that of the Tudat estimations than to the JPL
estimations.

4.3.3. Signal-to-Noise Ratio of A2
The SNR of the A2 parameter, defined SNRA2 = |A2|/σA2 , is an important aspect for the orbit determi-
nation of the Yarkovsky effect. In this research and in Fenucci et al. (2024), any estimations for which
SNRA2 < 3 were rejected as Yarkovsky detections: with a low SNRA2 , it cannot be confidently asserted
that the fitted value of A2 is a reflection of a true physical effect.
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Figure 4.28: Comparison of SNR between literature and Tudat estimations for the E-set. Markers are
coloured by whether the Tudat estimations were accepted (green) or rejected (red). Triangular markers

indicate that the literature orbit determination made use of radar observations. Circular markers
indicate that no radar observations were used in the literature orbit determination. The numbers in the
plot legends indicate the corresponding number of points in the figure. The dashed black lines are the

diagonals. The dotted red lines are where SNR=3 (used as the cutoff rejection criterion 1 in this
research, and also used similarly in Fenucci et al. (2024)).

Figure 4.28 shows how SNRA2 compares between the Tudat estimations and those found in literature.
Amongst the successful estimations (green), the points in both figures are generally close to the diagonal.
For those that were rejected (red), the distribution is erratic. The points are marked by whether the
literature estimation used radar observations or not. For both NEOCC and JPL, there is a wide range
of SNRA2 for both estimations with and without radar, though the estimations which achieve the highest
SNRA2 are ones that make use of radar data — this is also evident in Figure 4.29. It is clear, however,
that the mere inclusion of radar data is not enough to achieve good SNRA2 , as there are several such
estimations which have SNRA2 < 3 for JPL. 27.2% of the rejected estimations are ones for which NEOCC
used at least one radar observation in their estimation. For the accepted/successful estimations, this
proportion is 28.5%. For JPL, these numbers are 27.2% and 31.0% respectively. This demonstrates a
point made by Fenucci et al. (2024): “the presence of radar observations generally improves the SNR,
even though they are not necessarily needed to obtain good detections”. NEOCC and JPL also include
space-based optical observations in their datasets, which are not considered in this research. However,
data relating to the number of these space-based observations is not provided by Table B.1 of Fenucci
et al. (2024), so it is difficult to analyse the effect of this.
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Figure 4.29: Comparison of SNR between the two literature sources, NEOCC and JPL SBDB, for the
E-set. Brown circular markers indicate that neither source used radar observations in their orbit

determination (242 points). Pink triangular markers indicate that radar observations were used by both
sources (98 points). Grey square markers indicate that radar observations were used by the JPL orbit
determination, but not by NEOCC (7 points). There were no cases where radar observations were used

by NEOCC but not by JPL. The dashed black line is the diagonal.

The Tudat estimations with the highest SNRA2 (>50) are for the asteroids: 1998 SD9 (SNRA2 = 185.5),
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Table 4.1: The 8 asteroids for which SNRNEOCCA2
> 30, with the number of observations used and the SNRA2 resulting from the
NEOCC and Tudat estimations.

Body
NEOCC Tudat

SNRA2 n optical n radar SNRA2 n optical

1998 SD9 185.3 145 1 185.5 149
99942 Apophis 122.9 9505 50 11.80 8167
480883 (2001 YE4) 94.61 429 7 71.21 442
2340 Hathor 57.11 1334 7 50.82 708
524522 Zoozve 56.93 598 10 50.74 599
2002 BF25 56.35 143 4 40.00 143
2000 EB14 39.41 81 0 34.67 83
483656 (2005 ES70) 36.52 202 1 44.22 228

480883 (2001 YE4) (SNRA2 = 71.2), 2340 Hathor (SNRA2 = 50.8), and 524522 Zoozve (SNRA2 = 50.7).
These are all amongst the bodies with the highest SNRA2 in the NEOCC estimations too. Table 4.1 shows
some data for the 8 bodies for which the SNRNEOCCA2 > 30. 7 out of these 8 use radar observations.
99942 Apophis is an example of an asteroid for which a relatively good SNRA2 can be achieved without
radar (11.80 for the Tudat estimation), but the inclusion of some radar observations (far fewer than the
number of optical observations) greatly improves the SNRA2 , with NEOCC achieving 122.9, an improve-
ment of more than 10 times. For the asteroids 480883, Hathor, Zoozve, 2002 BF25, the inclusion of
radar observations appears to provide a modest to significant boost to SNRA2 . 1998 SD9 is an example
of an asteroid for which very high SNRA2 can be achieved regardless of the inclusion of the single avail-
able radar observation. For 2000 EB14, no radar observations are used by NEOCC. Although there are
slightly more optical observations used in the Tudat estimation of this asteroid, SNRTudatA2 < SNRNEOCCA2 .
This demonstrates that the differences in SNRA2 between the two sources should not be solely attributed
to the presence or absence of radar observations. Other factors, such as the different outlier rejection
process, are likely responsible for at least part of these differences.

4.3.4. Yarkovsky Detections
This subsection present figures and analysis relating to the determination of the A2 parameter and com-
parisons with determinations of this parameter from literature, namely from Fenucci et al. (2024) and
from the JPL SBDB.
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Figure 4.30: Comparisons between the absolute values of A2 resulting from the Tudat estimations and
from literature (NEOCC in left subplot and JPL in right subplot). The green and pink markers represent
results from the S-set. A green marker indicates that the A2 estimations share the same sign. A pink
marker indicates that the A2 estimations have opposite signs (there are two such points in the left

subplot and zero in the right subplot). Note that there are 281 points (S-set) in the left subplot, but only
257 points in the right subplot. The error bar size is 1σ. The black dashed lines are the diagonals.
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Figure 4.31: Distributions of the ratio |ATudat2 /Alit.2 | for the literature sources (lit.) NEOCC and JPL SBDB.
Again, the 281 points (S-set) are represented in (a), but only 257 points are represented in (b).

Figures 4.30 and 4.31 show that generally, the A2 values estimated in this research are reasonably
close to those that are reported in literature, as most of the points in each subplot of Figure 4.30 are close
to the diagonal, and the distributions in Figure 4.31 are generally close to 1. There are several estimations
which show a significant difference as compared to the values from literature, although many of these
are accompanied by appropriately larger error bars. There is a wider spread from the diagonal in the left
subplot (NEOCC) that in the right subplot (JPL), but it should be noted that there are more points in the
NEOCC plot (281) than there are in the JPL subplot (257). This is because the JPL SBDB does not define
an A2 value for all asteroids in the S-set (nor for all asteroids in the R-set, for which JPL SBDB defines an
A2 value for only 35 out of the 66 asteroids in the set).

Figure 4.30 shows the absolute value of the Yarkovsky parameter for readability, but this hides the
distribution of positive versus negative A2 values. For the successful Tudat estimations (S-set), 74 of the
estimated A2 values are positive (corresponding to prograde (P) rotation), and 207 of them are negative
(corresponding to retrograde (R) rotation), for a ratio of R/P = 2.797, which is in line with the findings of
La Spina et al. (2004), whose model predicts R/P = 2+1

−0.7.
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Figure 4.32: Comparisons between the absolute values of A2 as reported by JPL SBDB and Fenucci
et al. (2024) (NEOCC). A blue marker indicates that the A2 estimations share the same sign. A pink
marker indicates that the A2 estimations have opposite signs (there are two such points). Note that

there are 292 points in this figure rather than the full 347 of the E-set, because the JPL SBDB does not
define an A2 value for all asteroids in the E-set. The error bar size is 1σ. The black dashed line is the

diagonal.

Figures 4.32 and 4.33 show a comparison of the A2 values from JPL and NEOCC. Although a similar
figure is reported in Fenucci et al. (2024), it is interesting to note that there are some differences. The
spread of points around the diagonal appears slightly wider here, and there are more points which could
be considered outliers, with the error bars not touching the diagonal. Furthermore, just like in Figure 4.30,
there are two points for which the A2 is of opposite sign. No mention was made of results with opposite
signs in Fenucci et al. (2024) (similar to the figures in this subsection, the Figure 6 of Fenucci et al.
(2024) shows the absolute values of the A2 parameter, but does not make any distinction between points
for which the two different values share a sign and points for which the values have opposite signs). In
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Figure 4.33: Distribution of the ratio |AJPL2 /ANEOCC2 |. Again, there are only 292 points represented in
this figure out of the full 347 of the E-set.

both Figures 4.30 and 4.32, these points correspond to the asteroids 452807 (2006 KV89) and 488803
(2005 GB120). In these cases, the ratio |ATudat2 /ANEOCC2 | is 0.8951 and 0.8127, respectively, and the ratio
|AJPL2 /ANEOCC2 | is 1.043 and 0.8778, respectively. While it is difficult to say exactly why this may have hap-
pened, the fact that these ratios are relatively close to 1 may suggest that there was simply a typographical
error in Table B.1 of Fenucci et al. (2024), and a minus sign was omitted in two places. Other typograph-
ical errors were noticed in this table, such as the insertion of a space in the middle of two asteroids’
permanent designation numbers. There may also have been updates to these values due to more recent
observational data. Fenucci et al. (2024) used data downloaded from JPL SBDB in August 2023. The JPL
SBDB data used in this thesis was downloaded in May 2026. There may have been updates to the orbit
fits since then, perhaps based on more recent observations, which caused the sign of one or more of the
Yarkovsky parameters to change. This may also explain the presence of more outliers.
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(b) Tudat vs. JPL. 257 points from the S-set (out of 281) and 35 points
from the R-set (out of 66) are represented.

Figure 4.34: Comparisons of the estimated (formal) uncertainties σA2 of the Yarkovsky parameter
resulting from the Tudat estimations and from literature (NEOCC and JPL SBDB). The green circular

markers represent results from the S-set and red ‘X’ markers indicate results from the R-set. The black
dashed line is the diagonal.

Figure 4.34 shows how the formal uncertainties in the A2 parameter compare between the Tudat
estimations and the formal uncertainties reported in literature. The green points (corresponding to the
successful Tudat estimations) in Figure 4.34b are generally quite close to the diagonal line, With 102
green points above the diagonal and 155 below, this indicates a good match between Tudat’s and JPL’s
A2 uncertainties, with the Tudat uncertainties being somewhat more optimistic. However, there are a
significant number of points above the diagonal line, for which σTudatA2 is considerably larger than σJPLA2 .
As discussed in Subsection 4.3.1, this may be largely attributable to the differences in the observation
weighting and filtering processes used by JPL. Figure 4.34a shows a substantially messier distribution
of green points, with more points spreading relatively far from the diagonal. There are 97 green points
above the diagonal and 184 below, indicating the Tudat formal error in A2 may be too optimistic.

As introduced in Subsection 4.2.3, the ratio FERMS/TERMS quantifies in a single value how well the
formal errors approximate the true errors, for either the position or velocity vectors. Similarly, the ratio
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Figure 4.35: Distribution of the ratio FERMS/TERMS (a measure of the match between the formal and
true errors in position/velocity) against σTudatA2

/σNEOCCA2
(a measure of the match between the formal and

true errors in A2). There are 5 points missing from each subplot due to being outside of the plot range.
The black dashed lines are the diagonals.
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/σANEOCC2

quantifies how well the formal error in A2 approximates the true error in A2, under the
assumption that the A2 estimations and their uncertainties reported by Fenucci et al. (2024) are a good
representation of the true values. Figure 4.35 shows how these two quantities compare against each
other. Interestingly, there does not seem to be any correlation between the position (velocity) error ratio
and the A2 error ratio, and in fact many of the points cluster around the line σATudat2

/σANEOCC2
= 1. This implies

that the A2 uncertainty estimate can be reasonably good even when the formal error in position (velocity)
is a relatively poor reflection of the true error. However, the assumptions which underlie this conclusion
may not be valid. The Tudat and NEOCC formal uncertainties in the A2 parameter are highly correlated
with each other, as seen in Figure 4.34a, presumably due to the large overlap in the observation datasets
and methodological similarities. Thus, σANEOCC2

may not be a particularly good measure of the ‘true’ error.
The same can be said about TERMS: again, the Tudat orbit estimations and the JPLH ephemerides are
highly correlated and use similar datasets, so TERMS may also not be a great measure of the true error.
Finally, The lack of a correlation may be related to the comparison not being a ‘fair’ one: the horizontal
axis is a ratio of two formal errors taken directly from the estimation results, while the vertical axis is the
ratio of measures which take into account several error components which are each time-varying over the
full propagation period.

The relative errors k1 and k2, are defined here as:

k1 =
|Alit.2 − ATudat2 |

σATudat2

k2 =
|Alit.2 − ATudat2 |

σAlit.2

(4.6)

The superscript ‘lit.’ will be replaced with ‘NEOCC’ and ‘JPL’ accordingly. These values can be used to
quantify the differences between the Tudat estimations of the A2 parameter and those found in literature.
The same terms were used in Fenucci et al. (2024) (Equation (15)) to compare their estimations with
those of JPL. k1 is essentially the difference between the two estimations, normalised using the Tudat
estimation’s uncertainty in A2. It describes how many ‘steps’ of σATudat2

are between ATudat2 and Alit.2 . A small
value of k1 indicates that the literature estimation of A2 is compatible with the Tudat estimation of A2 and
its uncertainty, while a large value indicates the opposite. k2 can be described in the same way, with the
roles of Tudat and literature estimations reversed.

Under the assumption that ANEOCC2 and ATudat2 are random variables that follow Gaussian distributions,
k1 and k2 are expected to follow a half-normal distribution with σ = 1. As mentioned in Subsection 4.1.2,
if a variable Y is normally distributed with μ = 0 and σ = 1, then |Y| follows a half-normal distribution
with expected value E (|Y|) =

√
2/π = 0.797885 and variance Var (|Y|) = 1− (2/π) = 0.363380 (Olive

2005, Sec 3.11). Following such a distribution, 68.3% of k values would be expected to be between 0 and
1, 27.2% between 1 and 2, 4.28% between 2 and 3, and 0.27% larger than 3.
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(a) kNEOCC1 and kNEOCC2 . Full S-set and R-set represented in each
subplot, except for a few points which lie outside of the plot range of
the figure: kNEOCC1 > 10 for 1 estimation in the S-set, and kNEOCC2 > 10

for 3 estimations in the S-set and for 7 estimations in the R-set.
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(b) kJPL1 and kJPL2 . 257 points from the S-set (out of 281) and 35 points
from the R-set (out of 66) are represented. Additionally, a few points lie
outside of the plot range of the figure: kJPL1 > 10 for 1 estimation in the

S-set, and kNEOCC2 > 10 for 8 estimations in the R-set.

Figure 4.36: Actual and expected distributions of the two relative error measures klit.1 and klit.2 (see
Equation (4.6)) for the two literature sources (NEOCC and JPL SBDB). In each case, the expected

distribution of k for estimations in the S-set is a half-normal distribution with σ = 1.

As seen in Figure 4.36a, the distributions of kNEOCC1 and kNEOCC2 are quite close to the expected half-
normal distribution, but with more data points than expected in the 0-0.5 range and slightly fewer than
expected in the 0.5-2 range. Both distributions also have larger tails than would be expected, indicating
large differences between the estimations: 19 successful estimations have kNEOCC1 > 3 and 13 successful
estimations have kNEOCC2 > 3. Considering there are 281 successful estimations, the expected number of
estimations with k > 3 is just 0.7587. Taking the kNEOCC1 values, the A2 determinations from this research
are compatible with the NEOCC values in 93.2% of cases.

Figure 4.36b shows that the distributions of kJPL1 and kJPL2 are somewhat different to those of NEOCC.
Now there are even more data points in the 0-0.5 range than expected, and even fewer in the 0.5-2
range. The tails are also smaller: 6 successful estimations have kJPL1 > 3 and 7 successful estimations
have kJPL2 > 3. Taking the kJPL1 values, the A2 determinations from this research are compatible with
the JPL values in 97.7% of cases. Again, it should be noted that there are fewer asteroid represented
in Figure 4.36b as in Figure 4.36a: just 257 compared to 281. The expected half-normal distribution is
adjusted accordingly.

The high presence of low k values (< 0.5) is likely attributable to some of the points discussed in
Subsection 4.3.1: large overlaps in observation datasets and methodological similarities which result in
very similar A2 determinations between different sources.

0.0 0.2 0.4 0.6 0.8 1.0
Eccentricity e

10 3

10 2

10 1

100

101

kN
EO

C
C

1

Figure 4.37: Distribution of kNEOCC1 against the range of
eccentricity e for the S-set.
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Figure 4.38: Distribution of kNEOCC1 against the range of
semi-major axis a for the S-set.

Figures 4.37 to 4.40 show a variety of plots comparing the kNEOCC1 values against eccentricity e, semi-
major axis a, observation arc length, and RMSNR. In each of these figures, the coloured regions represent
ranges of values of k: green for 0 ≤ k < 1; yellow for 1 ≤ k < 2; orange for 2 ≤ k < 3; red for k > 3.
Figure 4.37 shows that most of the large values of kNEOCC1 occur for asteroids with eccentricity less than
0.6. This may be a coincidence, since there are relatively few asteroids with eccentricity greater than 0.6
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Figure 4.39: Distribution of kNEOCC1 against the range of the
observation arc length for the S-set.
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Figure 4.40: Distribution of kNEOCC1 against RMSNR for the
S-set.

(26 asteroids out of the 281 in the S-set), but it may also be an indication that the integrator and time
step settings are not always sufficient, since these settings are more relaxed for asteroids with e < 0.6.
There is no strong correlation visible between kNEOCC1 and any of the parameters plotted in Figures 4.38
to 4.40.
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(b) Venus

Figure 4.41: Distributions of RMSNR of the Tudat estimations against the minimum distance between
the target body and the planet during the propagation. The points are coloured according to their value

of kNEOCC1 .

Figure 4.41 was made in order to see if close passes with planets during the propagation period were
correlated with worse fits to the observation data and/or estimations of A2 which are not compatible with
those from literature. Such results could occur as a result of the integration settings not being sufficient
to handle the fast-changing dynamics of the close pass, or due to insufficiencies in the dynamic model
that become more relevant with proximity to a planet (e.g. modelling the planet as a point-mass gravity
field rather than using spherical harmonic gravitation terms, or the exclusion of relativistic corrections
for the planets). For the inner planets, the Moon, and the three largest bodies in the main asteroid belt,
the distance of the closest pass with the target body during the propagation period was recorded. The
closest passes occurred for Earth and Venus (and, of course, those of the Moon were very similar to those
of Earth); these are plotted in Figure 4.41. Similar plots for the other bodies can be found in Appendix
A. However, the figures seem to indicate that close passes are driving factors behind the estimations
with poorer fits to the observation data and poorer A2 estimations. Many of the asteroids which have
the closest passes also have quite low RMSNR and also low kNEOCC1 . Occurrences of high RMSNR and
high kNEOCC1 can be found across the full range of minimum close pass distances. One limitation of this
analysis is that it does not take into account how many close passes occur during the propagation period.
It may be that the effects of multiple close passes (with the same planet or with multiple planets) could
amplify over time, resulting in worse results even if the minimum close pass distance was not extremely
close.

4.3.5. Discussion of Differences
Despite the high degree of overlap between the methods of Fenucci et al. (2024) and the methods used
in this research, there are also a number of differences in the inputs and methods which could be con-
tributing factors to the differences observed in the results.
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Regarding the 16 main-belt asteroids included as perturbers in the dynamics, the set of asteroids
used is not the same. This comes from the use of different sources for the masses of the asteroids
(SiMDA for the Tudat estimations and the JPL DE441 ephemerides for the NEOCC estimations) and thus
a slightly different list of the top 16 most massive. 14 of the asteroids are the same but 7 Iris and 29
Amphitrite are included in the Tudat estimations while 107 Camilla and 88 Thisbe are included in the
NEOCC estimations. For the 14 asteroids in common, there are some significant differences in themasses
used, with MNEOCC/MTudat ranging from 0.863 for 65 Cybele to 2.152 for 87 Sylvia. Furthermore, different
sources are used for the ephemerides of the main-belt asteroids: the Tudat estimations use ephemerides
retrieved from JPL Horizons, while the NEOCC estimations use the JPL DE441 ephemerides.

There are also other differences in the dynamic models used. Fenucci et al. (2024) includes the
“relativistic effects of the Sun, the planets, and the Moon were also added to the dynamical model as a
first-order Newtonian expansion”, while the Tudat estimations only include a relativistic correction for the
Sun. This difference may be an important one, as Chesley et al. (2014) noted “the critical importance
of the Earth general relativity terms in the dynamical model” for their orbit determination and Yarkovsky
estimation of 101955 Bennu. Furthermore, Fenucci et al. (2024) note that for a small set of asteroids,
the inclusion of an acceleration due to solar radiation pressure (SRP), along with the estimation of the
area-to-mass ratio A/m as a parameter, changed the estimated Yarkovsky parameter from being outside
of the acceptable range to being inside the acceptable range.

As mentioned already, Fenucci et al. (2024) makes use of radar observations of asteroids and includes
them in the estimation where available, which was the case for 28% of the asteroids in the E-set, including
many of the highest SNRA2 estimations. Whilst the inclusion of radar data does not guarantee high SNRA2 ,
and high SNRA2 can be achieved without radar observations, their inclusion does make a significant
difference in some cases. Another potentially significant difference is the treatment of observational
outliers. Fenucci et al. (2024) employs an automatic outlier rejection algorithm (developed by Carpino
et al. (2003)) which is commonly used in literature. This algorithm is performed iteratively, along with
the estimation iterations, and determines if an observation should be rejected (or accepted back if it has
been previously rejected) by taking into account both measurement and orbital covariances. In contrast,
the Tudat estimations take the relatively blunt approach of removing any observations whose simulated
residuals (relative to the JPL Horizons ephemeris) are larger than a particular cutoff value. This may result
in some spurious observations being left in for the Tudat estimations, worsening the orbital fit.

Fenucci et al. (2024) does not specify any details about the numerical integration settings employed
in their estimations. Figures 4.12 and 4.37 hint that the integration settings of the Tudat estimations may
be insufficient in a small number of cases, causing relatively high RMSNR and worse A2 estimations.

One final difference whose effect is difficult to quantify is the fact that different software is used for
performing the estimations. Fenucci et al. (2024) used the proprietary ESA Aegis orbit determination
software, whilst the estimations performed for this research were carried out using Tudat, which is open-
source. Any differences in the implementation of certain methods are difficult to ascertain since the
source code of the ESA Aegis software is not available to inspect.

Because of the limited availability of the specific details on how JPL generates its orbit estimations, it is
difficult to pinpoint all of the potential reasons for the differences between the Tudat results and the JPL
results. However, it is likely that many of the points mentioned above regarding the reasons for differences
in the results also apply to the differences observed with the JPL data: environment inputs, dynamic
model, outlier rejection, numerical integration settings, and software implementation differences.

Also, as mentioned in Subsection 4.3.1, JPL makes use of a number of additional high accuracy ob-
servation sources which are not available through the MPC for their orbit determinations. These include
occultation observations (Dunham et al. 2021), astrometry provided by the Gaia mission (Fenucci et al.
2024), and mission data from space probes (e.g. Cheng et al. 2018).



5
Conclusions & Recommendations

5.1. Conclusions
In Chapter 1, it was identified that the common use of proprietary software in astrodynamics literature im-
pairs the ability to independently reproduce published results. Furthermore, a general lack of transparency
regarding precise orbit determination settings means that researchers working on related problems may
be spending time independently performing analyses to select appropriate settings, whilst this could be
avoided if the results of such analyses were shared along with the results of the research.

In order to address these problems, this thesis aimed to reproduce Yarkovsky estimations from lit-
erature using free and open-source software (Tudat), as well as transparently document the selection of
relevant orbit determination settings whose details are often omitted from literature. The reproduced re-
sults could then be compared to those from literature in order to assess the effectiveness of the chosen
settings.

The numerical integration settings were selected in Section 3.3, resulting in the settings specified in
Subsection 3.3.3. The dynamic model selection process is detailed in Section 3.4, resulting in the set of
accelerations specified in Subsection 3.4.2. The outlier rejection process is explained in Subsection 3.5.1,
with the selection of the cutoff value justified in Subsection 3.5.2. All other inputs to the estimation
process are listed in detail in Subsection 3.1.3. Based on the selected methods, settings, and results
presented in the preceding chapters, some conclusions can be drawn about the successes of the research
(Subsection 5.1.1) as well as its limitations (Subsection 5.1.2).

5.1.1. Findings
To evaluate the reproducibility of literature results, 7-dimensional orbit estimations were performed to
determine the initial state and Yarkovsky parameter (A2) for 347 near-Earth asteroids (NEAs). 81% of
the estimations were accepted as valid detections of the Yarkovsky effect. 19% were rejected due to low
SNRA2 . The rejected 19% still proved to have good fits to the observation data.

The 81% success rate demonstrates that settings relating to the dynamicmodel, numerical integration,
and outlier treatment that were selected and justified in Chapter 3 produce high-quality results compatible
with literature (specifically Fenucci et al. (2024) and JPL SBDB) in a large majority of cases. This confirms
that robust Yarkovsky effect replication is entirely achievable with Tudat.

The rejected cases demonstrate certain sensitivities of the orbit determination process. The 19% of
cases with low SNRA2 are primarily attributed to differences in the observational data sets and observation
treatment: the literature data sets include high-precision radar observations, as well as occultation and
astrometric data from the Gaia mission for the JPL SBDB estimations. The literature sources analysed
alsomake use of amore sophisticated, statistical outlier rejection process than the one that was employed
in this research. It was shown that not all observation outliers were removed using this outlier rejection
process, thereby contaminating some of the results, and in some cases, making them look worse than
they actually are.

Comparisons between formal errors and (assumed) true errors of position and velocity demonstrate
that the estimated uncertainties are somewhat pessimistic in general (see Figures 4.15 and 4.16). When
comparing the formal errors of the Yarkovsky A2 parameter, however, the estimated uncertainties ap-
peared to be slightly too optimistic overall. This suggests that the assumptions regarding the treatment
of observation errors may not be entirely valid. Optimistic formal errors can be a result of unmodelled or
uncorrected systematic errors and/or inaccurate observation weight assignment.
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The split of results into 81% successes and 19% low SNRA2 underscores the fact that reproducing
results from literature is highly feasible, whilst demonstrating that orbit determination accuracy depends
sensitively on the appropriate selection of methods and settings. This further reinforces the value of
sharing the settings that are found to be appropriate for the given scenario alongside primary scientific
results.

Based on these outcomes, the core research questions established in Chapter 1 can be definitively
answered:

RQ1: To what extent can results relating to the Yarkovsky effect reported in literature be repro-
duced via orbit determinations using open-source software (Tudat)?
The results demonstrate that literature-grade Yarkovsky detections can be successfully reproduced
using Tudat in the majority of cases (81%). Additionally, with an improved outlier rejection process
and the inclusion of additional observation types, this could likely be increased to a much higher
level. This demonstrates Tudat’s role as a viable open-source alternative to proprietary tools like
ESA Aegis.

RQ2: Which specific methodological processes and settings are required to achieve good orbit
determinations for the purposes of detecting the Yarkovsky effect?
Achieving orbit determinations that are compatible with literature requires careful selection of set-
tings including the dynamic model, numerical integrator, and outlier rejection strategies. The meth-
ods and eventual selections detailed in Chapter 3 proved to be effective for a majority of the bodies
on which estimations were performed.

5.1.2. Limitations
A number of factors which limited the accuracy or extent of the results and findings of this research are
discussed below.

Observations
19% of estimations were rejected on the basis of low SNRA2 . As mentioned above, a contributing factor
to this may have been the inclusion of too many outliers in the observation data due to the crude out-
lier rejection process. Variations in observation noise from different sources are not taken into account
with this method, nor are outliers which could be identified through a statistical analysis of the obser-
vation residuals. Compared to a more sophisticated statistical algorithm such as the one introduced by
Carpino et al. (2003), the method that is used appears to be less effective at identifying and removing
true observational outliers, thus limiting the orbital fits that could be achieved.

Only astrometric observations from ground observatories were used in the estimations. Other ob-
servation types and sources, such as from radar, astrometric observations from space telescopes, and
occultation observations, were not included. While the number of radar observations is a lot lower than
the number of astrometric observations (and is in many cases zero), their accuracy can be very high (Des-
mars et al. 2013), so by not including them, along with space-based astrometry and other observation
types, the orbit fit and SNRA2 was limited.

Numerical Integration Settings
Some of the results (e.g. Figures 4.12 and 4.37) indicate that the chosen scheme for numerical integration
settings may not be sufficient in a small number of cases, and negatively affected the fit that could be
achieved. Specifically, the scheme specified that for asteroids with eccentricity e < 0.6, the integrator to
be used was RK8 and the time step was 6 hours. Although this is sufficient in a large majority of cases,
it may not be precise enough for certain dynamical situations such as repeated planetary close passes.

The integrator analysis process only considered fixed-step integrators. The lack of variable-step and
other types of integrators in this analysis may mean that there were better options for the types of orbit
estimations being performed that were left out. Figure 3.7 shows that the noise floor can be quite high
for high-eccentricity asteroids using fixed-step integrators. Considering integrator error may have been
a factor for some estimations, and the fact that the estimations were quite slow to perform, this is a
limitation of the selection process and chosen settings.

Dynamic Model
The dynamic model used in this research did not include a number of accelerations which may have been
relevant in some cases. For example, the general relativistic effects of the planets were not included in
the chosen model. Farnocchia et al. (2015b) notes that such effects can be important when close passes
with planets occur, and according to Chesley et al. (2014), including at least the Earth’s relativistic effect
was of “critical importance” when fitting 101955 Bennu’s orbit. The importance of including the effect of
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Earth’s oblateness term is demonstrated by its inclusion in the dynamic model of Farnocchia et al. (2021).
Fenucci et al. (2024) noted the importance of including an SRP acceleration for the estimations of a small
number of bodies, in order to get a plausible fit for the Yarkovsky effect.

Additionally, only the 16 most massive main-belt asteroids are included in the dynamic model. If
the target body experiences a close pass with any another asteroid with a significant mass during the
propagation period, this could have a notable effect on the orbital fit.

Yarkovsky Detection
It should be noted that what has actually been detected by the estimations performed in this research is
an acceleration in the transverse direction that is proportional to 1/r2, with r being the body’s heliocentric
distance. While the detections are real, in it general cannot be said with certainty that the physical
mechanisms of the Yarkovsky effect are responsible for it. A similar effect could also be caused by
outgassing, for example (Farnocchia et al. 2023).

5.2. Recommendations
Based on the findings and limitations identified and discussed above, a number of recommendations for
future work can be made, pertaining to the observation data, the integrator settings, and the dynamic
model. These are presented below.

Observations
The outlier rejection procedure used in this research was identified as a limitation to the ability to correctly
remove outliers and keep valid observations in the observation data set. An improvement would be to
filter based on the normalised residuals instead. This would be better at dealing with different noise levels
from different observatories and/or different points in time. An even better solution would be an iterative
automatic outlier rejection procedure, such as the algorithm of Carpino et al. (2003). This algorithm has
a number of parameters which may need to be tuned from their default values to achieve good results.
This algorithm is not yet implemented in Tudat and thus cannot be applied to an orbit estimation. The
addition of this functionality could be highly beneficial in terms of identifying and removing observations
which negatively affect the outcome of the estimation, and is therefore recommended.

The limited (types of) observations used in the estimations was identified as a limitation. Radar
observations are available via the MPC and JPL SBDB and are commonly used in literature for asteroid
determination and Yarkovsky detection (e.g. Farnocchia et al. 2013; Greenberg et al. 2020; Dziadura
et al. 2023; Fenucci et al. 2024). Although the software infrastructure exists in Tudat, currently, radar
observations cannot yet be easily processed and utilised in an orbit estimation within Tudat, limiting the
achievable orbit fits for some asteroids. It could be a very valuable addition to Tudat if this functionality
was expanded.

Astrometric observations from space telescopes could also help to improve results. These would
be more straightforward to implement in Tudat, as the framework already allows for this as long as
ephemerides of the space telescopes used are loaded as well. Gaia mission data could also be included
for further improved results.

Numerical Integration Settings
Given that the choice and analysis of integrator was identified as a possible contributor to error for a
small number of estimations, as well as the fact that the runtimes of the estimations were quite long, it is
recommended to conduct another integrator analysis in which other types of integrator are considered.
This should include variable-step integrators at a minimum. By properly tuning the parameters of one of
these integrators, it may even be possible to use the same integrator settings for all bodies.

Dynamic Model
In order to account for the limitations identified above regarding the dynamic model, it is recommended
to conduct another dynamic model selection analysis. This analysis should consider the inclusion of
Earth’s oblateness term, an SRP acceleration, and the relativistic effects of the planets through the use
of the EIH model (see Subsection 2.2.2 for details on these accelerations). In order to counteract the
severely increased run time from including many bodies in the EIH formulation, the relativistic terms
could be limited to just the inner planets and Jupiter, or perhaps they could be chosen automatically
depending on the target body’s MOID with each planet.

It is also recommended to conduct a close pass analysis to identify any close encounters between
the target bodies and any other large asteroids whose masses are known. If a close encounter within a
certain threshold is identified, the large asteroid can be added to the dynamics as a perturber. Such a
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close pass analysis could be conducted using the ephemeris files for the target bodies and a set of large
asteroids with known masses.

Sensitivity Analysis
In order to better understand exactly how the chosen settings affect the outcomes of the estimations and
their uncertainties, it is recommended to conduct an extensive sensitivity analysis. This would help to
identify the settings which are most critical to the success of the estimations, as well as providing insight
as to how settings may need to be adjusted for different estimation scenarios.
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(d) Ceres
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(e) Vesta
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(f) Pallas

Figure A.1: Distributions of RMSNR of the Tudat estimations against the minimum distance between
the target body and the inner planets (except Venus and Earth, whose figures were shown in

Subsection 4.3.4, see Figure 4.41) and the three most massive bodies in the main asteroid belt. The
points are coloured according to their value of kNEOCC1 .
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