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Executive Summary

”Water cuts across so many aspects of human existence, that it would almost be a surprise if it never
led to conflict, or sometimes even violence” (Wegerich & Warner, 2010). While there is significant
truth to this idea, in the last few decades, countries that are otherwise hostile towards each other have
joined hands to cooperate over water sharing. This resource, useful in most of its forms and harmful
in some, has left people thirsty not because of its absence but because of its poor allocation. Resource
allocation has been a policy problem for many decades now. While economists argue that water must
be distributed efficiently, ethicists argue for its fairness, and politicians argue for the stability of the
signed treaty. This research looks to explore if an existing efficient allocation of water can also meet
both the requirements of fairness and stability.

Under the premise that utility from the benefits of water is distributed among equally powerful actors in
a shared river basin, this research uses the Lower Susquehanna River Basin case study to generate a set
of Pareto optimal allocations and goes on to evaluate their fairness and stability. Fairness is ascertained
using three ethical principles: utilitarianism, operationalized using a utilitarian social welfare function,
egalitarianism, operationalized using the Gini index, and prioritarianism, using the prioritarian social
welfare function. Stability is ascertained using fallback bargaining in a cooperative setting. In a non-
cooperative setting, four equilibrium conditions are used. They all assume different levels of foresight,
knowledge of other actors’ preferences, and actors’ interest to cause disimprovement to other actors.

The Pareto optimal outcomes obtained from the Susquehanna River Basin model are evaluated for
stability and fairness against these definitions. These definitions allow for the outcomes to be evalu-
ated along a spectrum of aggregate utility (utilitarian fairness metric), equality, and prioritarian utility
(prioritarian fairness metric). We found that similar values of aggregate utility can be distributed
in multiple ways resulting in different levels of equality and prioritarian utility for policies. Policies
that balance aggregate utility, Gini index, and prioritarian utility were identified using visual analysis.
These policies can be categorized as ’compromise’ policies that reduced the tradeoffs between the actor
utilities and increased the overall utility distributed. This is in line with the idea that cooperative
benefit-sharing can result in making the ’pie’ bigger so there is more utility available to distribute,
creating win-win situations for everyone. The fairness metrics and tradeoffs between metrics are found
to be highly dependent on changes in the value of marginal utility, priority to the worse-off, and bare
minimum utility required for each actor.

In the stability evaluation, the disagreement point, or the outcome of no agreement, is varied be-
tween the current operating policy in the Susquehanna River basin and a ’get nothing’ policy. In the
’get nothing’ case, all Pareto optimal policies are found to be stable in a non-cooperative setting. When
the Susquehanna operating policy is used as a disagreement point, no stable policy is found when all
7 players are in the game. This is attributed to a status quo bias among actors where they tend to
prefer the existing policy over a new one. As the number of players in the game reduced, the status
quo bias went down. This goes to say that unanimous agreements with as many as 7 actors can be
expensive. The procedure of fallback bargaining identifies a stable policy that does not allocate the
worst-case utility to any actor. This outcome does not exhibit status quo bias, is in the 95th percentile
of aggregate utility, and the 75th percentile of the Gini index. Given that cooperative games assume
that actors will abide by a social contract, the outcome from cooperative solution concepts is considered
an ideal scenario while the outcome from non-cooperative stability is seen as the worst-case scenario.

Overall, the proposed method can be used to identify stable and fair solutions in a transboundary river
basin with non-transferable utilities. The operationalization of fairness and stability in this method is
limited by the choice of using the same utility function for all seven players and considering the players
to be equal. It would be interesting to explore different utility functions and varying levels of influence
between actors and using allocation principles other than Pareto optimality as part of future research.
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1
Introduction

On some days we are a world of 194 independent countries and on some days we are a world of 7
billion dependent people. 261 international rivers cover almost half the globe and 109 shared river
basins providing water to 40% of the global population (Wolf, 1999). Water resources are, simultane-
ously, borders, means of transportation, tools of trade, a necessity for survival, producers of electrical
power, underpinnings of food production, and sources of risk (McCaffrey, 2001; Doorn, 2013). This
omnipresence of water in human existence has historically made it a ground for conflict and cooperation
(Wegerich & Warner, 2010).

The lack of access to water has seen more than 400 conflicts across the world in the last decade
alone (Pacific Institute, 2019). Concurrently, there have been 50% more flood events across the world.
While developments such as population growth, urbanization, and increased affluence are projected to
increase global water demand, phenomena such as climate change will result in increased flood and
drought conditions in the future. The discussions on water scarcity point out that the main issue is not
availability but access, allocation and poor management decisions (Anand, 2007; Kijne, 2003).

The disproportionate use of water in the Global North compared to the Global South, the overuti-
lization of water by upstream countries leaving little to downstream areas, and the unequal impacts of
water-related disasters on some parts of the world over others all underscore the importance of justice
in water allocation and governance (Doorn, 2019; S. G. Yalew et al., 2021). While the necessity of
water justice is generally agreed upon, the mechanisms to ensure distributive justice remain complex,
debated, and often difficult to operationalize.

Justice has been conceptualized as fairness by John Rawls (Rawls, 1958). He argues that firstly, all
parties need to agree to a system of justice. Following this, they should check if this method of justice
results in a stable society over time. In his seminal work, A Theory of Justice, he argued that ”A sense
of justice is more stable than another if the sense of justice that it tends to generate is stronger and
more likely to override disruptive inclinations” (Rawls, 1971). The United Nations proposed that the
division of water between states sharing resources must be ’equitable and reasonable’ to ensure water
cooperation between riparian states (SDG 6.5.2). These ideas suggest that fairness and stability are
important criteria for justice in water resource allocations.

While these criteria remain theoretical in nature, operationalizing resource allocation has often been
a result of market forces at the helm of which is the principle of efficiency. Welfare economists have
shown that ’all other things being equal’, an efficient allocation, identified through Pareto optimality,
is a perfectly competitive equilibrium and is morally desirable (Hausman, McPherson, & Satz, 2016).
However, Pareto optimality, albeit argued to be a necessary condition for justice, has been critiqued to
be too ideal and not ensuring fairness or stability (Grasso, 2007; Cudd, 1996).

1



1.1. Research Gap 2

1.1. Research Gap
In literature, efficiency, stability, and fairness are three criteria operationalized to inform water alloca-
tion policies. Multi-objective optimization techniques have been used extensively to identify efficient
means of resource allocation (Reed et al., 2013; Kasprzyk et al., 2016; Giuliani et al., 2014).

Game-theoretic approaches have been extensively used to determine stable allocation solutions (Madani
& Dinar, 2012; Madani, 2010, 2011; Madani & Hipel, 2011; Sheikhmohammady & Madani, 2008; Brams
& Kilgour, 2001). Stability is also referred to as ’accepted’ solutions or implementable solutions within
the literature. These studies acknowledge that stability does not warrant optimality or the other way
around.

Implicitly, fairness principles are embedded within cooperative game-theoretic solutions such as the
core, Shapley value or Nucleolus (De Clippel & Rozen, 2019). However, there are fewer studies that
explicitly discuss the fairness of allocations. From the existing studies, utilitarianism, egalitarianism,
prioritarianism, and envy-free theories of fairness have been operationalized in cases where the water
resource being distributed is comparable between players (Ciullo et al., 2020; Tian et al., 2019a).

Additionally, most of the studies consider the allocation of comparable resources such as water or
money among players. In shared river basins, purely due to geographic distribution, some risks are
localized to some actors such as flood risk which often affects areas downstream. Similarly, the rewards
also may not be transferable across borders such as hydropower revenue. In such situations, limited
studies analyze the stability of outcomes (Gold, Reed, Trindade, & Characklis, 2019) and no study, to
our knowledge, has evaluated fairness.

Thus, two important gaps in research were identified. Firstly, no one study accounts for stability,
fairness, and efficiency considerations when identifying water resource allocation policies. Secondly,
there is no single method to evaluate stability and fairness when the outcomes cannot be transferred
between players.

1.2. Research Question
To study the identified research gap, the following research question is formulated:

Given a Pareto optimal solution set of non-transferable water resource allocations in a
shared river basin, how can stability and fairness be evaluated?

To evaluate something, a method must be identified, and then it must be operationalized. To enable
this, the research question is broken down into 4 sub-questions.

• What are the ethical principles suitable to evaluate allocation fairness?

• What are the stability concepts suitable to evaluate allocation stability?

• How can fairness principles be applied to evaluate a given water resource allocation?

• How can stability concepts be applied to evaluate a given water resource allocation?

Attention is drawn here to the difference between evaluating and deciding an allocation. The process of
evaluation ascertains the fairness or stability of an existing allocation while deciding on the allocation
implies identifying how the resource can be divided.

This research aims to propose a method to identify efficient, stable, and fair water resource alloca-
tion policies. The proposed method will be applied to a case study of the Susquehanna river basin. The
Pareto optimal policies which will be evaluated will be identified by using a model of the Susquehanna
river basin developed by Salazar, Reed, Herman, Giuliani, and Castelletti (2016).



1.3. Story line ahead 3

1.3. Story line ahead
The structure of the report is as follows

• Chapter 2 consists of a brief overview of related work of authors that made novel contributions
to this area of research

• Chapter 3 introduces the context within which this research operates

• Chapter 4 introduces the fairness principles and stability criteria that are considered within this
study and answers the first two research questions.

• Chapter 5 introduces the Susquehanna river basin case study

• Chapter 6 elucidates on the methods used to operationalize stability and fairness criteria.

• Chapter 7 presents the results obtained from applying these methods to the case study

• Chapter 8 has a detailed discussion of the implications of the results to the research question

• Chapter 9 concludes the research and identifies possible future lines of research and addresses
limitations



2
Related Work

To answer the research question, stability definitions were identified from game theory and fairness
principles were identified from welfare economics. The related work within these fields and other
relevant areas is briefly discussed within this chapter. The main ideas upon which this research is built
are extensively discussed in Chapter 3. Therefore, this chapter is limited to the novel contributions
made by authors to this area of research and studies that were found interesting.

2.1. Stability of water resource allocations
Kaveh Madani and Ariel Dinar are two authors whose work is extremely related to this research from the
aspect of using game theory in water resource allocations. Madani (2010) reviews multiple transbound-
ary water resource allocation studies that use game theory to determine resource allocation. In the
12 studies documented within his paper, solution concepts from both cooperative and non-cooperative
game theory are used. Hipel et al. (2020) and Madani and Hipel (2011) define solution concepts that can
be used under different assumptions of foresight, knowledge of other’s preferences and disimprovement.
Madani and Dinar (2012) made a novel contribution of evaluating the stability using cooperative game
theory stability concepts under non-cooperative management institutions. Madani et al. (2015) used
fallback bargaining to predict the outcomes of conflict in the Sacramento-San Joaquin Delta case study
under uncertain conditions. Madani (2011) used Monte-Carlo game-theoretic approach to multi-criteria
decision making under uncertainty, an idea similar to decision making under deep uncertainty (Marchau
et al., 2019; Kwakkel et al., 2016).

Gold et al. (2019) used fallback bargaining to identify cooperative outcomes while using robustness
of a policy as a measure of utility over which policymakers make their preferences. This can prove to
be a novel alternative to the conventional utility metrics that are used in literature. Fu et al. (2018)
used bankruptcy theory to determine disagreement points and bargaining weights for a transboundary
water resource allocation problem. They go on to use principles of equity and efficiency to determine
the bargaining weights. Slightly on a tangent but still relevant, the work of Chevaleyre, Endriss, Lang,
and Maudet (2007) discusses the computational problems that exist in social science problems, many
of which are related to resource allocation of game theory.

2.2. Fairness of water resource allocations
Tian et al. (2019a) incorporated the envy-free allocation mechanism without consideration of the stake-
holder preferences. They ration out a minimum amount of water to each region as it is an essential
resource and divide the rest in a way that no party can be envious of another. The study by Ciullo et al.
(2020) incorporated fairness into the optimization problem itself. They used cost-benefit analysis, egal-
itarianism, and prioritarianism to create problem formulations and applied those constraints to obtain
the allocation of risk and reward. Jafino and Kwakkel (2021) and S. Yalew, Kwakkel, Zatarain Salazar,
and Doorn (2021) identified fairness criteria that can be used to operationalize fairness in the context
of water resource allocation.

4
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He et al. (2018) used non-linear weights of water supply i.e. different utilities of water at different
times, converted it into a piece-wise linear weight based on the law of diminishing marginal utility and
optimized water resource allocation using this utility. They attempt to share the risk of a concentrated
water shortage across players. This is one of the few recent studies to incorporate non-linear utility
into the problem formulation. Karamouz et al. (2011) created a system dynamics bargaining model to
determine the non-linear utility of water quality and used it to determine allocations of water quality
to a reservoir-river system. UNESCO and World Water Assessment Programme (2021) compiled an
extensive report outlining the different methods for the valuation of water based on its different uses.
This is one of the larger compilations of research on quantifying the utility from water.

Although not within the domain of water, Matthew Adler conducted a significant amount of research in
applying fairness principles to climate change policies which are closely related to the work undertaken
in this study (M. Adler et al., 2017; M. Adler, 2012; M. D. Adler, 2016, 2019). Outside of these, the work
of Hausman et al. (2016) was found to be a good compilation of the key concepts from welfare economics
and moral philosophy that informed a lot of the general definitions used within this research. Lastly,
Craswell (1998) published a well-written piece outlining the fundamental ideas of welfare economics
that can prove useful to clarify the vocabulary that is often used in these fields.

2.3. Efficiency of water resource allocations
While stability and fairness are the two lenses according to which this research will be conducted, the
input to the method is a set of Pareto optimal alternatives. Over the years, the field of multi-objective
optimization has become considerably more sophisticated and well communicated to underscore its rel-
evance to evidence-based policymaking. Given this modeling approach forms the case study for this
research, novel ideas in this field are also discussed.

The work of Gold et al. (2019), already mentioned before, also uses multi-objective optimization.
The work of Salazar et al. (2016) forms the case study used in this thesis. Using the same case of
the Susquehanna River basin, Giuliani et al. (2014) performs multi-objective optimization to gener-
ate a decision-analytic framework to overcome policy inertia and myopia in river basin management.
Kasprzyk et al. (2016) shows how the use of multi-objective optimization battles Arrow’s paradox.
Doering et al. (2021) conducts interesting research on how the value of the information about inflow
into a reservoir system changes concerning stakeholder preferences and evolving hydrologic conditions.
They saw that the value of information depends on the objectives emphasized and can decline when
physical constraints of reservoirs inhibit the use of forecasts in decision making.

2.4. Water Justice
The last area of work that also informs parts of the research and is related to it is that from water
justice. Doorn (2019) put together the theory of water ethics for those just entering the field and
introduces the key concepts in water ethics. Doorn (2013) talks about the key characteristics of water
that pose interesting issues in its equitable allocation. S. G. Yalew et al. (2021) proposes ideas for the
operationalization of distributive justice in transboundary water resource allocations.

The work of Wolf (1999) clarified the fact that there have been more instances of cooperation over
water than there has been conflict, although much of the media and general narrative around water is
talks about the contrary. Based on his work, the International Freshwater Treaties Database was cre-
ated which continues to update information about treaties signed over water cooperation (McCracken
& Wolf, 2019). Wegerich and Warner (2010) compiled a series of essays around the politics of water
which serve as a fresh perspective to the mathematical world of optimization and game theory.



3
Setting the stage

The substantial, growing body of scholarship in the area of resource allocation demands any new research
question to be placed in the larger context. When discussing the distributive justice of a distribution,
the context is set by three main questions:

• What is being distributed?

• Who is it being distributed to?

• How is it being distributed?

Within this study, just allocations are considered those that are fair and stable (Rawls, 1971). Given
the main research question about evaluating the stability and fairness of an allocation, it becomes
imperative to deliberate, albeit briefly, upon these contextual questions. They not only set the stage
for the research but also inform some of the key choices and assumptions made in the process. The
main research question of this study, primarily intended to create methodological research, is nestled
under the ’how’ of just distribution. Answering the other two contextual questions sets the tone for the
research. This chapter discusses the premise of the study.

Determining what is being distributed and to whom would take one into different worlds of litera-
ture. Figure 3.1 identifies the broad choices that can be made to narrow down the context.

Figure 3.1: Research question in the context of distributive justice

3.1. What is being distributed?
The first aspect of resource allocation is discussing what is being distributed. A resource can be dis-
tributed directly where everyone gets a share of water or, the value from the resource can be distributed.

6
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Water sharing agreements started with simple volume sharing dominating the treaties. These treaties
evolved to have hydropower requirements, irrigation demands, and more recently, environmental regu-
lations as factors in identifying equitable sharing agreements (Wolf, 1999; Dellapenna, 1994; Giordano
et al., 2014). Here we see the operationalization of ’value’ as a benefit to the consumer. The shift
from direct water sharing to benefit sharing in cooperative treaties has also been backed by academic
discourse as a move that creates a ’bigger pie to share’, laying the foundation for equitable win-win
situations among riparian states and eventually leading to stronger co-operations (Davidsen, 2010).

Creating equitable utilization of resources between riparian states is the current golden doctrine that
governs international law concerning water allocations (UNWC, 2012b). Equitable allocation does not
refer to equal portions of water but a fair balance of uses between all states (UNWC, 2012a). Water,
serving the many purposes it does, can be a competitive resource adhering to the subtraction criteria
(i.e. one’s consumption subtracts from the total available to others) (Doorn, 2013). In such a situation,
there are often trade-offs that must be made between different uses of water to create a fair balance
of uses. Trade-offs in water allocations can come in many forms. For instance, between fisheries con-
servation and hydropower revenue, or environmental regulations and water supply (Villamayor-Tomas
et al., 2016; Giuliani et al., 2014). Evaluating trade-offs, or identifying a ’fair’ balance between uses,
necessitates comparing the value of one user to another (intercomparison of utility). This requires that
the value from each use of water is quantified.

Utility is a measure used to quantify the benefit or value received from consuming a resource. Given it is
often difficult, if not impossible, to compare different purposes of the same resource, utility is typically
a measure of the degree to which an outcome conforms to a person’s preferences. If a person sees more
value in one unit of water when it is consumed as hydropower compared to agricultural consumption,
then the policy that generates hydropower has greater utility because they see more value in it. Wel-
fare economists have historically used utility theory to justify, analyze and evaluate policy alternatives
(Hausman et al., 2016). The outcome of each policy alternative will have a utility associated with it
and these utility values are used to evaluate policy alternatives.

The utility from a resource can be a linear function of its use or a more complex, non-linear func-
tion. Harsanyi (1955) stated that if an individual has a set of preferences that satisfy the mathematical
axioms of expected utility theory and the policies under evaluation are Pareto optimal, a linear function
can be used to ascertain utility from each policy. The axioms of expected utility theory imply that
the set of preferences made over a set of alternatives are that of a rational individual who does not
change their preferences in whichever form they are presented, has a preference over every one of the
policies presented to them, and does not change their preference order when new options are presented.
In jargon-free terms, a linear utility function means that a person states that they get the same value
by increasing hydropower revenue from 1 to 5 million dollars as they get if it is increased from 5 to 10
million dollars and they will not change their mind if the options are presented differently.

While water’s worth is arguably infinite, recognizing, expressing, and measuring its worth in different
uses and incorporating it into decision-making are important to identify equitable allocations (UNESCO
& World Water Assessment Programme, 2021). Given the importance of its valuation, a linear function
can arguably be too simplistic or simply not realistic for different uses of water. This can be seen in
water use for agricultural practices. While too little water is dangerous, too much water supply is also
counterproductive and reduces the utility obtained (Karamouz et al., 2011). For each use of water, a
different utility function can be ascertained depending upon the use and the society using it.

To formalize the methodologies used for valuation of water, the literature was divided into five differ-
ent perspectives by the United Nations Educational, Scientific and Cultural Organization (UNESCO)
- valuing water sources, water infrastructure, water services, water as an input to production and
socio-economic activity and other socio-cultural values of water. Within each perspective, quantitative
valuation can be done using multiple methods such as using demand functions, linear programming
(Renzetti & Dupont, 2003) and production functions (Kleinman, 1969) among others.

In this study, we use the concept of diminishing marginal utility to measure the utility that a user
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gets from consuming water in different forms. This allows considering utility as a linear function of
outcomes or a non-linear function. The theoretical details of this are discussed in chapter 4. Unlike
the comprehensive methods proposed by UNESCO and World Water Assessment Programme (2021),
a common utility function is used across all use purposes of water. This sections funnels to underscore
this key assumption made in the study. The assumption is placed in the context of the rest of the
research in figure 3.2.

Figure 3.2: First key assumption of the research placed in context

At this point, it becomes important to note that utility theory is perched on a fundamental assump-
tion that people are ’competent evaluators’, that is, if there are multiple policy alternatives in front of a
person, if their beliefs about the consequences and properties of the different policies are true, they are
good judges of what is good for them (Hausman et al., 2016). This assumption brings us to the next
major question, who is the utility being distributed to or, who are the competent evaluators?

3.2. Who is the resource distributed to?
When welfare economics talks about ’people’ or ’agents’ as competent evaluators, they typically refer to
citizens or consumers that do not necessarily need to have a direct say in the policy-making itself. From
this perspective, policy fairness refers to how fair it is to individuals. However, when talking about
transboundary water resource allocations, the idea of a state emerges. Two riparian states competing
for a water resource implies that fairness can also be attributed to an entire nation-state as is the
customary international law.

Two leading theories guide who should be considered as a recipient of a fair allocation, recognized
by the United Nations: the theory of limited territorial sovereignty and the idea of a community of
practice (UNWC, 2012a). The theory of limited territorial sovereignty, treated as customary interna-
tional law, is the most accepted idea by states in international water-sharing agreements (Dellapenna,
1994). Rooted in Walzer’s theory of morality of states, it suggests that states have a ”sovereign right
to exploit their resources” (Walzer, 2015). According to this theory, the idea of fairness holds within
a state. Equitable and reasonable utilization is between two states and each state must refrain from
causing any significant harm to another (UNWC, 2012b).

On the other hand, the idea of a community of interest is similar to the theory of cosmopolitanism, a
Kantian and Stoic concept of universal human fellowship (S. G. Yalew et al., 2021). According to this
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idea, everyone in a shared basin has an equal right to the benefits of water irrespective of which state
they belong to and the allocation must be fair to the end-user of the water resource. Given the research
question is about identifying methods to evaluate fairness and stability of Pareto optimal outcomes, an
important aspect of the premise is that everyone has an equal claim to benefit from the shared water
resources and has agreed to find benefits from cooperation. This stands more in line with a cosmopoli-
tan idea of water allocation.

Therefore, the water resource is being distributed to groups of individuals with different needs (dif-
ferent sectors) along a shared river basin, with each sector represented by one rational, competent
policymaker and they all have an equal right to claim for the resource. The figure 3.3 puts this key
assumption in context.

Figure 3.3: Second key assumption of the research placed in context

3.3. How is it being distributed?
At this stage, the center of this study is a shared river basin, with rational actors representing the
different sectors utilizing the resource. Allocating utility to each actor can be done based on different
criteria such as fairness or stability. The allocation process looks different for different criteria because
it can change the allocation principle, the level at which decision making occurs, the negotiation process,
and the social choice aggregation. In our case, the research question involves evaluating the fairness and
stability of an existing policy. Therefore, the allocation principle remains consistent across the criteria
of fairness and stability - Pareto optimality. However, the other three considerations are different when
fairness and stability are being considered. As discussed in Chapter 2, game theory has been used
extensively in identifying the stability of policy outcomes. In the same vein, welfare economics and
moral philosophy have often informed fairness considerations in resource allocations. The two fields are
compared against the three considerations in figure 3.4 and discussed here.
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Figure 3.4: Difference between stability and fairness evaluation in the resource allocation process

Level of decision making: This can either be centralized where one party is making a decision for
everyone, by taking into account individual utility or, it can be decentralized where multiple actors come
together to decide over a decision. Fairness considerations are usually agnostic to the intentions of the
actors or the strategies they wish to use. This is to say that a policy is morally fair or morally acceptable
whether or not it is accepted by a set of decision-makers. Therefore, when fairness is considered, the
decision-making is assumed to be centralized. However, stability considerations are entirely dependent
on the intentions of the actors. This is also why stable solutions can be arrived at after multiple rounds
of negotiation and trading of goods (Chevaleyre et al., 2007). The intent with which actors come to
the table can broadly be cooperative or non-cooperative. This influences how the different aspects of
resource allocation play out and leads one to the two worlds of game-theoretic literature - cooperative
games and non-cooperative games.

Negotiation process: Given decisions about fairness are centralized there is no process of nego-
tiation associated with it. In the case of decentralized decision making, there can be a method or
structure to the negotiation process that determines the final outcome. Non-cooperative game theory
deals entirely with the process of negotiation. The focus is on what strategy suits the needs of the
individual actor. The need can be determined based on an assumption but the most common one is
that of a self-interested individual looking to enhance their utility. In cooperative game theory, players
make binding agreements to adhere to the outcome of the process (social contract). Cooperative game
theory then goes on to identify the conditions under which cooperative solutions can be identified and
proposes ’bargaining’ solutions if the parties choose to negotiate.

Social choice aggregation: Part of a larger body of work called social choice theory is the con-
cept of choice aggregation. This is the method or function used to aggregate individual preferences or
individual welfare (Sen, 1986, p. 214). When evaluating the fairness of an outcome, individual welfare
must be aggregated. In this case, welfare is measured as utility given to an individual. When welfare is
being aggregated, social welfare functions are used. These functions are described in detail in chapter
4. When evaluating stability, preferences need to be aggregated, in other words, if everyone is equally
powerful, how many people need to agree on a policy for it to be considered stable. When individual
preferences are being aggregated, there can be many kinds of choice aggregations such as majority,
where a policy with the majority support is picked, plurality, where a policy with the most support is
picked, or unanimity where everyone’s approval is required (List, 2013). There is an inherent element
of justice or fairness associated with the chosen choice of aggregation. For example, a majoritarian
choice aggregation can be argued as aligned to the ideas of utilitarianism. For non-cooperative game
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theory, the choice aggregation is always unanimity because the actors do not wish to cooperate and
each one is pursuing their interest. In a cooperative setting, the only unanimity is considered as a choice
aggregation for individual preferences in this study to be able to compare it with the non-cooperative
outcomes.

3.4. Research Design
The considerations described in the previous section and the guiding questions discussed in this chapter
set the context around which fairness and stability can be evaluated. The research flow that follows
this setting is described in figure 3.5

Figure 3.5: Research flow

Chapter 4 will discuss the specific stability concepts from game theory and fairness principles that
will are chosen to be operationalized. Chapter 5 describes the case study on which these principles are
operationalized. Finally, chapter 6 describes how the two criteria can are operationalized.



4
Theoretical Foundations: Fairness
principles and stability concepts

At the beginning of this study, we discussed that the need for justice is agreed upon in transboundary
river basins but its mechanisms are often debated and difficult to operationalize (S. Yalew et al., 2021).
From Rawls’ argument, we conceptualized justice as fairness and necessitated that a policy is more just
if it results in a more stable society over time (Rawls, 1971). Operationalizing this idea is challenging
for different reasons. Firstly, there are multiple ideas of fairness that are competing with each other
in their conceptualization although they may agree on some underlying moral values. For example,
utilitarianism and prioritarianism are consequentialist (i.e. state that fairness is in the outcome of an
act but they differ in the way they are conceptualized) (Sinnott-Armstrong, 2003). Secondly, policy
stability depends on multiple uncertainties such as changing public values, climate change, and in the
case of transboundary rivers, changing political scenarios (UNW-DPAC, 2013; Ansink & Ruijs, 2008).
It is for this reason that moral philosophers and game theorists often suggest the conditions under which
a policy could remain stable (Verbeek & Morris, 2004). Lastly, both fairness and stability rely heavily
on the context in which they are analyzed (S. Yalew et al., 2021).

To answer the larger research question of evaluating fairness and stability, it became imperative to
systematically understand what are the fairness principles and stability concepts that can be used given
the current context described in chapter 3 - where the utility from water is being distributed among
equally powerful individuals who represent the different sectoral needs of water in a transboundary river
basin.

This chapter primarily seeks to delve into the first two research questions

• What are the stability concepts suitable to evaluate allocation stability?

• What are the ethical principles suitable to evaluate allocation fairness?

To identify principles suitable for this context, three guiding criteria are used -

• Suitability to non-transferable water sharing/ transboundary water sharing: One of the
research gaps identified within this study is to understand the fairness and stability of allocations
when they cannot be transferred to other actors. Especially in transboundary river basins different
benefits or risks are associated with different sides of the border and although the water can be
redirected the benefit cannot be shared as-is. Additionally, this research aims to identify a method
that can be applied in transboundary river basins and hence this became criteria for suitability.

• Suitability for evaluation of a policy: Amartya Sen distinguished the two broad purposes
of aggregating utilities of different actors: deciding and evaluating. The former is to decide how
to divide the water resources among a set of actors and the latter deals with what is the fairest
allocation among the set of proposed allocations. As discussed before, this study seeks to evaluate

12
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a policy in hand where the division of resources is performed using the criteria of Pareto optimality.
Therefore, a principle or solution concept must be suitable for evaluation rather than deciding on
how to divide the resources.

• Level of information required: The operationalization of fairness or stability can require
specific information about the use of water in the arena or access to the actual preferences of
people within the basin. Some information can be inferred from the case while some might still
be inaccessible. Therefore, this became the last criteria.

4.1. Fairness principles
As briefly mentioned in chapter 3, the fairness of an allocation is evaluated using a welfare economics
approach. The welfarist approach assumes that policies can be ranked on the welfare they generate to
society (Sen, 1970). Welfare, in this case, is measured as utility provided to an individual actor. This
process is inherently consequentialist i.e. measures the fairness based on the outcomes of a policy and
does not take into account the presence of the actors themselves in the decision making, just the utility
they receive.

Within this consequentialist approach, there are multiple fairness principles. From existing research in
the water domain, six moral principles were identified : Envy-freeness, utilitarianism, weighted utili-
tarianism, egalitarianism, prioritarianism, and sufficientarianism (S. G. Yalew et al., 2021; S. Yalew et
al., 2021; Jafino & Kwakkel, 2021; Doorn, 2019).

This section first discusses how the utility of water is calculated followed by a discussion on the fairness
principles.

4.1.1. Utility of water
The utility of water is calculated using the theory of diminishing returns. The mathematical formulation
is as shown in equation 4.1 and its corresponding graphical representation is shown in figure 4.1.

u(x) =

{
c1−η
i

1−η , if η! = 1

log(ci), if η = 1
(4.1)

Figure 4.1: Utility curve

ci is the consumption of water or the benefit from water by the actor i. η is the marginal utility of
consumption. This is the weight given to each additional unit of resource consumed. From the figure,
it is seen that when η = 0, the utility of water is linear to the consumption. This can be read as ”each
additional unit of resource consumed has the same value”. For example, if 100 units of hydropower are
being allocated to an actor, the 101st unit of hydropower adds just as much value to a user as the 1st
unit of power. However, it is often not the case that the value of the 101st unit is the same as the 1st
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unit. In fact, it is lesser. The objective of this utility function is to capture that reducing marginal
utility with each additional utility received. This function is treated as standard practice (M. Adler et
al., 2017; Botzen & van den Bergh, 2014; Dasgupta, 2008).

The formulation of this utility function can have multiple positive monotonic transformations. Mathe-
matically, this means that any positive or negative number can be added or subtracted from the utility
function and its shape would remain identical. Figure 4.1 represents equation 4.1. However, if the
formulation in equation 4.2 is plotted, it yields the same plot for any real value of b. This means that
the utility function generates a set of preference orderings i.e. it is a relative measure where the utility
of one is more in relation to another level of consumption.

u(x) =

{
c1−η
i

1−η + b, if η! = 1

log(ci) + b, if η = 1
(4.2)

It is seen that as the value of η changes, the shape of utility changes. Within climate and water
literature, different studies assume values for it within the range of [0,3] (Kind et al., 2017). This
value, M. D. Adler (2016), describes best, as a ”number that captures individuals’ personal preferences
overconsumption”.

4.1.2. Utilitarianism
Utilitarianism, an idea originally formalized by Jeremy Bentham back in the 18th century (Driver, 2009),
is one of the most widely known and used theories of fairness. In this conception, it is believed that a
fair policy maximizes the welfare for the most number of people irrespective of the distribution among
individuals (Sen, 1970). To measure the aggregate utility a social welfare function is used (M. D. Adler,
2019). A generalized form of the social welfare function is shown in equation 4.1.

W =

n∑
i=1

u(xi) (4.3)

Aggregate welfare (W), or aggregate utility, is the sum of the utility provided by a policy for ev-
ery single actor in a group of n actors. xi is the amount of resource or benefit from the resource that an
actor consumes. The fair policy is considered the one that maximizes aggregate utility. A utilitarian
typically assumes decreasing marginal utility (η) i.e. they attribute a decreasing marginal utility for
increasing values of consumption (M. Adler, 2012). This is achieved by using a utility function that
converts the benefit or consumption of the user to utility as described in the previous section.

The most well-known operationalization of utilitarianism is Cost-Benefit analysis (CBA). CBA and
the utilitarian social welfare function have been used in multiple water-related contexts such as flood
risk distribution and transboundary water allocations in the Nile, the Volta and the Mekong River Basin
(Kim & Glaumann, 2012; Ciullo et al., 2020; Kind et al., 2017). The idea of dividing resources using
a utilitarian perspective is also referred to as the social planner method within literature (Madani &
Dinar, 2012). The utilitarian social welfare function can also be used to evaluate a distribution that has
been decided based on other allocation principles as well because it only requires the utility obtained
by each actor after a division is performed.

An important and also the most critiqued aspect of utilitarianism is that it is agnostic to the nature of
the distribution. If two actors are sharing a resource with aggregate welfare of 100, two allocations that
distribute welfare as 80-20 or 50-50 are treated the same by the utilitarian social welfare function. It
is non-intuitive to ascribe to an idea of fairness that does not take the differences in individual utility
distributed. For this reason, multiple distributive justice principles came as a response to utilitarianism
(Doorn, 2019).

One response that remains within the realms of utilitarianism is the idea of weighted utilitarianism.
In this case, the individual utility of different actors is given weight. This weight has been determined
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using different methods within literature such as using the Just-Noticeable differences and relative im-
portance of actors (Argenziano & Gilboa, 2015; Haddad, 2005). M. D. Adler (2016) suggests that η
itself can act as a measure to incorporate distributional weights into utilitarian social welfare function.
The functional form of weighted utilitarianism is shown in equation 4.4 where a is the weight given to
actor 1 and (1-a) is the weight given to actor 2.

W = a(u(x1)) + (1− a)u(x2) (4.4)

4.1.3. Egalitarianism
Egalitarians believe that social welfare cannot be aggregated using a single welfare function and what
matters is the distribution of value between individuals. A strict egalitarian would side with the idea
that no inequality is tolerable and all actors must get an equal distribution of utility (Ciullo et al.,
2020). In general, the idea suggests that the relative differences in utility/well-being among individuals
ought to be minimized (Doorn, 2019).

To operationalize it, i.e. to measure the level of inequality in a society, one of the most commonly
used metrics is the GINI index. This index was originally conceptualized to measure income inequality
in a society (Gastwirth, 1972). For the sake of this research, the Gini index is defined as equation 4.5,
an operationalization borrowed from Ciullo et al. (2020).

G =

∑n
i=0

∑n
j=0 abs(ui(xi)− uj(xj))

2n2 ¯ui(xi)
(4.5)

The numerator shows the absolute difference between the utilities of actor i and j. The denominator
shows the mean value of the total utility received by all actors. Gini index (G) is the ratio of the
pairwise difference in utility between the n actors to the utility everyone would have received had the
distribution been perfectly equal (The mean value of utility). It is desirable to have lower values for the
Gini index. A lower value implies that there is a lesser difference between the utilities given to different
actors. The idea of relative difference is seen in the formulation where the difference of utility between
actors is aimed to be minimized.

The egalitarian idea has two objections against it. First is the idea of a leveling-down objection. This
states that egalitarianism supports the idea of reducing everyone’s utility to ensure equality among
all (this is operationalized by taking the absolute difference between utilities of different actors). The
second is the responsibility objection, which is to say that if people are disadvantaged because of their
own choices, they cannot be compensated (Doorn, 2019; Lamont, 2017).In the context of water, the
responsibility objection can be seen as ”if a country is using archaic agricultural practices that require
a lot more water, should they be equally compensated as the others?”. It was seen in a recent study
performed in California that the water demand has been going down with an increase in population
because of improvements in urban and agricultural efficiency, and shifts to higher-value crops and less
water-intensive economic and industrial activities (Cooley, 2020). In such a case, a responsibility ob-
jection can be raised by an actor if egalitarian principles are used to identify policies.

Despite these objections, egalitarianism has been used in the context of water resource allocations
because it takes into account the nature of the distribution, unlike utilitarianism (Ciullo et al., 2020).
It has also been used both in deciding on the allocation and in evaluating an existing allocation. The
Gini index is used for evaluation.

An idea similar to egalitarianism is the envy-free. This principle states that no actor must envy the
utility received by another actor. A potential formulation of it is shown in equation 4.6 (Aleksandrov,
Ge, & Walsh, 2019). Envy free principle requires that if an actor i, received a utility of ’x1’ and an actor
j received a utility of x2, the difference between the utility i would have got, had they been allocated x2

must be minimized. Envy is defined as the amount of utility they would have received had they been
allocated another actor’s share of the water.
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G =

∑n
i=0

∑n
j=0 max(0, ui(xj)− ui(xi))∑n

i=0

∑n
j=0 ui(xj)

(4.6)

This idea has been operationalized in settings where the division of the water resource is being de-
termined between riparian states (Tian, Guo, Liu, Pan, & Hong, 2019b). In such a case, what is being
allocated is water directly and the utility of water to one actor needs to be compared to the utility of
water to another actor. However, in the case of non-transferable resources in an existing allocation, it
becomes challenging to determine. For example, the envy-free index requires knowing what the utility
of water equivalent to 1 unit of hydropower would be to a farmer who requires water for agricultural
supply. This means reformulating the amount of water that went into producing 1 unit of hydropower,
converting it into agricultural output, and calculating the utility.

4.1.4. Prioritarianism
An alternative to overcome the objections raised with egalitarianism is the idea of prioritarianism. Ac-
cording to this theory, allocations should prioritize the worse-off and inequalities are justified if the
worse-off benefit from it. The formalization for this principle proposed by M. Adler et al. (2017) is
shown in equation 4.7. Although it looks similar to the formulation used for the utility function, this is
a transformation of the utility itself.

W =

{
(u(xi)−u(czero))

1−γ

1−γ , if γ! = 1

ln(u(xi)− u(czero)), if γ = 1
(4.7)

The parameter γ and czero represent moral or ethical choices that are made by the centralized decision-
maker who chooses to aggregate utility and identify fair policies. γ is the priority given to the worse-off
or, as M. Adler et al. (2017) described it, inequality-aversion parameter. czero can be considered as the
subsistence level of consumption under which existence is seriously at risk.

The important difference between egalitarianism and prioritarianism is that the former is about re-
ducing relative inequality while the latter is about reducing absolute inequality i.e. comparing the
utility increase of an actor to their bare minimum value instead of comparing it to another actor’s
utility. This makes prioritarianism a principle that aggregates welfare while also being sensitive to the
nature of the distribution.

Figure 4.2: Transformed utility using prioritarianism

The visual representation of the formulation is shown in figure 4.2. The value of γ is changed while
the utility obtained from czero is assumed to be zero in all the cases. The value of γ used in climate
justice literature is in the range of [0,3] with a central value of 1 (M. Adler et al., 2017). The x-axis in
this case is the aggregate utility of a policy. Therefore, it can be seen that when the value of γ is 0, the
aggregate utility is the same prioritarian utility. In other words, prioritarianism would be the same as
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utilitarianism if the priority given to the worse-off and zero levels of consumption are both set to 0.

With the presence of two ethical choices, this social welfare function has been criticized to require
a lot more information than the utilitarian function or the Gini index (Voorhoeve, 2014). This princi-
ple is gaining relevance in climate ethics literature, has been argued as useful in the context of water
resource allocations, and has been used in a study to distribute flood risk although not for evaluation.
However, the existence of a social welfare function allows for this to be used for evaluation (Ciullo et
al., 2020; Doorn, 2019; M. Adler, 2012; Broome, 2008).

4.1.5. Sufficientarianism
The last principle of fairness that will be discussed is sufficientarianism. This is the idea that distribu-
tive justice aims to give enough of a good to a person (Doorn, 2019). Especially in the case of water,
which is argued to be a human right (Gleick, 1998), sufficient amounts of water must necessarily be
provided to every person to ensure survival. The idea of sufficientarianism has gained a lot of attention
in the recent past in terms of its relevance to water resource allocations.

The United Nations articulates the need for water sufficiency in its Sustainable Development Goals
as -

The water supply for each person must be sufficient and continuous for personal and domestic
uses. These uses ordinarily include drinking, personal sanitation, washing of clothes, food
preparation, personal and household hygiene. According to the World Health Organization
(WHO), between 50 and 100 liters of water per person per day are needed to ensure that
most basic needs are met and few health concerns arise.

Arid countries have a water supply of fewer than 100 liters a day while countries in the west typically
consume about 900 liters per person, per day (Doorn, 2019). This statement is not just meant to show
inequality but to draw attention to the fact that 100 liters of water may be merely sufficient and the
exact amount is still debated. Therefore, although it has been vehemently argued for in water literature,
the information that is required to evaluate a policy against sufficientarianism requires specific details
about the water use, the population of the area, their accessibility to water, and the amount of water
lost in the process of distribution.

To conclude, 6 different fairness principles were looked at and analyzed against 3 criteria for suit-
ability. The overview of it is shown in figure 4.3. Pareto principle is adopted as the allocation principle
and hence has not been discussed. Envy-free has not been chosen for further operationalization because
it is far more suited for deciding on an allocation rather than evaluating one. When used for evaluation,
sufficientarianism can be used as a threshold if the information is available to a policymaker. Alterna-
tively, it can act as the ethical consideration that informs prioritarianism (czero).

While it may be sufficient to consider one fairness principle, three were chosen to be operationalized.
This is because, firstly, utilitarianism, egalitarianism, and prioritarianism have completely different
formulations and capture different ideas of fairness. Secondly, different fairness principles can apply to
the same context depending on the values of the people and policymakers (Jeffrey, 2018). Lastly, the
use of different principles and the subsequent policies identified could also throw light on the idea of
fairness that works best for the context at hand.
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Figure 4.3: Comparing fairness principles

4.2. Stability Definitions from Game Theory
Game theory is the systematic study of interdependent rational choice. It has been extensively used to
predict, explain and evaluate human behavior in situations where human actions determine the outcome
of a discussion (Verbeek & Morris, 2004). In this research, human action will determine the stability
of a certain policy because stability, in essence, deals with how ’accepted’ a solution is. As mentioned
before, the intention with which an actor comes to a discussion over policy alternatives divides game
theory into cooperative games and non-cooperative games. Before delving into the suitable definitions
from both fields, the use of terminology is established. Given the extensive body of scholarship in game
theory, there is a plethora of terminology, interchangeably used in different contexts to define some core
concepts of stability. The terminology used within the stability aspect of this research is mentioned
here and the same will be used throughout the rest of the document.

Arena: Arena is the geographic area where a game is played. In this case, the decision arena is
the Lower Susquehanna River Basin.
Decision Makers: Also referred to as actors, players or stakeholders are the people who eventually
decide on a policy being passed in a decision arena through competition or cooperation. In this case,
each objective is considered to be associated with one decision-maker.
Alternatives: Used synonymously with allocations and distributions, a solution, in this case, refers to
a specific distribution of resources based on a said allocation principle.
Stable solutions: Stable solutions are those resultant outcomes that are deemed accepted by the
stakeholders in an arena after playing the game.
Solution Concept or Stability definition: These are possible ways a Decision Maker might think
under conflict or cooperation (Madani, 2011).
Payoffs: Payoffs are the preferences of the players over the outcomes of the game (Hausman et al.,
2016)
Strategies:A Decision Maker’s strategy is a complete specification of the actions the player can take
whenever the player can act (Hausman et al., 2016). In this case, the player can choose between differ-
ent Pareto optimal policies. Therefore, each solution is equivalent to a strategy.
Game: a single or series of interactions between decision-makers playing strategies to obtain payoffs
with the knowledge that each of them has (Hausman et al., 2016).



4.2. Stability Definitions from Game Theory 19

Disagreement Point: A disagreement point in a game is the result of non-cooperation i.e. if no one
agrees on the outcomes available what would be the outcome that would occur.
Unilateral improvement: A unilateral improvement for any actor is defined as a move that allows
them to gain a better payoff.
State is a unique combination of strategies played by all the players.

Solution concepts from game theory are selected based on the same criteria specified at the begin-
ning of this chapter - suitability to the context of water, suitability to the process of evaluation, and
information required. While cooperative and non-cooperative game theory forms two contrasting ends
of the field, they are not divided based on the presence or absence of conflict but merely by the intent
of the player. A more detailed division of the field is given by Rasmusen (1989). This is shown in figure
4.4. Cooperation and non-cooperation can occur with and without conflict.

It is important here to understand what game theory considers to be conflict. When dealing with
cooperation without conflict, game theory assumes that all actors have made a binding agreement to
walk out with the fruits of cooperation which will be generated using an agreed solution concept such as
Shapley value or nucleolus. These solutions concepts then go on to recommend how to divide a resource
between different parties. Cooperation with conflict represents a scenario where the players, who have
otherwise agreed to cooperate, choose to negotiate or bargain over the share of resource they were allo-
cated with according to some solution concept. Non-cooperation with conflict shows a situation where
multiple actors come together but strategize to make moves against each other to get the utility they
want. Non-cooperation without conflict treats parties almost independent of each other and assumes
they do not have to cooperate at all.

Figure 4.4: Comparing components of game theory

In this study, the resource being distributed is water. Water is a competitive resource that follows
the subtraction criteria especially in shared river basins i.e. one actor using it takes away from how
much another actor can use it. The competitive nature of the resource naturally creates a dependency
between actors for the use of the resource. Therefore, the last situation, non-cooperation without con-
flict is highly unlikely to occur in a transboundary river basin. Even if actors choose to pursue unilateral
movements, other actors will be affected by unilateral movements and can choose to retaliate. Which
makes it a case of non-cooperation with conflict.

In the last few decades, there is a lot of media attention and political narrative around the idea of
’water wars’. Given the exacerbating issue of climate change, this idea has gained a lot more traction
(Wegerich & Warner, 2010). However, the work of Aaron Wolf, which involved a review of multiple
water-sharing agreements showed that there are more instances of cooperation over water than in-
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stances where riparian states make unilateral decisions that could incite deeper conflict (Wolf, 1999).
This makes cooperation without conflict an interesting area of game theory to delve into.

There are two reasons cooperation without conflict is not considered suitable for this study. Firstly, the
solution concepts proposed in cases with cooperation without conflict recommend how a resource can
be divided and provide little insight into the stability of an existing allocation. Secondly, the existing
solution concepts within this part of game theory are typically used when the goods are transferable
between players. Although solution concepts do exist in cases with non-transferable utility, the use
of these concepts in cases of transferable utility dominates game theory in water allocation literature
(Hart, 1985; Dinar & Hogarth, 2015).

In the case of cooperation with conflict, game theory proposes bargaining solutions. This is suitable for
the existing study because most water allocation agreements, even if the actors are cooperative, require
frequent negotiation of arrangements even to temporarily optimize the use of water resources. This
was proven true in developing the hydroelectric potential of Niagara and Columbia rivers in the United
States and Canada (Dellapenna, 1994).

Finally, although non-cooperative settings have been less likely in the past, there exist situations where
riparian states have taken or threatened to take or reserve the right to take unilateral action concerning
water sharing. This can be seen in multiple cooperative water-sharing treaties signed between riparian
states where they insist on unanimous approval to all decisions or reserve rights to making some unilat-
eral decisions (between Spain and Portugal, or in the Indus Water treaty between India and Pakistan)
(Dellapenna, 1994; Haines, 2016). Additionally, non-cooperative game theory is regarded to be far
more fundamental than cooperative game theory. This is because cooperative game theory assumes
that actors will adhere to binding agreements decided at the beginning of the allocation and it does not
specify what kind of binding agreements make an allocation stable. Non-cooperative game theory does
not make any such assumptions (Hausman et al., 2016). For this reason, the solution concepts under
non-cooperative conflict are also considered suitable.

Cooperative game theory typically requires exact amounts of utility obtained by each actor and non-
cooperative game theory only requires a preference order over the outcomes obtained. Given the avail-
ability of this information, the solution concepts from both these fields can be used.

4.2.1. Cooperative bargaining games
Bargaining games have also been used in the past in conjunction with ethics (Hausman et al., 2016) and
bargaining solutions are created by incorporating ethical principles into their formulation. For example,
there are egalitarian bargaining solutions proposed by Kalai (1977) and Myerson (1977).

The bargaining solution used in this case is a more recent concept termed fallback bargaining (Brams
& Kilgour, 2001). The earliest original reference to a similar idea is the ’Kant-Rawls Compromise’
proposed by Hurwicz and Sertel (1999). It is not entirely clear if this formally falls under social choice
theory or game theory but it has been used to identify ’stable’ or ’accepted’ solutions in water resource
allocation problems concerning both contexts (Sheikhmohammady & Madani, 2008; Gold et al., 2019;
Madani, 2011; Madani et al., 2015; Kıbrıs & Sertel, 2007).

Fallback bargaining is a method of identifying a bargaining solution where each decision maker be-
gins by indicating their preferences over alternatives. Then, they fall back in lockstep to less and less
preferred alternatives - starting with first choices, then second and so on till a compromise is reached
(Brams & Kilgour, 2001). This method seeks to minimize the maximum dissatisfaction of the players
involved (Madani, 2011). It has been identified as a method that results in ’reasonable’ policies being
picked from a set of finite policies (Kıbrıs & Sertel, 2007).

The level of dissatisfaction is represented by the preference order specified by the player over the
set of alternatives presented to them. This can easily be visualized as shown in figure 4.5. As is the
case with social choice theory and game theory, multiple mathematical axioms exist to prove the ex-
istence of an outcome and the maximum iterations after which it will be found (Brams & Kilgour, 2001).
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For policy relevance, it is interesting to know that fallback bargaining can be applied by incorporating
different choice aggregations. When unanimity is applied, it is termed as the ’Kant-Rawl’s Compromise’
because every player agrees to it and it minimizes the maximum dissatisfaction. In the case of figure
4.5, the black-colored policies are not picked because they are the least preferred outcomes for both the
players. However, as the number of players increases, the outcome which is not least preferred by a
’majority’ of players can also be incorporated and the corresponding outcome can be picked. Addition-
ally, fallback bargaining can return more than one outcome and they would both be considered stable.

Another variation of fallback bargaining is with an impasse. This means that each player can specify
the preference or cardinal value below which they do not intend to bargain and an outcome can be
picked accordingly. This is useful especially for water distributions because water is argued as a hu-
man right (Gleick, 1998) and providing a sufficient amount of water, especially for consumption and
domestic purposes, could be a mandatory minimum that must be provided. It was seen that if fallback
bargaining is performed with an impasse, or a minimum value, the worst outcome from the bargain will
be at the level of the impasse (Brams & Kilgour, 2001).

Figure 4.5: Visualizing the concept of fallback bargaining

Fallback bargaining is said to be immediately implementable if no actor has an incentive to lie about
their preferences (Brams & Kilgour, 2001). It is therefore important to be in a setting where individuals
are truthful about their preferences. This is the only cooperative setting in which stability is identified
within this study. In future research, additional bargaining solutions can be incorporated to corroborate
the results from this method to others.

4.2.2. Competitive games
Non-cooperative or competitive game theory deals with such situations where self-interested actors en-
gage in negotiation. Stability definitions from the Graph Model for Conflict Resolution, a branch of
non-cooperative game theory are used to identify competitive stable equilibria among the Pareto opti-
mal allocations Madani and Hipel. As described in figure 3.4, non-cooperative game theory allows us
to identify the types of strategy a player adopts in a negotiation. The types of strategy a player adopts
depend on their available knowledge about other actors’ preferences, their motivations to reduce their
payoffs to hamper the progress of another actor and their level of foresight. The level of foresight is
typically defined by the number of rounds of play a game has. Based on these three criteria (Madani,
2011) identified various stability definitions that are applicable to generic water resource management
games. An overview of the stability definitions is presented in figure 4.6.
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Figure 4.6: Stability definitions adopted from Madani & Hipel (2011)

The Nash equilibrium is one of the most widely used solution concepts in game-theoretic solutions
(Madani & Hipel, 2011). However, the application of Nash equilibrium to games that are not one-shot
may result in predictions that are not valid in practice (Ostrom, 1998). This is because, as can be seen
in figure 4.6, it assumes no foresight, a situation where no other actor’s preferences are known and no
interest in harming oneself to gain benefit. The lack of foresight in decision-making receives the most
amount of criticism for the application of Nash equilibrium to long-term policy decision negotiations.
While the other stability definitions attempt to bridge the gap in a Nash equilibrium and have been
used in water resource conflict resolution before (Nandalal & Hipel, 2007; Li, Kilgour, & Hipel, 2004),
by definitions, a Nash equilibrium will also be stable in other equilibrium conditions (Madani & Hipel,
2011).

The critique towards the use of Nash equilibrium is not just because it is unrealistic, but also be-
cause by choosing the Nash equilibrium players could do worse off for themselves than if they choose to
fully cooperate. it was also seen in water treaties signed where players take unilateral action that the
ultimate result is unsatisfactory and optimal utilization of resources only happens by accident and not
by design (Dellapenna, 1994).

Nevertheless, non-cooperative game theory remains a fundamental theory in studying human behavior
under conflict and despite the obvious merits of cooperation, states and policymakers tend to make
unilateral actions for individual benefit. Therefore, to account for the limitations as much as possible,
other stability definitions were proposed by Kilgour, Hipel, and Fang (1987) and Fang, Hipel, and Kil-
gour (1989) which can also be seen in figure 4.6. While it is not always possible to map these exact
assumptions of foresight and knowledge of preferences to the real world, the solution that is stable
against more stability definitions can be said to be more stable (Madani & Lund, 2011b).



5
Case Study: The Susquehanna River

Basin

5.1. Case Description
The Susquehanna River is the largest river lying entirely in the United States. The water spans over
an area of 71,000 square kilometers, an area almost half the state of New York. It runs through
New York, Pennsylvania, and Maryland. It is a source of water supply to 4.1 million people. In the
Lower Susquehanna River Basin is the Conowingo Reservoir, an inter-state water body shared between
Pennsylvania and Maryland. The Conowingo dam was constructed for hydropower generation purposes
and is currently the largest non-federal dam in the US. This region acts as a complex multiobjective
system due to competing demands between the hydropower production, water demand from Baltimore
and Chester, cooling water demand of the Peach Bottom Atomic Power Station, recreation water levels,
environmental regulations, and managing flood risk levels. A schematic representation of the case is
shown in figure 5.1.

The Susquehanna River Basin Commission has historically used computer-aided adaptive manage-
ment to manage these multi-sector needs. More recently, Giuliani et al. (2014) discussed the tradeoffs
between the outcomes in the Lower Susquehanna Basin, highlighting conflicts between hydropower rev-
enue, nuclear power cooling water, and environmental requirements. Salazar et al. (2016) used this
case was also used as a benchmark case study to explore the capability of Multiobjective Evolutionary
Algorithms in capturing trade-offs.

This is a transboundary competitive river basin with multi-sector, incommensurable demands. In
the past, multiobjective optimization has been used in this case to identify strategies for reservoir man-
agement (Giuliani et al., 2014). This makes it a suitable benchmark case to test the use of game theory
and evaluating the fairness of resource distributions given a set of Pareto optimal solutions.

5.2. Model Description
The model used to emulate this case is built upon the model used by Salazar et al. (2016). Water is
pumped between the Muddy Run reservoir and the Conowingo reservoir to take full advantage of the
intra-daily fluctuations in energy prices and maximize hydropower profit. During off-peak hours water
is pumped up to the Muddy Run facility and during peak hours it relies on gravity-based return flows
to reach Conowingo. Although direct rainfall is considered negligible evaporation losses are considered
within the study to account for prolonged drought which the Susquehanna river basin is known to face.
The relationships are as described below

sCO
t+1 = sCO

t + qCO
t + qCO,L

t − rCO
t+1 − ECO

t+1 − qpt+1 + rMR
t+1 − leak

sMR
t+1 = sMR

t + qMR
t + qpt+1 − rMR

t+1 − EMR
t+1

si is the volume at each reservoir (i = Conowingo Reservoir (CO), Muddy Run Reservoir (MR)),
qCO
t and qCO,L

t are the main and lateral flows from the previous time step, rCO
t+1 is the actual release,
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Figure 5.1: Schematic Diagram of the Lower Susquehanna River Basin

qMR
t+1 is the flow from the Muddy Run facility and Ei

t+1 is evaporation losses between timestep [t+1, t].
The actual release rCO

t+1 = f(sit, u
i
t), where sit is the storage and ui

t is the release policy decision.

The model has 8 different outcomes described below.
Hydropower Revenue ($/MWh ; to be maximized) is the economic revenue obtained from the
hydropower production at Conowingo.

Jhyd =

H∑
t=1

HPt.pt

HPt = η.g.γw.deltaH.qturbt

η is the turbine efficiency, g is acceleration due to gravity, γw is the water density (1000 kg/m3), deltaH
is the net hydraulic level in metres (reservoir level - tail water level) and qturbt is the turbine flow in
m3/s.
Water demand at Baltimore, Chester and Atomic Power Plant (to be maximized) is the daily
average volumetric reliability.

J i =
1

H

H∑
t=1

(
Y i
t

Di
t

)

i represents the demand by the three different locations - Baltimore, Chester and Atomic Power Plant.
Y i
t is the daily water delivery in m3 and Di

t is the daily demand in m3 in all the three places.
Recreation (to be maximized) is the storage reliability in weekends of the tourist season.

JSR = 1− nF

Nwe

nF is the number of weekend days in tourist season below the target level and Nwe is the total number
of weekends in the tourist season.
Environmental Shortage (to be minimized) is the daily average shortage index relative to the FERC
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flow requirements.

JSI =
1

H

H∑
t=1

(
max(Zt − Yt, 0)

Zt
)2

where Yt is the daily release and Zt is the target release according to the FERC flow requirement both
in m3.
Flood Risk (ft ; to be minimized) is the maximum water level above critical level for the dam (109.2
ft) that the downstream areas would witness.

JFl = max(H,HFlood)

where H is the level in the reservoir and HFlood is the critical level beyond which flooding occurs.

5.3. Pareto optimal policies
The Pareto optimal outcomes are identified using Multi-Objective Evolutionary algorithms as demon-
strated by Salazar et al. (2016). The tradeoffs among the 107 optimal policies identified are shown in
figure 5.2. Of all the optimal policies, the worst-case scenarios are considered within this selection. The
entire analysis further will be based on the worst-case outcomes under the assumption of a low-risk
appetite for all the actors.

Figure 5.2: Tradeoffs among Pareto optimal outcomes (desirable direction for all outcomes is upwards)

The figure 5.2 colors the payoffs by flood risk. It can be seen that

• Hydropower revenue and environment being desirable could tend to an undesirable outcome for
Baltimore, recreation, and Chester.

• There is also a slight tradeoff between atomic power discharge and Chester discharge

• Although Baltimore and Chester have the same outcome i.e. water reliability, Baltimore sees
more situations with relatively low reliability.

• Atomic Power, Chester, and flood risk are generally having better outcomes than the others where
there is a larger variation.

The distribution of these outcomes across policies is visualized in Appendix A. Along with that,
the outcomes are mapped to more detailed descriptions in appendix A.2. The Susquehanna model was
transferred to python as part of this study. Details of the improvements to code are in appendix B.1.



6
Method: Identifying stable and fair

policies

This chapter discusses the other two sub research questions that deal with operationalizing the theory
discussed in Chapter 3

• How can stability concepts be applied to evaluate a given water resource allocation?

• How can fairness principles be applied to evaluate a given water resource allocation?

Within the Susquehanna Case Study described in Chapter 5, each objective is assumed to be rep-
resented by one actor. Additionally, 107 Pareto optimal policies were found after a basin-wide opti-
mization. These policies will be evaluated to determine their fairness and stability. In the process of
ascertaining a method, multiple choices and assumptions are made. The choices will be tracked and
explained throughout this chapter.

6.1. Utility of water
In section 6.1 we discussed the idea of a utility function that converts model outcomes to the utility
that an actor receives. The model outcomes from the Susquehanna case study are mapped to the
utility using the equation 4.2. In the case of the Susquehanna river basin, three choices are made when
converting outcomes to utility.

• Choice 1. The value of marginal utility (η) is assumed to be 1.2. Within literature the value of
η is typically in the range of [0,3] (M. Adler et al., 2017). The value of 1.2 is a median value given
all the values assumed within literature and has been used in the context of flood risk distribution
by Kind et al. (2017). This value is varied as part of a sensitivity check and the outcomes are
presented in Chapter 7.

• Choice 2. The utility equation does not define what negative utility can mean. However,
mathematically, especially when the model outcomes are between 0 and 1, the equation can tend
to produce negative values (ln(x)<0 if 0<x<1). To avoid this a positive monotonic transformation
of the utility function is used as shown in equation 6.1. This, although not intuitive, is purely done
to maintain the utility values above 0 and does not impact the outcomes in any way, as explained
in section 6.1. Such an assumption was also made and substantiated in the study conducted by
Kind et al. (2017).

• Choice 3. Flood risk and environment are negative utilities in the case of the Susquehanna river
basin. This means they do not add value but subtract value from the overall utility generated in
the basin. To handle this, their utilities are treated as negative i.e. if the utility from hydropower
is x, the utility for flood risk for similar consumption levels is -x. Their utility function will
therefore be a mirror image of the positive utilities.
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u(x) =

{
c1−η
i

1−η + 20, if η! = 1

log(ci) + 20, if η = 1
(6.1)

Figure 6.1 shows the shape of the utility curve for each of the model outcomes. Each point repre-
sents a Pareto optimal policy. The values from the utility function are compared against a simple linear
transformation of the utilities. They are normalized for comparison. Notice that for larger outcomes
of flood risk and environment, the utility is lower. Additionally, Baltimore shows the full extent of the
curve because only Baltimore has values that are spread from almost 0 volume reliability to 60% volume
reliability. The curve for the other outcomes does not change significantly because the outcome values
are quite close to each other. For example, the hydropower revenue only changes between $ 44.24 mn.
to $ 45.4 mn.

Figure 6.1: Utility curves for Susquehanna river basin model outcomes

6.2. Fairness of optimal policies
The utility functions calculated using the method discussed in the previous section are used as input
to the fairness social welfare functions and Gini index. The operationalization of utilitarian social
welfare function and Gini index do not require any additional information apart from the utilities and
are directly plugged into the equations 4.3 and 4.5. However, the prioritarian social welfare function
requires additional choices to be made to operationalize it.

• Choice 4. The value of γ or the priority given to the worse off is assumed to be 1, the median
value used in literature (M. Adler et al., 2017). The sensitivity of the results to this choice is
tested and discussed in chapter 7

• Choice 5. The value of czero has some additional specifications that it needs to abide by according
to the chosen formulation. The formulation does not deal with negative utility values. Therefore,
the difference between the utility to the actor and the utility of their bare minimum consumption
must be greater than zero. This means that the bare minimum level of consumption must be lesser
than the lowest value of consumption among all the policies (M. Adler et al., 2017). It is assumed
that the bare minimum consumption is the worst-case scenario for every actor where they receive
no utility at all. The mathematical function for prioritarianism does not handle zeroes or negative
values. Therefore, the worst case is assumed to be very close to zero in the case of Baltimore,
Chester, Atomic power, hydropower, and recreation. In the case of flood risk and environment, a
high negative value is assumed to be the worst case. (See appendix A.3)

The outcome from the prioritarian social welfare function will henceforth be called prioritarian utility.
This value represents the aggregate prioritarian utility of a policy. When the values of γ and czero are
changed, the prioritarian utility changes. The expected shape of the prioritarian utility with change in
aggregate utility is shown in section 4.1.4. By making the two choices mentioned above and comparing
the aggregate utility of policies to prioritarian utility, the figure 6.2 is generated. This shows that when
γ is 0 and czero is close to zero, the prioritarian utility of a policy is the same as aggregate utility,
which is as it is expected to be. However, as the value of γ changes, the prioritarian utility starts to
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change as well. It is important to remember here that the value of czero is different for all 7 outcomes.
This means that changing any of them slightly could impact the final value of prioritarian utility. The
sensitivity of this is discussed briefly in chapter 7 and in detail in appendix A.3.

Figure 6.2: Verifying the change of prioritarian utility with change in aggregate utility and priority given to the worse-off
(γ)

The three metrics operationalized to evaluate fairness are - aggregate utility (utilitarianism), Gini
index (egalitarianism), and prioritarian utility (prioritarianism). They will be referred to as fairness
metrics. The direction of desirability for Gini index is lower i.e. lower values are better because
that signifies lesser inequality. For the other two, higher values are preferred because that indicates
maximizing utility.

6.3. Stability in competitive games
This section describes the method used to evaluate the non-cooperative stability of the Pareto optimal
outcomes obtained. The policies under evaluation are Pareto optimal. This means no actor can pursue
an individual policy, they can either choose to agree to the optimal policy or not. Therefore, to identify
the stability of solutions it is necessary to understand what will be the disagreement point because this
can change the way players make their decision (Chun & Thomson, 1990). A disagreement point is
essentially what the players will be left with if they do not come to a conclusion or do not agree to
cooperate. For the Susquehanna Case, a baseline value is borrowed from a previous study using the
same case performed by Giuliani et al. (2014). The value of the baseline can be seen in figure 6.3. This
is the current baseline performance of the reservoir policy adopted by the Susquehanna River Basin
Commission. This value will henceforth be termed as ’Susquehanna Status Quo’.

• Choice 6. The Susquehanna status quo policy does not contain values for flood risk. However,
within the construction of the model outcomes, both flood risk and recreation use the same input
parameters. Therefore, given recreation is zero, flood risk is assumed to be zero.

• Choice 7. All players are considered to be equally powerful within this study. Typically, the
stability of a solution can change if there is a player with more power. Within game theory
literature, the power is occasionally calculated using what one individual actor brings to the table
or the grand coalition of all the actors (Madani & Dinar, 2012). However, in the distribution of



6.3. Stability in competitive games 29

Figure 6.3: Baseline values adopted from (Giuliani et. al., 2014)

a natural resource such as water, there is no particular contribution that one player makes to the
entire table. Therefore, the power of the actors needs to be determined using other means and
can be done as part of future work.

• Choice 8. If a player is present in a discussion they must make a move or decide whether they
support the policy or not. In real life, there can be dummy players who do not make a choice,
or indecision itself can be a choice. However, because indecision results in the same outcome as
not opting for the Pareto optimal policy, it is not considered within this study. To capture the
relative influence of players, the games are conducted with and without every player being present
on the table.

The method used to identify non-cooperative stable solutions is illustrated by considering a small subset
of policies and 2 players - Baltimore and Chester.

Consider a set of 3 policies from the list of policies shown in figure 6.4 - policy 7,15,16. Non-cooperative
game theory is typically expressed in normal form or matrix form. For this game, the normal form
looks like 6.5. The columns are the moves that Chester can take or the policies that Chester chooses to
side with. The rows are the moves that Baltimore can make. Each cell represents the outcome that will
occur if Chester and Baltimore make the respective moves. Given it is a reservoir shared by multiple
actors, any policy that is decided must be a collective unanimous decision (represented in green in figure
6.5. The optimized policies generated from the multi-objective optimization cannot be used if there is
no agreement upon them. Therefore, in all cases where there is no agreement i.e. when they do not
make the same moves, a baseline policy is used as a disagreement point. Consider the zero baseline
condition seen in figure 6.4 to be the baseline.

Once a baseline is identified, the following steps were performed

• Step 1: The number of states in the game is identified (top right matrix in figure 6.5)

• Step 2: Each state is mapped to the outcome it will generate, in this case, states 2,3,4,6,7, and 8
all lead to the outcome of the baseline being picked.

• Step 3: Each outcome is mapped to the preference rank calculated from the outcomes.(bottom
right matrix in figure 6.5)
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Figure 6.4: Outcome from all policies

This ranking is then used as input to the GCMR-II.py package. This package, originally developed
by Fang, Hipel, Kilgour, and Peng, was used in similar studies ascertaining stable solutions in water
resource management problems (Nandalal & Hipel, 2007; Madani & Lund, 2011a). This package was
modified to suit the current case i.e. create states that are possible to exist (in line with choice 8).
Once the required states are ascertained, the player’s preference over those states is calculated. If the
outcomes are the same for two policies for an actor, the preference over it is considered to be equal.
The package takes the preferences over states and generates a payoffs matrix (bottom left matrix in
figure 6.5) and a reachability matrix. A reachability matrix identifies how a player can move. This is
visualized in figure 6.6.

Figure 6.6: Reachability matrix for Baltimore and Chester. The light blue arrows represent the states between which
Baltimore can make transitions. The dark bluw arrows show the same for Chester

It can be seen that Baltimore can only move between states 1,2 and 3, between 4,5, and 6, and be-
tween 7,8, and 9. It cannot move between state 5 and state 1 or between state 5 and state 9. This is to
say that each actor can change their strategy but cannot force another actor to also change theirs. From
a policy standpoint, this means that the idea of discussing mid-way during the negotiations may be
represented in a multiple-round game but cannot be specified explicitly. Once these payoffs and reach-
ability matrices are generated, the different stability equilibria are identified by the gmcr-II.py package
and as discussed in Chapter 3. The stability under different equilibrium conditions is established, If
it is stable according to all definitions it is marked as strongly stable. Else, it is considered weak stability.

Game theory, theoretically, is always predominantly as a game between 2 players and 2 decisions.
However, it can be expanded to multiple players and multiple decisions. As can be seen here, with 2
players and 3 decisions, 32 states are generated. Therefore, expanding it directly to 116 decisions for
7 players can become computationally very expensive. To account for this, stability is determined in
multiple rounds. In each round, there are a specified number of players evaluating two policies at a
time. The most stable policies are then selected to have another round of play. The number of rounds
is repeated until the number of stable policies starts to stabilize. This is illustrated in figure 6.7
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Figure 6.5: Matrix form of the Susquehanna River Basin game with Baltimore and Chester playing over three decisions

Figure 6.7: Structure of game play to determine the stability of policies in non cooperative settings (numbers represent
policies, red policies are not stable and green policies are. Some policies are more stable than others which is shown by
the shades of green)

This method, once set up, can be run for any number of people and any number of rounds. One
limitation of the method is that it does not take into consideration the degree to which one outcome is
preferred over another. This can be modified as part of future work.

6.4. Stability using fallback bargaining
To identify the stable outcome through fallback bargaining, a network approach was used. The method
used to identify outcomes from fallback bargaining is elucidated here and illustrated with an example
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of finding the fallback bargaining outcome for 6 different policies.

• Step 1: Generate preference rankings over all the policies for every actor

• Step 2: Represent each policy as a node.

• Step 3: Specify a directed edge between policies if an actor prefers one policy to another. The
edge will be sourced from the lower preferred policy to a high preferred policy.

• Step 4: Create this graph for every actor in the arena (see figure 6.8)

Figure 6.8: Preference directions of individual actors. Red represents policy least preferred and dark blue is the most
preferred policy. The arrow is directed from the less preferred policy to the more preferred policy.

• Step 5: If a policy is least preferred by an actor, assign the ’least preferred’ property of the node to
a value of 1. Increment it by 1 for every actor who least prefers it. This is done to operationalize
the unanimous agreement social choice rule.

• Step 6: For every node, calculate how many edges are entering it vs how many are leaving it.
The number of edges entering it is the number of policies over which this policy is preferred by
the actors. The number of edges leaving it is the number of policies over which this is preferred.
(resultant = entering arrows - leaving arrows)

• Step 7: Find the policy with the highest resultant value and which no actor has as the least
preference. The resultant value can be seen as a heuristic for collective preference. The concept of
’falling back in lockstep’ as defined by (Brams & Kilgour, 2001) can be seen with lower resultant
values that meet the aggregation condition.
This process can be repeated by considering multiple baseline conditions. At step 5, other prop-
erties can be introduced to each node such as ensuring it is above a certain value. This can be
used to create a situation of an ’impasse’ below which bargaining cannot take place (described in
detail in Chapter 3).
Figure 6.9 shows the outcome of fallback bargaining for 7 policies considered in figure 6.8. The
order of policies remains the same so in all three baseline conditions, policy 3 is the outcome from
fallback bargaining. It can be seen that every actor’s least preferred policy is marked in red. No
actor got their least preferred policy. It is the most preferred policy for the three actors but just
above the least preferred policy (6th preference) for hydropower and recreation in a no baseline
condition. This exact procedure is adopted for all the 116 Pareto optimal policies.
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Figure 6.9: Fallback bargaining outcome for the 7 policies considered in figure 6.8. The placement of policies is the same
as that in the previous figure. Red is a least preferred policy, dark blue is the outcome from fallback bargaining

At the end of operationalizing fairness and stability concepts, multiple choices were made. These
choices are listed in figure 6.10. The ethical and moral choices such as the priority given to the worse-off,
bare minimum level of consumption and the value of marginal utility assumed for the utility function
impact the outcomes the most. The way this method pans out for the Susquehanna case and the impact
of these choices is discussed in the next chapter.

Figure 6.10: Research choices
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Results

This research aims to identify a method to evaluate the fairness and stability of Pareto optimal outcomes.
This chapter discusses the results of applying the methods proposed in Chapter 6.

7.1. Evaluating policy fairness
Fairness has been evaluated by operationalizing the ethical principles of utilitarianism, egalitarianism,
and prioritarianism. The three principles are measured based on three metrics - aggregate utility,
Gini index, and prioritarian utility respectively. Henceforth these metrics will be referred to as the
fairness metrics. The findings from applying these metrics to the 106 Pareto optimal policies for the
Susquehanna River basin are described here.

7.1.1. Findings from operationalizing ethical principles

There are fewer desirable egalitarian policies than utilitarian or prioritarian policies
Figure 7.1 shows the top 95th percentile policies along each fairness metric. The policies within this
range are considered ’most’ utilitarian, egalitarian, or prioritarian among the available set of policies.
There are 17 policies in the top 95th percentile of aggregate utility and 13 in prioritarian utility. There
is an overlap of 5 policies between the most utilitarian and prioritarian policies. On the other hand,
there are only two policies in the top 95th percentile of the Gini index indicating that extremely equal
policies are fewer.

Figure 7.1: Graph shows policies in the top 95th percentile of utility, gini index and prioritarian utility. Plot shows
tradeoffs of model outcomes between actors. 5 policies overlap between top buckets of utility and prioritarian utility, they
are shown in grey.

34
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A strictly egalitarian policy tolerates no inequality (Ciullo et al., 2020). Which means the Gini index
must be zero. However, there are inherent tradeoffs within the Susquehanna river basin. Providing
water to Baltimore, Chester and Atomic power take away from the water that can be released down-
stream for hydropower revenue, environmental shortage, or recreation. Even if there is sufficient water
to meet every actor’s needs, satisfying the needs of hydropower and environmental shortage means an
increase in flood risk as formalized in the model described in chapter 5. This would mean that the Gini
index being zero or close to zero is less likely because of the inherent physical tradeoffs unless everyone’s
utilities are reduced which is not the case.

However, the policies with the lowest Gini index, true to the definition of the metric, have smaller
outcome tradeoffs. Aggregate utility remains agnostic to the distribution between actors, as their for-
mulation suggests. The most prioritarian policies, excluding the shared policies with utilitarianism
(green lines in figure 7.1), have smaller tradeoffs. The utilitarian policies have larger tradeoffs. This is
suggestive of the fact that equal policies need not have very high utility.

There can be tradeoffs between equality, aggregate utility, and prioritarian utility. High
aggregate utility can come at the cost of one actor.
To understand the tradeoffs between gini index, aggregate utility and prioritarian utility figure 7.2 is
used.

Figure 7.2: Tradeoffs between aggregate utility, gini index and prioritarian utility. Values are normalized for comparison,
direction of desirability is upwards

There is a tradeoff between aggregate utility and prioritarian utility, albeit small. As mentioned
before, only 5 policies overlap between the top buckets of aggregate utility and prioritarian utility.
It is interesting to note that the policies with high aggregate utility have a tradeoff with the Gini index
indicating that high utility can be achieved at the cost of equality. However, the grey policies in figure
7.2 indicate that high equality can be achieved without large compromises on aggregate utility. The
policies with the least aggregate utility show a large tradeoff. These policies achieve equality at the cost
of certain actors. Figure 7.3 shows the policy with least aggregate utility and Gini index. The policy
with the least utility allocates nearly nothing to Baltimore. However, the inequality caused by this is
overcome by the minimal inequality between the other actors.
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Figure 7.3: Least utilitarian and egalitarian policies.

7.1.2. Sensitivity of policy fairness to ethical choices
Policies within the 95th percentile of aggregate utility, when the value of marginal utility is 1.2 and
priority to the worse-off is 1, tend to be less equal than when the aggregate utility is slightly reduced as
seen in figure 7.2. However, when the underlying ethical choices change, the values generated by these
metrics change, thus changing the fairness of a policy according to the different metrics.

The sensitivity of the fairness metrics to three choices made is analyzed

• Marginal utility (η) - additional utility added to the user from one unit of water consumed.
Changing this changes the individual utility allocated to each actor and thus, impacts all three
fairness metrics - utility, Gini index, and prioritarian transformed utility. The default value is set
to 1.2 (see Chapter 6). The range identified from literature is between 0 and 3 (M. Adler et al.,
2017).

• Priority given to the worse-off (γ) - priority given to the actors that are worse-off. Only the
prioritarian utility function uses this value. The default value is set to 1.

• Zero consumption level (czero) - value of the minimum amount of the resource the actor can
get. Only the prioritarian utility function uses this value. This value is different for each actor.
The default value is considered the worst-case scenario each actor (see Chapter 6).

Figure 7.4 shows how the relationship between aggregate utility, Gini index, and prioritarian utility
changes with change in marginal utility (η) on columns and with priority to the worse-off (γ) on rows.
The value of czero is maintained in the worst case.

Figure 7.4: Sensitivity of tradeoffs to change in marginal utility (columns) and priority to the worse-off (rows)
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Similar values of aggregate utility can be distributed in multiple ways
As η increases (column-wise comparison), there are more policies with high values of aggregate utility,
and the tradeoffs are larger. These policies start to span the entire range of the Gini index, for exam-
ple, when marginal utility is 2, a policy with high aggregate utility can be the most equal policy or
extremely unequal among the available policies. This indicates that for similar aggregate utility, there
can be many equal and unequal distributions.

Increasing bare minimum consumption level prioritizes an actor while lowering overall
prioritarian utility generated
The ethical choices impact the prioritarian fairness metric the most. When γ is increased, prioritarian
utility starts to weigh the utility to the worse-off higher. With a change in both η and γ, a policy
with high aggregate utility need not have high prioritarian utility. The sensitivity of prioritarian util-
ity to czero was tested by changing the values of czero individually for every actor. The results are
presented in appendix A.3. It was seen that if hydropower, recreation, or environment are prioritized
individually, the prioritarian policies in the 95th percentile of prioritarian utility are more preferable
to these actors. The number of policies in the 95th percentile also goes down when these actors are
prioritized showing that few policies favor these actors. When the czero of these actors is changed,
the tradeoff with aggregate utility becomes larger indicating that the other actors (Baltimore, Chester,
atomic power, and flood risk) contribute more to the aggregate utility. Additionally, this analysis shows
that prioritarianism is not agnostic to the underlying distribution.

The sensitivity of policy fairness to these choices can change the number of policies that are in the
top percentile of the fairness metrics. However, whatever the choices may be, it is possible to identify
if there are policies that overlap between fairness metrics.

7.1.3. Identifying fair policies
At this juncture, it is established that the inherent tradeoffs within the system reflect in the fairness
metrics. Additionally, the tradeoffs between the Gini index, prioritarian utility, and aggregate utility
depend on the choices that are made. Under each of the potential choices, compromise policies can be
identified. Compromise policies can be identified by increasing the size of the region of interest until a
sufficient number of policies are found. These policies can further be examined to eliminate the ones
with undesirable tradeoffs or apply other qualitative information available to a policymaker.

Figure 7.5: Shows prioritarian utility on x axis and gini index on y. The orange box is the region of interest. Aggregate
utility is on colour.

For the ethical choices considered within this study (marginal utility = 1.2, priority to worse-off =
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1), the policies that are in the region of interest (top 20th percentile of Gini index, prioritarian utility,
and aggregate utility) are shown in figure 7.6

Figure 7.6: Policies in the region of interest when the marginal utility is 1.2 and priority to the worse-off is 1

If the ethical choices change, a different set of policies will be considered stable.

7.2. Evaluating policy stability
The stability of policies was evaluated by using stability concepts from Game Theory. Stability was
evaluated in both cooperative and non-cooperative settings. Non-cooperative stability definitions an-
swer the question - ’Is there a stable policy among the Pareto optimal policy?’. On the other hand,
cooperative fallback bargaining answers the question - ’What is the most stable policy among the Pareto
optimal policies?’. This subtle but crucial difference implies that non-cooperative settings do not guar-
antee the existence of a stable solution but cooperative solution concepts do. Cooperative stability
identifies the policy that is more likely to be stable if actors agree to certain conditions while non-
cooperative stability definitions identify the stable policy assuming that each actor wants to pursue
their interests.

For this reason, the result from non-cooperative stability definitions is the presence (or the lack thereof)
of stable policies. The result from fallback bargaining is the most stable outcome.

7.2.1. Findings from applying noncooperative stability definitions
Identifying stability requires the clarification of two game aspects

• Decision Makers: Who is on the table to make the decision about stability?

• Status quo/disagreement point: What will the players be left with if they do not come to a
consensus?

Stable solutions in a non-cooperative setting are identified across 6 disagreement points and all different
combinations of decision-makers at the table. The disagreement points considered are shown in figure
7.7.
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Figure 7.7: Disagreement points considered for stability evaluation

Policy7 and policy98 are the most egalitarian and utilitarian policies respectively when a linear
utility function is considered. Policy87 and policy85 are the most egalitarian and utilitarian policies
respectively when a diminishing utility function (η=1.2) is considered. Susquehanna’s status quo is the
current operating policy in the river basin borrowed from Giuliani et al. (2014). Across these disagree-
ment points, competitive and cooperative stability of policies is identified.

Competitive stability of a policy is prone to status quo bias

Within the Susquehanna river basin, it is assumed that the only way a Pareto optimal policy is accepted
by all competitive players is if everyone agrees on a policy i.e. a policy is stable if it is unanimously
agreed upon. If a policy is not unanimously agreed upon, the status quo (or disagreement point) is
chosen as the only stable policy. This means when 7 actors are deciding on 3 policies, there are only
3 scenarios in which a consensus is reached. On the other hand, there are 73 − 3 scenarios where the
status quo remains in place.

Using the Graph Model for Conflict Resolution, it was found that under a get nothing status quo
i.e. a policy where every actor gets nothing, all the Pareto optimal policies are stable. However, if any
of the Pareto optimal policies or the current Susquehanna status quo is used as a disagreement point,
the disagreement point itself emerges as the only stable policy. This is shown in figure 7.8. This figure
indicates the presence of a status quo bias. The status quo bias is a preference for the current state
that biases the actor from changing their stance (Kahneman, Knetsch, & Thaler, 1991).

Figure 7.8: Shows the number of stable solutions under different disagreement points when there are 7 decision makers.

If there is a status quo/disagreement point that benefits even a few decision-makers, the status quo
is likely to be more stable than the policies under consideration. In other words, it can be expensive
to get 7 people to agree on a new policy if the existing policy already benefits a few decision-makers.
To understand this behavior better, stable policies were generated for all combinations of players being
present on the table.
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Status quo bias reduces with a reduction in the number of decision makers

As the number of decision-makers on the table goes down, the status quo bias reduces. This is be-
cause it is more likely that a policy satisfies fewer players, especially when there are inherent tradeoffs
like in the Susquehanna basin. This is shown in figure 7.9. The data behind figure 7.9 is generated
but applying the Graph Model for Conflict Resolution to different player combinations. On the rows,
the figure shows the number of actors present on the table. For example, 6 actors making the decision
implies stable policies from all games where 6 of the 7 actors are involved.

Figure 7.9: Shows the number of stable solutions under different disagreement points with different number of decision
makers. Size shows the degree of stability of a policy.

The size of the circles represents strong or weak stability. It was seen that a policy is either stable in
one condition (the General Metarationality which is a stability definition under 2 moves of foresight,
no knowledge of opponent’s preferences, and the chance of opponents to choose their disimprovement),
or it is stable in all the conditions. This is in line with the way the equilibria are related to each other
i.e. if it is a Nash equilibrium it will likely be an equilibrium in all other conditions (Madani & Hipel,
2011). The columns are the disagreement points. Under the get nothing policy, all policies are stable
and hence are not shown in the figure.

The choice of disagreement point influences the number of stable policies and their degree of stability.
However, the number of players on the table has a larger influence over the existence of stable policies.
For example, when only Chester, Atomic power, and environment are involved in the decision making,
policy32 and policy3 are considered highly stable when the status quo is policy87. These policies are
not stable when other actors start to get involved. These policies are shown in figure 7.10.

7.2.2. Findings from using fallback bargaining
As mentioned earlier in this section, cooperative stability mainly answers the question ’how stable are
the policies under consideration’. Therefore, the outcome from fallback bargaining is not whether there
are stable solutions or not (like in non-cooperative games), but the level of stability of a policy measured
as fallback rank or fallback resultant. To see if the fallback ranks change considerably upon the intro-
duction of new policies, two disagreement points are considered while performing fallback bargaining -
Get nothing policy and the Susquehanna status quo.
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Figure 7.10: Stable solutions under the status quo of policy 87 when Chester, Atomic power and environment are the sole
decision-makers.

Outcome from fallback bargaining remains stable when new disagreement points are in-
troduced

The fallback ranking of policies is plotted in figure 7.11. The x-axis shows how preferred a certain
policy is. All policies with a negative preference are undesirable. The desirable policies are divided into
two - the top 95th percentile and the rest. The colors are determined by the rank of the policy when
no disagreement point is considered. The same colors are used for the other two scenarios. A shift in
the colors of the policies indicates a movement of policies from being desirable to moderately desirable
or undesirable.

Figure 7.11: Stability ranks of policies under different disagreement points. The colours are the desirable and undesirable
policy ranks calculated under the ’No disagreement point’ scenario. Movement in coloured policies signifies instability of
fallback rank.

When a ’Get nothing’ policy is introduced, the least preferred policy for all actors becomes the
disagreement point. The remaining ranks are fairly unchanged. When the Susquehanna status quo
policy is introduced, there is movement in the policy ranks albeit very small. The disagreement point
itself is least preferred by some actors and hence cannot be the best outcome from fallback bargaining.
The top 2 policies remain the same in all scenarios.
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The top 2 and bottom 2 from fallback bargaining are shown in figure 7.12. Policy85 significantly
outranks the other policies. The Gini index of policy85 lies in the 75th percentile, the aggregate utility
lies in the 95th percentile and the prioritarian utility lies in the 85th percentile indicating that it has a
high aggregate and prioritarian utility but is not as equal as other policies.

Figure 7.12: Best and worst outcomes from fallback bargaining
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Discussion

This chapter discusses the implications of the results presented in Chapter 7. The aim of the study (main
research question) is to identify a method to evaluate the stability and fairness of non-transferable water
resource allocations in a transboundary river basin. In the previous chapters, a method was identified
and applied to the Susquehanna river basin. In this chapter, the findings are placed in the larger context
of resource allocation and distributive justice in transboundary river basins. In the process, we discuss
how the proposed method can be used, its core components, and key limitations.

8.1. The problem of incommensurability
One aspect of the research question is the allocation of ’non-transferable water resources’. This follows
from one of the research gaps identified in this study - a dearth of methods that evaluate stability and
fairness when the allocated goods are non-transferable. This dearth is often attributed to the problem
welfare economists refer to as ’incommensurability’, for which there is no one standard definition. The
definition given by Craswell (1998) was found to best explain this concept. Two options are said to be
incommensurable if no scale or metric would rank one option higher than another and more importantly
if there is no reason to justify the choice of whichever option is ranked higher. For example, in the
Susquehanna case, flood risk and environmental shortage can be called incommensurable if there is no
metric or justification to rank a policy reducing flood risk higher than one that reduces environmental
shortage.

While there is much truth to the idea that two options like flood risk and environmental shortage can
be incommensurable, to evaluate fairness and stability, or simply to incorporate the tradeoffs between
different uses of water into policy formulation, the different values need to be reconciled (UNESCO
& World Water Assessment Programme, 2021). In this method, non-transferable goods are recon-
ciled using utility functions. A utility function can be used to bypass incommensurability and provide
a common scale for comparison if the functions of different water uses are specified appropriately. It
is seen in section 7.1.2 that changing the utility function can impact the fairness of policies significantly.

In this study, we use the same utility function for all 7 uses of water. This choice is a simplifica-
tion. Water valuation literature highlights two aspects to ascertain the value of different uses of water.
First, each type of water use must be valued differently (UNESCO & World Water Assessment Pro-
gramme, 2021). This means a utility function for agricultural use of water can be completely different
from that for flood risk. This can be achieved by appropriately changing the value of marginal utility
in the existing function or using a modified function. The second aspect of valuation is that it can be
measured using different kinds of information such as volume reliability and water quality assessment
by tracking total dissolved solids (TDS) concentration in water or accessibility to water (Karamouz
et al., 2011). In this study, we use the model outcomes as the raw information upon which a utility
function is constructed. If it is important to consider water quality, accessibility, or other metrics, they
are best incorporated into the problem formulation.

43
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It is important to mention here that the utility function is a common metric or scale in Craswell’s
definition of incommensurability. It acts as a common scale for comparison but does not provide any
justification for ranking one value over another. This is to say that a utility function can purport
that 100 units of hydropower revenue are worth more than 10 units of water supply, but it does not
suggest that the 100 units of hydropower must be the chosen policy. This justification can be given
by the chosen fairness principles, stability concepts, or simply the judgment of the policymaker. Such
a justification becomes extremely difficult when dealing with irreversible losses. Doorn (2018) defines
an irreversible loss as ”a person or group of people suffering from the loss of an incommensurable good
that cannot be substituted or compensated by an equivalent of the same good elsewhere.” This brings
us to the second simplification in this study - treating losses merely as negative utilities.

Within this study, environmental shortage and flood risk are treated as negative utilities. This means
gaining rewards is compared with minimizing losses. If the loss is irreversible, as can be the case with
environmental shortage, no utility function can quantify the value of the loss and the comparison be-
comes meaningless. To overcome this limitation, in future work, losses can be identified as irreversible
and reversible (Doorn, 2018). Thresholds can be identified for the irreversible loss and only beyond this
threshold can a comparison be permitted between risks and rewards.

8.2. Reflecting on the fairness evaluation method
While utility functions form the premise of the study, the method to evaluate fairness is directly tied
to the research question. Within the method, three fairness principles were operationalized: utilitari-
anism, egalitarianism, and prioritarianism using three fairness metrics. They were considered suitable
because of their relevance to the context of water and their ability to evaluate an existing allocation.
The operationalization of fairness using the three fairness metrics showed results that are in line with
the core idea behind the fairness principles. Aggregate utility was agnostic to the distribution, Gini
index was entirely sensitive to it and prioritarian utility aggregated the utility while being sensitive to
the underlying distribution.

Among the three fairness principles chosen, operationalizing prioritarianism was the most challeng-
ing as it required ethical or moral choices to be made, an act that leaves a door open to uncertainty.
The Prioritarian social welfare function proposed and used by M. Adler et al. (2017), has been critiqued
in the past to be impractical because the average consumption or the bare minimum consumption of
a resource is to be known for all the actors (czero) (Voorhoeve, 2014). With the current framework
suggested in the method, the sensitivity of prioritarian fairness to ethical choices can be estimated.
However, to inform policy, the values of czero must be determined.

The prioritarian formulation used in this method was used to estimate the social cost of carbon. Before
this, it was used for income and wealth distribution problems (M. Adler, 2012). In those cases, the value
of minimum consumption is subjective and depends on a person/citizen. However, in the case of water,
the minimum consumption levels can be objectively determined at least for some uses. For example,
agricultural use of water can be limited to as much as a certain crop type requires. It does not entirely
depend on the choice of the person farming the land. On the other hand, for human consumption,
there are efforts underway to agree and enforce a minimum supply of water that must be allocated
for human consumption (Gleick, 1998; UNW-DPAC, 2013). If such values are determined or agreed
upon by policymakers, this formulation of prioritarianism will be extremely beneficial to evaluate the
fairness of water allocation because the window of uncertain values that minimum consumption can
take is reduced. Additionally, ideas of sufficientarianism can also be included within this formulation
to inform the bare minimum levels of consumption.

While the metrics were true to their definition, what was found interesting is that with the increase
in aggregate utility, there can be more equal solutions. This is in line with the idea that cooperating
to share benefits makes the ’pie’ bigger creating more utility available to distribute. Such situations
could lead to win-win arrangements for all actors (Davidsen, 2010). While increasing the size of the pie
can result in equally distributed policies, a high utility can also be achieved at the cost of one actor.
To identify win-win situations, therefore, it was found useful to use both aggregate utility and Gini
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index. Given high utility can also be achieved at the cost of an actor, finding these win-win situations
demands a ”compromise” to be made along with the value of a fairness metric. This brings us to the
next point of discussion in the fairness evaluation method: what does it mean to be in an acceptable
range of aggregate utility or Gini index?

8.3. Moving past binary bias: Fairness as a matter of degree
Within behavioral psychology and social sciences, an idea that has been recently popularized by Grant
(2021) is ’binary bias’. Binary bias is ”a tendency to impose categorical distinctions on continuous data.
Evidence is compressed into discrete bins, and the difference between categories forms the summary
judgment” (Fisher & Keil, 2018). The idea of using binary thinking to structure information is ubiqui-
tous: Heroes and villains, us and them, good and bad, right and wrong, cooperation and conflict.

Fairness deals with the moral question of right and wrong. Utilitarians, Kantians, and many other
moral theorists believe every act is either right or wrong in the binary sense (Hillerbrand & Peterson,
2014). If such a binary approach is used, the evaluation of every Pareto optimal policy will be binary,
i.e. fair or unfair. In this study, utilitarian SWF and prioritarian SWF generate numeric values that
indicate the total utility of a policy. These aggregations are over utility values, which are a relative
measure i.e. utility values are essentially preferences over a set of policies (Hausman et al., 2016). This
means that the aggregate values they generate are meaningless by themselves but only make sense in
comparison. The principle behind utilitarianism is to maximize utility. This translates to identifying
the policy that is ’more fair’ than others because it provides ’more aggregate utility’. This suggests
that the idea of fairness is not viewed as a binary but as a spectrum where the degree of fairness is
determined. The method does not say that a few policies are fair while others are unfair but simply
ranks them by the degree to which they align with the fairness principles.

The argument that a policy is fairer than others according to a fairness principle does not remove
the idea that there are no unfair policies at all. As mentioned before, although utilities are preferences
over outcomes, identifying bare minimum values of consumption of water can help ascertain the bare
minimum utility that must be given. In such a case the utility values become meaningful without
having to compare them with the utility of another policy. Similarly, if there are irreversible losses, the
value of utility loses meaning and cannot be used at all. In both these cases, the idea of ’unfair’ can be
operationalized.

Figure 8.1 shows the idea of fairness as a matter of degree. After thresholds are applied for irre-
versible losses and minimum levels of water consumption are assumed, there would be multiple Pareto
optimal policies to choose from. It is in such a case that the idea of degrees of fairness holds. A lot of
policies may generate high utility (as is the case with the Susquehanna river basin), but some may have
more utility than others. Similarly, there may be multiple equal policies, but some are more equal than
others. By considering fairness as a matter of degree, there is room to create compromise solutions that
balance the tradeoffs between equality, utility, and priority. Using the visual analysis proposed within
the method, the policies with high values of the Gini index, aggregate utility, and prioritarian welfare
can be identified. These policies can then be deliberated upon further.

Figure 8.1: Viewing fairness as a matter of degree
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8.4. The hidden cost of cooperation
Non-cooperative stability definitions were chosen to be operationalized for two reasons. First is the
idea that water is a scarce resource and multiple international water treaty negotiations involve the
presence or threat of unilateral actions. Second is the fact that non-cooperative game theory answers
the question ’is this a stable policy?’, as opposed to cooperative game theory which only ascertains the
conditions under which a stable policy could exist.

When non-cooperative stability definitions were operationalized and applied to the Susquehanna river
basin, no stable policies were found. This absence of stable policies is attributed to a status quo bias
- a preference for the current state that biases the actor from changing their stance (Kahneman et al.,
1991). This bias increased as the number of players at the table went up. If there is a status quo in
place where no actor is getting any utility, then all the Pareto optimal policies are stable no matter
how much utility they provide to the actors. However, once a policy is in place, even if it benefits only
a few actors, agreeing on a new policy becomes expensive. In discussing how to cope with public value
conflicts, De Graaf, Huberts, and Smulders (2016) suggest that a ”choice for a particular value has to
be made only once, after which it becomes routine”. If there is a status quo in place that exists because
of the alignment of actors on some value, it becomes difficult to change it.

For example, let us take the game with all 7 players where the disagreement point is the Susque-
hanna status quo. In the Susquehanna status quo, Baltimore gets maximum utility and recreation gets
nothing. However, when all 7 equally powerful actors negotiate over a new policy, no new stable policy
emerges. When multiple players become involved, it becomes a multi-issue game, and the outcome or the
act of deciding on a policy will depend on the dynamics of the game and the interpersonal relationship
between the players (De Bruijn & Ten Heuvelhof, 2018). This brings us to the limitation of the method.

It is often not the case in real life that 7 players are all equally powerful in a transboundary river
basin. It is also not likely that each actor will represent only one objective. It will more often be the
case that some actors will have more than one objective to meet and each of them will have different
levels of influence. This is a limitation of the method. It would be interesting as part of future work
to map multiple objectives to a single actor, prioritize the objectives and then identify stable solutions.
The GMCR package can also be modified to include such a scenario. (More about technical improve-
ments and limitations is discussed in appendix B.2).

While non-cooperative stability definitions yielded no stable solution for 7 actors, fallback bargain-
ing guarantees the existence of a stable solution. This is because it answers the question ’What is the
most stable policy out of all the existing policies?’ Additionally, the outcome from fallback bargaining
was seen in the 75th percentile of equality and 95th percentile of utility. Like in non-cooperative settings,
fallback bargaining also assumes players want to maximize their utility and uses their ranking over the
policies to determine which is the most stable policy. This means that a more utilitarian policy could
be considered stable if it does not give the worst outcome to any player.

The idea that fallback bargaining, or any other cooperative solution concept for that matter, guar-
antees the existence of a stable solution could be misleading. This is because the cost of achieving this
stable solution is masked under the assumption cooperative game theory makes that all players will agree
to a social contract. The cost of this agreement is not captured within any method that operationalizes
cooperative stability. In this case, the social contract that fallback bargaining imposes is simply to avoid
the ’worst possible outcome’ for all actors. Although that may sound reasonable, the current status
quo policy in the Susquehanna basin maximizes the utility to Baltimore by giving the worst outcome to
recreation. Avoiding the worst-case outcome for one actor when multiple actor’s needs are co-dependent
(i.e., when there are inherent tradeoffs) may not be easy to achieve. Like in the case of non-cooperative
stability, incorporating power dynamics between players and relative importance of objectives can also
improve the stable outcome generated by fallback bargaining and can be pursued as part of future work.

At this juncture, it is worth reflecting on why both cooperative and non-cooperative stability con-
cepts are both simultaneously suitable for a case in hand. Within transboundary water interaction,
research has identified that various forms of conflict over water occur almost without exception along-
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side various forms of cooperation. However, when it comes to analysis, they are often treated separately
because of the existing research apparatus for scenarios of cooperation and conflict. This separation
can mean that fewer ugly faces of conflict and fewer pretty faces of cooperation are overlooked (Zeitoun
& Mirumachi, 2008). The presence of a stable solution in a cooperative setting and the absence of one
in a non-cooperative setting is indicative not just of the status quo bias but also the hidden cost of
cooperation. Cooperative solutions assume the best of people by treating them as those who adhere to
social contracts once they agree to do so. Non-cooperative solutions assume the worst of world leaders
who need to share water resources by treating them as self-interested actors. Both can be argued as
simplistic assumptions as in the real world, people would agree on a few things while vehemently push-
ing for their interests in other cases. Considering both within the same method is argued as looking at
the best case and worst case stability outcomes.

8.5. Implications to distributive justice in transboundary river basins
After discussing the merits and demerits of the method itself, attention is drawn back to the impli-
cations of this research to distributive justice water resource allocation in transboundary river basins.
Both in domestic and international settings, water resource management is an inherently political pro-
cess (Warner & Wegerich, 2010). Public policies are the means through which politics allocates values
(Easton, 1965). The biggest challenge for governance, however, is to balance contradicting values
(De Graaf et al., 2016). Applying this method to the Susquehanna river basin highlighted different
contradictions at multiple stages.

From the onset, the identified Pareto optimal outcomes highlighted a tradeoff between environmental
shortage and water supply (contradicting objectives). Subsequently, some policies displayed a trade-
off between utilitarianism, egalitarianism, and prioritarianism (contradicting values). Finally, the fair
policies were not found to be stable in a non-cooperative setting (contradicting criteria). However,
the proposed method, at multiple points, highlights policies where a balance can be achieved between
different objectives and values. Using the three fairness principles as axes along which a desirable policy
space is identified, the tradeoffs between policies can be minimized while also balancing the three values.

The gap between fairness and stability can be bridged if the actors in the transboundary river basin
are entirely cooperative with each other. Using Rawls’ idea of justice, cooperative stability definitions
are the closest to just policies. This is because actors agree to a certain idea of fairness, in this case,
’not giving the worst outcome to any actor’ and identifying a stable policy. The fairness of the outcome
from fallback bargaining was also found to be aligning with utilitarian values. The Gini index was in
the 75th percentile (i.e. there were more equal policies but this is more stable, and hence, more just).
However, it was seen that cooperative stability is not representative of the true stability of a policy.

It is important to mention here that this method was used to evaluate existing Pareto optimal policies.
Pareto optimality can be argued as an idea of fairness by itself and it has been identified as a necessary
but not sufficient condition for fairness (Cudd, 1996). In that light, ideas of efficiency and fairness may
align with each other. Stability, on the other hand, need not align with Pareto optimality, or efficiency,
at all (Read et al., 2014). Therefore, to identify fair policies that are stable, it is worth considering a
different allocation principle within the formulation itself. This can be done as part of future work.

Overall, the idea of fairness and stability have been operationalized to evaluate existing allocations.
To identify just policies using such a method, different allocation principles must be considered to iden-
tify the policies that are both fair and stable. Following this, the policies in this intersection must be
tested for stability over time. Although that is a long road to tread upon, this method can be seen as
a first step.
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Conclusion

For decades resource allocation has been a critical problem of public policy. For all those decades,
there has been cooperation and conflict over sharing water resources equitably and reasonably, espe-
cially between riparian states. Rawl’s argued that a just distribution is one that is fair and accepted
by society. In more pragmatic terms, economists argue that distributions must be efficient and thus,
Pareto optimal. This research began with the idea that it is desirable to distribute water, a risk, a
scarce resource and a human right, efficiently, fairly and in a manner that is accepted by people across
riparian states. It was found that no one method incorporates all three considerations explicitly in
identifying resource allocations.

To bridge the research gap, the following research question is formulated

Given a Pareto optimal solution set of non-transferable water resource allocations in a
shared river basin, how can stability and fairness be evaluated?

The research intends to propose a method that can be used for the fairness and stability evaluation of
efficient policies. When dealing with fairness and stability, the most crucial aspect is context. Three
guiding questions are used to set the context of this research -

• What is being distributed - The utility obtained from water is distributed between actors.
Utility in this context is the relative preference ordering of an actor over a set of policies i.e.
it is a measure of how much the end-user values the resource allocation given to them. This is
measured using a diminishing marginal utility function where every additional unit of utility has
a lesser value. The use of this utility function introduces an important research choice - the value
of marginal utility. The value of marginal utility (η) determines how the value of every additional
unit of water changes for an actor.

• Who is it being distributed to - The allocation is assumed to be made to equally powerful
actors in a shared river basin who have an equal right to the water resource in line with the ideas
of cosmopolitanism.

• How is it being distributed? - The allocation principle i.e. the principle according to which
water is divided between actors is taken as Pareto optimality. This means that an efficient set of
policies are considered for further analysis.

In this context, the research aims to develop a method to evaluate the fairness and stability of efficient
policies. This method is applied to the case study of the Susquehanna River Basin. An existing model of
the Susquehanna river basin from Salazar et al. (2016) is used to generate optimal policies. 106 Pareto
optimal policies are identified from this case study which distribute benefit from water optimally among
7 objectives - Baltimore water supply, Chester water supply, atomic power plant discharge, hydropower
revenue, recreation water supply, environmental shortage and flood risk. The actors, in this case, are
assumed to be 7 people who each represent one model objective. To answer the main research question,

48



49

4 sub-questions are used. Each of the sub-questions is discussed here.

SQ1: What are the fairness principles that can be applied to evaluate fairness?

There are multiple fairness principles found in the literature that can be used to evaluate fairness.
To ascertain the suitability of a principle three criteria are used - suitability to the context of water
resource allocation, suitability for evaluation and amount of information required for operationaliza-
tion. The idea of suitability for evaluation was introduced as a criterion to demarcate evaluation and
the process of division. Fairness principles can be used to divide a resource as well as to evaluate an
existing division. Given this research deals with the evaluation of an existing optimal allocation, this
criterion was included.

From the literature in the water resource allocation context, 6 fairness principles have been identified -
utilitarianism, egalitarianism, prioritarianism, sufficientarianism, envy-free and weighted utilitarianism.

Utilitarianism is a principle that states that fair policies are those that maximize the utility for
the maximum number of people. It is the most widely operationalized principle in ethics literature. It
has been operationalized using cost-benefit analysis or the utilitarian social welfare function in water-
related contexts. For evaluation in this case the utilitarian social welfare function is used. The policy
that maximizes the aggregate utility, calculated by simply adding the individual utilities, can be con-
sidered fair according to utilitarianism. This means that it only requires the individual utility values
as input. Utilitarianism is agnostic to the nature of the distribution. It only deals with an aggregate
value of all the utilities given to each of the actors. This indifference to the nature of the distribution
brought in multiple other ideas of fairness as a response to utilitarianism.

Weighted utilitarianism allows giving different weights to the actors to whom utility is being dis-
tributed. However, it was found that such a differential weight can also be achieved by modifying the
value of marginal utility (η) for each actor. Given the sensitivity to η is already within the study, this
principle was not considered for further analysis.

Egalitarianism is a principle that states that policies that divide resources equally are fair. For
evaluation, Gini index can be used to ascertain how equal a policy is. Gini index is a ratio of the sum of
the relative difference of utilities between two actors to the mean utility that an actor can get if it was
equally distributed. This measure, therefore, ensures equality by reducing relative differences between
actors. This also uses only individual utilities as input and has been used in water allocations before.
This principle does not object to equality being attained by reducing everyone’s utility. As a counter
to this, prioritarianism is proposed.

Prioritarianism is a principle that prioritizes the worse-off. The worse-off are those that obtain
very little utility above the bare minimum consumption level that they need to survive. This principle,
therefore, reduces absolute inequality. This principle is used lesser than egalitarianism and utilitarian-
ism but is quickly gaining relevance in climate ethics and water ethics. Prioritarian utility is a bridge
between utilitarianism and egalitarianism where it aggregates the utility of individual actors but is also
sensitive to the underlying distribution. It achieves this by including two ethical choices within the
formulation of a Prioritarian social welfare function - priority to the worse off (γ) and bare minimum
level of consumption (czero) The social welfare function subtracts the bare minimum utility from the
utility every individual receives, prioritizes it to the degree of γ and aggregates this value. This principle
requires the most amount of information to operationalize.

Sufficientarianism A a response to the commodification of water, was the argument that water is
a human right. The United Nations declared water as a human right and identified a bare minimum
amount of water that every individual must receive. This principle, therefore, becomes the most suited
principle for the idea of water. However, it requires information about the number of people that use
the water for domestic purposes, if they have access to it and how much water is lost in ensuring water
supply. For these reasons, sufficient principle is not explicitly considered. However, it is extremely
suitable for fairness evaluation.



50

Envy free is a principle that states that no actor must envy the utility another actor received. To
operationalize envy-free, the utility an actor receives is subtracted from the utility they would have got
had they been allocated a different actor’s share. The application of this concept has predominantly
been seen in cases where water is being distributed directly and not when the utility of benefit from
water is being distributed. This is therefore considered more suitable when dividing a resource rather
than evaluating an existing allocation when the goods are not transferable.

To conclude, utilitarianism, prioritarianism, egalitarianism and sufficientarianism are extremely suit-
able for evaluating the fairness of non-transferable water resource allocations. Given the information
for sufficientarianism was not available, it was excluded from further analysis. However, its potential
place in evaluating fairness is discussed as part of the discussion and future work.

SQ2: What are the stability concepts that are suitable to evaluate stability?

Game theory was used to identify stability concepts that are suitable for this research. Game theory has
been widely applied in the context of transboundary water allocations with and without transferable
resources. Within game theory, 4 areas were identified to ascertain suitability based on the same cri-
teria as fairness - cooperative games without conflict, cooperative games with conflict, non-cooperative
games without conflict, non-cooperative games with conflict.

Cooperative games without conflict are situations where all actors come together, agree to abide
by a social contract and ascertain how to divide a resource fairly. This area of game theory predomi-
nantly suggests how a resource can be divided and hence is not considered suitable.

Cooperative games with conflict are situations where actors choose to cooperate and agree to
divide the resource according to a certain fairness principle. However, upon allocation, they choose
to bargain over the allocations instead of abiding by the social contract entirely. Bargaining solutions
have been used in ethics literature before and use the utility allocated to each actor as input to identify
bargaining solutions. For this study, fallback bargaining is considered.

Non-cooperation with conflict are situations where actors do not wish to cooperate i.e. they pursue
their own interests but are communicating or making moves within the same arena. This is considered
suitable because multiple water-sharing treaties and arrangements have the presence or threat of uni-
lateral action by multiple actors. Although cooperation over water is more common, non-cooperation is
not unheard of. Additionally, non-cooperative game theory is considered more fundamental than game
theory as it does not assume the presence of a social contract. 4 stability definitions from game the-
ory are considered within this study each with differing amounts of foresight, knowledge of opponents
preferences and players willingness to indulge in disimprovement of their outcomes to hamper other’s
movements.

Non-cooperation without conflict is a scenario where actors do not wish to cooperate or com-
municate. Water is a scarce resource that follows the subtraction criteria i.e. one actor using it reduces
the amount there is for another actor. This makes the game arena competitive by nature. Therefore,
non-cooperation without conflict is unlikely and hence not considered suitable.

To conclude, the areas of bargaining games and non-cooperative games with conflict are considered
suitable for this case because water is a competitive resource and in an international setting, negotia-
tions are bound to happen over allocations. Additionally, they have been applied in the water context
before and only require ranking over policy outcomes as inputs to determine stability.

SQ3: How can fairness principles be used to evaluate fairness?

Three fairness metrics were identified to evaluate fairness - utilitarian social welfare function for utili-
tarianism, Gini index for egalitarianism and prioritarian social welfare function for prioritarianism. The
final measure generated by the two social welfare functions is termed aggregate utility (for utilitarian-
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ism) and prioritarian utility. These metrics were used to analyse the fairness of Pareto optimal policies
in the Susquehanna river basin. The insights from applying it to the case allow this research question
to be answered.

• Using fairness metrics to identify tradeoffs between fairness principles
Inherent tradeoffs were identified between the three principles as their formulations concern dif-
ferent aspects of fairness. The fairness metrics allow visualization of the extent to which tradeoffs
exist between fairness principles. This helps identify policies that are fair according to one metric
but are not fair according to another.

• Using fairness metrics to balance tradeoffs between fairness principles
Given utility is being distributed between actors and utility is a measure of relative preferences,
it was seen that prioritarian utility, aggregate utility and Gini index can be used to determine
the relative fairness of a policy i.e. the policy with the highest utility is not seen as the only fair
policy but it is the most fair policy while others can be considered less fair. If the metrics are used
to determine the degree of fairness according to each principle, compromises can be made along
utility, equality and prioritarian utility to identify policies that perform well on all three metrics.

• Using fairness as a threshold to identify unfair policies
An additional way of using fairness principles is as threshold values. The threshold values can
be identified using principles like sufficientarianism or identifying the minimum value that users
require. The idea of degrees of fairness also falls through when considering irreversible losses. If
there are irreversible losses, the value beyond which an irreversible loss occurs can be used as a
threshold. The policies that adhere to these threshold values can then be considered in evaluating
degrees of fairness.

• Using fairness metrics bearing ethical and research choices in mind
Prioritarianism was found to be the most challenging principle to operationalize owing to its
sensitivity to ethical choices. The choice of priority given to the worse-off, and bare minimum
consumption levels for every actor are both ethical or moral and need to be made by the policy-
maker. these choices significantly impact the fairness and tradeoffs generated by prioritarianism.
The existing method can be expanded upon further to explore the consequences of these ethical
choices on prioritarian policies.
The other choice made within this research is that of marginal utility. The best way to evaluate
fairness would be to determine a different value of marginal utility for every actor based on the
type of outcome they receive. This is currently not done in the method and acts as a limitation.

To conclude, fairness metrics can be used as a scale or a threshold in evaluating fairness. They can
also be used to compare fairness across principles. However, it is critical to bear in mind that they are
sensitive to the ethical choices made within the research and the utility functions used within the study.

SQ4: How can stability concepts be used to evaluate policy stability?

Fallback bargaining and 4 non-cooperative solution concepts are applied to ascertain stability. Sta-
bility analysis requires the presence of a disagreement point. This is the outcome if the actors do not
agree on a stable policy. The current Susquehanna status quo policy is considered as a disagreement
point along with four other Pareto optimal policies within this study.

• Using non-cooperative stability to identify if there is a stable policy
Non-cooperative stability identifies if there is a stable solution among the set of policies. This
means the outcome of applying non-cooperative stability definitions can result in not finding a
stable policy at all. This was the case in the current study when 7 players are playing the game.

• Using non-cooperative stability definitions with the appropriate status quo
It was seen that the choice of disagreement point or status quo can significantly impact the
presence and number of stable policies. When no policy is in place i.e. all actors get 0 utility, all
Pareto optimal policies are stable. However, if there is an existing policy in place there is a large
status quo bias where the cost of bringing a new policy in place is high.
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• Using fallback bargaining to identify the most stable policy
Fallback bargaining can be used to identify the most stable policies if the actors decide not to
select a policy that gives the worst outcome to any actor. It was found that even in the presence
of an existing status quo, the outcome from fallback bargaining are stable i.e. they did not exhibit
status quo bias. This method is, therefore, useful in identifying at least one stable outcome.

• Using both cooperative and non-cooperative stability definitions
It was seen that although cooperative solutions assure the presence of a stable solution they hide
the cost of getting all the players to agree on a bargaining method. Additionally, it is often
the case that cooperation and non-cooperation co-exist in the same transboundary river basin.
Cooperative settings assume that all players are amicable and will adhere to the chosen bargaining
method while non-cooperative settings assume that players are only self-interested and will not
adhere to any contract. For these reasons, it is believed that using them both could provide an
overview of the best and worst cases of stability.

The method, overall, operationalizes fairness and stability to evaluate efficient transboundary water
resource allocations. It was found that by using fairness as a degree and identifying policies with high
utility and equality, win-win situations can be created for all actors. Stability of policies is ascertained
disparately from fairness and it was found that it is difficult to get 7 actors to agree on putting up a
new policy when an existing policy is already in place. Cooperative bargaining solutions were found to
be the sweet spot where the outcome can be considered fair if it does not violate any threshold or bare
minimum values of consumption and can be considered stable if all actors choose to cooperate.

9.1. Limitations and Future Work
As is the case with most research endeavours, this study also opened up more research questions in
the process of answering some and makes multiple choices and assumptions along the way which act as
limitations. This section discusses the key limitations and areas of future work.

Although all the choices and assumptions have been discussed, substantiated and checked for sensi-
tivity wherever necessary, some choices are still simplifications and overlook the nuances of the real
world that must make their way into evidence-based policy making. One such simplification is treating
all the objectives with the same utility function and the dis-utilities as simply negative utilities. There
is existing empirical research that can help ascertain the utility of water for specific purposes such as
the work proposed by Karamouz et al. (2011) that ascertains utility functions for urban and agriculture
use. Ascertaining utility for all the different purposes is challenging but the need for such research
has been identified by organizations such as the United Nations in their attempt to compile ideas for
the valuation of water (UNESCO & World Water Assessment Programme, 2021). Pursuing this would
involve mapping each of the outcomes to their exact use cases and then identifying utility functions for
all of them.

Prioritarianism, although the most challenging to implement exhibits a lot of promise in being a bridge
between egalitarianism and utilitarianism. Delving deeper into the process in which ethical choices can
be made about the base level of consumption and priority to the worse off can reduce the uncertainty
caused due to changing ethical choices. In the context of water, it would be interesting to see if sufficien-
tarianism can inform the ethical choices that need to be made for the prioritarian social welfare function.

The most fitting next step for this research would be to incorporate utility definitions, fairness principles
and stability concepts into the problem formulation itself. This would mean changing the problem from
an evaluation to a division of resources. Taking such a step would avoid hinging on Pareto optimal
outcomes which are known to not guarantee stability (Read et al., 2014). Incorporating these principles
into the formulation allows for the creation of rival problem formulations with policies generated using
different allocation principles which can then be evaluated using the proposed method.

Finally, the time component of all of these fairness principles and stability has been kept out of the
study. Incorporating that and observing how fairness and stability change over time could allow this
research to be meaningfully tied back to distributive justice in transboundary water resource allocations.
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A
Verification and sensitivity analysis

A.1. Utility function
This section discusses the distribution and tradeoffs seen among the actors when using payoffs and
using the utility function. There is a slight difference in the tradeoffs with Chester where multiple
model outcomes are mapped to high utility values. Similarly with Baltimore. This is because these two
outcomes are the ones with the highest range of values. Therefore, the utility values start to plateau
after a certain value of model outcome. The distributions of the payoffs and the utilities is observed
next.

Figure A.1: Tradeoffs among the model outcomes

Figure A.2: Tradeoffs among the utilities of model outcomes
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The distribution of each outcome is shown in figure A.3 and figure A.4

Figure A.3: Distribution of normalized payoff values for each outcome

Figure A.4: Distribution of normalized utility values for each outcome

A.2. Mapping outcomes to observable values
It is often difficult to imagine what the payoff numbers mean in terms of tangible values. Especially in
terms of fairness, it could come in handy to know what each of the model outcomes translate to in real
life. In order facilitate that, the model outcomes were mapped to real world values. Table below shows
the real world equivalents of the model outcomes.

Outcome Unit Description
Hydropower revenue $/MWh The plant generates an average of 4000 MWh per day. This makes

each unit decrease an annual difference of roughly $1.4 million.
Atomic power plant
discharge

volume reliability A 1% decrease in reliability is roughly 109m3 annual water shortage

Baltimore Discharge volume reliability A 1% decrease in reliability is roughly 1693m3 annual water short-
age

Chester Discharge volume reliability A 1% decrease in reliability is roughly 187m3 annual water shortage
Environmental Reg-
ulation

shortage index A 1% increase in shortage is roughly 730m3 annual water shortage

Recreation storage reliability A 10% descrease in reliability would mean three days of low water
for recreation of the 28 days for which it is required.

Flood duration days Each outcome represents the number of days
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A.3. Fairness sensitivity to czero
By default, the values of zero levels of consumption are shown here -

• Baltimore, atomic power plant discharge, chester discharge - 0.1% volume reliability

• Hydropower revenue - $ mn 0.001

• Environment - -1 shortage index

• recreation - 0.1% shortage reliability

• Flood risk - 100ft of dam water excess (Which does not necessitate opening all the release gates
of Susquehanna i..e it is not as bad as the worst flood in the area)

The value are assumed close to zero because the utility function does not accept a 0 value.

The sensitivity of the top 95th percentile prioritarian policies to the changes in zero levels and the
tradeoff with other fairness principles is shown here.

From the plots the following observations can be made -

• The top percentile policies are extremely sensitive to the value of lowest level of consumption.

• The policies that were considered prioritarian when the zero consumption of hydropower was
increased provide hydropower with greater hydropower than otherwise. Compare figure A.5 and
A.7.

• In such a case there is also a larger tradeoff with utilitarian policies Compare figure A.6 and A.8.

• Changing the zero consumption of some outcomes like hydropower, recreation or environment
reduces the number prioritarian policies in the top percentile and increases the tradeoff with
aggregate utility. This is reflective of the inherent tradeoff within the system, where if environment,
recreation or hydropower are prioritized there can be lesser policies with high aggregate utility
i.e. the tradeoff for the others increases.

• This can be tied back to the distribution of utilities shown in figure A.4 or the distribution of
payoffs shown in figure A.3. The mean utilities of Baltimore, Atomic power, Chester and Flood
Risk is higher than hydropower, recreation or environment.

1. czero consumption of hydropower is $40mn

Figure A.5: Top 95th percentile outcomes when czero for hydropower is $40mn
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Figure A.6: Fairness principle tradeoffs when czero for hydropower is $40mn

2. czero consumption of atomic power plant is 40%

Figure A.7: Top 95th percentile outcomes when czero for atomic power plant is 40%

Figure A.8: Fairness principle tradeoffs when czero for atomic power plant is 40%

3. czero consumption of chester is 20%



A.3. Fairness sensitivity to czero 62

Figure A.9: Top 95th percentile outcomes when czero for chester is 20%

Figure A.10: Fairness principle tradeoffs when czero for chester is 20%

4. czero consumption of recreation is 50%

Figure A.11: Top 95th percentile outcomes when czero for recreation is 50%
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Figure A.12: Fairness principle tradeoffs when czero for recreation is 50%

5. czero consumption of environment is 40%

Figure A.13: Top 95th percentile outcomes when czero for environment is 40%

Figure A.14: Fairness principle tradeoffs when czero for environment is 40%

6. czero consumption of flood risk is 4ft
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Figure A.15: Top 95th percentile outcomes when czero for flood risk is 4ft

Figure A.16: Fairness principle tradeoffs when czero for flood risk is 4ft
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The figure A.17 shows how the number of policies in the region of interest go down significantly
when with fewer policies being high on prioritarian utility. Only the case of η = 1.2 and γ = 1 have
policies that have high aggregate utility, priority and gini index.

Figure A.17: Identifying policies when the zero consumption of hydropower is $mn 40



B
Technical improvements, limitations

and future work

All the operationalization for this research has been performed on python. The notebooks and data
files associated with it are all present on the Github repository mentioned in the beginning of the thesis.
This chapter of the appendix aims to give an overview of the improvements made within the work that
was borrowed from other researchers and identifies a few potential lines of future work.

B.1. Susquehanna Model on Python
The original Susquehanna model borrowed from (Salazar et al., 2016) was in C++. We moved it from
C++ to python through a luft and shift process.

Technical Improvements

• The physical constrains of the Susquehanna river basin were updated based on the latest infor-
mation used in the work of (Doering et al., 2021).

• The RBF.py file was modified to be vectorized in order to improve performance

• The model was connected to the EMA workbench in order to run perform multi objective opti-
mization (Kwakkel, 2017).

Limitations and Future work

• The model is currently extremely slow. The use of object oriented programming, and/or cython
could significantly help with the performance.

• The model generates worst case scenarios using Monte Carlo simulation. These scenarios are
currently being stored in data files. This can be connected to the EMA in order avoid that and
also open doors to new samplign techniques for scenarios.

• The flood duration and flood risk in the model is currently measured in ft of water excess in the
dam. Converting this to flood height would make it easier to estimate the intensity of the flood.

B.2. GMCR package
The Graph Model for Conflict Resolution was created by Fang et al. (2003). In their subsequent ver-
sions, they release a python package available on GitHub https://github.com/onp/gmcr-py.git. They
also have an application with a user interface available on request https://www.eng.uwaterloo.ca/ rkin-
sara/index.html.

Technical Improvements
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• Modifying the python package allows for automation of running the games which is why the .py
file was used. The original code allows actors not to make a move at all. This was modified for
the current version of the package. However, it can be used if there is a case that requires it.

• The entire process of running sequential games and including and not including different actors
is automated and available in a Jupyter notebook titled non_cooperative_stability.ipynb.

• Preferences of actors was modified to include equally preferred states.

Limitations and Future Work

• Currently, the package does not consider the weight of the preferences of actors. This can be
modified within the code as part of future work.

• The GMCR package can be modified to map multiple objectives to a single actor, prioritize the
objectives and generate new preference rankings. This would be valuable in reducing the number
of players and making the game a little more realistic. Such an approach has been used before by
Madani and Lund (2011b).
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