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Abstract

Speech recognition systems can be found all around us. From personal assis-
tants in mobile phones and smart speakers to robots, we use speech recognition
systems everyday. However, communicating with them can be troublesome in
noisy environments because they only use audio signals for speech recognition.
This problem can be solved by using visual speech recognition or lipreading sys-
tems. Research on lipreading systems has been going on since the 1980s but such
systems are not being used in real-time systems yet. This can be attributed to the
fact they need to process significantly higher amounts of data than audio speech
processing which takes a lot of time and hence, they cannot be used in real-time.

This thesis aims at finding out if frame rate, jpeg compression or presence
of noise have any impact on the performance of lipreading system. The LipNet
system is used for this thesis and the Lip Reading in the Wild (LRW) dataset is
used for the purpose of experiments. The frame rate of videos of the dataset is
varied from 11 to 25, with an increment of 2 for each experiment. Also, com-
pression ratio is varied between no compression and 30 % quality, to find out
how compression affects the performance of lipreading systems. Also, salt and
pepper noise is artificially added to the dataset for the purpose of experiments.

The results from the experiments showed that performance is not affected till
frame rate 21, but it starts degrading gradually from frame rate 19 to 13 and after
that there is sudden drop in the accuracy of LipNet. With compression of frames
to 30 percent of their original quality, there is only a slight decrease in accuracy.
However, there is a huge reduction in data size, which makes it easier to transmit
data for cloud processing. We found substantial degradation in performance with
the presence of noise with a probability of only 3 percent.

This means that if we decrease frame rate to 21 and compress the frames
to 30 % quality, memory usage can be decreased to 25 % without much impact
on performance of the system. However, quality of video capturing cameras and
data transmission to cloud needs to be monitored to avoid noise.
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Chapter 1

Introduction

Do you remember the time when you tried to read lip movement of your friend to share
a secret or to share views about your manager with your colleagues? Not everyone is
good at reading lips, but we try to do it unconsciously on a daily basis. Sometimes
reporters try to read lips of celebrities to know what they’re talking about, in case
speech is not audible or the background is noisy. Also, while watching a poorly dubbed
movie, the misalignment of audio and video makes it difficult for us to understand the
otherwise clean audio signal. This is because we try to match the lip movements of
actors to audio and we have trouble understanding the speech if they are misaligned.

Lipreading or visual speech recognition refers to understanding what a person is
saying by observing movement of their lips and tongue. It is an important form of
communication for deaf people and helps them understand what the other person is
saying. For people with impaired hearing, when machines can’t help them to listen the
speech of the other person, for example in noisy environments, lipreading is helpful in
conversation. However, they can’t read lips with 100 percent accuracy, in which case,
context can be used to fill in the gaps [12].

Even for people who do not have any hearing disability, lipreading is an important
modality in conversation. We always correlate lip movements to the audio speech. It
can be explained by the McGurk effect [20], which states that when different audio is
dubbed over a video, it leads to perception of mismatched phonemes.

Humans can recognize 35 to 40 percent of speech using only lipreading [17], the
remainder can be partially understood by context. But the performance of human
lipreaders is still unsatisfactory and lipreading needs to be automated. Researchers
identified this problem and started working on it in 1980s. It started slowly but the
research caught off in late 1990s. With the advent of HMM-GMM decoders, the
performance of lipreading systems improved drastically. HMM-GMM refer to Hid-
den Markov Model - Gaussian Mixture Model, in which GMM is used to recog-
nize phoneme corresponding to a frame and HMM encodes the temporal aspect of
speech. GMM recognizes phonemes by training a GMM model corresponding to each
phoneme and then finding out the most probable phoneme for each frame, however it
does not take temporal aspect into account, for which HMM is used. HMM breaks the
speech in multiple states and then trains GMM models for each state according to the
occurrence of phonemes in that state.

The recent development of deep learning networks proved to be another major
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1.1 Outline of report Introduction

breakthrough for lipreading systems and eliminated the use of language models for
visual speech recognition.

With the advent of personal assistants, audio speech recognition has become an
important part of our day-to-day life. However, communicating with them is still trou-
blesome. Especially when you have a lot of people talking around, it’s difficult to get
your message to the personal assistant. This problem is even more important when we
have robots around us. To remove the bottleneck of robot cocktail party effect from
audio speech recognition, we would need audio-visual speech recognition systems,
which also take visual features into account when deciphering the speech.

These developments mean that we would need more processing power, as pro-
cessing a video requires far more resources than processing audio alone. Robots and
personal assistants use cloud-based systems for speech recognition [16]. For audio
speech recognition, it only requires transmitting audio to the cloud. However, trans-
mitting both audio and video means that we need more resources and time for speech
recognition, which would make these systems difficult to be used in real-time. This
problem can be solved by compressing the video for transmission or decreasing the
frame-rate of the video stream, so that less data needs to be transmitted. Varied quality
of cameras might also result in noisy and low-frequency video stream at the cloud.
As per the best of my knowledge, the effect of these factors on the performance of
lipreading systems has not been tested.

In this thesis, I assess how frame-rate, noise and compression of video affect the
performance of lipreading systems. This study provides an understanding of applica-
bility of video speech recognition for real-time systems.

1.1 Outline of report

The whole report is divided into 5 sections. The coming section discusses the liter-
ature on lipreading systems. Section 2 establishes the research questions which will
be answered in this report. Third section explains the method used to perform experi-
ments. It explains the model used in experiments and various dataset configurations. It
also informs about experiment setup in brief and the measures used to evaluate the re-
sults and answer research questions. The next section reports results from experiment
and discusses how they can be used to answer research questions. The last section
concludes the report.

1.2 Background study

In this section, advancements of various speech recognition systems are discussed.
Lip Reading and Audio Visual Speech Recognition are closely related problems. But
both of them have vast literature and that needs to be dealt separately. An overview
of different data-sets available for the training of speech recognition systems is also
provided.
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Introduction 1.2 Background study

Automatic Speech Recognition

Lipreading: Initial work on lip reading did not include deep learning approaches [30].
Most of the researches used to process video frames to extract lip features, the temporal
aspect was also explicitly extracted from the video frames. These carefully selected
features were then used to train systems to identify speech [19, 24, 18].

Recently researchers have started using CNNs to detect characters [3], words [8]
and sentences [28]. CNNs, convolutional neural networks, are used to recognize ob-
jects and classify objects in one of several categories. They consist of a combination of
convolution layers, which can comprise of filtering, pooling and Rectified Linear Units
(ReLUs). A ReLU layer applies the function f (x) = max(0,x) to all the elements of
the matrix, which means that all the negative values are changed to 0 and the postive
values remain same. Chung et al. [8] used CNNs to directly classify multi-frame time
series of lips extracted from videos. While Tatulli et al. [28] used ultrasound imaging
in addition to video camera for visual features. These visual modalities were processed
using a multi-modal CNN, combined with an HMM-GMM decoder for sentence pre-
diction.

LipNet [3] extracts features using spatiotemporal convolution layers, these fea-
tures are then aggregated by two Bi-GRUs (Gated Recurrent Units, a type of RNN).
Spatio-temporal CNN is 3D CNN, which means that the filter matrices are 3D. Two
dimensions correspond to space and the third dimension is time dimension. Bi-GRUs
are a set of opposite directional GRUs, which are a modification of RNN. Lastly, word
prediction is done using CTC loss on existing vocabulary. CTC Loss is one of the
most commonly used loss functions in speech recognition systems. This loss func-
tion does not need aligned output for training of the model, while it takes summation
over all possible permutations of output sequence. Detailed explanation of these layers
is given in chapter 3. Shillingford et al. [27] used open-vocabulary data-set to train
their Vision-to-Phoneme (V2P) 3D convolutional module, whose architecture is sim-
ilar to LipNet. 3D convolutional module works in similar manner as spatio-temporal
convolutions in LipNet, explained in the next section.

Audio visual speech recognition (AVSR): Similar to lip reading, there has been
a lot of research on development of audio-visual speech recognition systems as well.
Neti el al. [22] performed sentence-level speech recognition for the first time using
HMM on a limited dataset, by extracting features from audio and visual components
of video. They showed that the performance of audio speech recognition systems
in noisy environments can be improved by adding visual features. They used IBM
ViaVoice dataset for their study. Potamianos et al. [25] also worked on the same
dataset and DIGIT dataset for their model of different levels of fusion for audio-visual
speech recognition. They proposed features fusion, decision fusion and hybrid fusion
techniques for the bi-modal speech recognition. The authors expressed concern that
the usage of high-quality video would mean increased cost, storage and processing
requirements. These issues are investigated in this thesis.

Petridis et al. [23] developed a system for audio-visual word recognition, within
context. In real world settings, context may or may not be known so this cannot be used
for real world application. Mroueh et al. [21] developed a deep network architecture
for AVSR. However, they used an IBM dataset of 10,400 words. They worked on
multimodal fusion in deep learning for AVSR.
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1.2 Background study Introduction

Afouras et al. [1] developed a dataset, LRS2-BBC, for audio-visual speech recog-
nition. This dataset consists of extracts from recordings of BBC shows, encompass-
ing around 26M words. They tested two models for lip reading, one with CTC loss
and other with sequence-to-sequence loss. Sequence-to-sequence loss matches ground
truth labels to output character probabilities and train the model with cross entropy
loss, while CTC loss calculates loss of all possible permutations of output sequence
across given frames. The authors also investigated the extent till which lip reading
complements audio speech recognition, especially in noisy backgrounds.

Datasets

Many datasets are available for speech recognition. Details about some of the large
scale lip reading datasets are given below:

• GRID[10]: This is an audio-visual dataset of 1000 sentences each spoken by 34
speakers. Out of these 34 speakers, 16 were female and 18 male. They were
staff and students at University of Sheffield and spoke English as first language.
Each sentence was a 6 word sequence with given form. Videos are recorded in
quiet or low-noise conditions.

• Modality[11]: This dataset includes recording of 35 speakers, 26 male and 9 fe-
male divided between native and non-native English speakers. It was customized
to simulate scenarios of voice control for mobile devices, thus it consists of 231
words. In order to assess both isolated and continuous speech, the words were
combined in a form of 42 sequences, which use all the 231 words. Half of these
recording sessions were conducted in a quiet room, three kinds of noise were
added in the other half of sessions in the background using loudspeakers.

• LRW[8]: It is a large-scale visual speech recognition dataset, which consists of
500 of different words spoken by over 1000 different speakers collected from
British television channels.

• LRS[7]: This consists of thousands of hours of video with sentences from BBC
shows recorded between 2010 and 2016.

• LRS2-BBC[1]: It is a large scale dataset for audio-visual speech recognition,
extracted from different BBC programs including Dragonâs Den, Top Gear and
Countryfile. It consists of around 26M words.

• LRS3-TED[2]: This is a multi-modal dataset for visual and audio-visual speech
recognition. It consists of face videos of over 400 hours from TED and TEDx
talks. Videos contain speakers at different angles from camera, that is, head-pose
variation.
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Chapter 2

Research Questions

This thesis focuses on real-time lipreading. It studies the effect of frame rate, noise and
jpeg compression of frames on lipreading, ultimately aiming at reduction of computa-
tion, storage and transportation cost for video (visual data) and making these systems
suitable for real-time cloud-based systems. Streaming video at 25 Hz for visual speech
recognition, transferring the data to cloud and then processing it would mean substan-
tially higher cost as compared audio speech recognition. This might lead to delay
in getting the speech output from the cloud, which deems this system unusable for
real-time applications. This problem can be solved by:

1. Lower frame rate: Lowering the frame rate means that less data needs to be
transmitted and processed for video corresponding to equal time frame. As per
the best of my knowledge, no one has tested impact of frame rate on the per-
formance of lipreading systems. This might prove to be an efficient method for
decreasing processing time of the system.

2. Compress frames while streaming video to cloud system: Compressing frames
will lead to loss of some data, however, if we compress data to right level of qual-
ity so as to preserve useful information for lipreading and compress it enough to
decrease data size, then transfer cost can be decreased significantly.

We know that adding visual features improves speech prediction over audio-only
speech prediction systems [22] in noisy environments. However, no one has focused
on impact of presence of noise in the video signal. The noise might be generated while
transferring video to cloud or because of faulty camera output. Studying the impact
of noise on these lipreading systems would help in assessment of reliability of these
systems for real-world application.

These provide a base for the following research questions:

• What is the impact of frame rate of video stream on accuracy of lipreading sys-
tems?

• Does the impact of frame rate also depend on type of character to be detected?

• How does jpeg compression of frames impact the accuracy of lipreading sys-
tems?
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Research Questions

• How does the presence of noise in video frames impact the accuracy of lipread-
ing systems?
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Chapter 3

Method

To answer the research questions, an experimental approach is adopted. For this pur-
pose, LipNet is being used as the model lipreading system and Lip Reading in the Wild
(LRW) [8] dataset is being used. The reasons for choosing them is explained later in
detail.

Figure 3.1: Overview of experimental setup

First of all, region of interest (mouth region) is extracted from each frame of all
videos of the dataset. This is done using dlib library and OpenCV. Then, the result-
ing dataset is stored in the form of h5py file for easier access. The whole dataset is
randomly divided into training and testing data, where 80 percent of the whole dataset
goes to training set and 20 percent goes to test set. Once the dataset is pre-processed,
it is used to train LipNet to detect characters per frame using CTC loss. After training

7



3.1 Lipreading model: LipNet Method

is complete, the model is used to recognize speech from unseen videos and character
error rate is calculated. An overview of the experimental setup is shown in figure 3.1.

3.1 Lipreading model: LipNet

For the purpose of this thesis, LipNet [3] is used for experimentation purpose. LipNet
is chosen because it is the state-of-the-art lipreading system available. Also, its model
was publicly available, which made it possible to replicate the system for this thesis.

Figure 3.2: Overview of LipNet architecture [3]

An overview of the LipNet architecture is shown in figure 3.2. LipNet is an end-
to-end trainable lipreading architecture, which maps video frames to text. It consists
of three spatio-temporal CNN layers, followed by two Bi-GRU LSTMs and a fully
connected layer in the end. CTC loss is calculated for the purpose of training the
model.

Various layers of LipNet are explained in detail in this section.

1. Spatio-temporal CNN
In 2D CNN, two-dimensional convolutions map local information from one
layer onto another layer. This mapping is followed by an additive bias and sig-
moid activation function. This can be represented as:

vxy
i j = tanh(bi j +∑m ∑

Pi−1
p=0 ∑

Qi−1
q=0 wpq

i jmv(x+p)(y+q)
(i−1)m ) [15]

where, vxy
i j is the value of (x,y) coordinate in jth feature map of ith layer, tanh

is the hyperbolic tangent function, bi j is the bias for this mapping, m covers set
of features in (i-1)th layer over present feature map, wpq

i jm refers to the value at
(p,q) position of kernel connected to mth feature map of previous layer, Pi and
Qi refers to height and width of the kernel. The resolution of these convolu-
tional layers is decreased by performing a pooling operation. This decreases the
impact of distortion of input over output from the network. A complete CNN
network consists of multiple convolution and pooling layers stacked over each
other. Weights wi j and bias bi j are learned during model training, using super-
vised or unsupervised learning techniques [4].

Spatio-temporal CNNs have three dimensional kernels, instead of two-dimensional
ones as in 2D CNN. The time dimension is the third dimension. Three dimen-
sional kernels learn features in space and time dimensions, hence the name,
spatio-temporal CNN. These kernels are applied over stack of frames from a

8



Method 3.1 Lipreading model: LipNet

Figure 3.3: Comparison of 2D and 3D convolutions [15]

video. Hence, the kernels are connected to multiple continuous frames and
learn motion-based features. Similar to the equation for 2D CNN, each value
corresponding to position (x,y,z) in ith feature map of jth layer in 3D CNN is
calculated by:

vxyz
i j = tanh(bi j +∑m ∑

Pi−1
p=0 ∑

Qi−1
q=0 ∑

ri−1
R=0 wpqr

i jmv(x+p)(y+q)(z+r)
(i−1)m )[15]

Here, wpqr
i jm value of kernel at (p,q,r)th position corresponding to mth feature map

from previous layer. In depth explanation of 3D CNN architecture is provided
by Shuiwang Ji et al. in [15].

To summarize, the difference between 2D and 3D convolutions is the kernel and
input dimensions. This in turn results in a difference in kind of features ex-
tracted. Spatial features are extracted in 2D convolutions, while spatio-temporal
features are extracted in 3D convolutions. Pictorial representation of difference
of 2D and 3D convolutions is shown in figure 3.3.

2. Bi-GRU
Gated Recurrent Units were introduced by Kyunghyun Cho et al. [6]. They
were a modification of the original RNN, used to capture relationship between
different time differences. These are similar to LSTMs, as they can also control
flow of history information inside the unit. However, they do not have separate
memory cells like LSTMs. This makes them computationally more efficient as

9



3.1 Lipreading model: LipNet Method

Figure 3.4: Graphical representation of LSTM and GRU[9] (a) i is the input gate, o
is output gate and f is forget gate. c and c̃ are memory cell and new memory cell
respectively. (b) r is reset gate and z is update gate. h and h̃ are activation function and
candidate activation function respectively.

they expose the whole content without control and have less complex structure.
The difference between LSTMs and GRUs is depicted in figure 3.4.

In Lipnet [3], standard formula of GRU is used.

[ut , rt]T = sigm ( Wz zt + Wh ht−1 + bg)

h̃t = tanh ( Uz zt + Uh (rt � ht−1) + bh)

ht = (1 - ut) � ht−1 + ut � h̃t

here, z = (z1, z2,..., zt) is the input sequence for GRU, ht is the activation function
at time t and h̃t is the candidate activation function. W and U are parameter
matrices that are calculated during model training and b is a parameter vector.

In bidirectional GRU [14], one RNN maps input (z1,..., zt) to (−→h q,..., −→h t) and
another RNN maps (z1,..., zt) to (←−h 1,..., ←−h t). And then the resulting output is
ht := [−→h t ,

←−h t]. In LipNet, the output of three spatio-temporal CNN layers is
passed onto bi-GRU layer, which is followed by another bi-GRU layer.

3. CTC Loss
Connectionist Temporal Classification Loss or CTC loss [13] is one of the most
prevalent loss functions used in speech recognition systems. This is because it
does not need the input to be trained to aligned outputs. Because of this same
reason, it works well for handwriting recognition. It can be used for systems
where a strict label boundary is not present.

If a model gives a sequence of probabilistic distributions over tokens as output,
then this loss function computes summation of probability of all possible per-
mutations of output sequence, along with the blank character. Hence, the output
sequence can be variable length. For example, suppose the output sequence is
"abc" for T = 4, then, CTC defines its probability as p(abc_) + p(_abc) + p(a_bc)
+ p(ab_c) + p(aabc) + p(abbc) + p(abcc), here "_" refers to blank character. The
blank characters and adjacent repeated characters are removed by CTC to get the
final string. However, if the final output has a set of adjacent repeated characters,
for example "p" is repeated in "apple", then in these cases a blank character is
always inserted between two ps, so that one of them doesn’t get deleted automat-
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ically. Because of this reason, number of frames always need to be more than
number of characters in output sequence to accommodate repeating characters.

CTC Loss works well with label sequences, that is, if two labels frequently occur
together, then it tends to group them. This makes it useful for predicting words
from character sequences. This property is exploited in LipNet system and helps
in prediction of words directly from frames without the need of language model.

3.2 Dataset and its variations

For the purpose of this thesis, Lip Reading in the Wild (LRW) [8] dataset is used.
This dataset consists of 500 words spoken by over 800 speakers each. This makes
the dataset speaker independent. It also makes it closer to real-world application as it
has more words than in the dataset used by Assael et al. to train LipNet. They used
GRID corpus [10], which consists of 26 distinct words and 26 english letters. Also, the
GRID corpus has sentences of a given grammar, which would result in over training of
model for this grammar and would make it difficult to access its usability for real-life
systems.

Using the LRW dataset increases the number of words teh system is trained on.
Also, it makes it possible to train the system in reasonable time, as due to the absence
of huge computation power it would not have been possible to train the system on other
huge dataset, like LRS, LRS2-BBC and LRS3-TED, in the duration of this thesis.

Also, as the videos were of 29 frames each, there was no need to do much pre-
processing for feeding them to the network. All the videos were recorded at 25 Hz
each. They were sub sampled for other frame rates, from 11 to 25 with a step size of 2.
The frame rate was not decreased further as an average human speaks about 10 letters
per second [26], hence, we need at least 10 frame rate to predict 10 characters. The
dataset was stored in h5py files and generators were used to load the dataset in batches
and converted them to numpy arrays before passing them to the network for training.

3.2.1 Frame rate reduction

The videos were sub-sampled to reduce the frame rate. This was done by first calculat-
ing number of frames with the given frame rate. This is calculated as: t ′= int(t/25∗ f ),
where t is the total number of frames with 25 Hz rate (29 in our case), f is the lower
frame rate required and t ′ is the total number of frames with f frame rate. Once to-
tal number of frames are known, we know that 29 frames needs to be reduced to t ′

frames. Video is then sub-sampled at equal interval to get t ′ frames, however, this
results in fractional frame numbers. Hence, they need to be rounded down to get exact
frame numbers. This would not introduce any bias as there are more than 800 utter-
ances for each word by different speakers and speech of speech also differs per user.
After sub-sampling, the total length of video was made 29 frames by adding repeated
frames between sampled frames. This was done to avoid bias during the comparison
of CTC loss for various frame rates. This is explained via an illustration in figure 3.5.
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0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28

0 1.75 3.5 5.25 7 8.75 10.5 12.25 14 15.75 17.5 19.25 21 22.75 24.5 26.25 28

0 1 3 5 7 8 10 12 14 15 17 19 21 22 24 26 28

0 1 1 3 3 5 5 7 8 8 10 10 12 12 14 15 15 17 17 19 19 21 22 22 24 24 26 26 28

Total number of frames with 15 Hz frequency = int (29 / 25 * 15) = 17

Gap between frames (for 15 Hz frequency) = (29 - 1) / (17 - 1) = 1.75

Rounding off, to get exact frame number

Repeating frames, to get 29 frames in total

Figure 3.5: Frame rate reduction from 25 Hz to 15 Hz

3.2.2 Jpeg compression

One of the main problems of using cloud based systems for visual speech recognition
is the size of data. Videos take up more space than audio, which makes it challenging
to transfer it to the cloud for processing. Compressing the frames might be helpful in
this situation. However, effect of compression on the performance of lipreading system
is unknown. To check how this compression might affect the performance of system,
ROI of each frame is compressed with 30 percent quality. This is done in order to
significantly decrease the size of data (to 30 percent in this case) and still keeping the
ROI good enough for lipreading. As can be seen in figure 3.6, with quality 10 percent
the picture quality decreases a lot and the ROI is not clearly visible. With 70 percent
quality, there’s not much reduction in size of data. However, with 30 percent quality
ROI is still clearly visible with a significant reduction in size of data.

(a) Original mouth image (b) Quality = 10 percent

(c) Quality = 30 percent (d) Quality = 70 percent

Figure 3.6: Original ROI image and after jpeg compression-decompression retaining
given percentage of quality

For the purpose of this thesis, the ROI for each frame of all videos are first com-
pressed with 30 percent quality and then they are decompressed. These compressed-
decompressed frames are then used to investigate how compression might affect per-
formance of LipNet.
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3.2.3 Added noise

Visual speech recognition can be used for variety of applications, including smart as-
sistants, human-robot interaction and human-virtual agent interaction. It would be lead
to usage of variety of cameras, which will produce varying quality of images. Also,
transferring data to the cloud might lead to noisy visual signal. To artificially create
these artifacts, salt and pepper noise is added to the dataset. The choice of salt and
pepper noise was based on the fact that this type of noise can be generated as a result
of analog to digital signal conversion in cameras or due to bit error in transmission [5].
For adding artificial noise, some randomly selected values of the RBG color matrix of
the frame are set to 0 or 255.

The probability is set to be 3 percent, which means that each pixels has 3% prob-
ability of noise being added to it. As can be seen in figure 3.7, if 1 percent noise is
added it leads to negligible noise. 7 percent noise leads to really bad image quality.
However, 3 percent noise is a noticeable amount of noise, without a lot of deterioration
in the quality of the image.

(a) Original mouth image (b) Noise = 1 percent

(c) Noise = 3 percent (d) Noise = 7 percent

Figure 3.7: Original ROI image and after addition of salt and pepper noise

3.3 Experimental setup

The experiments were conducted on the TU Delft INSY cluster. It can be remotely
accessed from the system to upload batch jobs via ssh connection. Once a job is
finished, the output is written in a text file, which can be used to evaluate results. It
has multiple GPUs which are helpful for training the network using tensorflow-gpu.
CUDA 9.0 and CuDNN 7.0.5 libraries also had to be activated to use GPUs for training.
Tensorflow GPU version 1.9.0 was used in Python 3.4.0.

For training, one GPU was used for tensorflow and two CPUs to load dataset batch
and convert it to numpy array. Using this configuration, each epoch took around 5
hours to train the model on whole dataset. For each configuration, model was trained
for around 40 epochs. Hence, training model took around 200 hours for each configu-
ration. There were 10 configurations in total, this means total training time was 2000
hours.
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3.4 Evaluation measures

To answer the research questions, following quantities are measured:

1. CTC loss of test data after each epoch: To compare the performance of mod-
els, CTC loss of test data after each epoch is recorded. It also helps to track
the training of models and see if models get over-trained. With the increase in
epochs, difference CTC loss between adjacent epochs decreases, which means
that models fits the dataset better. Loss for different conditions can be compared
to see which model performs better.

2. Character error rate of the trained model: Once the models are trained, charac-
ter error rate for the test data is measured to compare the performance of model
over various configurations, like different frame rate and presence of noise.

3. Confusion matrix of the trained model: Confusion matrix is plotted for error
in character-level prediction by trained model. This is plotted to evaluate if
the performance of the system depends on the type of characters that it has to
predict.
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Chapter 4

Results and Discussion

In this section, results of the experiments are being discussed. It includes a graph of
CTC loss over epochs for all different configurations of dataset. It shows how the
model trained for lipreading and loss decreased with progressing runs. The section is
divided into three subsections, each dealing with a different set of experiments. The
first section discusses results from varying frame rate of the videos in the dataset. The
next section is about the compression of frame images. The last section deals with
results from the noisy dataset.

4.1 Varying frame rate

In this section, the results from varying frame rate are shown and discussed. As men-
tioned in previous section, frame rate for videos is varied from 11 to 25, with an in-
crement of 2 for each experiment. First of all, dataset is created for all these different
frame rates. Then for each experiment, model is first trained with a specific frame rate
dataset for 40 epochs and the CTC loss for these runs are recorded. Once the model
has been trained, the character error rate (CER) of the test set is calculated.

Figure 4.1: CTC loss over number of epochs for various frame rates

Figure 4.1 depicts CTC loss during model training. As can be seen from the graph,
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4.1 Varying frame rate Results and Discussion

Table 4.1: LipNet CER for videos at different frame rates

Frame rate CER
11 51.46%
13 45.32%
15 44.97%
17 43.75%
19 42.21%
21 40.89%
23 40.64%
25 40.91%

during the start models performed almost similar. However with more epochs, a no-
ticeable difference between performance of models for different frame rates can be
noticed. It depicts that frame rate 25 to 21 have almost similar performance. The per-
formance gradually decreases from frame rate 19 to 13 and there’s a sudden drop in
performance of model for frame rate 11.

Similar observations can be seen in table 4.1, which shows character error rate
for different frame rates after models have been trained for 40 epochs. From these
observations, it can be said that frame rate can be reduced to 21 Hz without any major
impact on performance of system. However, if the frame rate is decreased further,
accuracy of the system gradually decreases until it reaches 13 Hz. However, it should
not be decreased further as the performance of system will drop drastically.

The sudden increase in error at frame rate 11 can be attributed to the fact that an
average human speaks about 10 characters per second [26], so for a frame rate of 11,
number of frames is almost equal to the number of characters being spoken. However,
some characters might be made up of a set of phonemes and hence, it would not be
possible to detect them in one frame as they compose of a combination of sounds. With
the frame rate being 11, there are not sufficient frames to detect these characters. Also,
if the true label has a set of adjacent repeated characters, for example "p" is repeated
in "apple", then in these cases a blank character is always inserted between two ps, so
that one of them doesnât get deleted automatically. Because of this reason, number
of frames always need to be more than number of characters in output sequence to
accommodate repeating characters.

There is a technical explanation for this as well. For a video of a total length of
29 frames at 25 frame rate, it will have 12 frames for frame rate 11. In LRW dataset,
the maximum word length is 12 characters. This is exactly equal to number of frames.
During prediction, first two outputs from Bi-GRU are discarded, as first few outputs
from RNN tend to be garbage [29]. Here, number of character predicted from the
model are 10, while number of characters in true label can be up to 12. Hence, there is
a hike in error for frame rate 11.
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Results and Discussion 4.1 Varying frame rate

Figure 4.2: Confusion matrix for frame rate 25

To find out if characters have any impact on the CER for different frame rates,
character-wise confusion matrix is plotted. Figure 4.2 shows confusion matrix for
frame rate 25, after 40 epochs of model training. Figure 4.3 shows confusion matrix
for frame rate 11. Confusion matrices for other frame rates are included in appendix
A.

As can be seen from figure 4.2 and 4.3, letter ’K’ has the least probability of being
identified correctly. In figure 4.3, letter ’K’ has 20% probability of bring identified
correctly and 15, 12 and 11 % probabilities of being identified as ’E’, ’N’ and ’I’
respectively. In figure 4.3, letter ’F’ has highest probability of being correctly recog-
nized, while in figure 4.2 letter ’M’ has the highest probability, however ’F’ also has a
high probability here.

In both figures, it can be seen that the vowels perform below average with an
error rate more than average character error made of the model. In figure 4.2, average
character error rate is 40.91%, but all the vowels have an error rate of more than 41%.
And in figure 4.3, average character error rate is 51.46%, but all the vowels have an
error rate of more than 52%.

In both matrices, it can be seen that general trend is similar, with characters ’F’,
’M’ and ’P’ having highest chances of being correctly recognized and letter ’K’ having
the least chances of being correctly recognized. Also, vowels perform below average.
Hence, it can be concluded that frame rate does not have any impact on the type of
character to be detected.
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4.2 Jpeg compression Results and Discussion

Figure 4.3: Confusion matrix for frame rate 11

4.2 Jpeg compression

In this section, the results corresponding to jpeg compressed dataset are discussed. Fig-
ure 4.4 shows the CTC during training the model using original and the compressed
dataset. It can be seen that their graphs start converging and there is not much differ-
ence in the performance of the models.

Figure 4.4: CTC loss over number of epochs for original and compressed dataset
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Results and Discussion 4.2 Jpeg compression

Figure 4.5: Confusion matrix for frame rate 25 with compressed dataset

Table 4.2 shows CER for the original dataset and the compressed one after model
is trained for 30 epochs for each condition. It can be seen that there is not much
different in error rate, it does not increase a lot on data compression. This is similar to
the observation from figure 4.4. Storage space can be reduced to 30 percent of original
size without much impact on performance of system.

Table 4.2: LipNet CER for original dataset and compressed dataset

Condition CER
Original dataset 43.39%

Compressed dataset 44.71%

Figure 4.5 shows confusion matrix of compressed dataset after model has been
trained for 30 epochs. Overall trend of CER is similar to the original dataset, figure
4.2. Letter ’K’ has least probability of being correctly identified. Vowels has more
than average character error rate, with the lowest character error rate being 45% for
letter ’E’ and the highest character error rate being 60% for letter ’U’. Also, letters ’F’,
’P’, ’M’, and ’Q’ have highest probabilities of getting correctly identified.
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4.3 Noisy dataset Results and Discussion

4.3 Noisy dataset

In this section, results for noisy dataset are discussed. Figure 4.4 shows the CTC during
training the model using original and the noisy dataset. It can be seen that their graphs
have substantial difference between them and it does not seem to converge beyond a
certain limit.

Figure 4.6: CTC loss over number of epochs for original and noisy dataset

Table 4.3 shows CER with original and noisy dataset. The noisy dataset only has 3
percent noise added to it. There is a big difference in character error rate of noisy and
original dataset. This observation aligns with the observation from figure 4.6. It can
be said that presence of noise can deteriorate results from the system and hence, much
care needs to be taken to avoid noise in video streaming. We know that salt and pepper
noise can be generated as a result of analog to digital signal conversion in cameras
or due to bit error in transmission [5]. Hence, quality of video capturing camera and
video transmission to the cloud needs to be optimum to avoid faulty results.

Table 4.3: LipNet CER for original dataset and noisy dataset

Condition CER
Original dataset 40.91%

Noisy dataset 44.08%
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Results and Discussion 4.3 Noisy dataset

Figure 4.7: Confusion matrix for frame rate 25 with noisy dataset

Figure 4.7 shows confusion matrix of noisy dataset after 40 epochs. Here as well,
the trend of CER is similar to the confusion matrix for original dataset, 4.2. Letter ’K’
has least probability of being correctly identified. And letters ’M’, ’F’, ’P’, and ’Q’
have highest probabilities of getting correctly identified.
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Chapter 5

Conclusions and Future Work

This report investigated the impact of various factors on the performance of LipNet.
First variation was frame rate, for this frame rate of videos was varied from 11 to
25 with an increment of 2 for each experiment. Reduction in frame rate means, less
data needs to be transmitted and processed. This in turn would make lipreading faster
and easier to implement in real-time. Through experiments it was found out that when
frame rate is reduced from 25 to 21, there was almost no impact on performance. After
that performance started decreasing gradually till the frame rate of 13 but performance
suddenly dropped at frame rate 11. However, the error increase does not depend on
type of character being recognized and it increases proportionally for all the characters.

When frames of all videos of the dataset are compressed to 30 percent quality, there
was slight drop in performance. By compressing the frames to 30 percent quality, the
size of the dataset can be decreased by 70 percent. This will result in far less memory
usage. Hence, data can be compressed for transmission without worrying about much
degradation in performance.

Also, presence of 3 percent noise in the dataset lead to substantial increase in error
rate of system. As we know that salt and pepper noise can be generated as a result of
analog to digital signal conversion in cameras or due to bit error in transmission [5].
This suggests that more care needs to be taken when using different cameras for video
streaming to maintain the quality of video.

Overall, this study shows that data usage for video streams for lipreading can be re-
duced without loosing much performance. For example, reducing the frame rate from
25 to 21 and compressing the frames with 30% quality loss will result in an effective
reduction of 25% in data storage and transfer needs with only a marginal reduction in
performance. Reduction to 13 Hz can reduce data bit-rate to about 12,5% of the orig-
inal when combined with the same compression with potentially only reasonable in-
crease in error rates. Although the combined effect of compression and such dramatic
frame rate reduction needs to studied in future work, our results show that current state
of the art real-time lipreading systems do not need high frame rates or high raw video
frames. This opens up the potential for real-time cloud-based lipreading for example
social robot.

In the future, more elaborate analysis need to be done for various lipreading sys-
tems and using multiple dataset. This would help in generalizing the results. Also,
combinations of various dataset alterations can be used to find out an optimal set of
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Conclusions and Future Work

variations that can be used to make real-time lipreading less expensive.
When evaluating the model trained on different frame rates’ datasets, we need to

note that these results correspond to system trained on given frame rate. In real-life,
system might be trained on original data (25 Hz) and then if we use it to predict speech
from videos recorded at other frame rates, results might differ. This also applies in
case of compressed dataset and noisy dataset. Hence, choice of training set needs to
be carefully evaluated for training real-life lipreading systems as it might affect the
performance of the system.
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Appendix A

Appendix

Confusion matrices for various frame rates are listed here.

Figure A.1: Confusion matrix for frame rate 23
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Figure A.2: Confusion matrix for frame rate 21

Figure A.3: Confusion matrix for frame rate 19
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Figure A.4: Confusion matrix for frame rate 17

Figure A.5: Confusion matrix for frame rate 15
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Figure A.6: Confusion matrix for frame rate 13
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