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Abstract

As urban infrastructure continues to age, municipalities face increasingly complex chal-
lenges in maintaining critical assets under financial, safety, and societal constraints. In
Amsterdam, more than 200 km of historic quay walls, many of them several centuries old,
require carefully coordinated interventions to prevent structural failure while limiting urban
disruption and long-term costs. Traditional maintenance planning approaches are typically
reactive or rule-based, and struggle to account for stochastic degradation processes and the
non-linear interaction costs associated with simultaneous street and traffic closures in dense
urban networks.

This thesis proposes a multi-agent Deep Reinforcement Learning (DRL) framework for
generating optimal, constraint-aware maintenance policies. The framework combines DRL
with structural risk assessments and network-level societal impacts quantified through the
Urban Strategy digital twin. To reflect the operational realities of public asset management,
multiple constraint-handling mechanisms are integrated into the learning process, ranging
from hard, component-level constraints to soft, network-level constraints, jointly capturing
financial, safety, and societal considerations.

Experimental results show that the DRL agent consistently converges to optimal or near-
optimal policies while satisfying both hard and soft operational constraints, and significantly
outperforms existing reactive maintenance strategies. Benchmarking against classical opti-
mization methods demonstrates that the DRL approach maintains near-optimal performance
as the problem scales to higher-dimensional environments where traditional methods become
computationally intractable. Furthermore, warm-start initialization via curriculum learning
is shown to substantially improve training stability, convergence speed, and solution quality
in constrained settings.

Overall, this research demonstrates that constraint-aware DRL can serve as a powerful
and flexible decision-support tool for urban infrastructure management. By bridging the gap
between theoretical optimization and real-world operational constraints, the proposed frame-
work provides a scalable foundation for future applications in city-scale asset management
and related domains.
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1 Introduction

1.1 Motivation

In the complex world we live in, managing infrastructure systems is a critical and increas-
ingly challenging task. As aging infrastructure across the globe approaches or exceeds its
intended service life, the need for effective maintenance strategies becomes more important
than ever. However, this is a very challenging problem. Components wear out in unpre-
dictable ways. Systems are complex and interconnected. Inspections are uncertain. This is
even more difficult in cities, where things get even more complicated — roads, bridges, and
utilities must be maintained together, often with limited resources.

A good example is the quay wall network in Amsterdam. While the city is responsible for
around 600 km of quay walls in total, more than 200 km of these form the historic city center,
with many structures being over 100 years old, and some as old as 300 [8]. They support
streets, homes, shops, and public spaces. They’re part of the city’s identity and daily life. If
they fail, the impact can be huge — not just in repair costs, but also in traffic disruption,
safety risks, and effects on local businesses and residents.

Even with their importance, like for most of the infrastructure around the world, the
way maintenance is planned is still quite basic. Quay wall maintenance is mostly done using
simple, rule-based or reactive methods. These include time-based schedules, condition checks,
or thresholds that trigger repairs [9]. While straightforward, these strategies don’t account
for long-term effects. This can lead to poor timing, either waiting too long (which raises
risks and costs) or acting too early (which wastes resources). They also miss the chance to
coordinate tasks or take advantage of cost-saving synergies between components.

To correct this, optimization techniques have been proposed. Mathematical programming
— like nonlinear models, mixed-integer programming, and heuristic algorithms — can help
plan and group maintenance actions to lower costs and reduce disruption [10] [I1]. But these
methods don’t scale well. As the number of components and actions grow, the computations
get too heavy. This makes them hard to use for large systems like a whole city. On top of
that, many models assume full knowledge of how things degrade or ignore uncertainty, which
limits how useful they are.

Sequential decision-making frameworks offer an alternative way to model infrastructure
maintenance problems by explicitly accounting for uncertainty, long-term consequences, and
trade-offs between competing objectives. In recent years, [Reinforcement Learning (RL)| has
emerged as a promising data-driven approach for such problems, as it allows policies to
be learned through interaction with a simulated environment rather than relying on fully
specified analytical models [12]. However, classical methods struggle when faced with
large state and action spaces, slow convergence, and limited generalization. Issues that are
unavoidable in realistic infrastructure systems.
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IDeep Reinforcement Learning (DRL)| addresses these challenges by combining with
neural network function approximation, enabling learning in high-dimensional and complex
environments [13]. Recent studies have demonstrated the potential of DRL|for infrastructure
maintenance planning [14, [15], including inspection scheduling, intervention optimization,
and life-cycle cost reduction. Nevertheless, most existing applications remain exploratory
and are often tested on simplified or idealized settings.

Applying [DRI] techniques to infrastructure planning is a relatively new but fast-growing
research direction. Key publications in this field are recent, highlighting how active and
emergent this area is. That’s why this project wants to build on this cutting-edge line of
work, focusing on a case study of the inner-city quay walls in Amsterdam. The quay walls
were chosen for their importance to the city, the availability of rich data, and because a
simulation implementation using |[Urban Strategy (US)| [16] was already available.

This thesis was carried out in collaboration with [Netherlands Organisation for Applied|
IScientific Research (TNO)| and builds on their research into data-driven maintenance plan-
ning for urban infrastructure. [TNO| defined the problem setting and provided an initial
simulation environment along with a [DRIL}based model for quay wall maintenance in Ams-
terdam. While this model demonstrated the potential of [DRI] for supporting maintenance
planning, it required further development and refinement before it could serve as a reliable
foundation for the work presented in this thesis.

The initial model also remained relatively simplistic. A major limitation was its lack
of incorporation of real-world constraints and heuristics that asset managers typically con-
sider, such as annual budgets, spatial coordination, or thresholds for risk and operational
hindrances. These elements are central to realistic infrastructure management, and their
absence limits the model’s suitability for practical decision-making.

This thesis therefore focused on enhancing both the robustness and realism of the existing
DR framework by integrating explicit constraints and domain-relevant heuristics into the
decision-making process. Addressing constraints in this context is non-trivial. While some
academic work applies simple reward penalties (known as reward shaping), this approach
is often unstable, difficult to tune, and does not reliably enforce constraints. In contrast,
this research implements more principled methods, such as Lagrangian relaxation and action
masking, selecting the most appropriate approach for each constraint.

Incorporating these constraint-handling techniques required more than merely adjusting
the reward function; it necessitated substantial modifications to both the agent architecture
and the training procedure. Given that multi-agent actor-critic frameworks—specifically
the [Deep Centralized Multi-Agent Actor Critic (DCMAC)| method—have previously demon-
strated strong capabilities in managing the complex, distributed dynamics of unconstrained
infrastructure systems, this thesis deliberately builds upon that foundation. However, while
effective in unconstrained environments, the multi-agent nature introduces significant archi-
tectural challenges when enforcing real-world limitations, since many constraints span mul-
tiple agents and cannot be addressed independently. Consequently, this thesis extends and
adapts the multi-agent framework to enable coordinated, global, constraint-aware decision-
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making.

1.2 Scientific relevance

The academic relevance of this project lies in its contribution to both research and prac-
tice. From a research perspective, it addresses a gap in the application of to infrastruc-
ture planning. While the use of [DRI]in this domain is gaining traction, it is still in its early
stages, with most of the key literature having emerged only in the last decade. Moreover,
real-world constraints and heuristics are rarely integrated into these models. Most academic
work either ignores them entirely or handles them through simplistic mechanisms like reward
shaping, which limit robustness and generalizability. This thesis contributes by advancing
the use of methodologically grounded constraint-handling techniques that are better suited
for complex decision spaces and have broader relevance beyond this case.

Moreover, while many [DRI] studies rely on toy problems or abstract simulations, this
research is rooted in a real-world, high-dimensional case using validated municipal data. The
case of Amsterdam’s quay walls is not only practically important but also technically challeng-
ing. Because recent literature highlights the immense promise of multi-agent architectures for
managing complex, multi-component infrastructure networks, this study deliberately adopts
a multi-agent [DRT]approach. However, integrating strict constraints and heuristics into such
systems remains a research frontier due to the added complexity of inter-agent coordination
and ensuring global feasibility. As such, the thesis contributes not only by adapting and
testing advanced methods but also by bringing [DRI] closer to practical deployment in in-
frastructure management. It serves as a bridge between theory and implementation, and
between state-of-the-art algorithms and the operational realities faced by asset managers.

This thesis addresses these challenges by developing a multi-agent [DRT] framework that
explicitly incorporates constraints and domain-specific heuristics, enabling maintenance plan-
ning for urban infrastructure that balances long-term efficiency with practical feasibility in
real-world settings.

1.3 Management of Technology (MOT) Relevance

This thesis aligns closely with the objectives of the [Management of Technology (MOT)|
programme. It presents a scientific study in a technological context, applying [DRI] to sup-
port strategic maintenance planning for critical urban infrastructure. The research treats
advanced decision-support models as a corporate resource, aimed at improving long-term
planning, risk management, and cost efficiency under real-world constraints. By focusing
on how asset owners can use data-driven methods to coordinate interventions, manage un-
certainty, and balance competing objectives, the study adopts a clear managerial and or-
ganizational perspective. Methodologically, the thesis applies scientific modeling, simula-
tion, and optimization techniques consistent with the curriculum, demonstrating how
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technology-enabled decision-making can enhance organizational performance and infrastruc-
ture reliability.

1.4 Research objectives

Building on the motivation and scientific relevance outlined above, this research aims to
translate the identified challenges into concrete goals. The main objectives of this thesis are:

e Identify and mathematically classify real-world constraints and domain-specific heuris-
tics relevant to urban infrastructure interventions, with a focus on Amsterdam’s historic
quay walls.

e Evaluate state-of-the-art constraint- and heuristic-handling techniques in [DRI] and
determine their suitability for integration into complex, multi-agent systems.

e Develop a constraint- and heuristic-aware[DRI] framework based on a multi-agent archi-
tecture capable of coordinating interventions under shared constraints and heuristics.

e Benchmark the developed framework against rule-based baselines and unconstrained
[DRIJto evaluate the impact of integrating constraints and heuristics on the performance
of DRL-generated maintenance policies.

1.5 Research questions

To guide the scope and focus of this investigation, the following research questions were
formulated:

Main Research Question

How can real-world constraints and domain-specific heuristics be effectively inte-
grated into models to generate practical, scalable, and cost-effective mainte-
nance policies for complex infrastructure systems?

Sub-Research Questions

1. What types of real-world constraints and domain-specific heuristics are most relevant
to urban infrastructure maintenance planning, and which of these should be treated as
hard constraints (strictly enforced), soft constraints (penalized but flexible), or heuristic
guidance (informal but useful)?
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2. Which [DRI] constraint- and heuristic-handling methods are best suited for integrat-
ing the identified constraints and heuristics in the context of complex infrastructure
maintenance planning?

3. How can inter-agent constraints and heuristics be effectively enforced in a Multi-agent
[DRI] framework, and how can the scalability of the training process be facilitated for
larger infrastructure networks?

4. How well does the proposed [DRI] framework perform in generating valid and efficient
intervention plans in terms of constraint and heuristic compliance, cost-effectiveness,
disruption minimization, and asset reliability?

5. How does the constraint- and heuristic-aware [DRT] method perform compared to rule-
based baselines and unconstrained [DRI]

14



2 Theoretical Background

This section presents the theoretical foundations underlying the methodology adopted in
this thesis. As introduced earlier, the maintenance planning framework is based on
which provides a flexible and scalable approach to sequential decision-making under uncer-
tainty. [DRI]is particularly well suited to managing deteriorating multi-component infras-
tructure systems, as it can handle stochastic deterioration processes, long planning horizons,
and large state and action spaces without requiring a fully specified analytical model of the
system.

The section begins with [Markov Decision Processes (MDPs), the core mathematical
framework of reinforcement learning, and extends to [Partially Observable Markov Deci
ision Processes (POMDPs)|to capture the limited and uncertain information typical in real-
world infrastructure systems. Building on this foundation, [RI] and [DRI] are introduced,
emphasizing how neural network function approximation enables learning in complex, high-
dimensional environments.

The discussion then focuses on actor—critic methods as the class of [DRI] algorithms em-
ployed in this work, followed by [Multi-Agent Reinforcement Learning (MARL)| motivating
the use of a[DCMAC] architecture to manage the multi-component nature of the quay wall
system. These concepts establish the theoretical basis for the constrained optimization ap-
proaches presented in the subsequent chapters.

2.1 Markov Decision Processes (MDPs)

constitute the fundamental theoretical framework underlying [DRI] An MDP pro-
vides a formal mathematical model of the interaction between an agent and its environment,
describing decision-making under uncertainty through states, actions, rewards, and state
transitions [17].

Formally, an MDP is fully characterized by the tuple (S, A, P, R, ), where:

S denotes a finite set of system states,

A represents a finite set of admissible actions,

P is the state transition probability function,

R defines the immediate reward associated with state—action pairs, and

v is the discount factor that weights future rewards.

At each discrete decision epoch t, the agent observes the current state s;, selects an action
at, receives an immediate reward R;.;, and transitions to a subsequent state s;.; according
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to the probabilistic dynamics defined by P (see Figure . A central assumption underlying
is the Markov Property, which states that the probability distribution of the next
state depends solely on the current state and selected action, and is independent of the prior

history of states and actions.

state reward action
S, R, A,

" Rr-] i
S.. | Environment ]4—

Figure 1: Agent-Environment interaction in an MDP [1]

I 3

The agent’s behavior over time is described by a policy 7, which specifies how actions are
chosen. Policies may be deterministic, mapping each state to a single action, or stochastic,
assigning a probability distribution over actions for each state.

The objective of the agent is to learn an optimal policy 7* that maximizes the expected
long-term return, defined as the discounted cumulative reward (Equation (f)):

> A R(s:, at)] (1)

7 = argmax E,
™
=0

To evaluate policies and guide decision-making, employ value functions, which
quantify the expected future reward associated with states and actions. The two principal
value functions are:

e State-value function (Equation (2])): the expected return when starting from state
s and following policy .

VW(S) = ET(

thR(st, ay) | so = s] (2)

e Action-value function (Q-value) (Equation (3))): the expected return obtained by
executing action a in state s, and thereafter following policy .

Q" (s,a) =E,

Z’th<3t, a;) | so=s,a0 = a] (3)
t=0

For any MDP, there exists at least one optimal policy 7* that simultaneously maximizes
the expected return from every state. This optimal policy induces the optimal state-value
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function V*(s) and optimal action-value function Q*(s, a), defined as the supremum over all
admissible policies (Equation (4))).

V*(s) = max V™ (s)

Q" (5.a) = max Q7 (5,0) W

These optimal value functions satisfy the Bellman optimality equations, which provide
recursive characterizations of optimal behavior and form the theoretical foundation of most
reinforcement learning and deep reinforcement learning algorithms. In practice, exact compu-
tation of V*(s) and Q*(s, a) becomes intractable for large or continuous state-action spaces,
motivating the use of approximate methods and function approximation techniques that are
central to DRI [18, [19].

2.2 Partially Observable Markov Decision Processes (POMDPs)

While assume that the agent has full access to the environment’s current state,
many real-world problems involve partial observability, where the agent cannot directly ob-
serve the true underlying state. Instead the agent has to use other data like data from sensors,
deterioration models, etc., to estimate the state in which the environment is [20]. To formally

model decision-making under such uncertainty, extend the framework by

incorporating a notion of observations.

A POMDP is defined by the tuple (S, A, P, R, v, 2, O), where the first five elements are
identical to those in an MDP, and the additional components are:

e () — a finite set of possible observations the agent can receive,

e O — an observation probability function that defines the likelihood of observing o € 2

given the environment is in state s’ and the agent executes action a.

At each decision epoch t, the agent does not directly observe the true state s;, but instead
receives an observation o; drawn according to O. The agent must then choose an action based
on its history h;(Equation (f])) of past actions and observations.

ht: (007a0a01aa'17"'70t) (5)

Due to partial observability, policies in are generally defined over belief states
b(s), which are probability distributions over the underlying states, representing the agent’s
internal estimate of the environment, as shown in Equation @:

bi(s) = P(sy = s | he) (6)
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The agent’s goal is to learn a belief-based policy 7(b) that maps beliefs to actions in order
to maximize the expected discounted return (Equation (7))):

max E
iy

> A'R(siar) | 50] (7)

t=0

Analogous to [MDPs, POMDPs| employ value functions, but now defined over beliefs:

e Belief-state value function V7(b) (Equation (8))): expected return when starting
from belief b and following policy 7.

VT (b) = E,

> V' R(si,a) | by = b] (8)

t=0

e Belief-action value function Q"(b,a) (Equation (9)): expected return of taking
action a in belief b and thereafter following policy 7.

Q7(b,a) =Y Plo]ba)V™ (V) (9)

o€

POMDP-based formulations have been widely applied to infrastructure inspection and
maintenance problems [21, 22], often in combination with point-based solution methods
[23, 24 25], 26], 27]. These studies demonstrate that can effectively capture complex
uncertainty and decision-making under partial observability, frequently outperforming heuris-
tic or rule-based strategies. However, their practical applicability is constrained by severe
computational challenges, particularly in environments with large or continuous state and
action spaces. Exact solutions are generally intractable because the belief space is continuous
and high-dimensional.

Consequently, most real-world implementations rely on approximate methods, including
belief state discretization, point-based value iteration, or model-free RL] approaches that op-
erate directly on observations and histories. These approximations enable algorithms to
tackle partially observable real-world problems, including infrastructure maintenance prob-
lems, where full state information is rarely available.

2.3 Reinforcement Learning (RL)

The dependency on explicitly defining probabilistic models for the environment can be
alleviated using techniques, where the decision maker, the so-called agent, interacts di-
rectly with the environment with the objective of learning optimal decision-making policies.
While the underlying system dynamics still implicitly govern state or belief transitions,
can operate even when these transition probabilities are unknown or difficult to estimate.
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[RLjmethods can broadly be classified into model-based and model-free approaches. Model-
based algorithms, such as Dynamic Programming (DP) with value or policy iteration, require
knowledge of the state transition probabilities and expected rewards for all state-action pairs
to compute the optimal policy. In contrast, model-free methods—including Temporal Differ-
ence (TD) learning, SARSA, and Q-learning—derive optimal solutions by directly interacting
with the environment, using observed samples of state transitions and rewards rather than a
predefined model.

Another distinction concerns on-policy versus off-policy learning. In on-policy approaches
(e.g., SARSA), the agent updates its value estimates based on actions generated by the
current policy 7, seeking to maximize the expected sum of discounted rewards. Off-policy
methods (e.g., Q-learning) allow the agent to learn the optimal policy 7* while exploring
the environment using different or even random actions, enabling more flexible exploration
strategies.

Despite their theoretical appeal, classical RI] techniques encounter significant limitations
in high-dimensional or combinatorial state- and action-spaces. Tabular methods, such as
Q-learning, become computationally infeasible as the number of states and possible actions
grows, limiting their practical applicability to complex real-world systems.

2.4 Deep Reinforcement Learning (DRL)

A transformative advancement in [RI] occurred in 2014, when DeepMind demonstrated
that combining [RT] with deep neural networks could achieve human-level performance in Atari
video games [28]. This approach, known as , replaces explicit tabular representations of
value functions with neural network approximations (Figure . The network parameters 6
serve as a compact proxy for the underlying value functions, enabling generalization across
large or continuous state spaces while significantly reducing computational requirements [29].
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Figure 2: Neural Network diagram

These capabilities make [DRI] particularly well-suited for complex decision-making prob-
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lems, such as the maintenance planning of the Amsterdam quay walls. The environment
involves numerous interacting components, stochastic degradation dynamics, and long-term
dependencies between actions and outcomes. Such complexity would be difficult to manage
with classical [RLl or exact POMDP methods alone.

2.4.1 Actor-critic DRIJ

Within [DRT] algorithms can be broadly categorized into value-based methods and policy-
gradient methods, depending on how the optimal policy is learned. Value-based methods
learn an optimal policy implicitly by estimating value functions (e.g., state- or action-value
functions) and selecting actions that maximize the expected return. In contrast, policy-
gradient methods learn an optimal policy explicitly by directly optimizing the parameters of
a stochastic policy to maximize the expected cumulative reward.

A hybrid approach that combines the advantages of both paradigms is provided by actor—
critic algorithms, which simultaneously learn a policy (the actor) and a value function (the
critic) [30]. The actor represents the policy m(als;#) and selects actions, while the critic
evaluates these actions by estimating a value function, such as V(s;¢) or Q(s,a;¢). The
critic supplies a learning signal—typically a Temporal-Difference (TD) error or an advantage
estimate—that guides the actor’s policy updates.

The general architecture of actor—critic methods is illustrated in Figure [3. When applied
in a[DRI]setting, neural networks are used to approximate both the actor and critic, enabling
learning in high-dimensional or continuous state and action spaces. This [DRI] version of the
actor—critic architecture is shown in Figure [
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Figure 3: Actor-Critic Architecture [2] Figure 4: Actor-Critic Architecture
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By combining policy optimization with value-based evaluation, actor—critic methods achieve
lower variance in policy-gradient updates while maintaining the ability to operate in com-
plex, high-dimensional environments. This makes them particularly suitable for the quay
wall maintenance problem. For these reasons, an actor—critic approach forms the core
method employed in this thesis.

2.5 Architecture: Multi-Agent Deep Reinforcement Learning

A key challenge in applying [RI] to large-scale infrastructure systems is the curse of di-
mensionality: as the number of agents (or system components) increases, the joint state
and action spaces grow exponentially, rendering centralized single-agent approaches compu-
tationally intractable. An important advantage of actor—critic methods, however, is that
they naturally extend to [Multi-Agent Reinforcement Learning (MARL)| settings. In
multiple agents learn simultaneously while interacting within a shared environment, where
system dynamics may depend on the collective actions of all agents.

A common strategy to mitigate the dimensionality of large joint action spaces in[MART]is
to assume conditional independence of component-level actions given the global state. Under
this assumption, the joint policy can be factorized, as shown in Equation .

m(ay,...,an | s) = Hm(ai | 5) (10)

a; denotes the action of agent 7 at time t. This factorization decomposes the joint action
vector into a product of individual policies, thereby avoiding the combinatorial explosion
associated with enumerating all possible joint action combinations and substantially reducing
computational complexity.

In this thesis, a multi-agent extension known as [Deep Centralized Multi-Agent Actor|
(Critic (DCMAC)| is employed [14]. This architecture is characterized by the presence of
multiple actors—one per system component (in this case, one per quay wall)—that select
actions independently, while a centralized critic evaluates the collective effect of all actions
during training. The critic leverages global state and joint action information to provide a
consistent learning signal, enabling coordinated behavior across agents.

For the Amsterdam quay wall case study, each quay wall is modeled as an agent with
five possible states and five possible maintenance actions. The [MARI] formulation therefore
learns a policy that maps the global system state, encompassing the condition of all quay
walls, to an optimal joint action, specifying one action per wall at each decision step.

Although employs multiple actors (Figure , in contrast to fully decentralized
approaches such as [Deep Decentralized Multi-Agent Actor-Critic (DDMAC)| (Figure [6)) [15],
all actors in the[DCMAC]|architecture share a common actor network. This parameter sharing
enforces consistency across agents, improves sample efficiency, and facilitates scalability, while
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still allowing each component to act independently based on its local role within the global

system.
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Previous studies have demonstrated that DCMAC]| can achieve significant life-cycle cost
reductions in infrastructure maintenance applications [14], highlighting its suitability for
large-scale, multi-component decision-making problems such as quay wall maintenance plan-

ning.
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3 Case study and problem definition

This chapter presents the real-world case study used to train and evaluate the pro-
posed algorithm for optimal maintenance planning and formally defines the associated
decision-making problem. The case study focuses on the network of historic quay walls in the
city of Amsterdam, a critical urban infrastructure system facing increasing structural risks
due to ageing, growing loads, and complex interactions with the urban environment.

The chapter first introduces the physical and historical context of Amsterdam’s quay
walls and outlines their structural typologies. It then describes the municipal risk assessment
methodology, which forms the basis for defining the discrete deterioration states used in this
study. Building on this, the deterioration process, maintenance actions, transition dynamics,
and cost structure are modelled within an [MDPs framework.

To capture network-level societal impacts, the chapter additionally introduces the adopted
city cost modelling approach based on the digital twin, which quantifies traffic and en-
vironmental effects of maintenance interventions. Finally, all elements are integrated into a
formal MDP formulation, defining the state space, action space, transition dynamics, and
reward function.

Finally, building directly upon these physical and economic definitions, all elements are
integrated into a formal Markov Decision Process (MDP). This formulation explicitly trans-
lates the domain knowledge into the state space, action space, transition dynamics, and
reward function required by the learning algorithm. Together, these components fully spec-
ify the optimisation problem addressed by the agent and provide the necessary context
for the methodologies and results presented in subsequent chapters.

3.1 Quay walls in Amsterdam

A quay wall is a vertical retaining structure constructed along the edge of a harbour or
river to retain soil and provide a stable interface for berthing, loading, and unloading vessels

[31.

In Amsterdam, quay walls are an integral part of the historic canal system and constitute
a vital element of the city’s infrastructure. The earliest quay walls in the city date back to
the thirteenth century and were constructed exclusively from timber. With the development
of new construction materials and advances in engineering knowledge [31], 32], alternative
structural solutions emerged. The earliest documented use of stone quay walls in Amsterdam
dates to the sixteenth century [33]. Although quay wall construction techniques evolved over
time, the predominant structural typology of Amsterdam’s historic quay walls (Figure )
originates from designs that began to be widely adopted in the Netherlands during the
seventeenth century [34].
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Backfill

Timber Piles

Figure 7: Architecture schematic of Amsterdam’s historic quay walls [3].

A schematic of a cross section of such quays can be seen in Figure [[B. A masonry wall
is placed on a timber floor against the backfill with a foundation of timber piles. In between
the foundation piles and the floor, timber beams called kespen are placed (Figure Ep) The
timber piles support the whole system and have a geotechnical function: they are driven to
reach the first layer of strong soil [3].

Despite their historical origin, quay walls remain a high priority in the city’s infrastruc-
ture agenda. Over centuries, the timber piles supporting these structures have gradually
deteriorated, leading to a reduction in structural capacity. At the same time, traffic intensity
and associated loads on the quay walls have increased significantly. Together, these factors
contribute to a rising probability of structural failure. In response to these challenges, the
Municipality of Amsterdam initiated a large-scale renovation and repair programme in 2020,
known as Programma Bruggen en Kademuren, targeting more than 200 km of quay walls.
The objective of this programme is to ensure safe and accessible quay walls both in the
present and in the future [35].

3.2 Environment Overview

The simulation environment considers a planning horizon of 20 years with annual time
steps. The case study focuses on the Prinsengracht area in Amsterdam, comprising 70 quay
wall segments grouped into 26 quay wall units, with a total length of 4,424.42 meters.

A quay wall unit (referred to as a group in this project) is defined as a continuous section
of quay wall located between two bridges on one side of a canal. Each unit may consist
of multiple segments (referred to as components), reflecting partial replacements carried
out at different points in time. To ensure consistent tracking within the simulation and
optimization framework, each quay wall group and each individual component is assigned a
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unique identifier. Figure |8 presents a map of the studied area and highlights the quay wall
units included in the analysis.

Figure 8: Map of studied quay walls in Amsterdam (Generated via Tool).

The initial condition state of each segment is provided by the Municipality of Amsterdam
and is determined using the [ARK] assessment methodology.

3.3 Structural integrity and risk assessment of quay walls

To systematically assess the risk of failure of inner-city quay walls, the Municipality of
Amsterdam has developed a methodology known as (Amsterdamse Risicobeoordeling
Kademuren) [36]. The purpose of is to evaluate structural risks in a consistent and
transparent manner, enabling informed decision-making regarding inspection, maintenance,
and intervention priorities.

The [ARK] methodology combines information from archival records, visual inspections,
measurements, and other data sources to assign safety scores to various aspects of a quay
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wall’s condition. These aspects include, among others, the age of the structure, the condition
of the foundation, and the stability of the riverbed. In parallel, [ARK] assesses the potential
consequences of failure by considering factors such as land use above the quay wall, usage of
the adjacent waterway, and the height of the masonry wall.

The assessed failure probability and consequence scores are each classified on a scale from
1 to 4. These scores are multiplied to obtain an overall risk score, which is used to support
maintenance and renewal decisions. Table [1| presents the relationship between probability of
failure and consequence scores as defined within the [ARK] framework.

Score | State / Consequence
<1.0 |Low
<20 |Middle

<3.0
>3.0

Table 1: Probability of failure / consequence scores according to

Building upon the [ARK| methodology, this project adopts the same classification system
to define discrete condition states for each quay wall: green, light orange, dark orange, and red.
To better align with the objectives of this study and to explicitly account for collapse-related
costs, an additional terminal state, failed, is introduced. This state represents structural
failure and is required to capture the costs incurred once a quay wall reaches a critical
condition. Table [2] summarizes the set of possible states used in the model.

State / Condition

Bad Condition
Very Bad Condition

Failed

Table 2: Possible state for each Quay Wall of the system

The primary objective of the model is to estimate the likelihood of quay walls reaching
the failed state over their lifetime. This requires modelling how the condition of a quay
wall evolves over time as it transitions between [ARK}defined states. This sequence of state
changes is referred to as the deterioration process.
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3.4 Maintenance actions and transition dynamics

To manage the deterioration process, the Municipality of Amsterdam can adopt a range of
strategies, including structural interventions, load reduction measures, or postponing action.
In this study, five maintenance actions are considered:

Do nothing

Close road for parking

Close road for traffic

Lifetime extension

Full renovation

Due to the inherent uncertainty in material degradation, environmental effects, and load-
ing conditions, the underlying physical deterioration of the assets is a stochastic process.
Consequently, transitions between condition states are probabilistic.

The state transition dynamics are represented using transition matrices (Tables [3| to .
In these matrices, rows correspond to the current state, columns to the subsequent state, and
the matrix entries represent transition probabilities.

For passive actions (Tables [3] to , transitions are restricted to equal or more deterio-
rated states, with different deterioration rates depending on the action. Under the Do nothing
action (Table , transition probabilities between consecutive states follow a geometric pro-
gression, with each subsequent transition probability doubling. This parametrisation results
in an expected lifespan of approximately 100 years from the initial green state to failure.

. Next state
Do nothing

98.13% | 1.87% |- - -
96.25% | 3.75% | - -

- - 92.5% |7.5% -

- - - 85% 15%
- - - - 100%

Current state

Table 3: Transition matrix for “Do nothing”
The mitigation actions Close road for parking (Table and Close road for traffic (Tabled)

follow the same geometric pattern but with slower deterioration rates, extending the expected
lifespan to 150 and 200 years, respectively.
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Close Next state Close Next state
parking traffic

. 98.75% | 1.25% |- - - . 99.06% | 0.94%

g 97.5% |2.5% g - 98.13% | 1.87%

e - - 95% | 5% 2 - - 96.25% | 3.75%

£ - - - 90% | 10% E - - . 92.5% | 7.5%

e - - - - 100% e - - - - 100%
Table 4: Transition matrix for “Close park- — Table 5: Transition matrix for “Close traffic”

79

ing

Active maintenance actions yield deterministic outcomes. A lifetime extension (Table @
improves the condition state by one level (except for the failed state), while a full renovation
(Table @ restores the quay wall to the green state regardless of its previous condition.

All active maintenance actions are assumed to take exactly one year to complete. This
assumption was made to align seamlessly with the discrete one-year timestep used through-
out the simulation environment, keeping the Markov Decision Process (MDP) structurally
straightforward. While in reality a full renovation or a lifetime extension might take more or
less than twelve months depending on the specific site, aggregating the intervention duration
to a single timestep is a standard and practical simplification for long-term strategic plan-
ning. If a higher temporal resolution is ever required for operational planning, the framework
can easily accommodate this by simply reducing the timestep duration (e.g., to months or
quarters) and scaling the deterioration transition probabilities accordingly.

Lifetime Next state Full Next state

extension renovation

© 100% - - - - P 100% - - - -

b 100% b 100%

w w

e 100% |- - 100% |- - . -

£ 100% - E 100% |- - -

v 100% e 100% |- - -
Table 6: Transition matrix for “Lifetime ex- Table 7: Transition matrix for “Full renova-
tension” tion”

It should be emphasized that the transition matrices used in this study represent a sim-
plified approximation of the true deterioration process. This simplification introduces uncer-
tainty that propagates through the decision-making framework. For real-world implemen-
tation, these matrices would require calibration based on structural reliability analyses and
historical performance data of quay walls.
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3.5 Cost structure

In addition to the transition dynamics, the model incorporates deterministic cost matrices
defined for each combination of current state, action, and next state. Three cost components
are considered: direct maintenance costs, failure-related costs, and city costs representing
broader urban impacts. Together, these components balance short-term intervention costs
against long-term system reliability.

3.5.1 Direct maintenance costs

Maintenance costs are proportional to quay wall length. A lifetime extension intervention
costs € 25,000 per meter, while full renovation costs € 50,000 per meter. These values were
established in collaboration with the Municipality of Amsterdam and are applied uniformly
across all segments.

3.5.2 Failure costs

Failure costs are incurred only when a segment reaches the failed state. The cost per
linear meter is determined by the consequence score (gevolg score, ranging from 1 to
4) using the expression in Equation :

Cfailure = 5()’ 000 - (Scoreconsequence - 1) (11>

This formulation ensures that failures in high-consequence areas result in proportionally
higher penalties. The calculation captures the broader societal impact of failure, while direct
reconstruction expenses are already included in the direct maintenance costs.

3.5.3 City costs

City costs represent annual societal impacts associated with maintenance actions and
are derived using [US] the digital twin developed by [TNO] These costs account for traffic
disruption and environmental impacts, quantified using the following monetary values:

e Traffic disruption: €15 per vehicle loss hour
e Environmental impacts:

— COs emissions: €100 per metric ton
— NOy and NO, emissions: € 27 per kg
— PM2.5: €484 per kg

30



— PM10: €50 per kg

The total city cost is calculated by combining these factors with reference parameters
(a wall height of 3 m and a city surface area of 220 km?) and scaling peak-hour simulation
outputs to annual values.

In practice, the raw city costs computed using are considerably smaller in magnitude
than the direct maintenance and failure-related costs. To ensure that urban hindrance plays
a meaningful role in the agent’s decision-making process, a scaling factor of 10 is applied
to these city costs. Without this adjustment, financial costs would completely dominate
the optimization process, and the agent would mostly ignore the societal impact of traffic
disruption. This scaling is a deliberate modeling choice driven by three main reasons.

First, the tool strictly monetizes vehicle travel delays and specific exhaust emissions.
However, true urban disruption in a city like Amsterdam goes much further. Prolonged street
closures trigger a ripple effect: local businesses lose revenue, emergency services face delays,
noise pollution increases, and cyclists and pedestrians are heavily impacted. The scaling
factor acts as a necessary proxy to capture these unquantified societal burdens.

Second, monetizing societal impact is inherently subjective. Pinning the cost of a lost
hour in traffic at €15 is just one estimate; a municipality might decide to penalize public
hindrance much more heavily depending on their political goals. Just as failure costs depend
on municipal accounting rules, the weight assigned to city disruption is ultimately a flexible
policy lever.

Finally, from a methodological standpoint, a primary goal of this thesis is to test whether
the DRL agent can navigate complex trade-offs. To prove that the agent can genuinely
balance financial limits against city-wide disruptions, these competing objectives must be
somewhat comparable in magnitude. It is much more robust to train and validate a model
in an environment where it is forced to actively account for significant city disruptions. If a
municipality later decides to give societal impact less weight, the agent will still easily find
an optimal solution for that simpler environment. Conversely, if the model were trained with
negligible city costs, the agent would never learn how to navigate those complex network
interactions, and might fail to find an optimal policy if the municipality suddenly decided to
increase the weights in the future.

Further details on the computation of city costs using [US| and their integration into the
optimization framework are provided in Section [3.7]

3.6 Time-value of money

The objective of the optimisation problem is to identify the sequence of actions that
minimises the lifetime costs of each component, given its current condition and stochastic
deterioration dynamics. To account for the time value of money, including inflation and
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opportunity costs, future costs are discounted using a factor of 0.99 per year. Consequently,
costs incurred one year later are valued at 99% of their nominal value.

3.7 City cost modelling using Urban Strategy
3.7.1 Motivation and network-level effects

The objective of this research is to derive optimal maintenance policies at the network
level of quay walls rather than for individual assets in isolation. This network perspective is
essential because maintenance actions introduce coupling effects through urban hindrance.
For example, the traffic impact caused by simultaneously closing two adjacent streets is
generally not equal to the sum of the impacts of closing each street independently. Capturing
such non-linear interactions is crucial when evaluating maintenance strategies in a dense
urban environment such as Amsterdam.

To quantify these network-wide effects, city-related costs associated with maintenance
actions are estimated using traffic and environmental simulations. These simulations are
performed with the [Urban Strategy (US)| Tool, developed by [TNO] which enables fast eval-
uation of large numbers of traffic scenarios through highly parallelized computations [37].

3.7.2 Urban Strategy as a digital twin framework

[US)is a digital twin platform designed to support policy analysis and infrastructure plan-
ning in urban environments. It integrates transport models with environmental impact mod-
ules, allowing the assessment of mobility, air quality, and related indicators within a single
computational framework. The platform is specifically optimized for speed through parallel
algorithms and GPU-based computation, enabling simulations that typically require hours
in traditional tools to be completed within minutes.

In this case study, [USis built upon the [VMA] 4.0, which provides the underlying road
network and Origin-Destination matrices (Figure @ These data serve as the foundation for
all subsequent simulations.

From the base transport model, multiple modules are employed:
e Traffic+, which assigns car and freight traffic to the road network based on link ca-
pacities and travel speeds;

e Air, which estimates changes in air pollutant emissions resulting from altered traffic
patterns;

e TrafIndic, which aggregates simulation outputs into indicators suitable for policy eval-
uation.
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Within Traffic+, freight traffic is assigned using an all-or-nothing approach, assum-
ing drivers always choose the shortest path. Passenger car traffic is distributed using an
equilibrium-based assignment (Volume Averaging), allowing congestion effects to influence
route choice. The Air module translates traffic flows into emissions of COy, NOy /NO,, PMsy 5,
and PM;g, while TrafIndic computes indicators such as vehicle loss hours and total vehicle
kilometres travelled.

3.7.3 Representation of maintenance-related interventions

For the quay wall maintenance problem, [US]is used to evaluate the city-level impacts of
interventions that affect traffic conditions but do not directly alter the structural state of the
quay wall. Three traffic-related actions are considered within [US}

e Do nothing,

e Close road for parking,

e Close road for traffic.

The latter two actions generate city costs due to increased travel times, congestion, and

environmental impacts. Closing a road for traffic is implemented directly in [US] by setting
the road’s capacity and speed to zero, effectively removing the road from the usable network.

Closing a road for parking is not available as a standard intervention in the tool. To
approximate its effect, the road speed is reduced by 50%, making the link less attractive to
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drivers. This modelling choice reflects the assumption that removing parking reduces traffic
searching for parking spaces and discourages through traffic on the affected street.

In the context of maintenance planning, any maintenance action involving construction
work is assumed to require a full street closure. Consequently, whenever a maintenance action
(e.g., lifetime extension or full renovation) is performed on a quay wall section, the corre-
sponding quay wall unit is modelled as being closed to traffic during the intervention period.
This assumption reflects common practice in Amsterdam, where construction activities along
quay walls typically necessitate closing the adjacent road to all forms of traffic.

simulations are executed for a representative two-hour morning peak period. The
resulting changes in traffic flows and emissions are subsequently scaled to annual values and
converted into monetary terms using predefined weighting factors. This procedure allows
city costs to be expressed in euros, making them directly comparable with maintenance and
failure costs in the optimization framework.

3.7.4 Calculation of Societal Interaction Costs
Precomputation strategy

While enables relatively fast simulations (averaging around a minute per simulation),
directly embedding traffic simulations within the evaluation loop of a algorithm is com-
putationally infeasible. The number of policy evaluations required during training would
result in an impractical runtime. To understand why, one must consider the sheer scale of
policy evaluations required during training. Deep reinforcement learning algorithms like PPO
learn through extensive trial and error, typically requiring millions of interactions with the
environment to converge to a stable policy. If the tool were triggered on the fly at every
single decision step, a single training run would require tens of millions of minutes—equating
to several years of continuous computation. Given that this research required executing hun-
dreds of training runs for hyperparameter tuning, constraint testing, and model validation,
online simulation is entirely impractical.

To address this limitation, all [US| simulations are performed offline in a precomputation
phase. The resulting city costs are stored in a lookup table that maps combinations of street
closures to their associated societal costs. During optimization, the agent retrieves the
relevant city costs from this table rather than triggering new simulations.

However, the number of possible closure combinations grows exponentially with the num-
ber of quay wall units. In the present case study, 26 quay wall units are considered, which
would theoretically result in over 2.5 trillion possible closure combinations. Exhaustively
simulating all configurations is therefore impossible.

To make the precomputation tractable, the number of simultaneous closures is limited.
In this study, simulations are therefore performed for all configurations in which at most
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three quay wall units are closed at the same time. This process is carried out separately for
the two intervention types: closing roads for traffic and closing roads for parking.

In total, this results in approximately 5,900 unique simulations, requiring around 98 hours
of computation time. The output of these simulations is stored in a CSV file containing city
costs for all combinations of up to three closures per intervention type. The methodological
implications of this modeling decision, are discussed in detail in Section and further
addressed in the future work recommendations in Chapter [0

Estimation of city costs during simulation

Once the offline precomputation phase has been completed, the resulting database of
city costs is used during the DRL simulation to evaluate the societal impact of maintenance
decisions without invoking additional [US|simulations. At each decision step, the agent selects
an action for every quay wall component, resulting in a system-wide action vector. This action

vector is translated into city costs through a two-step procedure formalized in Algorithms
and 21

Algorithm 1 Calculation of City Costs

Require: Action vector action_vector

: Initialize total_cost < 0.0

: Initialize empty sets groups_close_parking and groups_close_traffic

: for each action in action_vector do

Retrieve group_id of the group quay wall corresponding to the action

if action is “close traffic” or “lifetime extension” or “full renovation” then
Add group_id to groups_close_traffic

else if action is “close parking” then
Add group_id to groups_close_parking

9: end if

10: end for

11: for each group_id in groups_close_parking do

12: if group_id € groups_close_traffic then

PN

13: Remove group_id from groups_close_parking
14: end if
15: end for

16: Calculate costs for groups_close_parking using Algorithm [2| and add to total_cost
17: Calculate costs for groups_close_traffic using Algorithm [2| and add to total_cost

35



Algorithm 2 Calculation of City Costs for Group Combinations

Require: group_ids set and type of action (close parking or close traffic)

Ensure: combined_cost

: Initialize combined_cost <+ 0.0

: Sort group_ids in ascending order

: Split the sorted group_ids into batches of up to 3 groups

: for each batch do
Retrieve the stored cost for the corresponding group combination and action_type
Add the retrieved cost to combined_cost

end for

3.7.5 Limitations and implications

The adopted approach provides a computationally feasible way to incorporate network-
level hindrance effects into the framework. Nevertheless, it introduces simplifications
that may affect the accuracy of the estimated city costs. Partitioning closures into fixed
subsets of three and ordering them by group identifier does not fully capture spatial inter-
actions between quay wall units. For instance, four spatially clustered closures may have
a substantially different impact than the sum of three clustered closures plus one isolated
closure, yet both situations may be treated similarly by the approximation.

These limitations can influence the learned policies of the [DRI] agent, particularly in
scenarios involving many simultaneous interventions. Addressing this issue represents a key
opportunity for future work. Potential improvements include alternative aggregation strate-
gies, increased coverage of precomputed combinations, or the use of surrogate models that
explicitly account for spatial proximity and network topology. These directions are further
discussed in the future research chapter (Chapter @

3.8 Formalisation of the MDP

To integrate the case study described above into the framework, the problem is
formulated as an MDP. This requires specifying the state space, action space, transition
dynamics, and reward function in a manner consistent with the real-world quay wall main-
tenance problem.

3.8.1 State space

The environment consists of N quay wall components (segments), indexed by i € {1,..., N}.

The local state of component 7 at time ¢ is denoted by s! € S;, where the discrete states
correspond to [ARK}based condition classes:

S; = {0 (Green), 1 (Light Orange), 2 (Dark Orange), 3 (Red),4 (Failed)}.
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The global system state at time ¢ is defined as the Cartesian product of all component
states (Equation (12)).
St:<sivsga"'7S§V)ESN (12)

This formulation enables the agent to reason at the network level while preserving component-
level deterioration dynamics.

3.8.2 Action space

At each decision step t, the agent selects a maintenance action for each component. The
local action for component 7 is denoted by a! € A;, corresponding to the following set of
actions:

A; = {0 (Do nothing), 1 (Cl. parking),2 (CL. traffic),3 (Lif. ext.),4 (Full Ren.)}.

The joint action applied to the system at time ¢ is defined in Equation ((13]).

a; = (aiaagu SR 705\[) S AN (13)

This decentralized action structure reflects the fact that maintenance decisions are taken
at the level of individual quay wall segments, while their consequences may interact at the
level of quay wall units and the surrounding urban network.

3.8.3 Transition dynamics

State transitions are governed by stochastic deterioration processes that depend on the
current state and the selected action. For each component ¢, the transition probability is
defined as:

P(si™ | si,a)

177

with action-specific transition matrices defined as described in Section [3.4] Assuming
conditional independence between components, the global transition probability factorizes as
shown in Equation (|14]).

N
P(sp1 | s, a0) = HP(3§+1 | 53, ;) (14)

i=1

This assumption allows for scalable simulation while preserving the impact of joint actions
through the reward function.
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3.8.4 Reward function and objective

The objective of the agent is to learn an optimal policy 7* that maximizes the expected
discounted cumulative reward (Equation (L5)):

Z 7' Ry(s, at)] (15)

t=0

7 = argmax E,
s

where:

e v is the discount factor reflecting the time value of money.

e T denotes the length of the planning horizon.

The immediate reward at time ¢ is defined as the negative of the total system cost (Equa-

tion ((16)):

1

Rt(Suat) = 5

(Céirect + C(}failure + Czity) (16>

where ¢ is a scaling factor introduced to reduce numerical magnitudes (originally on the
order of millions of euros) and to improve numerical stability during training.

Direct maintenance costs Direct maintenance costs represent immediate intervention
expenses and are additive over components (Equation ((17))):

N
C(tiirect = Z C?irec‘n (af) (17>
i=1

where:

e N is the total number of components (quay wall segments);

o clirect(gl) denotes the direct maintenance cost incurred for component i when action al

is selected, which, as described in Section [3.5] depends on the length of component 4
and the chosen maintenance action.

Failure costs Failure costs capture the expected societal impact of structural collapse and
are modelled as risk-weighted costs (Equation ((18))):
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N
t o t .t failure
Cfailure - E :Pf&il(si’ ai) G (18>
=1
where:

e N is the total number of components;

o Ppi(st, al) is the probability that component i transitions to the failed state when
action af is applied in state st;

o cloilwre i the failure cost associated with component i, determined by the conse-
quence score of the corresponding quay wall.

City (interaction) costs City costs represent network-level societal impacts resulting
from traffic and parking disruptions. Unlike direct and failure costs, these costs are not
additive over individual components but depend on the joint configuration of actions across
quay wall units (Equation ((19))):

C’itnteraction - Z Olfroup ( Gll?c ) ( 1 9)

ke{parking,traffic}
where:

e k € {parking, traffic} denotes the type of intervention;
e (! is the set of quay wall group identifiers affected by intervention type k at time ¢;

o CFP(GY) is the combined city cost associated with the simultaneous closure of the
groups in G% under intervention type k.

As explained in Algorithm (1| and Algorithm [2| group assignment follows the rules:

Gt = {g; | al = “close parking”} \ G .«.,

parking

b e = 19i | ab € {“close traffic”, “lifetime extension”, “full renovation” }}.

For a set of affected groups G = {g1,92, .., 9m}, the combined group cost is defined as

(Equation (20))):
lookup(G, k), G| <3

20
23@1/3] lookup(Gj, k), |G|>3 (20)

-]

where:
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e (; denotes the j-th subset of at most three groups obtained by sorting G by group
identifier;

e lookup(-, k) retrieves the precomputed city cost from the Urban Strategy—based cost
table described in Section 3.7

3.9 Configuration of the DRL Agent

To address the optimisation problem defined by the MDP formulation, this study utilizes
the Proximal Policy Optimization (PPO) algorithm, a state-of-the-art Actor-Critic [DRL]
method. This approach employs neural networks to approximate both the policy (the Actor)
and the value function (the Critic), enabling efficient learning in the high-dimensional state
space of the quay wall network while ensuring stable policy updates.

The specific architecture designed for this case study (DCMAC)) is presented in Figure
The network input is a representation of the global environment state s;, encompassing the
current belief states for all N quay wall components.

Critic Network
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Figure 10: Actor-Critic network architecture

The architecture processes this state through two distinct subnetworks:

e The Critic Network: Estimates the state-value function, outputting a single scalar
value that assesses the expected long-term reward from the current global state. This
estimate is used to critique the actions taken by the actor during training.
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e The Actor Network: Determines the control policy. Reflecting the component-level
definition of the action space defined in Equation , the Actor’s output layer is struc-
tured to provide separate probability distributions over the five available maintenance
actions for each individual quay wall component.
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4 Methodology I: Unconstrained DRL Framework

Having formally defined the maintenance of Amsterdam’s quay walls as a Markov Decision
Process (MDP) in the previous chapter, the focus now shifts to the computational framework
employed to solve it. As established in the theoretical background, the high dimensional-
ity of the state space—resulting from the combinatorial explosion of component conditions
and network-level interactions—renders exact dynamic programming methods intractable.
Consequently, this research leverages [DRI] to approximate the optimal maintenance policy.

This chapter details the implementation of the core learning framework used to address
the base optimization problem, prior to the integration of complex operational constraints.
The objective is to establish a robust, stable, and effective learning engine capable of navigat-
ing the stochastic deterioration dynamics and cost structures defined in the case study. It is
important to note that the foundation of this unconstrained framework builds upon previous
research developed at [TNO| which established the core architecture [38]. Following
extensive debugging of the original codebase, targeted architectural modifications, and rig-
orous hyperparameter tuning, this adapted model served as the unconstrained baseline for
the remainder of this thesis.

The methodology is grounded in the use of [PPO] a state-of-the-art actor-critic algorithm
selected for its stability and sample efficiency. The first section of this chapter provides a
theoretical derivation of PPO] detailing the transition from standard policy gradients to the
clipped surrogate objective that enables reliable learning in complex environments. Following
this, the specific adaptation of the MDP for a finite-horizon setting is addressed. Since the
quay wall maintenance plan covers a fixed 20-year period, the standard Markov assumption
must be reinforced through state augmentation, explicitly incorporating temporal information
to allow the agent to learn horizon-dependent strategies.

This chapter focuses exclusively on the design and training of the unconstrained agent.
The rigorous validation of this framework, including benchmarking against heuristic baselines
and mathematical optimization algorithms, is reserved for Chapter [5 which establishes a
dedicated validation framework. Subsequently, the extension of the [DRI] agent to handle
hard and soft constraints is presented in Chapter [0}

4.1 Proximal Policy Optimization (PPO)

Policy-gradient methods in [RL] were often suffering from instability, frequently because
large policy updates could unexpectedly harm performance. To address this, trust-region
methods were introduced to limit how much the policy is allowed to change at each update,
ensuring learning remains reliable. The first widely adopted algorithm following this idea
was [Trust Region Policy Optimization (TRPO)| [39], which constrains updates by bounding
the [Kullback-Leibler (KL)|divergence between successive policies (Equation (21])), leading to
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more stable and consistent policy improvement.

max E, [—m(at [ 51) At}
0 o1 (at | St)

56 By [KL (70, (- | 50), (- | 50))] < 0

(21)

However, the constrained nature of TRPO, combined with its limited flexibility for mini-
batch updates, makes it computationally expensive and slow. To address these issues, Schul-
man et al. proposed Proximal Policy Optimization (PPO) [40], which retains the stability
benefits of TRPO but replaces the constrained optimization with a simple clipped objective,
allowing multiple gradient updates per batch. As a result, PPO is simpler, faster, easier to
tune, and has become the more widely used policy-gradient algorithm in practice.

4.1.1 Clipped Surrogate Objective

[PPQ| controls policy updates by limiting how much the new policy can differ from the
old one using a clipped objective. If we define the probability ratio using Equation , the
standard policy gradient objective is given by Equation (23)):

_ malay | s¢)
rt(e) B Tho1a (at | St) (22)
E, [r(0) A, (23)

As mentioned previously, directly maximizing Equation (23 can lead to overly large
and unstable policy updates. [PPO] instead maximizes the clipped objective shown in Equa-
tion :

LP(0) = B, [min (r,(0) A, clip (ri(0),1 — 6,14 €) A)] (24)

Here, € is a small constant (e.g., 0.2). The clipping removes incentives for excessive policy
changes by capping improvements when r,(0) leaves the interval [1 — €, 1 4 ¢]. This results
in a conservative objective that stabilizes learning while remaining simple and efficient to
optimize.

4.1.2 PPO Algorithm

As a result, the clipped surrogate objective leads to a practical and efficient learning
procedure, commonly summarized by Algorithm (from [7]). At a high level, alternates
between collecting trajectories using the current policy and performing multiple gradient
updates on the policy and value function using the same batch of data.
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Algorithm 3 Proximal Policy Optimization (PPO) [7]

Require: Initial policy parameters 6y, value function parameters ¢q
Require: Number of iterations K, clipping parameter e

1: for k=0,1,..., K —1do

2 Collect set of trajectories Dy = {v;} by running policy mp, in the environment
3: Estimate returns G;

4: Estimate advantages A; using the value function Vg,

o: Update policy parameters by maximizing:

Oky+1 = arg méaXEt [min (r4(0) A¢, clip(r¢(0),1 —€,1 4 €)At)]
6: Update value function parameters by regression:
Pr1r1 = arg m(gn E, [(V¢(st) - Gt)ﬂ

7: end for

While this base algorithm captures the core idea of [PPOJ practical implementations re-
quire several additional modifications to achieve stable and reliable performance in complex
environments.

4.1.3 Practical PPO Implementation Details

In practice, is almost never implemented exactly as described in its base formulation.
A comprehensive overview of the most important implementation choices is provided by
Huang et al. [41], who identify 37 details that materially affect performance. The most
relevant of these modifications for this thesis are discussed below.

I. Exploration vs. Exploitation

learns a stochastic policy in an on-policy setting, meaning actions are sampled
from the current policy distribution rather than chosen deterministically. This inherent
stochasticity provides a natural mechanism for balancing exploration and exploitation: early
in training, high policy entropy encourages exploration, while later updates gradually shift
probability mass toward higher-reward actions.

However, policy-gradient updates alone may still lead to premature convergence and in-
sufficient exploration. To mitigate this, practical implementations often include an entropy
bonus, which encourages the policy to maintain a degree of randomness and continue explor-
ing. Incorporating this term, the total objective that [PPQ] seeks to maximize becomes the
one shown in Equation (25):

LCritic(Q) - LCLIP(Q) + C2Lentropy(9) (25>

Here, Lentropy () is the expected policy entropy, and ¢, is a scaling coefficient that balances
exploration against policy improvement. By including this term, the agent is incentivized
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not only to maximize expected returns but also to avoid overly confident or deterministic
policies prematurely, supporting more robust learning.

II. Advantage Calculation

[PPO]relies on an estimate of the advantage function A;, which quantifies how much better
an action is compared to the average behavior of the policy at a given state. The simplest
approach to compute the advantage is to use the one-step Temporal Difference (TD) error
(Equation ([26))):

AP = Ry +9Vg(s041) — Vi(st) (26)

where R; is the reward at time ¢, v € [0, 1] is the discount factor, and Vj is the value
function. While this estimator is simple and efficient, it is biased because it only looks one
step ahead and ignores long-term rewards.

|Generalized Advantage Estimation (GAE)|[42] improves on the one-step TD error
by considering multiple steps into the future while controlling variance through an exponen-
tially decaying factor 7 € [0,1]. The advantage is computed as a weighted sum of
future TD errors (Equation (27)):

AtGAE(%T) (77')[ Ot+1 (27)

WE

N
Il
=)

where d;, given by Eq. , is the TD error at time ¢:

6 = Ry + YV (S141) — Vi(se) (28)
The parameter 7 controls the trade-off between bias and variance:

e 7 = 0 reduces to the standard one-step TD advantage (low variance, high bias);

e 7 =1 approximates the full Monte Carlo advantage (low bias, high variance).

By using a weighted sum of multiple TD errors, [GAE] provides a more accurate and
stable advantage estimate, which improves both policy gradient updates and overall learning

efficiency in [PPO] making it the most widely used method to compute the advantage in
practice.

I1I. Advantage Normalization

In addition to [GAF], it is common practice to normalize advantages within each batch
before performing policy updates. Given a batch of advantages AL |, normalized advantages
are computed as defined in Equation (29)):
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A —
A =R (29)

JA
where ;14 and 04 denote the mean and standard deviation of the advantages in the batch.

Advantage normalization does not change the expected gradient direction but significantly
improves numerical stability by preventing large-magnitude advantages from dominating the
update. Empirically, this leads to more consistent learning dynamics, faster convergence,
and reduced sensitivity to reward scaling, which is especially important in environments
with heterogeneous or high-variance cost structures.

IV. Probability Ratios via Log-Probabilities

Although the [PPOJobjective is defined in terms of probability ratios, practical implemen-
tations compute these ratios using log-probabilities (Equation (30])):

7T9(a/t ’ St)
T (e | 5t)

r(0) = — 14(0) = exp (log mp(ay | s¢) — logmg,,, (ar | st))- (30)

This formulation is numerically more stable, particularly when action probabilities are
very small, and avoids underflow issues that can arise when directly dividing probabilities.
Moreover, modern deep learning frameworks compute log-probabilities efficiently and accu-
rately, making this approach standard in implementations.

4.1.4 Implemented PPO Framework

Incorporating the considerations discussed above, the [PPO| variant used in this thesis
aligns more closely with practical, modern implementations of than with the original
formulation.

At a high level, training proceeds in iterative cycles: rollout data is collected, returns and
normalized advantages are computed, and both the actor and critic networks are updated
via minibatch gradient descent (Algorithms {4 to @
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Algorithm 4 Training of the Agent

Require: Hyperparameters

1: Initialize policy (actor) network weights 6

2: Initialize value function (critic) network weights ¢
3: for i =1,..., train_iters do

4 t < 0, s¢ ¢ reset environment
) for j =1,... steps_per_iter do
6: t—t+1

7 mo(- | s¢) + ActorNet(s)

8 Vg (s¢) < CriticNet(s;)

# forward pass of actor network
# forward pass of critic network

9: a; < sample from (- | s¢)
10: mo(ay | s¢) < evaluate probability of a; under mo(- | s¢)
11: St41, R(st, ay) < environment step
12: Store tuple {s;, a, mg(ay | s¢), Vp(se), R(s¢, ar)} in Rollout Memory Dy,
13: St < St+1
14: if t =T or j = steps_per_iter then # Returns and advantages are computed after full pass
through the environment
15: if t =T then
16: V¢(St+1) 0
17: s; < reset environment
18: else
19: Vi (st+1) < CriticNet(s41)
20: end if
21: 0 = R(s¢,at) + YV (se41) — Vi (se)
22: Compute returns: Gy <+ ZlT:_Ot_l Y Ry
23: Compute advantages: A; < ZIT;OFI(WT)Z&H
24: Store &y, Ay in Dy,
25: end if
26: end for
27: Train Agent (D) using Algorithm # training of networks
28: end for

47



Algorithm 5 Training of the Networks

Require: Rollout Memory Dy, — shuffled and divided into minibatches (over multiple epochs)
1: Update Critic Network: Update parameters ¢, using the Critic loss function:

1 T
LCritlc Z V¢ st
t:l

2: Update Actor Network: Update parameters 6, using the Actor loss function with entropy regulariza-

tion:

Lctor () = Z [min (rt(Q)At, clip(r¢(0),1 — e, 14+ e)flt) +co Hmg(- | Stﬂ}
t=1
where

r4(0) = exp (log mo(at | s¢) — logmg,,, (at | st)) (computed following Algorithm [6])

R A, —
At:fi/“‘
gA

Himg(- | s¢)] Zm; a | s¢)logme(a| st)

a

is the normalized advantage at timestep ¢

Algorithm 6 Computation of PPO Probability Ratio r.(6)

Require: Rollout Memory Dy,
Require: Current policy parameters 6

1: Retrieve sq, a; and g, (a¢ | s¢) from rollout memory Dy
2: Compute current policy distribution:

mo(- | s¢) < ActorNety(s)
3: Compute the probability of the taken action a; under my(- | s¢):
mo(at | st)

4: Compute probability ratio using log-probabilities:

r1(0) exp(logm(at | s¢) — logmg,,, (ar | st))

Collectively, these algorithms define the training pipeline employed throughout this
work and provide the foundation for all experimental results presented in the following chap-
ters.
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4.2 Problem Modeling and State Augmentation

The quay wall maintenance problem considered in this thesis is modeled as a Markov
Decision Process (MDP), defined by the tuple:

M = <S7 A’ P? R? "}/>

At each decision step t, the agent observes a state s;, selects an action ay, receives a reward
r, and transitions to a new state s;;1 according to the transition dynamics P(s;11|ss, ay).
A core assumption of this framework is the Markov property: the state must contain all
information required to make optimal decisions about the future, as it defines a memoryless
stochastic process that depends solely on the current state and not the sequence of events
that preceded it.

In the quay wall maintenance setting, the state naturally includes the structural condition
of the quay walls. However, structural information alone is insufficient for the objective
considered here. The goal is to minimize total maintenance costs over a finite planning horizon
of 20 years, which induces a non-stationary optimal policy. Actions that are optimal early
in the horizon—such as costly renovations with long-term benefits—may become suboptimal
near the end of the horizon, where the remaining time is insufficient to realize their value.

If temporal information is omitted, two situations with identical structural conditions but
different remaining horizons become indistinguishable to the agent. As a result, the agent is
forced to select the same action in both cases, violating the Markov property with respect to
the finite-horizon objective and impeding effective learning.

To address this issue, the state representation needs to be extended through state augmen-
tation. State augmentation refers to the inclusion of additional variables in the state that are
necessary for optimal decision-making but are not captured by the base environment state.
Formally, an augmented state is defined as shown in Equation (31]).

S¢ = (8¢, 2t) (31)

Where s; denotes the original environment state and z; represents auxiliary contextual
information. The policy is then conditioned on the augmented state, m(a;|3;), enabling the
agent to exploit this additional information when selecting actions.

4.2.1 Temporal State Augmentation

The choice of augmentation depends on the problem objective. In stationary settings
with an infinite planning horizon, the original MDP formulation is sufficient, and the optimal
policy depends only on the structural state. In contrast, the quay wall maintenance problem
is explicitly finite-horizon and therefore non-stationary. Without access to time, the agent
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cannot distinguish between early and late stages of the planning horizon and cannot learn
horizon-dependent trade-offs.

This limitation is particularly problematic in the final years of the horizon, where it
may be optimal to accept higher failure risks rather than perform expensive interventions
whose benefits extend beyond the planning period. To restore the Markov property under a
finite-horizon objective, time is explicitly included in the state (Equation (32))).

5t = (s, 1) (32)

With this formulation, the agent is aware of its position within the planning horizon, and
the resulting MDP satisfies the Markov property for the optimization problem considered.
This enables the learning of time-dependent policies that appropriately balance short-term
and long-term costs.

In practice, the time variable is normalized to promote stable and efficient learning. The
augmented state is therefore defined as in Equation (33)):

5 — <st,%) | (33)

where T' denotes the total planning horizon. Expressing time as a fraction of the hori-
zon ensures scale consistency with other state variables, improves numerical stability, and
encourages policies that generalize across different horizon lengths.

4.2.2 Rationale for the Augmented Formulation

For the remainder of this thesis, the time-augmented MDP is adopted for the following
reasons:

e Public infrastructure planning is inherently constrained by finite budget cycles and
administrative mandates, making finite-horizon optimization more relevant for stake-
holders such as the Municipality of Amsterdam.

e While a finite horizon risks the agent neglecting maintenance in the final years to
save costs, explicitly tracking time can also counteract this behavior. It provides the
framework with the temporal awareness needed to enforce end-of-horizon condition
constraints, ensuring the long-term health of the assets.

e The inclusion of a discount factor v reflects the economic time value of money; without
temporal information, the agent cannot correctly exploit this structure.

e Temporal information is required to correctly formulate and interpret additional con-
straints introduced later in this thesis.
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e Finally, as a supplementary methodological benefit, formulating a finite-horizon opti-
mization problem allows for a fair, direct comparison with the |Cross-Entropy Method|
(CEM)|, as both approaches can be evaluated under the exact same temporal bound-

aries.
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5 Methodology II: Validation Framework

The validation of the developed model is a critical part of this thesis. To assess its
performance, the results obtained with the proposed agent will be benchmarked against
alternative approaches throughout the thesis. In particular, comparisons with rule-based and
reactive strategies are included, as these methods reflect current practice in infrastructure
maintenance planning. While such benchmarking is useful to demonstrate improvements over
existing approaches, it is not sufficient to validate the model itself, as outperforming heuristic
or rule-based methods does not guarantee that the learned policy is close to optimal.

Proper validation requires assessing whether the model is capable of reaching an optimal,
or near-optimal, solution. For the real-world problem considered in this thesis, however,
this is not directly verifiable. The problem’s dimensionality is extremely large, reflecting
the complexity of urban infrastructure systems with many interacting components, uncer-
tain deterioration, and long planning horizons. As discussed in the introduction, no known
mathematical optimization or exact solution method can feasibly solve this problem at full
scale. As a result, there is no ground-truth optimal solution against which the model
can be directly compared.

To address this limitation, validation will be carried out using a simplified toy environment
with substantially reduced dimensionality. In this smaller setting, the number of components,
states, and actions is limited such that a classical mathematical optimization algorithm can
be applied to compute an optimal (or close to optimal) solution. This makes it possible to
directly evaluate whether the [DRL| agent is able to learn a policy that matches, or closely
approximates, the true optimum.

In a second step, the same mathematical optimization approach will be applied to a larger
environment, after which its performance and scalability will be compared to that of the
developed model. This comparison is intended to empirically demonstrate the curse
of dimensionality: as problem size increases, generic mathematical optimization methods
become computationally infeasible, while the [DRL|approach remains applicable and effective.

Taken together, this validation strategy serves two purposes. First, it verifies that the de-
veloped model is capable of finding near-optimal solutions. Second, it provides evidence
that [DRI]is a suitable and scalable approach for high-dimensional infrastructure maintenance
problems, where traditional optimization techniques fail to scale and cannot be applied in
practice.

5.1 Baseline Policies

To evaluate the effectiveness of the proposed agent, its performance is compared
against several alternative strategies that reflect existing practice in infrastructure mainte-
nance planning. First, a set of heuristic policies is considered. These policies are designed to

02



emulate the decision-making of an experienced asset manager: they rely solely on the current
condition of each quay wall and deterministically map each state to a corresponding action.
The heuristic policies evaluated in this work are summarized in Table [§]

Bad Very Bad Failed
Reactive tofailure Do nothing Do nothing Do nothing Do nothing Full renovation
Reactive to critical condition Do nothing Do nothing Do nothing Life extension Full renovation
Mitigation of critical condition Do nothing Do nothing Do nothing Close traffic Full renovation
Gradualresponse Do nothing Close parking Close traffic Life extension Full renovation
Early intervention Do nothing Close traffic Life extension Fullrenovation | Full renovation

Table 8: Heuristic policies considered

In addition to the heuristics, the DRI] agent is benchmarked against results from a pre-
vious [TNQ] project, in which maintenance actions for each quay wall were determined indi-
vidually using [43]. While this MDP formulation provides a useful reference, it does
not account for interactions between quay-wall units. Consequently, it neglects the impact of
network-level dependencies and aggregated city costs that arise when multiple components
are maintained simultaneously.

Despite this limitation, the MDP-based approach serves as a meaningful benchmark,
allowing us to quantify the effect of considering city-level interactions on the total costs
obtained by the DRI] agent. Comparing the [DRT] results with both heuristic and MDP-
based benchmarks highlights the importance of explicitly modeling interdependencies within
the quay-wall network to achieve cost-effective maintenance planning.

5.2 Cross Entropy Method (CEM)

The|Cross-Entropy Method (CEM )|was developed by P.-T. de Boer, D. P. Kroese, S. Man-
nor, and R. Y. Rubinstein in the late 1990s [44]. Although it was not originally intended as
a general-purpose optimization technique, it later evolved into a powerful method for solving
problems traditionally addressed by heuristic search algorithms. In particular, it has been
successfully applied to policy search in [MDPs, where it is capable of finding high-quality
policies efficiently [45].

In this report, we apply the to determine the optimal action sequence [ag, a1, . . ., ar_1],
which maximizes the expected return, as defined in Equation ([34)).

So = 8] (34>

In this section, we present a structured description of the [CEM] as applied to sequential
decision-making in We begin by motivating the choice of [CEM] as the underlying op-
timization approach, emphasizing its suitability as a derivative-free, simulation-based bench-
mark. We then provide a conceptual and mathematical overview of the method, framing
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trajectory optimization as a probabilistic estimation problem. Building on this foundation,
we describe the standard algorithmic framework and subsequently introduce a set of
enhancements designed to improve stability, exploration, and convergence efficiency. Finally,
we present the complete algorithm as implemented in this work, incorporating all proposed
modifications and parameter schedules.

5.2.1 Motivation for using CEM

The was selected for its simplicity, flexibility, and proven effectiveness in tackling
complex decision-making problems where classical optimization methods are either imprac-
tical or computationally expensive. As a derivative-free, simulation-based algorithm, [CEM]
does not require gradient information or assumptions about convexity, continuity, or linear-
ity. This makes it well-suited to complex environments while remaining relatively straight-
forward to implement. Its core sampling—evaluation—update loop allows it to function as a
“black-box” optimizer, simplifying implementation compared to more mathematically inten-
sive optimization techniques.

Another key reason for choosing [CEM]is its flexibility with respect to action-space struc-
ture. It can naturally handle sequential decision problems by optimizing over parameterized
policies or action sequences. This makes a strong optimization-based benchmark that
is conceptually comparable to the proposed [DRL] approach, while remaining independent
of any learning-based mechanisms. Unlike many classical mathematical optimization algo-
rithms, [CEM] can be scaled easily across both low- and high-dimensional action spaces. Its
algorithmic structure does not require modification when moving to higher-dimensional prob-
lems; only a few hyperparameter adjustments, such as increasing the number of samples per
iteration, are needed.

While its stochastic, sampling-based nature does not guarantee convergence to the global
optimum, in reduced-dimensional environments can be run with sufficiently large popu-
lations and iterations to produce high-quality solutions that are empirically close to optimal.
This makes it a suitable reference method for validating our model. Moreover, even in higher-
dimensional settings where reaching the true global optimum becomes unlikely, remains
effective at identifying relatively good solutions. Its iterative sampling and elite-selection pro-
cess guides future samples toward promising regions, consistently producing solutions in areas
of relatively high quality.

This characteristic makes [CEM]| particularly valuable in the context of this thesis, as
it allows for a clear empirical demonstration of the curse of dimensionality. By applying
the same CEM-based optimization framework across environments of increasing size and
comparing its performance to that of the [DRI] agent, it becomes possible to highlight both
the strengths and the limitations of traditional optimization approaches and to justify the
use of [DRT] as a scalable alternative for large-scale infrastructure maintenance problems.
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5.2.2 Method overview

The operates as a black-box optimizer. It treats the search for an optimal trajectory
not as a descent along a gradient, but as a statistical estimation problem: identifying the
sampling distribution that makes the occurrence of high-reward trajectories a “frequent”
event rather than a rare one.

CEM]lintroduces a parametric distribution pg(ag.r_1) over action sequences, where pg(ag.r_1) =
Pr(sample action sequence ag.r—1 | 0), and aims to find parameters #* that maximize the ex-
pected return, as defined in Equation ([35]).

0" = arg max V7™ (s) (35)

An alternative perspective is to approach the objective by minimizing the cross-entropy,
or equivalently the [KT] divergence, between the sampling distribution py and an ideal distri-
bution ¢* concentrating all probability mass on optimal trajectories, see Equation (36))

0" = argmin Dicr.(¢" [| po) (36)

Since ¢* is unknown, it is approximated with an empirical distribution over an elite set €
consisting of the top-p fraction of sampled trajectories. The parameter update then follows
from maximum likelihood estimation, as given in Equation (37)).

041 = arg meaxz log pg(ap.r—1) (37)

TEE

[terating the update described in Equation causes the distribution py to concentrate
around high-return action sequences, yielding an effective, gradient-free planning method for

MDPsl

5.2.3 CEM Algorithm

The is a population-based stochastic optimization algorithm. Starting from a spe-
cific state, it iteratively refines a probability distribution over action sequences to concentrate
mass on high-return trajectories.

In this section, we describe how the [CEM] is applied to with discrete action se-
quences. We begin by presenting the general framework as described in the litera-
ture [44]. Next, we explain the modifications we have introduced to improve the algorithm’s
performance and robustness. Finally, we provide the overall algorithm as used in this work.
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General CEM Framework

The operates over discrete action sequences with the goal of concentrating proba-
bility mass on high-return trajectories. In the context of the algorithm requires the
following inputs:

Planning horizon T;

Action space A ={1,..., K},

Number of samples per iteration N;

Fraction of samples selected as elites p € (0, 1), yielding elite set size Keie = [pN|;

Smoothing parameter a € (0, 1);

Number of iterations njers (if used as the stopping criterion).

I. Initialization

The distribution over action sequences agr—1 = (ag,...,ar—1) is modeled as a time-
factorized categorical distribution, as given in Equation (38)).

T-1

K
polaorr) = [T [Tees ™ (38)

t=0 k=1

where v, € [0, 1] satisfies Zszl v r = 1 for each time step ¢. Initially, the distribution is
uniform, reflecting equal probability for all actions, i.e., vy = % for all ¢t and k.

I1. Iterative Procedure
Each iteration of the algorithm performs the following steps:

1. Sampling and Evaluation. A set of N sequences is drawn from the distribution
pg, and their returns R® are evaluated. The sequences are then sorted according to their
returns.

2. Elite Selection. The elite set £ is formed by taking the top K. sequences based
on return. This selection is formalized in Equation (39).

£ ={i| RY is among the top Ky} (39)

These sequences represent the most promising candidates under the current distribution.
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3. Empirical Frequency Estimation. For each action k at time ¢, the empirical
frequency among the elite sequences is computed as described in Equation (40)).

1
Kelite

I(a!” = k) (40)

Ve =
ic€

where I(- ) 1s the indicator function, which simply checks whether a condition is true. In
this case, ]1( = k) is 1 if the action at W of sequence ¢ at time ¢ is equal to k, and 0 otherwise.
By summing this over all elite sequences and dividing by the number of elites K., we get
the fraction of elite sequences, 4, that chose action k at time ¢.

4. Smoothed Distribution Update. To preserve exploration and avoid premature
convergence, the distribution parameters are updated using exponential smoothing, as in
Equation (41]).

v = g + (1 — oz)vfllf (41)

Where « is the smoothing factor. Without smoothing, actions absent from the elite set
would be permanently assigned zero probability, eliminating them from future samples.

ITI. Termination

[terations continue until a stopping criterion is satisfied, which may include reaching
Niters, convergence of v, y, or stagnation in elite returns. Upon termination, the optimized
distribution py can be used to select high-return action sequences.

Combining these steps yields the baseline algorithm summarized in Algorithm [7]

Algorithm 7 Standard Cross Entropy Method for Planning in

Require: T, K, N, p, o, Niters
1: Kelite + N - P

2: Initialize v = % for all ¢, k
35+ 1

4: for j =1,..., Njters dO

5: Sample N sequences i from py
6: Compute return R(¢) for every sequence
7 Sort sequences by R(i)
8: Select elite set £ = {i | R(i) among top Kelite }
9: Frequency estimate:
Op e ! I(ai =k)
elite ic€

10: Smoothing:

v & ady g + (1- a)vflfj
11 ofld o pnew
120 e+l
13: end for

T-1 k
14: return pg(ap.r—1) = [, k 1 tgft )
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Algorithm Enhancements

In addition to the standard described above, several modifications are introduced
to improve robustness, encourage exploration, and accelerate convergence.

I. Divergence Cap (Trust-Region Updates)

divergence measures how much one probability distribution differs from another. The
divergence between p and ¢ is written in Equation , while the cap on divergence between
consecutive action-sequence distributions is shown in Equation .

Di
Dxu(pllq) = Zpi log P (42)
Dx(p5™ || ) < Klcap (43)

Using Equation , we can impose a cap on the divergence between the new and old
action—sequence distributions [46]. If an unconstrained update would exceed this cap,
we “clip” or project the updated distribution to satisfy the bound. This ensures that each
iteration’s new action sequences do not vary too much, improving stability and preventing
convergence to poorly optimized local maxima.

IT. Minimum-Probability Floor (Always-Explore Policy)

To maintain exploration, each action is assigned a lower bound p,;,. First, the proba-
bilities are adjusted to enforce this minimum, as shown in Equation (44). Then they are
renormalized to ensure the probabilities sum to one (Equation (45])).

new_prob|k] = max(new_problk], pmin) (44)

new_prob

>, new_prob[k|

new_prob < (45)

This guarantees that every action retains a minimal probability while maintaining a valid
probability distribution. Preventing the search distribution from collapsing and preserving
policy improvement.

ITI. Weighted Action Counting (Reward-Weighted Updates)

Instead of treating each elite trajectory equally (as in Equation (40])), we weight each
elite sequence by its return when updating action probabilities. For action k at time ¢, the
weighted count is computed as shown in Equation (46]).

1 .
w; I(al? = k) (46)

Vi ke =
elite icE
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Where I(-) is the indicator function and wj; is a weight proportional to the return R; of
the elite sequence i (computed using Equation (47])).

1 if IQR < €
v (i)

SeCEy

(47)

otherwise

where

e R;: Return of the i-th elite sequence;
e m = median{ Ry, ..., Rx_};

o IQR = Q75(R) — Q25(R) (interquartile range of returns).

Together, Equations and bias the search toward the most promising trajectories,
speeding convergence while retaining the basic logic.

IV. Dynamic Parameter Scheduling (Annealing Curriculum)

While standard [CEM] uses fixed hyperparameters, we can divide training into phases
with gradually decreasing exploration. Early iterations employ “wide” settings to encourage
broad exploration (e.g., high entropy or large sampling variance), and the parameters are
progressively reduced to focus the search. This approach mirrors simulated annealing: a
high “temperature” at the start allows the algorithm to explore the solution space broadly,
while a cooling schedule gradually concentrates the search on the most promising regions
[41].

In practice, we implement a three-phase schedule (exploration — balanced — exploita-
tion), annealing our hyperparameters accordingly. Over time, we reduce the number of
samples per iteration, the [KI] cap, and pp,. This curriculum-style schedule ensures that
the algorithm first samples diverse trajectories and then refines around high-reward paths,
improving both robustness and final solution quality.

Accounting for all of these enhancements, the resulting algorithm is summarized in Al-
gorithm [§
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Algorithm 8 Cross Entropy Method for Planning in [MDPs| (Enhanced)

o explor 1 explor bal bal bal
Requlre. Ta K7 N7 P, O, TMNiters, T KLexpor’ D. ) Nexplor» nye KL & Nbab

iters cap min iters? cap’ Priin>

exploit exploit
KLcag s Pmin Nexploit

1: Kelite + N - P
2: Initialize v = % for all ¢, k

37«1
4: for j =1,..., Njters dO
) if j < n?;g;lor then # Exploration phase
6: N « Nexplor
T KLgap +— KLﬁ?;Ip’lor
] Prain pexplor
. min min
9: else if j <nhdl then # Balance phase
10: N < Npal
11: K Lcap ebII(LE;‘%)
12: Pmin — pmaln
13: else # Exploitation phase
14: N Nexplojt
15: K Leap < KLZROT
16: Pmin pii};lolt
17: end if
18: Sample N sequences from py
19: Compute return R(i) for for every sequence

20: Sort sequences by R(i)
21: Select elite set £ = {i | R(i) among top Kelite }
22: Frequency estimate:

1, if IQR < ¢

1 (@) i —m
b —— > wil(al) = k), wi={ P Tap

elite *
€€
Rj—m
Zjexp< IOR. )

. 1d
v ady g+ (1 —a)vgy

otherwise

23: Smoothing:

24: if Dyr (vg';w [ vg}g) < K Lecap then

25: CryA
26: else
27: B = argmaxgeo,1] DkL (U?,?cw(ﬂ) [ v?,]kd) < KLcap
28: i (1-— ﬁ)vf},ﬁ + By
29: end if
30: VPR = max(vPYY, Pmin)
. e amew , Utk
31: Renormalize: vi'3" < P INTAL vt
32: vf}g — vf}%w
33: j+—iji+1
34: end for i
T-1 17K  1(a=
35: return py(ao.r—1) = [[,=0 11y vtﬁc‘” )
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6 Methodology III: Constraint-Aware DRL Framework

This chapter builds on the unconstrained framework developed in Chapter 4, in
which maintenance strategies were optimized solely with respect to total life-cycle costs.
While this formulation is effective for establishing a theoretical baseline and validating the
learning architecture, it abstracts away from the operational realities of public infrastructure
management.

In real-world settings, optimal maintenance planning is not defined by cost minimization
alone. Decisions must comply with safety requirements, respect fixed budgetary cycles, and
limit the societal disruption caused by simultaneous interventions. These considerations
impose explicit restrictions on the feasible solution space and fundamentally alter the nature
of the optimization problem. A [DRI]agent that ignores such constraints may converge to
policies that are efficient in theory but infeasible or unacceptable in practice.

The objective of this chapter is therefore to extend the framework to a constraint-
aware formulation. Constraints are incorporated directly into the learning process using
a combination of complementary mechanisms: hard constraints that are enforced at the
decision level and soft, long-term constraints that are handled through penalty-based opti-
mization. This allows the agent to learn policies that are not only cost-effective but also
operationally feasible.

The remainder of this chapter is structured to guide the reader from problem formulation
to algorithmic implementation and optimization. We begin in Section[6.1]by formally defining
the operational constraints and their mathematical bounds. In Section [6.2] we introduce the
necessary state augmentations required to make these constraints observable to the agent.
Subsequently, Sections and detail the implementation of action masking for enforcing
hard constraints, while Sections present the PID-Lagrangian relaxation method for
handling global, soft constraints. Finally, Section proposes a curriculum learning strategy
to accelerate training in these complex, constrained environments.

6.1 Constraint Definition

This section formalizes the constraints incorporated into the framework. These
constraints are derived from practical limitations faced by decision makers such as the Mu-
nicipality of Amsterdam when planning quay wall maintenance and are introduced to ensure
that the learned policies remain feasible for real-world deployment.

The constraints considered in this thesis are grouped into three categories. First, risk-
related constraints limit unacceptable levels of structural degradation or failure impact, ensur-
ing that safety requirements are satisfied throughout the planning horizon. Second, financial
constraints reflect municipal budgetary practices by restricting maintenance expenditures
within predefined annual limits. Third, societal disruption constraints bound the level of
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urban hindrance caused by maintenance activities, accounting for the cumulative impact of
road and parking closures on city functioning.

In this section, each constraint category is described conceptually and subsequently ex-
pressed as a mathematical condition within the MDP formulation. This formalization pro-
vides the basis for the constraint-handling mechanisms introduced in the subsequent sections.

6.1.1 Constraints on Failure and Risk

From a municipal perspective, it is essential to ensure that maintenance policies do not
lead to unacceptable safety risks or levels of structural degradation, even if such policies might
reduce costs. A purely cost-driven policy could, for example, defer interventions indefinitely,
resulting in highly deteriorated infrastructure with elevated failure risks. To prevent such
outcomes, constraints related to structural failure are introduced.

Two complementary approaches are considered: constraining the probability of failure at
the component level, and constraining the expected failure-related costs at the network level.

I. Maximum Probability of Failure per Component

The first failure-related constraint limits the maximum allowable probability that any
individual quay wall segment transitions into the failed state. This constraint enables the
municipality to explicitly control how risky maintenance policies are allowed to be at the
component level, thereby biasing decisions toward more conservative or more risk-tolerant
strategies as desired.

The mathematical modelling for this constraint is defined in Equation (48]):

7 =argmax [E;
s

Z 7tR(st, at)] (48)

t=0
subject to:  Prp(sh,al) < P> Vi=1,...,N, Vt=0,...,T

This constraint enforces an upper bound on the failure probability of each component at
every decision epoch.

II. Maximum Failure Costs

Rather than constraining failure risk directly, an alternative approach is to limit the
expected societal cost associated with failures. From a policy perspective, this reflects a
situation in which the municipality allocates a fixed annual budget to absorb the societal
consequences of quay wall failures, such as safety risks, emergency responses, and economic
disruption.
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Unlike failure probabilities, failure costs are aggregated across the entire network, meaning
that decisions made for one component affect the remaining budget available for others. As
a result, this constraint introduces coupling between components at the system level.

The mathematical formulation is provided in Equation ([49):

> ' R(si, at)]

t=0

7 =argmax [E;
™

IRt} failures

N
subject to:  Cf e = Z Pra (s, ab) cfilre < Comax Vt=0,...,T
i=1

This formulation ensures that the total expected failure-related cost incurred across all
quay wall segments in a given year does not exceed a predefined threshold.

6.1.2 Constraints on Maintenance Budget

Another critical class of constraints concerns the financial resources available for mainte-
nance interventions. Municipal budgets are typically allocated according to fixed accounting
rules, which can vary depending on political priorities and long-term planning strategies.
Incorporating budget constraints ensures that the agent produces policies that are not
only cost-effective but also financially feasible.

Three budget formulations are considered in this study: a strict yearly budget, a yearly
budget with budget rollover, and a total budget over the full planning horizon.

I. Yearly Budget (No Transfer)

In the simplest formulation, the municipality is allocated a fixed maintenance budget
each year, and any unused funds cannot be carried over to subsequent years. This reflects
conservative public-sector accounting practices. The optimization problem is defined in Equa-

tion (50):

™ =argmax E,
s

Z VtR(Sty at)]

N
subject to: Ol = Z clirect(ghy < BY*™, vt=0,...,T

()
=1

II. Yearly Budget with Money Transfer
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A more flexible formulation allows unused budget from one year to be transferred to the
next. This reflects planning practices in which delayed interventions can be compensated by
higher spending in later years. The corresponding formulation is shown in Equation (51)):

7" =argmax [E,
K

> A R(si, at)]

t=0

subject to: clirect(ghy < pail -yt =0,...,T,
J dlrect Z (51)

where: Bl = Byear + pynused
N
unused avail direct / #—1

B = b5 ZC' (a; ).

Y

)
=1

I11. Budget over the Full Planning Horizon

Finally, the municipality may allocate a single total budget to be spent over the entire
planning horizon, allowing complete flexibility in the timing of expenditures. This is modelled
as shown in Equation (52):

7" =argmax E;
™

8t> Qg ]
t
T T N <52)
SUbjeCt to: Z Céirect = Z Z G lrECt < Btotal
t=0

t=0 i=1

6.1.3 Constraints on City Disruption

The final class of constraints addresses urban disruption caused by maintenance interven-
tions. Unlike direct and failure costs, city costs are not additive over individual components.
Instead, they depend on the joint configuration of actions across quay wall units, reflecting
non-linear network effects such as traffic rerouting and congestion. This makes city disrup-
tion constraints fundamentally different and more challenging to enforce within a multi-agent

framework.

I. Maximum City Costs

In this constraint, the municipality specifies a maximum acceptable level of annual city
disruption cost, representing societal tolerance for traffic delays, environmental impacts, and
reduced accessibility. The mathematical constraint is defined in Equation (53):
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™ =argmax E,
s

Z VtR(St, at)]

t=0

subject to: Cf, = Z CE(G}) < O Vi=0,...,T

interaction interaction?
ke{parking,traffic}

This constraint limits the total network-level disruption caused by simultaneous mainte-
nance actions in any given year.

6.2 Budget-Constrained State Augmentation

In Chapter 4] we introduced Temporal State Augmentation to address the non-stationarity
of the finite planning horizon. By including normalized time in the state vector, we restored
the Markov property with respect to the finite horizon, enabling the agent to distinguish
between early-stage and end-of-horizon decisions.

However, the introduction of the cumulative constraints defined in Section[6.1]reintroduces
a violation of the Markov property. For example, if a total budget (e.g., 10 million €) is
available over 20 years, the optimal decision at any given step depends not only on the
structural state and the current time, but critically on the amount of budget remaining for
each year.

If the remaining budget is not included in the state, the no longer satisfies the
Markov property. In that case, if the reward is penalized when the constraint is violated,
identical state—action pairs may yield very different rewards, depending on whether the bud-
get has already been partially or fully exhausted. For example, performing the same main-
tenance action in the same structural state may be acceptable early in the planning horizon
but incur a large penalty later if the remaining budget is insufficient. From the agent’s per-
spective, these situations are indistinguishable when the remaining budget is not part of the
state.

This ambiguity significantly hinders learning. Since [PPQ|relies on batches of transitions
that are shuffled during training, the agent cannot infer whether a penalty is caused by
the action itself or by an unobserved constraint violation. As a result, the policy receives
conflicting learning signals for the same observed state, making it difficult to converge to an
optimal solution.

To restore the Markov property, the state is augmented with the remaining budget:

gt = (St, b;em)

where D;*™ denotes the remaining budget at decision step t. By explicitly including this
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information, the state once again contains all variables necessary to predict future rewards and
transitions, enabling the agent to learn constraint-aware and temporally consistent policies.

6.2.1 Normalization for Stability

Practically, as with temporal state augmentation, it is essential to ensure that all compo-
nents of the augmented state are of comparable magnitude to facilitate stable and efficient
learning. This consideration is particularly important when augmenting the state with the
remaining budget. In the quay wall maintenance environment, budget values are expressed
in absolute monetary terms and may be on the order of several millions of euros, whereas
the other state variables typically take values in a much smaller range (between 0 and 1).
Without normalization, this large discrepancy in scale can dominate the state representation
and adversely affect the learning dynamics of the policy network, leading to poor convergence
or unstable training behavior.

To address this issue, the remaining budget is normalized by the initial total budget
available over the planning horizon. The normalized budget variable is therefore defined as

in Equation .

rem
bnorm _ bt
t ~ pinit

(54)
where:

o 0;°™ denotes the normalized remaining budget at decision step ¢,
o 0;*™ denotes the remaining absolute budget at decision step ¢, and

e bt denotes the initial total budget available over the planning horizon.

This yields a dimensionless quantity in the range [0,1]. By expressing the remaining
budget as a fraction of the initial budget, the agent learns to condition its decisions on the
relative availability of financial resources rather than on absolute monetary values.

6.3 Action Masking

With the operational constraints mathematically formalized and the state space aug-
mented to track resource availability, the next step is to enforce these boundaries within the
learning process. Specifically, we address the implementation of “hard” constraints—those
that represent strictly inviolable limits at any given decision step. In the context of quay
wall maintenance, these constraints correspond to actions that are operationally or financially
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prohibited, such as attempting a costly renovation when the annual budget is already ex-
hausted, or neglecting a critical component that has exceeded its maximum allowable failure
probability.

To strictly enforce these limitations within the [PPO]framework, we utilize action masking.
Unlike soft penalty methods that merely discourage violations through negative rewards,
action masking dynamically filters the agent’s action space based on the current state and
remaining resources. This ensures that invalid actions are mathematically excluded from
the policy distribution, guaranteeing that the agent effectively never selects an action that
violates a hard constraint.

In the broader [RI] literature, handling state-dependent action sets is a well-established
challenge. Sampling invalid actions can result in wasted environment interactions, unstable
training dynamics, or undefined environment transitions. Consequently, action masking was
originally introduced to prevent agents from repeatedly selecting invalid moves in environ-
ments with large discrete action spaces, such as real-time strategy games [48] 49, [50].

More recently, action masking has been explicitly integrated into policy-gradient methods.
In particular, Tang et al. [51] proposed incorporating an action mask into the algorithm,
showing that masking invalid actions can significantly improve learning efficiency and final
performance when state-dependent action feasibility constraints are present.

This section formalizes the action masking mechanism and explains how it interacts with
the policy representation and policy gradient computation in [PPO]

6.3.1 Policy Representation in [PPO|

As discussed in Chapter is an actor—critic method in which the policy (actor) is
parameterized by a neural network with parameters . Given a state s;, the actor network
outputs a vector of real-valued logits:

lo(s¢) = [lo(ao | st),- -, lo(an | 1)),

with one logit corresponding to each action in the discrete action space.

A= {ao,a17a2;~-,az\f}

These logits are transformed into a probability distribution over actions via the softmax
function (Equation ((55))):
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By construction, the policy satisfies 0 < my(a; | s;) < 1 and Zfio mo(a; | s¢) = 1. At each
timestep ¢, the agent samples an action according to a; ~ my(- | s¢).

6.3.2 Action Space Example

In the considered case study, the discrete action space consists of five actions:
A = {a07 ai, Gz, as, CL4},
where ag corresponds to “do nothing” and a4 corresponds to “full renovation.” At the
beginning of training, the policy network is typically initialized such that the action proba-

bilities are uniform:

mo(- | s0) = [0.2,0.2,0.2,0.2,0.2].

As training progresses, the parameters 6 are updated and the policy becomes state-
dependent and non-uniform.

6.3.3 State-Dependent Invalid Actions

In many environments, action feasibility depends on the current state. Let Ayana(s:) € A
denote the subset of valid actions in state s;. Suppose that in state sg, action a; is invalid,
such that:

Avalid(so) = {ao, g, a3, a4}~

Without additional constraints, PPO] would still assign a non-zero probability to a;. The
agent would therefore need to learn indirectly, through repeated penalties or corrections, to
reduce the probability of selecting this invalid action.

6.3.4 Action Masking at the Logit Level

Action masking prevents this behavior by modifying the logits before the softmax oper-
ation. Define a binary action mask (Equation (56))):

TTL(CL‘ ‘ St) _ 17 if a; € Avalid(st) (56)
’ 0, otherwise.

The masked logits are defined as stated in Equation ((57)):
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lo(as | 50) = {lf)(“i [0, iEmla | s) = (57)

1
] —oo, if m(a; | s;) =0

where in practice —oo is approximated by a very large negative constant (e.g., —3.4x10%%).
The resulting masked policy is then given by Equation (58]):

7y (a; | 8¢) = exp(l}(cii | 51)) 58
el > oexp(lo(a; | 1)) o

For the example above, this yields:

77(- | so) = [0.25,0.0,0.25,0.25, 0.25].

Thus, invalid actions are assigned exactly zero probability, while the probabilities of
valid actions are renormalized over A,jiq(s;). Figure |11 provides a visual illustration of this
masking operation at the logit level.

Logit-Level Masking

(- | %) mil(-|8) w5 8)

> >

X
u
. Masking Softmnx
a
| ]
a

Logits
m(- | 8)

Invalid Action Masking

Figure 11: Visualisation of an action mask at the logit level [4].

6.3.5 Effect on Policy Gradient Updates

Action masking has an important consequence beyond probability renormalization. Be-
cause the probability of an invalid action is identically zero, the corresponding log-probability
satisfies log )" (a; | s¢) = —oo, which is constant with respect to 6. Consequently:

Vologmy*(a; | s¢) = 0.

As a result, invalid actions do not contribute to the policy gradient. For a trajectory

T = (80, G0, - - -, ST_1, ar_1), the masked policy gradient can be written as:
T-1
Gmasked = IE7' Z VG lOg Wgn<at | St) Gt )
t=0
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where G; denotes the return or advantage estimate at timestep ¢. This formulation
ensures that learning updates are restricted exclusively to valid actions, effectively enforcing
hard action feasibility constraints directly at the policy level.

6.3.6 Summary

This way, action masking incorporates state-dependent feasibility constraints into [PPO]
by modifying the policy’s logits prior to the softmax operation. This guarantees that invalid
actions are never sampled and that their corresponding policy gradients are identically zero.
As demonstrated in prior work [51], this simple yet effective modification can substantially
improve learning efficiency and stability in constrained decision-making problems.

6.4 Constraint Enforcement via Action Masking in PPO

As shown by Tang et al. [5], invalid action masking applied at the policy level is fully
compatible with [PPO] Since the policy update is still performed using the standard clipped
surrogate objective, action masking does not modify the underlying optimization problem,
but instead restricts the policy’s support to a dynamically feasible subset of the action space.
This makes action masking a practical and principled mechanism for enforcing hard con-
straints in reinforcement learning.

Despite this theoretical compatibility, implementing action masking on top of [PPQ] is
non-trivial and highly dependent on the structure of the environment, the coupling between
decision variables, and whether constraints are local (component-wise) or global (network-
wide).

In this thesis, action masking is used as the primary mechanism to enforce the constraints
introduced in Section [6.1] Each constraint induces a state-dependent feasible action set, and
the exact implementation of the masking logic differs across constraint types. This section
describes how action masking is integrated into [PPQ] for the quay wall maintenance case
study and how each constraint is translated into a mathematically well-defined masking rule.

Time augmentation, to preserve the Markov property, is used in all experiments. For
several constraints discussed below, additional state augmentation is required so that the
agent has explicit access to resource availability (e.g., remaining budget). These architectural
choices are explained alongside each constraint.

Throughout this section, the standard algorithm (Algorithms , , and |§| from
Chapter {4]) is treated as the base. Constraint-specific variants are derived from it, and
deviations from standard [PPO| are highlighted in blue in the corresponding algorithms. The
rollout and learning phases are discussed separately when needed.
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6.4.1 Constraints on Failure

I. Maximum Probability of Failure

Constraint Integration

As defined in Section [6.1], the Maximum Probability of Failure constraint is formulated
by Equation (/59).
Praa(st,al) < P> Vi=1,...,N, WVt (59)
To apply action masking, at each decision step, actions that violate this inequality are
considered infeasible and must be excluded from the policy’s support. Formally, for each
component and state , a binary mask is constructed as shown in Equation :

(a] 5 L, if Pra(s}, af) < PR~ (60)
mi(a | s¢) =
t 0, otherwise

Infeasible actions (i.e., actions with m;(a | s;) = 0) receive zero probability mass, while
the remaining actions are renormalized.

State Representation

No additional state augmentation is required for this constraint. The state vector is
defined as:
St = [§t7 t/T]

Implementation in

Since the feasibility of actions depends only on the current component state, masking can
be recomputed independently for each component. The same masking logic is applied dur-
ing the rollout phase, when actions are sampled to ensure only feasible actions are selected,
and during the learning phase, where the same mask is used to compute log-probabilities
and probability ratios. A detailed explanation of the rollout implementation is pro-
vided in Algorithm [0} and the learning-phase implementation is shown in Algorithm [I0] and

Algorithm [11]
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Algorithm 9 PPO Rollout with Failure-Probability Masking

Require: Hyperparameters

‘ Blue: Deviations from Standard PPO

1: max_failure_probability +— Load maximum allowed failure probability

2: Initialize policy (actor) network weights 6

3: Initialize value function (critic) network weights ¢

4: for i =1,...,train_iters do

) t < 0, sy ¢ reset environment

6 for j =1,...,steps_per_iter do

7 t+—t+1

8: Lo(- | s¢), ma(- | s¢t) « ActorNet(s;) # Forward pass of actor network

9: Vi (s¢) — CriticNet(s;) # Forward pass of critic network
10: Initialize 7 (- | 5¢), o(- | 5¢)

11: Initialize m(- | s;) where m(a | s;) =1, Va € A

12: for comp € total_components do

13: if failure_probability(as, comp) > max_failure_probability then

14: m(- | $¢)comp < [0,0,0,0,1] # Mask ag, a1, as, a3
15: else if failure_probability(as, comp) > max_failure_probability then

16: m(- | $¢)comp < [0,0,0,1,1] # Mask ag, a1, as
17: else if failure_probability(a;, comp) > max_failure_probability then

18: m(- | $t)comp < [0,0,1,1,1] # Mask ag, a;
19: else if failure_probability(ag, comp) > max_ failure_probability then
20: m(- | st)comp «~[0,1,1,1,1] # Mask aqg
21: else
22: pass # Failure probability within limit: no masking
23: end if
2. o(as | 50)comp = {M“Z | st)eomp, 1y | s0)comp =1

—3.4 x 1078, if m(a; | $t)comp =0
m exp(£g(aqi|s comp
25: o (ai | St)comp = Z;yzope(xziggl(atj)|st)cu)mp)
26: at comp < sample from 735" (- | $¢)comp
27: end for
28: 7y (a; | s¢) < evaluate probability of a, under 73 (- | ;)
29: St4+1, R(st, at) < environment step
Where: s; = [, %] = St41 = [St41, %]

30: Store tuple {s;, a, 75" (ar | s¢), Vs (st), R(s¢,a¢)} in Rollout Memory Dy,
31: St ¢ St+1
32: if t =T or j = steps_per_iter then
33: if t =T then
34: V¢(St+1) 0
35: S¢ < reset environment
36: else
37 Vi (st+1) < CriticNet(s41)
38: end if
39: 0  R(st,at) + YV (Se41) — Vip(se)
40: Compute returns: G; < ZlT:_Ot_l Y Ry
41: Compute advantages: A; ZIT;OFI(VT)Z&H
42: Store 0y, Ay in Dy,
43: end if

44: end for
45: Train Agent (D) using Algorithm
46: end for

# training of networks
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Algorithm 10 PPO Update with Failure-Probability Masking

‘ Blue: Deviations from Standard PPO

Require: Rollout Memory D) — shuffled and divided into minibatches (over multiple epochs)
1: Update Critic Network: Update parameters ¢, using the Critic loss function:

T
LCritlc ? Z ng St

2: Update Actor Network: Update parameters 6, using the Actor loss function with entropy regulariza-
tion:

Lactor(0) = Z [min (rt(@)flt, clip(ri(0),1 — e, 1 4+ e)/lt) + oo Hlmp' (- | ‘st)]]

t=1

3: where:

r1(0) = exp <log mg (ay | s¢) —log g (ay | st)) (computed following Algorithm

A A, —
A, = t — HA
A

Himp' (- | s¢)] Zﬂ'm a | s)logmpt(a| st)
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Algorithm 11 Probability Ratio Computation with Failure-Probability Masking

‘ Blue: Deviations from Standard PPO
Require: Rollout Memory D) — shuffled and divided into minibatches (over multiple epochs)
Require: Current policy parameters 6
1: Retrieve sy, at, mp" (a; | s¢) from rollout memory Dy,
2: Compute current policy logits and distribution:

Lo(- | st),mo(- | s¢) < ActorNetg(s)

3: Initialize 75 (- | 5¢), o (- | 5¢)
4: Initialize m(- | st) where m(a | s¢) =1, Va € A
5: for comp € total_components do

6: if failure_probability(as, comp) > max_failure_probability then
7 m(- | St)comp +[0,0,0,0,1] # Mask ag, aq, as,as
8: else if failure_probability(as, comp) > max_failure_probability then
9: m(- | 5t)comp [0,0,0,1,1] # Mask ag, a1, as
10: else if failure_probability(ai, comp) > max_failure_probability then
11: m(- | $t)comp < [0,0,1,1,1] # Mask ag, aq
12: else if failure_probability(ag, comp) > max_failure_probability then
13: m(- | $t)comp < [0,1,1,1,1] # Mask aq
14: else
15: pass # Failure probability within limit: no masking
16: end if
17: ge(ai \ 5t>comp = {Ea(al | St)c;;mp’ %f m(a | St)eomp = L
—3.4 x 1078, it m(a; | $t)comp =0
m exp (g (ailst comp
18: Tg (ai | St)corrlp = Z;'V:Ope(xligge‘(aj)|5t)co)mp)
19: end for

20: Compute the probability of the taken action a; under 7y (a; | s¢):
g (a | st)

21: Compute probability ratio using masked log-probabilities:

71 (0) exp(logw;”(at | st) —logmg"  (at | st))

II. Maximum Failure Costs

Constraint Integration

The Maximum Failure Costs constraint limits the total monetary impact of failures across
all quay walls during a single year. Formally, this limit is expressed in Equation (61)).

failure»

N
Clire = Y Prai(s}, al) ¢ < G vt (61)
=1

Action masking is applied sequentially. At each step, the remaining budget for allowable
failure costs is updated based on the actions already selected. Only actions that do not exceed
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the remaining budget are considered feasible; the rest are masked out. For component ¢ in
state s;, the mask is determined by Equation (62)):

(62)

( | ) ]_7 if Pfail(sty (I) Cgailure S B;em
mi\a | S¢) =
’ ! 0, otherwise

where Bi*" denotes the remaining yearly failure budget before evaluating component .
After selecting an action for component ¢, the remaining budget is updated according to
Equation ((63):

B;em « B;em o Pfail(sta CL) Cfailure (63)

(2

To avoid systematic biases caused by the evaluation order, components are shuffled ran-
domly before applying action masking. This is critical because the feasibility of later com-
ponents depends on the remaining budget after earlier actions. Without shuffling, early
components would consistently have more flexibility, while later components could be overly
constrained, making the learned policy order-dependent. Random shuffling ensures that
the agent learns a robust, permutation-invariant strategy that generalizes across all possible
sequences of component evaluation.

State Representation
No additional state augmentation is required. The state vector remains as defined earlier:

st =[S, t/T)

Implementation in [PPO]

During rollout, actions are sequentially masked based on the remaining budget, and the
resulting masking matrix is stored for reuse during the learning phase. This is necessary
because feasible actions for each component depend on prior decisions, and reconstructing
this context during learning would otherwise be computationally expensive due to component
shuffling and sequential budget consumption. Storing and reapplying the masks ensures[PPO|
updates respect the constraints and compute gradients correctly. This approach will also
be necessary for more complex scenarios, such as when remaining budget can be carried
over across years. Algorithm [12] details the rollout implementation, while Algorithm [13] and
Algorithm [14] describe the learning-phase procedures.
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Algorithm 12 PPO Rollout with Yearly Failure-Cost Masking

Require: Hyperparameters ‘ Blue: Deviations from Standard PPO

1: failure_yearly _budget <— Load maximum yearly failure costs
2: Initialize policy (actor) network weights 6

3: Initialize value function (critic) network weights ¢

4: for i =1,...,train_iters do

) t < 0, sy ¢ reset environment

6 for j =1,...,steps_per_iter do

T t—t+1

8: Lo(- | s¢), ma(- | s¢t) « ActorNet(s;) # Forward pass of actor network

9: Vi (s¢) — CriticNet(s;) # Forward pass of critic network
10: Initialize 7 (- | 5¢), o(- | 5¢)

11: Initialize m(- | s;) where m(a | s:) =1, Va € A

12: remaining_budget < failure_yearly_budget

13: Shuffle total_components # Shuffle the list of all the components
14: for comp € total_components do

15: if remaining_budget > failure_cost(ag, comp) then

16: pass # Failure cost does not exceed limit witout action: no masking
17: else if remaining_budget > failure_cost(a1, comp) then

18: m(- | $¢)comp < [0,1,1,1,1] # Mask ag
19: else if remaining _budget > failure_cost(az, comp) then
20: m(- | $¢)comp < [0,0,1,1,1] # Mask ag, a1
21: else if remaining_budget > failure_cost(asz, comp) then
22: m(- | $t)comp < [0,0,0,1,1] # Mask ag, a1, as
23: else
24: m(- | $¢)comp < [0,0,0,0,1] # Mask ag, a1, a2, a3
25: end if
26: E@(ai | St)comp = {69(0@ | st)?gmp? lf m(ai | St)comp =1

—3.4 x 10°°, if m(ai, | St)comp =0
m exp(g(ai|st)comp
27: T (Cli | St)conlp = Zfzope(xgggel(aj)lst)m)mp)
28: At comp < sample from 73" (- | $¢)comp
29: remaining_budget <— remaining_budget — failure_cost(a;, comp)
30: end for
31: 7y (ay | s1) < evaluate probability of a, under 73 (- | s;)
32: St41, R(st, ay) < environment step
Where: St = [gt’ %] = St4r1 = [§t+17 %

33: Store tuple {s¢, as, 7" (ar | st), Va(st), R(s¢, at), m(- | s¢)} in Rollout Memory Dy,
34: St < St+1
35: if t =T or j = steps_per_iter then
36: if t =T then
37: V¢(St+1) 0
38: Sy < reset environment
39: else
40: Vi (si41) < CriticNet(s;41)
41: end if
42: Ot <= R(st, ar) + 7V (seq1) — Vi (se)
43: Compute returns: Gy <+ Zszfotfl Y Riqy
44: Compute advantages: A; < ZIT:_Ot_l('yr)l(StH
45: Store &;, Ay in Dy,
46: end if
47: end for
48: Train Agent (Dy) using Algorithm # training of networks
49: end for
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Algorithm 13 PPO Update with Stored Masks

‘ Blue: Deviations from Standard PPO

Require: Rollout Memory D) — shuffled and divided into minibatches (over multiple epochs)
1: Update Critic Network: Update parameters ¢, using the Critic loss function:

T
LCritlc ? Z ng St

2: Update Actor Network: Update parameters 6, using the Actor loss function with entropy regulariza-
tion:

Lactor(0) = Z [min (rt(@)flt, clip(ri(0),1 — e, 1 4+ e)/lt) + oo Hlmp' (- | ‘st)]]

t=1

3: where:

r1(0) = exp <log mg (ay | s¢) —log g (ay | st)) (computed following Algorithm

A A, —
A, = t — HA
A

H[ﬂ_m. | St Zﬂjn a | St logﬂ' ((1 | St)

Algorithm 14 Probability Ratio Computation with Stored Masks

‘ Blue: Deviations from Standard PPO

Require: Rollout Memory D), — shuffled and divided into minibatches (over multiple epochs)
Require: Current policy parameters 6

1: Retrieve s, at, mp" (at | s¢), m(- | s¢) from rollout memory Dy,

2: Compute current policy logits and distribution:

Lo(- | s¢),mo(- | st) + ActorNetg(s)

3: Apply action masking stored in memory:

E@((L' | St) —_ ’ge(ai | St)comp, lf Tn,(ai | St)comp =1
i comp —3.4 x 1038, if m(a; | st)comp =0

eXP(ge((li | St)comp)

~ .
2 j=0exp(fo(a; | st)comp)
4: Compute the probability of the taken action a; under 7j"(a; | s¢):

W(Z)n(ai ‘ St)comp =

T (at | st)

5: Compute probability ratio using masked log-probabilities:

r4(0) exp(logw@”(at | st) —logmy"  (a | ,st))
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6.4.2 Constraints on Maintenance Budgets

The following constraints govern direct maintenance expenditures rather than failure
costs. Their masking logic is similar to Maximum Failure Costs, but the required state
information differs to capture budget dynamics. Across all cases:

e Components are shuffled at each timestep;

e Masking vectors are stored during rollout and reused during learning;

e Learning-phase updates follow the same logic as described in Algorithm [13| and Algo-
rithm [14

The three algorithms presented in this section will continue to highlight deviations from
standard in blue, while for the last two constraints, differences relative to each other
and to the first constraint will additionally be highlighted in red.

I. Yearly Budget

Constraint Integration

The Yearly Budget constraint limits total spending on maintenance actions within a single

year. Let By, denote the yearly budget at time ¢, and cairect(af) the direct cost of an action

on component i. The constraint ensures that spending satisfies Equation (64)):

N
Z Cdirect (GD S B;ear (64)
i=1

Action masking is applied by sequentially evaluating each component, with only those
not exceeding the remaining budget allowed. For component ¢ in state s;, the mask is applied

as in Equation (65)):
1 if irec h< Biem
mi(a/ | St) — { ) 1I Cq t(az) — t (65)

0, otherwise

where B;*" denotes the remaining yearly maintenance budget before evaluating compo-
nent 7. After selecting an action for component i, the remaining budget is updated as shown

in Equation :
B;em <— Btrem — cdirect(aﬁ) (66)
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State Representation

No additional augmentation is required.
St = [gta t/ T]
Implementation in [PPO]

The rollout phase applies the mask sequentially and stores the masked actions for learning.
[PPO| updates then use the same mask. Algorithm [I5] shows the rollout logic. Learning-

phase updates follow the procedure described for Maximum Failure Costs (Algorithm (13| and
Algorithm .

II. Yearly Budget with Money Transfer

Constraint Integration

This variant allows unused budget from previous years to be carried forward, as formulated
in Equation (67)):

N

E : t avail
Cdirect<az‘) S Bt

i=1

(67)
where the available budget is calculated via Equation :
B?vail — Bgear 4 B;lililsed
N
. . 68
B;liullsed _ B?Zalll . Z C;hrect(ag—l) ( )
=1

Masking logic remains the same, but the state must include additional variables to track
cumulative spending and budget availability, using the mask defined in Equation :

mi(a | s¢) = L, if civect(af) < Bf™ .

The budget update follows Equation ((70)):

Bi*™ < Bi*™ — Cgirect (@) (70)

State Representation
St = [gta t/T7 ﬁb P)/t]a

where:
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e [, encodes the normalized cumulative allocated budget, as shown in Equation ([71)):

g DB i+
YCoTr.B™ T

(71)

e 7, encodes the normalized accumulated money spent so far, given by Equation :
i direct
c
Ve = % (72)
T-B;
Implementation in [PPO]

The augmented state allows the agent to infer remaining budget and future spending
opportunities. The rollout logic follows the same masking rules as the standard yearly budget,
but with dynamically evolving budget availability (Algorithm .

I11. Budget over Full Horizon

Constraint Integration

This constraint limits total spending across the entire planning horizon, as expressed in
Equation (73]).

N

-1
Cdirect (az) S Btotal (73)

t i=1

Il
=)

Again, the masking logic is identical to the standard yearly budget, but the state must
include additional variables to track accumulated spending and budget availability over time,
using the mask in Equation (74):

1 if irec hH< Biem
mi(a|st):{ , if caieet(a7) < Bj (74)

0, otherwise

The remaining budget is updated according to Equation (75)):
BI*™ + Bi™ — Cgirecs(al) (75)

State Representation
St = [§t7 t/T7 pt]a

where p; encodes the normalized remaining budget defined in Equation ((76)):




Implementation in [PPO]

Masking follows the same component-wise logic as before, but feasibility is now tied to a
single remaining budget variable that spans the full horizon. The changes are summarized
in Algorithm [I7]
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Algorithm 15 PPO Rollout with Yearly Maintenance Budget Masking

Require: Hyperparameters ‘ Blue: Deviations from Standard PPO
1: yearly_budget <— Load yearly budget
2: Initialize policy (actor) network weights 6
3: Initialize value function (critic) network weights ¢
4: for i =1,...,train_iters do

) t < 0, sy ¢ reset environment

6 for j =1,...,steps_per_iter do

7 t—t+1

8: Lo(- | s¢), ma(- | s¢t) « ActorNet(s;) # Forward pass of actor network

9: Vi (s¢) — CriticNet(s;) # Forward pass of critic network
10: Initialize 7 (- | 5¢), o(- | 5¢)

11: Initialize m(- | s;) where m(a | s;) =1, Va € A

12: remaining_budget < yearly_budget

13: Shuffle total_components # Shuffle the list of all the components
14: for comp € total_components do

15: if remaining_budget > direct_cost(a4, comp) then

16: pass # Action a4 is affordable: No masking
17: else

18: if remaining_budget > direct_cost(as, comp) then

19: m(- | $¢)comp < [1,1,1,1,0] # mask ay
20: else
21: m(- | $t)comp [1,1,1,0,0] # mask as, ayq
22: end if
23: end if
24 o | 1)eomp = {M“Z | st)comp, i m(as | 3t)comp = 1

—3.4 x 1078, if m(a; | $t)comp =0
m exp(£g(aqi|s comp
25: o (ai | St)comp = Z;yzope(xziggl(atj)|st)cu)mp)
26: at comp < sample from 735" (- | $¢)comp
27: remaining_budget «— remaining_budget — direct_cost(a;, comp)
28: end for
29: 7y (a¢ | s¢) < evaluate probability of a; under 73 (- | s¢)
30: St41, R(st, ay) < environment step
Where: s; = [gt, %] = St41 = [§t+17 %]

31: Store tuple {s¢, a, 75" (ar | s¢), Vs (se), R(s¢, ar), m(- | s¢)} in Rollout Memory Dy,
32: S¢ ¢ St4+1
33: if t =T or j = steps_per_iter then
34: if t =T then
35: V¢(St+1) ~0
36: s¢ < reset environment
37: else
38: Vs (st+1) « CriticNet(sy1)
39: end if
40: 0 < R(sy,a) +vVp(si41) — Vi(se)
41: Compute returns: Gy <+ ZZTZ_Ot_l Y Ry
42: Compute advantages: A; + Z;‘F:_Ot_l(vr)létﬂ
43: Store ds, A; in Dy,
44: end if
45: end for
46: Train Agent (D) using Algorithm # training of networks
47: end for
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Algorithm 16 PPO Rollout with Transferable Yearly Budget Masking

Require: Hyperparameterg Blue: Deviations from Standard PPO
1: yeaﬂyibudget +— Load yearly budget Red: Deviations from Algorithms&
2: Initialize policy (actor) network weights 6
3: Initialize value function (critic) network weights ¢
4: for i =1,...,train_iters do
5: t < 0, sy ¢ reset environment
6 for j =1,...,steps_per_iter do
7 t—t+1
8: Lo(- | st),mo(- | s¢) < ActorNet(s;) # Forward pass of actor network
9: Vi (s¢) < CriticNet(s;) # Forward pass of critic network
10: Initialize 7 (- | 5¢), o(- | 5¢)
11: Initialize m(- | s;) where m(a | s:) =1, Va € A
12: remaining_budget < (s:[—2] — s¢[—1]) - T - yearly_budget # Current year’s budget including any
leftover from previous year
13: Shuffle total_components
14: for comp € total_components do
15: if remaining_budget > direct_cost (a4, comp) then
16: pass # Action ay is affordable: no masking
17: else
18: if remaining_budget > direct_cost(as, comp) then
19: m(- | $¢)comp < [1,1,1,1,0] # Mask ay
20: else
21: m(- | $t)comp < [1,1,1,0,0] # Mask a3, a4
22: end if
23: end if
. = . gﬂ(ai | St)comp7 if m(ai | 8t>comp =1
24 60((11 | St)conlp {_3.4 « 1038, if m(ai | St)comp -0
25 T (00| se)eomp = PR e
26: at comp < sample from 73" (- | $¢)comp
27: remaining_budget < remaining_budget — direct_cost(a; comp, comp)
28: end for
29: 7y (at | s¢) < evaluate probability of a; under 7" (- | s¢)
30: St+1, R(st,a¢) « environment step
Where: s; = [5;, &, B, %] = sie1 =[S0, B, B2 v+ %ﬁ;ﬁﬂ
31: Store tuple {s¢, a, 75" (ar | s¢), Vo (st), R(st, ar), m(- | s¢)} in Rollout Memory Dy,
32: St 4= St4+1
33: if t =T or j = steps_per_iter then
34: if t =T then
35: V¢(8t+1) ~0
36: S¢ < reset environment
37: else
38: Vg (si+1) < CriticNet(s41)
39: end if
40: 8 < R(st, a) +vVp(si41) — Vi (se)
41: Compute returns: Gy < ZITZ_Ot_l Y Ry
42: Compute advantages: A; + ElT:_Ot_l('yT)létH
43: Store ds, A; in Dy,
44: end if
45: end for
46: Train Agent (Dj,) using Algorithm [I3] # training of networks
47: end for
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Algorithm 17 PPO Rollout with Global Budget Masking

Require: Hyperparameters
1: total_budget +— Load total budget

Blue: Deviations from Standard PPO
Red: Deviations from Algorithms[T5]&

2: Initialize policy (actor) network weights 6
3: Initialize value function (critic) network weights ¢
4: for i =1,...,train_iters do

5: t < 0, sy ¢ reset environment

6 for j =1,...,steps_per_iter do

T t—t+1

8: Lo(- | st),mo(- | s¢) < ActorNet(s;) # Forward pass of actor network

9: Vi (s¢) < CriticNet(s;) # Forward pass of critic network
10: Initialize 7 (- | 5¢), o(- | 5¢)

11: Initialize m(- | s;) where m(a | s:) =1, Va € A

12: remaining_budget < s;[—1] - total_budget # Remaining budget over the full horizon
13: Shuffle total_components

14: for comp € total_components do

15: if remaining_budget > direct_cost(a4, comp) then

16: pass # Action ay is affordable: no masking
17: else

18: if remaining_budget > direct_cost(as, comp) then

19: m(- | $¢)comp < [1,1,1,1,0] # Mask ay
20: else
21: m(- | $t)comp < [1,1,1,0,0] # Mask as, ag
22: end if
23: end if
24: go(ai | St)comp = {fg(ai | St)c;;;mp’ ?f m{a | St)comp =1

—3.4 x 1078, if m(a; | $t)comp =0
exp(£o(ailst)com
25: W;n(ai | St)comp = Z;yzope(xziggl(atj)|st):u)mp)
26: at comp < sample from 735" (- | $¢)comp
27: remaining_budget < remaining_budget — direct_cost(as comp, comp)
28: end for
29: 7y (a¢ | s¢) < evaluate probability of a; under 7 (- | s¢)
30: St41, R(st, ay) < environment step
Where: s =[5, 4, Shethebutien] | - [5,,,, 1, enbingbudgt e conn)

31: Store tuple {s¢, as, 75" (ar | s¢), Vg (st), R(s¢, at), m(- | s¢)} in Rollout Memory Dy,
32: St < St+1
33: if t =T or j = steps_per_iter then
34: if t =T then
35: V¢(St+1) +~0
36: S¢ < reset environment
37: else
38: Vi (si41) < CriticNet(s;41)
39: end if
40: 525 — R(St, at) + 7V¢(St+1) — V¢(St)
41: Compute returns: Gy < ZlT;Otfl Y Riqy
42: Compute advantages: A; < ZITZ_Ot_l('yT)l(;tH
43: Store &, Ay in Dy,
44: end if

45: end for
46: Train Agent (Dy) using Algorithm

47: end for

# training of networks
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6.5 Lagrangian Relaxation

While Action Masking is highly effective for constraints that can be evaluated at the
component level (such as failure probability) or purely additive resources (such as budgets),
it is ill-suited for the Maximum City Costs constraint defined in Section

City costs are non-linear and global; the cost of closing a street depends on the simultane-
ous status of adjacent streets. Consequently, determining whether a specific action is “valid”
via masking would require pre-calculating the total city cost for every possible combination
of actions across the entire network at every timestep, which is computationally intractable.
Furthermore, unlike strict budgetary limits, city costs are often treated as “soft” constraints
in practice—targets that should be met on average or in aggregate over the planning horizon,
rather than physical impossibilities at a single instant.

To rigorously enforce such global constraints without the computational burden of exhaus-
tive pre-calculation, we adopt Lagrangian Relaxation. Instead of filtering actions a priori,
this method shifts the burden of constraint satisfaction to the optimization objective itself.

Formally, Lagrangian relaxation is a mathematical optimization technique used to solve
constrained problems by transforming them into an unconstrained dual form. Specifically,
the method “relaxes” the hard constraints by incorporating them directly into the objective
function via Lagrange multipliers. This reformulation allows the problem to be solved as a
saddle-point optimization, where the policy attempts to maximize rewards while simultane-
ously minimizing the penalty for constraint violations.

Consider the constrained reinforcement learning problem where the agent aims to maxi-
mize an expected return subject to one or more constraints (Equation (77)):

maximizey, J.(mg) subject to J.(my) < d (77)

Where J,.(mg) denotes the expected return (Equation (78)) and J.(my) denotes the ex-
pected cost (Equation ([79))), with upper bound d.

Jr(ﬂ'g) = Eﬂg

> V' R(s, at)] (78)
Jo(mg) = Er, [C(s1)] (79)

The constraint function C(s;) is defined as C(s;) = F(c(s¢, az), - .., c(sy, an)), where the
specific form of F(-) depends on the constraint being imposed. For example, the constraint
may take the form of a discounted cumulative sum (C(s;) = > ;2 7'c(si, ar)), an average
cost (C(s¢) = + Zi\; o ¢(st,ar)), or other variants (see [52] for additional examples).

Lagrangian relaxation reformulates this constrained problem by defining the Lagrangian
function, as shown in Equation (80).

£(0.3) = J,(mg) — A Jo(my) — d] (80)
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Where A > 0 is a non-negative scalar (or vector, if there are multiple constraints) repre-
senting the Lagrange multipliers. Intuitively:

e If A =0, the constraint is ignored;

e If \ increases, the penalty for violating the constraint grows, enforcing it more strictly.

The optimization then becomes a saddle-point problem (see Equation (81))).

min max L(0,\) (81)

A>0

Where the policy parameters 6 are optimized to maximize the Lagrangian while the
multipliers A are adjusted to minimize it, ensuring constraint satisfaction.

In reinforcement learning, this formulation introduces a trade-off between maximizing
reward and satisfying constraints. There are multiple approaches to implement this:

e Naive fixed-penalty methods: One could manually tune a fixed A and optimize
L(0, \) using standard [PPO] While conceptually inspired by the Lagrangian idea, this
is not strictly Lagrangian relaxation, as A is not adapted based on constraint violations.
Fixed-penalty methods are simple but brittle:

— If X\ is too small, the agent may ignore the constraint, leading to violations;

— If X\ is too large, the agent over-penalizes, sacrificing reward unnecessarily.

e Adaptive Lagrangian methods: Modern Lagrangian relaxation methods treat A\ as
a learnable dual variable that is updated alongside the policy. A typical update uses
projected stochastic gradient ascent on A (see Equation (82))).

Abg1 = [)\k: + ay (Jo(mg,) — d)} .\ (82)
Where a), > 0 is the learning rate for the multiplier, and [-]; denotes projection onto
the non-negative orthant to enforce A > 0.

Although adaptive Lagrangian methods can be sensitive to hyperparameters (such as )
and may oscillate during training, they provide a systematic mechanism to balance reward
maximization with constraint satisfaction. Empirical studies in safe show that careful
stabilization of multiplier updates (e.g., using PID-inspired control [53]) can significantly
reduce constraint violations during learning.

Implementing Lagrangian relaxation on top of [PPO]is not trivial, and there are multi-
ple ways of integrating the safety signals. In the literature, two primary architectures have
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been proposed for applying Lagrangian relaxation on top of PPO} Reward Constrained Pol-
icy Optimization (RCPO) [54] and PPO-Lagrangian (PPO-Lag) [55]. RCPO operates via
scalarization at the reward level, fundamentally altering the agent’s perception of “value”,
while PPO-Lagrangian operates at the gradient update level. In this work, both approaches
were evaluated. However, stability limitations (discussed in the following subsection) led to
RCPO being excluded from the final experimental study, and PPO-Lagrangian was adopted
as the primary mechanism for enforcing soft constraints.

6.6 Reward Constrained Policy Optimization

IReward Constrained Policy Optimization (RCPO)|is a practical method for incorporating
constraints directly into policy optimization in reinforcement learning at the signal level.
Building on the Lagrangian relaxation framework, [RCPO| modifies the policy update by
scalarizing the constrained objective into a single surrogate reward function (Equation )
[54].

A

R(s,a;\) = R(s,a) — X - c(s,a) (83)

Which is then optimized using standard policy gradient methods such as [PPO] Unlike
naive fixed-penalty methods, RCPO adapts the Lagrange multiplier dynamically during train-
ing, providing a principled mechanism to enforce constraints without requiring extensive
manual tuning. The most common method described in the literature [54] is to update the
multiplier using stochastic gradient ascent (Equation )

Even though replacing the original reward with a penalized reward may appear to be a
minor modification, this change fundamentally alters the learning dynamics of the algorithm.
In RCPO, the policy is optimized with respect to a penalized reward, which directly affects
the value function, temporal-difference targets, return estimates, advantage estimates, and,
consequently, both the actor and critic updates.

Specifically, the value function under the penalized reward can be written as shown in
Equation ([84]).

A~

V™(s;\) = E, Z'yt}?(st, ag ) ) S = s]
-0 (84)

=E, Z,yt(R(st, at) — Ac(sq, at)) ‘ So = S]

This decomposition shows that RCPO implicitly learns a value function that trades off
reward maximization against constraint satisfaction through the Lagrange multiplier \.

The use of the penalized reward also modifies the temporal-difference TD) target. Which
given a value function approximation Vj, is computed using Equation 1)

A

07 = R(st, a3 \) +7Vis(5e11) — Vis(se) (85)

87



Similarly, the discounted return becomes defined by Equation , and the advantage
function by Equation (87).

Gy = V' Rlseet aiis N) (86)
=0
Ay =2 (m)'a, (87)

=0

As a consequence, both the actor and critic losses in [PPO] are modified. The actor loss is
computed using the penalized advantage (Equation ) and the critic using the penalized

return (Equation (89)).

ERCPO (0) — Et

actor

min <rt(9) A, clip(ri(f),1 —€,1 +¢) fl?) + o H [mo(- | st)]] (88)

~

LERO(6) = Ba [ (Vals) - &)’ (89)

critic

As we can see, RCPO propagates the effect of constraint violations throughout the entire
learning pipeline by embedding the Lagrangian penalty directly into the reward signal (see
Algorithm . While this enables straightforward integration with , it tightly couples
reward learning and constraint enforcement. Consequently, variations in the Lagrange multi-
plier A directly modify the effective reward distribution, altering value estimation, advantage
computation, and critic targets.

In practice, this introduces strong non-stationarity in critic learning, which negatively af-
fected training stability during preliminary evaluations. Based on these observations, RCPO
was not pursued further in this work. Instead, PPO-Lagrangian was adopted as a more robust
alternative that decouples reward and cost learning while preserving Lagrangian constraint
enforcement.
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Algorithm 18 Reward Constrained Policy Optimization (RCPO)

Require: Initial policy parameters 8y, value function parameters ¢, initial multiplier Ao > 0
Require: Number of iterations K, clipping parameter e
Require: Learning rates g, ag, ay

1: for k=0,1,...,K — 1 do

2: Collect set of trajectories Dy = {v;} by running policy mp,

3: Compute penalized rewards:

Rt = R(St;at) - AkC(St, at)

4: Estimate penalized returns G7 = Yo Y R(s41, a4, N)
5. Estimate penalized advantages A} = 372 (v7)10},
6: Update policy parameters by maximizing:
Opi1 = argm@aXEt min (rt(e) A?, clip(rt(ﬁ)7 1—e1+ e) Af‘) + co H[m)(. | st)]]
7 Update value function parameters by regression:

. L2
Ppi1 = arg m(;n E; [(V¢(st) — G{\) }
8: Update Lagrange multiplier (projected ascent):

A1 = [)\k + o (Je(mg, ) — d)Lr

9: end for

6.7 PPO-Lagrangian

PPO-Lagrangian [55] represents a structural evolution of RCPO. Rather than scalarizing
reward and cost at the input level, PPO-Lagrangian preserves their separation throughout
the value estimation process and integrates them only at the policy gradient computation
stage. This design allows reward and cost signals to be learned independently while still
enforcing safety constraints during policy optimization.

To enable this separation, PPO-Lagrangian introduces the Lagrange multiplier A at the
advantage level instead of directly modifying the reward function. In contrast to RCPO,
where the reward is explicitly penalized by subtracting Ac¢; at each timestep (Equation (83)),
PPO-Lagrangian maintains the original reward and cost definitions during value learning.
Separate advantage functions are computed for reward and cost, and the penalty is applied
only when forming the combined advantage used in the policy gradient. The resulting La-
grangian advantage is defined in Equation .

A = Af = NAT (90)

AR and AY denote the reward and cost advantages, respectively. This formulation ensures
that policy updates reflect the current constraint pressure imposed by A, while keeping reward
and cost learning decoupled and statistically well-behaved.
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6.7.1 Architecture: Dual-Critic System

To support separate advantage estimation, PPO-Lagrangian employs a dual-critic archi-
tecture (Figure consisting of a reward critic and a cost critic:

e The reward critic Vg(s) estimates the expected discounted cumulative task reward

(Equation (91))).
ZVZRtJrl | St] (91)
1=0

e The cost critic Vi (s) estimates the expected discounted cumulative safety cost (Equa-

tion (92))).
27l0t+l | St] (92)

=0

Vir(s) = E,,

Ve(s) = Eq,

Each critic is trained using a separate Mean Squared Error (MSE) loss. The reward
critic minimizes the loss defined in Equation (93)), while the cost critic minimizes the loss in
Equation (94]).

Ly, =E,, .., [(VR(st) _ Gfﬂ (93)

Ly, =Eypor, [(Vc(st) . Gfﬂ (94)

Where the reward return G? and cost return G¢ used as regression targets are defined

in Egs. and , respectively:

G => 'Ry (95)
=0

GY =) Ao (96)
=0

By decoupling value estimation in this manner, PPO-Lagrangian effectively mitigates the
non-stationarity issues inherent in RCPO. Since both the reward function R(s,a) and the
cost function C'(s,a) are static properties of the environment, the learning targets for Vz and
Ve remain stationary (assuming a slowly evolving policy). As a result, even if the Lagrange
multiplier A\ oscillates significantly during training, the reward critic continues to learn the
true structure of the task reward and does not “forget” valuable states due to transient
constraint pressure.
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Figure 12: Dual-critic DCMAC architecture

6.7.2 Advantage Estimation

Finally, PPO-Lagrangian computes advantages using separate [ GAE] procedures for reward
and cost. The reward advantage A% and the cost advantage AY are defined, respectively, in

Equation and Equation ([98)).

[e.e]

AF = (An)'SE, (97)
=0

AT =) (e)d (98)
=0

Where the reward temporal-difference (TD) error is given by Equation and the cost
TD error is defined in Equation ((100)).

6% = Ry + YVr(5141) — Vr(s:) (99)

8 = ¢ +yVolsi) — Vols:) (100)

Here, Az and A\¢ denote the GAE bias—variance trade-off parameters for reward and
cost, respectively, and are often set to the same value in practice. These separate advantage
estimators preserve the statistical structure of reward and cost signals, while allowing the
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Lagrangian penalty to be incorporated only at the policy optimization stage via the combined
advantage defined in Equation (90)).

To provide a clear overview of the full optimization workflow, the PPO-Lagrangian train-
ing procedure is summarized in Algorithm [I9] The algorithm outlines how trajectory col-
lection, dual-critic value estimation, Lagrange multiplier adaptation, and clipped-surrogate
policy updates are performed iteratively during training.

Algorithm 19 PPO-Lagrangian

Require: Initial policy parameters 6
Require: Reward critic parameters ngOR, cost critic parameters gboc
Require: Initial multiplier A\g > 0
Require: Number of iterations K, clipping parameter e
Require: Learning rates ag, oy, g, )

1: for k=0,1,..., K —1do

2: Collect set of trajectories Dy, = {7;} by running policy 7y,
3: Collect rewards and costs: R(s,at), c(s¢, at)
4: Estimate reward returns GF and cost returns G¢:

oo o0
G =3 ARy, Gf =) Ae
=0 =0

o: Compute reward and cost TD-errors:

6ff = Ry +YVR(si41) — Vr(se), 68 = e + Ve (si1) — Ve(se)

6: Estimate reward and cost advantages using GAE:
AR =3 0w)'s, AT =) (Ae)'6,
1=0 1=0

7 Update Lagrange multiplier (projected ascent):

A1 = [/\k + ax(Je(mg,) — d)L_

8: Form Lagrangian advantage:
APE = AF — M AT

9: Update policy parameters by maximizing:

Or4+1 = arg max E,

min (rt(e) A?ag, clip(rt(ﬁ), 1—¢1+ e) Ai“ag> + co H[ﬂ'@(' | st)]]

10: Update reward critic by regression:

;‘;j'l arg min [, {(VR(st) - Gf)ﬂ
(o33

11: Update cost critic by regression:
k+1

& =argminE, [(Vg(st) — Gtc)z}
e}

12: end for
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6.7.3 Practical implementation details

I. Lagrangian Scaling

While the canonical formulation of PPO-Lagrangian defines the combined advantage as a
linear combination of reward and cost advantages (Equation ), many practical implemen-
tations introduce an additional scaling step. In particular, widely used safe reinforcement
learning libraries such as OmniSafe [560] and SafePO [57] scale the total advantage by a fac-
tor of (1 4+ A)~! to improve numerical stability when the Lagrange multiplier becomes large.
Under this modification, the combined advantage used for policy optimization is given by
Equation (101}): .

R
7= AL M (101)
14+ A

This scaling does not alter the qualitative structure of the Lagrangian objective; rather,
it introduces an explicit normalization with respect to the current value of the multiplier
A. The primary motivation for this adjustment is numerical and optimization stability. In
the standard PPO-Lagrangian formulation, large values of A can cause the magnitude of the
combined advantage A[*® = AR — AAC to grow excessively.

Because [PPOJs clipped surrogate objective is sensitive to the scale of the advantage
estimates, such variations can result in overly aggressive or erratic policy updates, even in
the presence of clipping. Dividing the combined advantage by 1 + A ensures that its overall
magnitude remains bounded regardless of how large the multiplier becomes. Effectively, this
normalization acts as an adaptive gain control mechanism: as constraint pressure increases
and A grows, the policy gradient continues to emphasize cost minimization, but the effective
update step is implicitly damped.

As aresult, Lagrangian scaling improves robustness to noisy or rapidly changing multiplier
values and reduces oscillatory behavior during training. For these reasons, although not part
of the original theoretical formulation, this scaled advantage has become a common practical
refinement in modern PPO-Lagrangian implementations.

I1. Advantage normalization

In addition to Lagrangian scaling, practical PPO-Lagrangian implementations often apply
normalization to advantage estimates prior to policy optimization. Advantage normalization
is a widely adopted technique in to stabilize gradient updates by ensuring that advan-
tages have approximately zero mean and unit variance within each training batch. Without
normalization, large variations in advantage magnitude can lead to unstable or excessively
large policy updates, particularly when reward and cost signals differ significantly in scale.

In the present work, reward and cost advantages are first computed independently us-
ing [GAE] Each advantage stream is then normalized across the collected batch, yielding
normalized reward and cost advantages, denoted A and A% respectively. The normalized
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advantages are computed as shown in Equation [102}

AR:Af_MR Ac:AtC—HC

, , 102
or+e t oo +¢e (102)

where pg and e denote the batch means, or and oo denote the batch standard deviations,
and ¢ is a small constant introduced for numerical stability.

III. Combined normalization and Lagrangian scaling

When both advantage normalization and Lagrangian scaling are applied, the final advan-
tage used for policy optimization is defined as shown in Equation [I03]

AR — \AC

ALag _
1+ A

(103)

This formulation combines three stabilization mechanisms: independent normalization
of reward and cost advantages, adaptive weighting through the Lagrange multiplier, and
magnitude control via scaling with (1 + A)~!. Together, these modifications help ensure that
policy updates remain numerically stable while still responding appropriately to constraint
violations. This final advantage formulation is used throughout all experiments in this work.

6.7.4 Sensitivity of Lagrange Multiplier Updates

While PPO-Lagrangian significantly improves stability over reward-level scalarization
methods such as RCPO by decoupling reward and cost value estimation, it does not com-
pletely eliminate non-stationarity from the learning process. Although the separation of
critics ensures that both the reward critic and the cost critic learn stationary targets corre-
sponding to fixed environment signals, the policy optimization problem itself remains inher-
ently non-stationary due to the adaptive nature of the Lagrange multiplier.

In particular, the actor in PPO-Lagrangian optimizes a Lagrangian objective whose form
depends explicitly on the current value of the multiplier A. Each update to A alters the
relative weighting between reward maximization and constraint satisfaction in the policy
gradient. Consequently, updates to the multiplier effectively shift the location of the policy’s
local optimum over time. If A is adjusted too aggressively or on an inappropriate timescale,
the policy may repeatedly pursue a moving objective, leading to oscillatory behavior or stalled
convergence even when the critics themselves remain stable.

In its standard formulation, PPO-Lagrangian updates the Lagrange multiplier using pro-
jected stochastic gradient ascent (Equation (82))), mirroring the update rule commonly em-
ployed in RCPO. While this approach is simple, theoretically grounded, and straightforward
to implement, empirical studies have shown that it can be overly sensitive to noisy cost esti-
mates [53]. As a result, the multiplier may oscillate around its optimal value, slowing policy
convergence and degrading constraint satisfaction performance.
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To mitigate these issues, more adaptive multiplier update mechanisms have been pro-
posed. Notably, Stooke et al. [53] introduced a control-theoretic approach that frames the La-
grange multiplier update as a proportional-integral-derivative (PID) control problem. This
method explicitly incorporates information about the magnitude, accumulation, and rate of
change of constraint violations, enabling more stable and responsive multiplier dynamics. A
detailed description of this PID-based enhancement to PPO-Lagrangian is provided in the
following section.

6.8 PID Lagrangian

While standard PPO-Lagrangian mitigates some instabilities by separating reward and
cost critics, the Lagrange multiplier update itself remains reactive and purely integral, re-
sponding only to accumulated constraint violations. As a consequence, the multiplier often
adjusts too slowly: it continues to increase or decrease even after the optimal correction has
been reached. This delayed response leads to oscillatory behavior, commonly referred to as
“overshooting” or “bang-bang control”, where policies alternate between unsafe and overly
conservative actions and rarely settle on the true constraint boundary.

To address this limitation, PID-Lagrangian extends the traditional update with propor-
tional and derivative terms. By reacting to the current error, considering the accumulated
history, and anticipating the rate of change, PID-Lagrangian produces damped and pre-
dictive multiplier dynamics, substantially reducing oscillations in constraint violations and
improving convergence to the desired safety boundary.

6.8.1 PID Controller

A [proportional-integral-derivative (PID)| controller is a classical feedback mechanism
widely used in control systems to regulate a process toward a target setpoint. It computes
the error e(t) between a desired target and a measured variable, then adjusts the control
input u(t) as a weighted sum of three terms: proportional, integral, and derivative [58] (see
Figure [13]).

P x,-m
Tlt) /’i\,em T L‘“’"‘ (‘E‘\ uit) r_ it
—-|D l,n:!u

Figure 13: Hlustration of a PID controller [5].

e Proportional term (Kp) [Figure [14h]: Reacts to the current error, improving imme-
diate responsiveness and reducing constraint violations quickly;
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e Integral term (K;) [Figure [14b]: Accumulates past errors to eliminate steady-state
bias, correcting persistent deviations that proportional control alone cannot remove;

e Derivative term (Kp) [Figure [14c]: Responds to the rate of change of the error,
providing anticipatory damping that reduces overshoot and stabilizes updates.

IS AN

Figure 14: Contribution of each PID term to control action. Adapted from [6].

6.8.2 PID-Lagrangian as a Control Mechanism

In constrained reinforcement learning, the PID controller can be interpreted as regulating
policy safety via the Lagrange multiplier:

e The error (e;) entering the PID controller is the difference between the expected cost
of policy 7, Jo(m), and the constraint limit d (Equation ((104))).

€L = Jc(ﬂ'k) —d (104)
e The control input (uy) is the Lagrange multiplier A, which adjusts policy behavior
to satisty constraints. The discrete-time PID update is given by Equation (105)):

k
/\k: KPek+KIZ€i+KD (ek—ek_l) (105)
=0 +

Where [-]4 ensures non-negativity of A\, and Kp, K7, Kp > 0 are the PID gains.

e The output (y;) is the observed cost Jo ().

Our PID update rule (Equation (105])), which replaces the standard Lagrange multiplier
update (step 7 in Algorithm , is summarized in Algorithm .
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Algorithm 20 PID-Controlled Lagrange Multiplier

Require: Constraint limit [

Require: PID gains Kp, K;, Kp >0

Ensure: Lagrange multiplier A > 0

: Initialize multiplier A < 0

Initialize integral term I < 0

Initialize previous cost J¢ prev < {

for each iteration k do
Observe expected cost J7
Compute constraint deviation: e + J7 —1
Update integral term: I < (I +e)
Compute derivative term: d < (JT — J¢ prev)+
Update multiplier:

A [I(}?@-i—I(II—f—[(Dd]+

10: Store previous cost: J¢ prev < JI
11: end for
12: return A\

Unlike pure gradient-ascent updates, the PID-based multiplier reacts to instantaneous
violations, corrects persistent bias, and anticipates future trends, resulting in smoother and
more reliable safety regulation. Empirical studies show that PID-Lagrangian substantially
improves both training stability and constraint satisfaction across standard benchmark tasks
[53]. For these reasons, we adopt PID-Lagrangian to implement the final constraint in this
project.

6.9 Curriculum Learning

The constraint-handling mechanisms described in Sections [6.3] and [6.8] provide the algo-
rithmic tools necessary to enforce validity. However, having a method to enforce constraints
does not guarantee that a feasible policy can be learned efficiently. In high-dimensional en-
vironments with strict constraints, the feasible region of the policy space can be sparse and
difficult to discover from a random Neural Network initialization. An agent training from
scratch may struggle to find any valid sequence of actions, leading to vanishing gradients,
slow convergence, or entrapment in poor local optima.

Curriculum learning, as formalized by Bengio et al. [59], proposes that training machine
learning models in a structured progression of increasing difficulty can improve convergence
speed and generalization. In the context of [DRIJ this translates to first training an agent in
a simpler version of the environment and gradually scaling to the full, complex environment.
By doing so, the agent can leverage knowledge acquired in simpler settings to efficiently
explore and optimize in more challenging ones.

In our actor-critic framework, curriculum learning is implemented through a warm-start
strategy. Specifically, the agent is first trained in a simpler environment, after which the
learned neural network parameters of both the actor and the critic are used to initialize
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training in the more complex environment:
eactor — Qactor
k+1 k
critic critic
P O

This allows the agent to start from a more informed state rather than from random
initialization. For networks that exist in both environments, weights and biases are directly
transferred.

In this thesis, curriculum learning is applied in two primary ways:

Introducing constraints to an unconstrained agent: If an agent has already been
trained in a large, unconstrained environment, introducing constraints may make finding an
optimal policy more challenging. In this case, we can warm-start the constrained agent using
the parameters of the unconstrained one. This approach is effective if the optimal actions
under the new constraints do not differ significantly from the unconstrained optimum. To
mitigate the risk of local minima, it may be necessary to temporarily increase the entropy
coefficient, allowing the agent to “unlearn” certain behaviors, explore its surroundings more
freely, and escape suboptimal policies.

Scaling up the environment: Once an agent has successfully learned a constrained policy
in a smaller environment, its parameters can be used to warm-start training in a larger
environment. It is crucial that components from the smaller environment are preserved and
placed consistently in the larger setup so that the corresponding nodes and structures align
correctly with the previously learned policy.

Both strategies will be explored in this thesis, combining curriculum learning with action
masking to enhance the efficiency and stability of constrained training.
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7 Experimental Setup and Results

In this section, we describe the various experiments conducted and evaluate the results
obtained throughout the thesis using the methodologies introduced in the previous chapters.
The main objective is to assess the performance, correctness, and scalability of the proposed
[DRI}-based maintenance planning framework, both in the unconstrained setting and under
the different constraint-handling techniques developed in this work.

The goals of this section are threefold. First, we evaluate the performance of the
agent on the unconstrained problem in order to establish a reliable baseline and verify stable
learning behavior. Second, we benchmark the learned policies against rule-based baselines
and a mathematical optimization approach based on the [CEM] allowing us to assess both
solution quality and scalability. Third, we evaluate the correct implementation and practical
impact of the different constraint-handling techniques integrated into [PPO] including the
effect of curriculum learning as a warm-start strategy for constrained training.

All experiments are conducted over a fixed planning horizon of 20 timesteps, with the
environment simulated deterministically. Rather than sampling discrete outcomes from the
stochastic transition matrices at each step, the environment state propagates the exact prob-
ability distribution of each component across all condition states. This setup enables a
consistent comparison of policies across different configurations without the variance intro-
duced by random sampling, while still preserving the essential stochastic system dynamics.
Prior to introducing explicit constraints, a sensitivity analysis is performed by varying the
environment’s cost weights. This analysis demonstrates how policy behavior can be shaped
through modifications to the reward structure and environment dynamics, without imposing
explicit constraints or restricting the feasible action space.

Unless stated otherwise, the results in this section are based on a subsystem of 16 quay wall
sections (Subsystem 1), corresponding to three complete quay-wall groups. This configuration
balances practicality and realism: it is small enough to allow extensive experimentation and
detailed analysis, yet sufficiently complex to capture the key dynamics of the real system.
In particular, selecting complete quay-wall groups is essential to correctly model city-level
costs and interdependencies between components. Using three full groups therefore provides
a balanced trade-off: the problem remains computationally manageable, yet still reflects the
coupled, network-level behavior characteristic of urban infrastructure systems.

Most validation and benchmarking results are therefore reported for this environment
size. Additional experiments were conducted for other environment sizes following the same
experimental procedure. To avoid unnecessary repetition and overloading the reader with
redundant information, only the most representative results are presented and discussed in
detail.
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7.1 Unconstrained Problem: Baseline Performance

We begin by analyzing the unconstrained version of the problem. This step is necessary to
validate the basic functioning of the [DRI] framework before introducing any constraints. In
particular, we aim to verify that the agent can be trained successfully, that learning is stable
and convergent, and that the resulting policy achieves competitive performance relative to
established decision-making strategies.

Beyond confirming convergence, it is essential to assess the quality of the learned policy.
As introduced in Chapter [5] the proposed [DRIJ approach is benchmarked against a set of
rule-based and reactive strategies that reflect current practice in infrastructure maintenance
planning for municipalities such as Amsterdam. While outperforming such heuristics does

not guarantee optimality, it provides an important first indication that the agent learns
meaningful and effective decision rules.

—— PPO average reward per 100 episodes
PPO reward per episode

—— Reactive to Failure

—— Reactive to Critical Condition

—— Mitigation of Critical Condition

—— Gradual Response
Early intervention
MDP policy

Reward
=
k)
| —

50000 100000 150000 200000
Episodes

Figure 15: Training of the agent and comparison with the reward obtained by bench-
mark strategies.

Figure [15] shows the training curve of the [DRI] agent together with the returns obtained
by the benchmark strategies. The agent converges reliably and achieves a significantly higher
total return than all benchmark methods. A quantitative comparison is provided in Table [9]
which reports the total expected cost achieved by each approach, as well as the ratio relative
to the [DRI] agent’s performance.
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Total expected cost divided by
Total expected cost
DRL total expected cost

Reactive to Failure -98.0M€ 3.33
Reactive to Critical Condition -98.0M€ 3.33
Mitigation of Critical Condition -98.0M€ 3.33
Gradual Response -160.1M€ 5.45

Early Intervention -114.2M€ 3.88
Pseudo MDP policy -94.7M€ 3.22
Actor Network -29.4M€ 1.00

Table 9: Comparison of total expected costs achieved by the agent and benchmark
strategies.

The results show that the [DRI] agent consistently outperforms all considered baselines.
Reactive and rule-based strategies yield total expected costs that are more than three times
higher than those obtained by the [DRI] agent. This confirms that the proposed learning-
based approach is capable of exploiting the structure of the problem more effectively than
static or myopic decision rules.

A more detailed breakdown of the different cost components incurred by both the [DRIJ
agent and the benchmark strategies is provided in Figure [16]

Total expected cost by category
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Figure 16: Breakdown of the costs for the agent and benchmark strategies.

Taken together, these results demonstrate that the [DRI] agent can be trained success-
fully on the unconstrained problem, converges to a stable solution, and achieves substantially
better performance than commonly used benchmark strategies. However, as discussed pre-
viously, outperforming heuristic baselines does not provide guarantees regarding optimality.
For this reason, a more rigorous validation of the model against a mathematical optimization
method is required.
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7.2 Validation Against the Cross-Entropy Method

To further validate the proposed [DRI] approach, we benchmark it against the [CEM] a
stochastic, simulation-based optimization technique introduced in Chapter directly
optimizes action sequences through sampling and does not rely on function approximation or
gradient-based learning. This makes it a suitable reference method and allows it to scale bet-
ter than many classical mathematical optimization techniques. However, due to its sampling-
based nature, [CEM] cannot provide formal guarantees of global optimality, even in relatively
small environments.

The comparison with is conducted in two stages. First, we consider a minimal toy
environment consisting of a single quay wall. In this setting, the problem dimensionality
is sufficiently small to allow [CEM] to, when run with a very large number of samples and
iterations, be highly likely to identify the global optimum. To further increase confidence,
[CEM] was executed multiple times using different random seeds, always converging to the
same solution. While absolute optimality cannot be proven mathematically, these results
make it very unlikely that the obtained solution is suboptimal. This setup therefore enables
a direct validation of whether the [DRI] agent is capable of learning an optimal, or near-
optimal, policy.

In this smallest environment, both[CEM]and the[DRIT]agent converge to the same solution,
achieving an identical total return of -2.1 M€. Moreover, the action sequences selected by
both methods are identical, as shown in Figures[17 and While reaches this solution
in approximately four minutes and the [DRI] agent requires around six minutes of training,
the equivalence of the results strongly suggests that both methods have identified the optimal
policy for this problem.

CEM Actions Heatmap
Best Policy Reward: -2.1

g _
1 2 3 a H 6 7 s s 2 B 1 15 16 u 1 1 20

10 1
Time Steps

Figure 17: Optimal action sequence obtained with the (single quay wall).
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Figure 18: Optimal action sequence obtained with the agent (single quay wall).

This result provides strong evidence that the developed [DRI] framework is capable of
finding optimal solutions in low-dimensional settings.

In a second step, the same comparison is extended to environments of increasing size.
Here, the goal is not to establish optimality, but to empirically demonstrate the curse of

102



dimensionality of mathematical optimization algorithms (despite the clear advantage of (CEM
against other mathematical optimization algorithms when it comes to scalability). Table @
summarizes the results for different environment sizes.

Environment size Method Total reward Computation time
DRL -21M€ 6 min
1 quay wall )
CEM -21M€ 84 min
DRL -18.8M€ %27 min
7 quay walls .
CEM -19.1M€ ~11h,22min
16 quay walls DRL -29.4M¢€ =4 h,7min
(3 groups) CEM -33.2M€ ~35h,1min
32 quay walls DRL -75.4M¢€ ~3h,2min*
(11 groups) CEM -94.2M€ ~81h,33min

* Simulation ran using warm start with curriculum learning

Table 10: Comparison of |DRL| and |CEM| performance across different environment sizes.

In Table [10] we can see how, as the number of components increases, the computational
cost of[CEM] grows rapidly, while the DRI]approach remains tractable. For the 16 component
environment used throughout this section, it was possible to tune the [CEM] hyperparameters
to obtain a reasonably good solution—substantially better than the rule-based benchmarks
introduced earlier. However, achieving this solution required several days of simulation,
whereas training the [DRI] agent required only a few hours. Moreover, the final performance
achieved by the agent is superior to that obtained by

A direct comparison between the training dynamics of both methods is shown in Figure|19]

—— PPO average reward per 100 episodes 300 — Best Episode Return
PPO reward per episode Average Elite Return

ew:

Rew

uuuuuuuuuuu 150000 200000 o 50 160 150 260
Episodes CEM Iteration

(a) (b)

Figure 19: Training convergence of (a) and (b) for the 16-component environment.

As the environment size increases further, this trend becomes even more pronounced, as
illustrated by the 32-quay-wall setting (Subsystem 2) reported in Table . These results
highlight the significantly better scalability of the [DRI] approach compared to [CEM]

Beyond quantitative performance, a qualitative analysis of the actions selected by both
methods provides additional insights. Figure [20| compares the action heatmaps produced by
[CEM] and the [DRI] agent for the 16—quay-wall subsystem.
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Figure 20: Action heatmap comparison for the 16-component subsystem: (a) andm
(b).

The actions selected by [CEM|appear irregular and lack a clear structural pattern, making
them difficult to interpret from a domain perspective. In contrast, the [DRI] agent exhibits
a coherent strategy. For example, when any quay wall within a group is closed for traffic, it
is generally optimal to close the entire group, since city-level costs are incurred regardless,
and closing the full group helps limit further degradation. While some inconsistencies are
visible in the [CEM] solution, the [DRI] agent largely adheres to this logic. As environment
size increases, differences between [CEM| and [DRI] action maps become more pronounced.
For a more detailed view of this phenomenon, action maps for all environment sizes for both
methods are provided in Appendix B.

7.2.1 Detailed Analysis of DRL Decisions in Subsystem 1

To better understand the policies learned by the [DRI] agent, we perform a detailed
analysis of its decisions in the chosen 16—quay-wall-sections subsystem.

The agent demonstrates a clear temporal structure in its decisions (Figure )
All maintenance actions involving direct costs—such as lifetime extensions and full renova-
tions—are concentrated in the first year of simulation. In subsequent years, the agent focuses
primarily on preserving network condition through traffic or parking closures. This behaviour
is illustrated in Figure which shows the yearly breakdown of different cost components.
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Actor yearly expected costs
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Figure 21: Yearly cost breakdown for the Subsystem 1 environment.

Direct maintenance costs occur only in the first year and drop to zero thereafter. City
costs peak in the first year—when all quay-wall groups are closed for traffic—reaching ap-
proximately 4.9 M€. In subsequent years, when only one group is closed for traffic and the
others are closed for parking, city costs decrease substantially to around 0.2 M€. Interest-
ingly, the agent chooses to close traffic for group 1, while only closing parking for groups 2
and 3. This decision reflects the underlying city cost structure of the environment: closing
traffic for group 1 alone is relatively cheap, whereas closing traffic for groups 2 and 3 simul-
taneously would result in very high costs (see Table in Appendix , which details city
costs for all possible closure scenarios).

A more detailed inspection of the agent’s decisions further reveals that maintenance ac-
tions are strongly correlated with the initial condition of the quay walls. By comparing the
action heatmap in Figure 20[(b) with the initial state distribution shown in Figure 22] it can
be observed that the agent consistently applies corrective maintenance to components start-
ing in worse condition (dark orange), while selecting only preventive actions for components
in better initial states (light orange or green).
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Figure 22: Initial state distribution of quay walls in the Subsystem 1 environment.

Overall, analyzing the different costs in the environment, the actions taken by the agent
appear very adequate and close to optimal. The only inconsistency can be observed for
section KZGO0O801-B in years 16 and 20, where the agent chooses to do nothing even though
the entire group is closed for parking. This does not make sense, as vehicles would not
be able to park in that section anyway, but in the model it continues to degrade as if it
were fully exposed. This indicates that the agent did not find the absolute optimal action
in this case. However, looking more closely at the description of this section (Table in
Appendix [A]), we see that this is the shortest quay-wall segment in the environment (only
4 m), which results in very low failure costs. Consequently, these two suboptimal decisions
only add a negligible cost (around 0.16 M€) and have minimal impact on the final reward
obtained. Apart from this isolated case, no other incoherent decisions are apparent from
visual inspection, suggesting that the learned policy is very close to the global optimum.

Finally, to help visualize the [DRI] agent’s decision-making, Figure 23] presents a detailed
view of a single quay-wall segment, showing its state evolution and the actions applied each
year.
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Figure 23: Evolution of wall HEG0801-C across the simulation horizon.

Figures [24] to 26| provide a broader overview, displaying the evolution of every component
in each quay-wall group.
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Figure 24: Evolution of every wall in group 1.
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Figure 25: Evolution of every wall in group 2.  Figure 26: Evolution of every wall in group 3.

While this preservation strategy is mathematically optimal from a purely cost-minimization
perspective, it highlights a practical limitation of the unconstrained model: the quay walls
remain under some form of traffic or parking restriction for almost the entire planning hori-
zon. In reality, maintaining consecutive, decades-long closures across major urban arteries is
socially and politically infeasible due to the sustained disruption it causes to daily city life.

To prevent this unrealistic behavior, two primary approaches could be considered. The
first is to introduce a hard constraint—for instance, utilizing action masking to enforce
mandatory fully open periods (i.e., “do nothing” actions) after a certain number of consec-
utive closure years. Alternatively, this issue could be addressed without explicit constraints
by dynamically adjusting the environment’s cost structure. This would involve applying a
time-dependent penalty to societal disruption, where the city cost of a traffic or parking
closure scales non-linearly with each consecutive year the restriction is maintained, thereby
naturally disincentivizing the agent from causing prolonged hindrances.

Although these operational mechanisms were evaluated at the beginning of this study,
they were ultimately not implemented due to time limitations. Instead, prioritization was
given to constraints (such as strict budget caps and failure limits) that have broader, im-
mediate applicability across a wider range of general infrastructure maintenance problems.
Nevertheless, restricting consecutive closures remains a highly relevant and necessary avenue
for future research, as discussed further in Chapter [9]
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7.3 Sensitivity Analysis: Effect of Modified Failure Cost Dynamics

Before introducing explicit constraints, we first analyze how changes in the environment
dynamics alone influence the learned policy. This experiment serves two purposes. First, it
further validates that the [DRIL] agent is capable of adapting its strategy to different problem
formulations beyond changes in environment size. Second, it illustrates how a decision maker
can indirectly steer system behavior by adjusting cost structures, without imposing formal
constraints on the policy space.

To this end, we consider a modified environment in which failure costs are multiplied
by a factor of five. This modification represents a more risk-averse planning perspective, in
which failures are treated as significantly more critical and are therefore strongly discouraged.
Importantly, this is not a constraint in the sense of explicitly restricting the agent’s action
space. Instead, it alters the environment dynamics and the incentives faced by the agent. As
such, it can be interpreted as a soft, easily tunable policy lever available to decision makers
for shaping behavior without enforcing hard feasibility restrictions.

Under this modified cost structure, several interesting behavioral changes can be ob-
served in Figure As in the baseline setting, the agent still prioritizes performing major
maintenance actions at the beginning of the planning horizon. However, to further reduce
failure-related costs, the agent adopts a more conservative intervention strategy. For quay
walls starting in poor condition (dark orange), the agent applies two consecutive lifetime ex-
tension actions, while components starting in light orange receive a single lifetime extension.
For the quay wall initially in good condition (green), only preventive actions are selected. As
a result, the policy effectively prioritizes bringing all components into a healthy state first
and subsequently focuses on preserving that condition over time, which is reflected in the
state evolution shown later.
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Figure 27: Action heatmap for the modified  Figure 28: Cost breakdown for the modified
environment (5 x failure costs). environment (5 x failure costs).

A particularly noteworthy observation is the agent’s preference for applying two con-
secutive lifetime extension actions instead of performing a single full renovation. While
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both options incur approximately the same direct maintenance cost—since the cost of full
renovation is roughly twice that of lifetime extension (Table Appendix , they differ
substantially in their dynamic effects. Performing two consecutive lifetime extensions implies
closing the entire network for traffic for two years in a row, which increases city-level costs
by approximately 4.7 M€(Figure . However, this strategy prevents degradation entirely
during both intervention years, thereby significantly reducing expected failure costs. Because
failure costs are heavily penalized in this scenario, this trade-off becomes favorable.

This behavior contrasts with the policies observed in later experiments, where the agent
typically prefers a single full renovation to minimize city costs, even at the expense of slightly
higher failure probabilities. The present results therefore highlight how modifying environ-
ment dynamics alone, without introducing explicit constraints, can lead to qualitatively dif-
ferent policies.

Finally, the resulting state trajectories confirm this interpretation. As shown in Figure
the agent rapidly drives all quay walls toward the green state and subsequently maintains
them there, effectively minimizing the probability of failure throughout the horizon.

Figure 29: State heatmap for the modified environment (5 x failure costs).

Overall, this experiment demonstrates that adjusting cost weights provides a simple and
flexible mechanism for influencing system behavior. While such an approach lacks the guar-
antees provided by explicit constraints, it can serve as a practical first step for decision makers
who wish to discourage certain outcomes (such as failures), without increasing the complexity
of the optimization problem. This sensitivity analysis also provides useful context for the
constrained results presented in the following section.
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7.4 Results for Constrained Optimization

In this section, we analyze the performance of the proposed [DRI}based maintenance
planning framework when explicit constraints are introduced. Building on the unconstrained
results, the objective here is to assess whether the agent can (i) correctly enforce the im-
posed constraints, (ii) converge to a stable and feasible policy, and (iii) do so while main-
taining reasonable performance in terms of total cost. Each subsection focuses on a specific
constraint-handling mechanism introduced earlier and evaluates its practical impact on both
the learned policy and the resulting system behavior.

7.4.1 Maximum Failure Probability Constraint (P < 0.05)

The first constraint considered imposes an upper bound of 0.05 on the allowable prob-
ability of failure for each individual quay wall. As shown by the unconstrained solution
(Figure , this requirement is violated for several components under the optimal uncon-
strained policy. In particular, quay walls HEG0802-A, HEG0802-B, HEG0802-C, HEG0802-
D, KZG0801-A, KZG0801-B, and KZG0801-C exhibit failure probabilities exceeding the pre-
scribed threshold.

After introducing this constraint and retraining the agent, the model converges to a fea-
sible solution with a total reward of -32.2 M€. A comparison between the resulting action
policy (Figure and the unconstrained case, shows that all quay walls that previously
violated the constraint are now managed differently. Overall, the agent adopts a more con-
servative maintenance strategy. In particular, all violating quay walls are restored to a green
state by year 2 through the application of stronger early interventions. Sections HEG0802-A
and HEGO0802-B shift from the “close traffic” action to “lifetime extension”, while sections
HEGO0802-C, HEG0802-D, KZG0801-A, KZG0801-B, and KZG0801-C transition from “life-

time extension” to “full renovation”.

Following these early corrective actions, the agent maintains the same structural pattern
as in the unconstrained case by applying the same conservation measures for the remain-
der of the planning horizon. Consequently, city-level costs remain unchanged, while direct
maintenance costs increase substantially and failure-related costs decrease accordingly, as
illustrated in Figure
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Figure 30: Actions heatmap with Py <  Figure 31: Yearly cost breakdown with
0.05. Pr.y <0.05.

Finally, Figure [32| confirms the correct enforcement of the constraint. For all components
and throughout the entire planning horizon, the probability of being in the failure state
remains below the specified threshold of 0.05, including for those quay walls that exceeded
this limit in the unconstrained case.
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Figure 32: States heatmap with Pp,; < 0.05.

7.4.2 Maximum Failure Cost Constraint (< 0.8 M€ per year)

This constraint limits the total failure-related costs incurred in each year to a maximum
of 0.8 M€. In the unconstrained case, yearly failure costs reached values of around 2.2
M=<€, indicating that failures were economically tolerated when preventive interventions were
comparatively expensive. Imposing this bound therefore reflects a more conservative plan-
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ning perspective, in which large failure-related expenditures are explicitly discouraged at the
system level.

After introducing the constraint and retraining the agent, the model converges to a feasible
solution with a total reward of -32.3 M€. The resulting action policy (Figure shows that
the agent continues to concentrate major maintenance actions in the first years of the planning
horizon, consistent with the behavior observed in the unconstrained case.

A closer inspection of individual quay walls reveals that components responsible for higher
failure costs in the unconstrained solution, such as KZG0801-C and HEGO0802-B, which are
among the longest sections in the environment, are managed more conservatively. For these
quay walls, stronger early corrective actions are applied, while preventive actions in the later
years of the horizon remain unchanged. This behavior can be explained by the high city-level
costs associated with closing quay walls in groups 2 and 3, which would increase city costs
by approximately 4.7 M€ per year and are therefore avoided by the agent.

As shown in Figure[34] city costs remain unchanged, while more conservative maintenance
decisions lead to higher direct costs and significantly lower failure costs. Overall, the agent
successfully keeps yearly failure costs below the imposed limit of 0.8 M€, confirming that
the constraint is satisfied.
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Figure 33: Action heatmap under the max-  Figure 34: Yearly cost breakdown under the
imum failure cost constraint (< 0.8 M€ per  maximum failure cost constraint (< 0.8 M€
year). per year).

7.4.3 Yearly Budget Constraint without Money Transfer (< 2.5 M€ per year)

This constraint limits the maximum yearly expenditure on direct maintenance actions to
2.5 M€, with no possibility of transferring unused budget between years. After introducing
this constraint and retraining the agent, the training converges to a feasible policy with a
total reward of -50.1 M€, indicating a substantial degradation in performance compared to
both the unconstrained and previously constrained cases.
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An inspection of the resulting action policy (Figure shows that maintenance actions
are largely applied to the same quay walls as in the unconstrained case, but with notable
timing and selection differences. In particular, actions associated with quay walls in group 1
are systematically delayed by one to two years. This behavior is consistent with the preventive
effect of the “close traffic” action in group 1, which slows down deterioration and allows the
agent to postpone interventions without immediately incurring large failure costs.

Two additional deviations are worth highlighting. First, for quay wall HEGO801-E, the
agent selects “full renovation” instead of “lifetime extension”. This choice is economically
justified: delaying a lifetime extension from year 1 to year 3 would lead to higher cumulative
failure costs over the horizon, making full renovation the more cost-effective option under
the tight annual budget. Second, and more critically, no maintenance action is applied to
quay wall KZG0801-C. This quay wall is among the longest in the subsystem and therefore
associated with very high failure costs (Table , Appendix. However, all feasible main-
tenance actions for this component exceed the annual budget limit of 2.5 M€, effectively
making any intervention infeasible. As a result, failure costs increase substantially in this
case (Figure , driving the overall cost upward. Although closing traffic for group 3 could
have reduced failure costs, the agent avoids this option due to the prohibitively high city-level
costs it would induce.

Figure confirms that the constraint is strictly enforced, as direct maintenance costs
never exceed the annual limit of 2.5 M€.
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Figure 35: Action heatmap under the  Figure 36: Yearly cost breakdown under the
yearly budget constraint without transfer (< yearly budget constraint without transfer (<
2.5 M€). 2.5 M€).

7.4.4 Yearly Budget Constraint with Money Transfer (< 2.5 M€ per year)

In this variant, the same annual budget limit of 2.5 M€ is imposed, but unused budget can
be carried over between years. Under this more flexible formulation, the agent converges to a
significantly improved solution with a total reward of -32.0 M€, highlighting the importance
of intertemporal budget flexibility.
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The resulting action policy (Figure closely matches the unconstrained solution in
terms of which quay walls are eventually repaired, with only minor deviations in timing.
As in the previous case, maintenance actions for group 1 quay walls are generally delayed,
reflecting their slower deterioration dynamics. However, a key difference emerges for quay
wall KZG0801-C. Unlike the no-transfer case, the agent now chooses to repair this component,
recognizing that leaving it unaddressed would result in disproportionately high failure costs.

To enable this repair, the agent strategically accumulates budget by reducing maintenance
actions in year 2 and performing no maintenance actions in year 3. This allows sufficient
funds to be available for a full renovation of KZG0801-C, which is extremely costly due to its

length (-5.6 M€, Table , Appendix . As a consequence, city costs increase noticeably
in year 4 (by approximately 1 M€), since both groups 1 and 3 are closed to traffic during
that year. The agent also prioritizes repairing KZG0801-C before quay walls HEG0O801-E
and HEGO0801-G, because their associated failure costs are considerably lower.

Overall, this strategy leads to a substantial reduction in failure costs compared to the
no-transfer case, while still respecting the yearly budget limit in every year, as shown in

Figure [38
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Figure 37: Action heatmap under the yearly  Figure 38: Yearly cost breakdown under the
budget constraint with transfer (< 2.5 M€).  yearly budget constraint with transfer (<
2.5 M€).

7.4.5 Budget Constraint over the Full Planning Horizon (< 6 M€)

The final constraint limits the total direct maintenance expenditure over the entire plan-
ning horizon to 6 M€, without imposing any restriction on yearly spending. Under this
global budget constraint, the agent converges to a feasible policy with a total reward of -40.7

M€.

The resulting action map (Figure shows that, consistent with the unconstrained case,
all maintenance actions are concentrated in the first year in order to minimize city-level costs.
However, due to the limited total budget, only a subset of quay walls can be repaired. A
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closer examination of Table (Appendix reveals that the agent makes economically
sound trade-offs when allocating the available budget. Specifically, it prioritizes quay walls
with the highest failure-cost-to-direct-cost ratio. As a result, all eligible quay walls from
group 1 are selected, as they offer better cost-effectiveness than those in group 2. With the
remaining budget, the agent repairs the longest quay wall in group 2, which is associated
with the highest failure costs.

This selection strategy leads to a noticeable increase in failure costs relative to the uncon-
strained case, while successfully keeping total direct costs within the 6 M€ limit. As expected,
city costs remain unchanged, since all actions are executed in the first year (Figure .

Despite the overall strong performance of the agent’s action selection, a minor inconsis-
tency can be observed for quay wall HEG0801-I. In this case, the agent repeatedly chooses the
“do nothing” action even though the entire group is already closed to traffic. Under these
conditions, selecting the “close traffic” action would have resulted in lower failure costs.
Nevertheless, the impact of this suboptimal choice on the total cost remains quite small.

Figure 0] confirms that the overall budget constraint is satisfied.
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Figure 39: Action heatmap under the total  Figure 40: Yearly cost breakdown under the
budget constraint (< 6 M€ over the full hori-  total budget constraint (< 6 M€ over the
zon). full horizon).

7.4.6 Maximum City Costs (< 4.5 M€)

The final constraint limits the total city-level costs over the full planning horizon. In
the unconstrained problem, city costs reach approximately 8.0 M€, driven primarily by
early traffic closures. Imposing an explicit upper bound on city costs therefore represents a
strong system-level constraint that directly conflicts with the agent’s tendency to concentrate
maintenance actions in the first year.

As described in Section this constraint is implemented using a PID-Lagrangian for-
mulation. Since Lagrangian relaxation enforces constraints asymptotically and effectively
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treats them as soft constraints, the target limit was set to 4.3 M€ rather than 4.5 M€ in
order to provide a small safety margin and avoid systematic overshoot at convergence.

After extensive hyperparameter tuning, the PID controller successfully stabilizes the La-
grange multiplier, allowing the training process to converge to a feasible solution. Figure
shows the evolution of the multiplier, which settles at a value of approximately A = 0.89. At
this operating point, the agent converges to a stable policy with a total reward of -39.3 M€,
while city costs are kept at 4.3 M€, satisfying the imposed constraint (Figures 42 and .

(((((
ssssssss

Figure 41: Evolution of the Figure 42: Training reward Figure 43: City cost evo-

Lagrange multiplier under
the maximum city cost con-
straint.

convergence under the maxi-
mum city cost constraint.

lution during training under
the maximum city cost con-
straint.

Figure [42] illustrates the convergence of the training reward, while Figure 43| shows the
corresponding evolution of city costs during training. As the multiplier stabilizes, city costs
converge toward the target limit, confirming that the PID-Lagrangian mechanism effectively
regulates the constraint without inducing persistent oscillations.

Qualitatively, an inspection of the learned action policy (Figure reveals a clear struc-
tural shift compared to the unconstrained case. Specifically, the agent avoids closing group
2 to traffic in the first year, which is the main contributor to city-level costs. By postponing
this intervention, the agent successfully reduces city costs to 4.3 M€, even though it is at
the expense of higher failure-related costs (Figure .
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Figure 44: Action heatmap under the city  Figure 45: Yearly cost breakdown under the
cost constraint (< 4.5 M€ over the full hori-  city cost constraint (< 4.5 M€ over the full
zon). horizon).

Some minor inconsistencies can still be observed. For example, for quay wall KZG0801-
A, the agent occasionally selects the “do nothing” action in steps 2, 7, and 18, even though
the entire group is already closed to traffic. This behavior may also explain why the agent
chooses “full renovation” instead of “lifetime extension” in the first step for this quay wall.
Nevertheless, these effects remain local and do not compromise overall constraint satisfaction.

Overall, this experiment demonstrates that PID-Lagrangian relaxation can successfully
enforce a challenging global cost constraint, even when it directly conflicts with the agent’s
natural cost-minimizing behavior. While performance in terms of total reward degrades
relative to the unconstrained case, the agent converges to a stable and interpretable policy
that respects the imposed city cost limit.

7.5 Effect of Warm-Start Training via Curriculum Learning

In this final part of the results section, we investigate the effect of warm-start training us-
ing curriculum learning. While all previous experiments focused on the quality and feasibility
of the learned policies, the objective here is to evaluate training efficiency and scalability. In
particular, we analyze whether initializing the agent with weights obtained from a related,
simpler problem can (i) accelerate convergence, (ii) improve final performance, and (iii) re-
main robust when constraints or environment size change. Two complementary use cases are
considered: warm starting to facilitate constrained optimization, and warm starting to scale
the problem to larger environments.
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7.5.1 Warm Start for Constrained Optimization

In a first experiment, curriculum learning is used to assess the effect of warm starting when
introducing constraints in a fixed environment. The agent is initially trained on the same
environment without constraints, and is then warm-started using the resulting unconstrained
policy. The target task introduces a maximum failure probability constraint Ppy; < 0.05,
implemented via action masking.

The warm start is thus obtained by transferring the weights and biases of the uncon-
strained policy to the constrained setting, rather than training the constrained agent from
scratch. All other hyperparameters are kept identical.

Figure {46 compares the learning curves of an agent trained from scratch (blue) and an
agent warm-started using curriculum learning (red). The results show a clear acceleration
in convergence: the warm-started agent reaches a stable and feasible solution significantly
faster, while achieving a final reward comparable to the baseline (-33.4 M€ versus -33.2 M€).
In both cases, the learned policies satisfy the imposed failure probability constraint across
all quay walls and throughout the entire planning horizon.

—— Reuse agent knowledge (Curriculum Learning) (avg over 100 eps)
PPO reward per episode

—— Train from scratch (no Curriculum Learning) (avg over 100 eps)
PPO reward per episode

Reward

let | l l \ | [
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Figure 46: Training comparison of the agent without (blue) and with (red) curriculum
learning.

A practical challenge arises when warm starting from the unconstrained policy. Because
the pretrained agent already exhibits low entropy, exploration is severely reduced at the
beginning of constrained training. In our case, this led to the agent becoming trapped in
a local optimum induced by the interaction between the pretrained policy and the action-
masking constraint. To address this issue, the entropy coefficient was temporarily increased
by a factor of 100 during the first 20 training iterations. This deliberate boost in exploration
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produces the initial peak visible in the red learning curve in Figure [46| and allows the agent
to escape the local optimum and discover a better feasible policy that continues to respect
the imposed constraint.

Once this exploration phase concludes, the entropy coefficient is reset to its nominal value,
and training proceeds normally. It should be noted that this behavior is closely tied to the
type of constraint used, in this case action masking, and may differ for other constraint-
handling mechanisms.

For the relatively small environment considered here, the benefits of warm starting are
primarily reflected in faster convergence rather than improved final performance. The absence
of a clear reward improvement in this setting suggests that, even when initialized randomly,
the agent is able to reliably discover near-optimal feasible policies. This experiment therefore
mainly demonstrates that warm starting does not degrade optimality in small-scale problems.

In larger and more complex environments, however, a reward improvement is expected.
As the state and action spaces grow, randomly initialized agents are more likely to struggle
with exploration and may converge to suboptimal feasible solutions. In such cases, initializing
the constrained agent with a pretrained unconstrained policy can provide a more informa-
tive starting point, increasing the likelihood of reaching higher-quality solutions in addition
to improving sample efficiency. From this perspective, the present results should be inter-
preted as a proof of feasibility in a small environment, while the full performance benefits of
curriculum learning are expected to become more pronounced as problem scale increases.

At the same time, these results highlight an important caveat: warm starting is not
universally beneficial. If the unconstrained and constrained optima are far apart, or if explo-
ration is not handled carefully, curriculum learning can cause the agent to become trapped
in a local optimum induced by the pretrained policy and the imposed constraints, thereby
hindering optimization rather than helping it. Training from scratch, while slower, remains
unbiased and more robust in such cases.

7.5.2 Warm Start for Scaling to Larger Environments

In a second experiment, curriculum learning is used to facilitate scalability. Rather than
warm starting from an unconstrained policy, the agent is initialized using a constrained policy
trained on a smaller environment. Specifically, the warm start is obtained from Subsystem 1,
which consists of 16 QW sections. The constraint considered is again the maximum failure
probability constraint Pr; < 0.05, but the environment size is subsequently increased.

The target environment corresponds to Subsystem 2, which contains 32 QW sections
and explicitly embeds Subsystem 1 as a subset, ensuring structural continuity between the
pretraining and target tasks. This nested structure allows the pretrained policy to be mean-
ingfully transferred to the larger environment.

Figure 47| compares the training dynamics of an agent trained from scratch (blue) with
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an agent warm-started using curriculum learning (red). The difference is substantial. The
warm-started agent converges to a stable and feasible solution in approximately 5 hours,
whereas training from scratch requires around 41 hours. In addition to faster convergence,
curriculum learning also leads to superior final performance, with a higher total reward (-75.4
M<€) than the scratch-trained agent (which converges to -81.8 M€). In both cases, the final

policies satisfy the imposed failure probability constraint for all components over the full
planning horizon.
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Figure 47: Training comparison for environment scaling without (blue) and with (red) cur-
riculum learning.

These results demonstrate that warm starting is particularly effective when scaling the
problem size, provided that structural similarities exist between the smaller and larger envi-
ronments. The pretrained policy offers a strong inductive bias that guides exploration toward
meaningful regions of the policy space, significantly reducing training time and improving
solution quality, while still ensuring strict constraint satisfaction.

Overall, this experiment highlights curriculum learning as a powerful enabler for scal-
ing constrained [DRL}based infrastructure planning problems. While careful tuning is still
required to avoid premature convergence or loss of exploration, warm-start strategies offer

a practical pathway toward applying the proposed framework to realistically sized urban
systems.

121



8 Discussion and Limitations

This thesis has developed and evaluated a multi-agent framework for the strategic
maintenance planning of Amsterdam’s historic quay walls. By integrating high-fidelity city
simulations with advanced constraint-handling mechanisms, this research bridges the gap
between theoretical optimization and the operational realities of urban asset management.

This chapter synthesizes the experimental findings, evaluates the scientific and managerial
relevance of the proposed framework, and acknowledges the limitations of the current study.

8.1 Performance and Optimality

A primary finding of this work is that the proposed [DCMACHPPO| agent is capable of

converging to optimal or near-optimal solutions across a variety of environment scales.

e Superiority Over Current Practice: Quantitative analysis reveals that the [DRLJ
agent achieves a total return three times higher than existing rule-based and reactive
strategies. While current methods are often myopic or purely condition-based, the[DRI]
agent exploits the underlying stochastic dynamics and non-linear city cost structures
to find significantly more cost-effective policies.

e Benchmarking and Scalability: When validated against the[CEM]in a low-dimensional
“toy” environment, the agent identified the exact same optimal action sequences.
Crucially, as the problem scale increased, the agent maintained its performance
and tractability, whereas the suffered from the “curse of dimensionality”, requir-
ing days of computation to reach solutions that were still inferior to those produced by

the agent in a few hours.

e Logical Coherence: Qualitative inspection of the action heatmaps confirms that the
agent’s decisions are highly coherent. For instance, the agent learned to synchronize
interventions within the same quay-wall group to minimize the “fixed” city costs of
road closures for both parking and traffic. The rare, minor inconsistencies observed
resulted in negligible reward differences, further suggesting that the agent has reached
a policy very close to the global optimum.

8.2 Robustness of Constraint-Handling Mechanisms

The integration of real-world operational constraints was a central pillar of this research.
The results demonstrate that the framework can successfully enforce both “hard” and “soft”
constraints, making the model a realistic tool for asset managers.
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e Hard Constraints via Action Masking: The combination of State Augmentation
and Action Masking proved to be a highly effective and easily tunable method for
satisfying strict requirements. Whether managing individual failure probabilities or
annual maintenance budgets, the masking mechanism ensured that the agent’s policy
support never included invalid actions.

e Soft Constraints via PID-Lagrangian: For global, non-linear constraints like max-
imum city disruption, the PID-Lagrangian approach effectively regulated the Lagrange
multiplier to satisfy safety targets. However, from an implementation standpoint, this
method was notably more sensitive and required more extensive hyperparameter tuning
compared to action masking.

e Flexibility and Realism: The agent’s ability to adapt to different constraint sets—such
as switching between strict annual budgets and flexible inter-temporal budget trans-
fers—highlights the framework’s versatility. It allows decision-makers to “tweak” the
weights of different societal impacts and observe how the optimal policy evolves to stay
within defined safety, financial, or disruption boundaries.

8.3 The Power of Curriculum Learning

Curriculum learning emerged as a powerful enabler for both training stability and scala-
bility in constrained environments.

e Facilitating Constraints: Warm-starting a constrained agent using an unconstrained
policy reached similar reward levels faster than training from scratch. A key finding was
the necessity of temporarily increasing the entropy coefficient during this transition; this
allowed the agent to “unlearn” unconstrained behaviors and escape the local optima
induced by new action masks.

e Enabling Scalability: When scaling to larger environments (e.g., from 16 to 32
quay walls), curriculum learning provided a massive reduction in training time—from
41 hours down to 5. Notably, the warm-started agent also achieved a better final
reward than the scratch-trained agent, suggesting that the inductive bias from smaller
environments helps the agent navigate the vast search spaces of larger urban networks.

8.4 Scientific and Managerial Relevance

As outlined in the introduction of this thesis, applying [DRI] to infrastructure planning is
an emergent field that has historically been confined to simplified, abstract ”toy problems” or
models that manage constraints through basic, unreliable reward shaping. This research suc-
cessfully addressed this academic gap by rooting the framework in a high-dimensional,
multi-agent real-world case using validated municipal data. By moving beyond naive penalty
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systems and implementing methodologically grounded constraint-handling techniques (Ac-
tion Masking and PID-Lagrangian relaxation), this work advances the frontier of multi-agent
[DRI] coordination under strict global feasibility requirements.

From a Management of Technology (MOT) perspective, this thesis effectively demon-
strated how advanced decision-support models can function as a strategic corporate resource.
Asset owners face the continuous challenge of managing aging infrastructure under tight fi-
nancial, safety, and societal pressures. By incorporating the [US] digital twin directly into
the [DRI] pipeline, this methodology provides a data-driven tool capable of balancing these
competing objectives. Even in scenarios where the generated policy might require minor
manual adjustments, the framework supplies a high-quality, mathematically grounded start-
ing point that is vastly more efficient than traditional, siloed planning methods. Because
the architecture is modular, this approach can easily be extrapolated to other infrastructure
asset domains—such as bridge networks or utility grids—worldwide.

8.5 Limitations

While the proposed [DRI] framework demonstrates strong potential, several limitations
should be acknowledged:

First, the environment considered in this study represents only a section of Amsterdam’s
quay wall network. Although scalability tests indicate that the framework can handle larger
environments, applying it to an entire city will require additional model refinement and com-
putational resources. Nevertheless, for smaller towns or less complex networks, the current
methodology is already close to practical applicability.

Second, certain modeling assumptions limit the realism of the current environment. The
discount factor (0.99) may not fully align with real-world market interest rates, potentially
affecting the relative weighting of near-term versus long-term costs. Maintenance costs were
applied uniformly per meter across all quay walls, overlooking variations in accessibility,
complexity, or intervention difficulty. Additionally, city-level costs were grouped into clusters
of three quay walls, which may not fully capture interaction effects when multiple quay
walls are simultaneously closed. This simplification could underestimate or overestimate
cumulative disruption.
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9 Conclusions and Future Work

9.1 Conclusions

This research set out to explore how deep reinforcement learning can be adapted to solve
highly constrained, real-world infrastructure maintenance challenges. By systematically de-
veloping and validating the framework, this thesis provides clear answers to the sub-research
questions that guided the investigation:

1. What types of real-world constraints and heuristics are most relevant to
urban infrastructure maintenance, and how should they be treated?

The most critical constraints identified for urban infrastructure maintenance broadly span
safety, financial, and societal domains. As demonstrated through the Amsterdam quay wall
case study, safety requirements (e.g., maximum allowable failure probabilities) and financial
limitations (e.g., strict annual or multi-year budgets) represent inviolable operational bound-
aries. These must be treated as hard constraints to ensure structural integrity and prevent
budget overruns. Conversely, limitations regarding network-wide societal impacts—such as
urban hindrance, traffic disruption, and environmental emissions—are better formulated as
soft constraints. Treating these societal factors as soft constraints allows them to act as
system-level targets that the agent must minimize and balance globally, providing the neces-
sary flexibility to navigate complex, non-linear network interdependencies without rendering
the optimization problem infeasible.

2. Which constraint-handling methods are best suited for integrating
these factors?

For hard, component-level, or purely additive constraints, Action Masking combined with
State Augmentation proved to be the most effective and reliable method, completely pre-
venting the agent from selecting mathematically or financially invalid actions. For soft,
non-linear, and global constraints—such as city disruption where action masking is compu-
tationally intractable—PID-Lagrangian Relaxation using a dual-critic architecture emerged
as the most suitable method to dynamically balance cost minimization with constraint ad-
herence.

3. How can inter-agent constraints be effectively enforced in a Multi-agent
[DRI] framework, and how can the scalability of the training process be facilitated
for larger infrastructure networks?

Inter-agent coordination was successfully achieved through sequential evaluation and cen-
tralized state tracking. For additive constraints like shared budgets, action masking was ap-
plied dynamically, updating the remaining shared resources after each agent’s decision. For
global constraints like city costs, the PID-Lagrangian approach allowed multiple independent
agents to learn cooperative strategies by subjecting them to a shared, network-level penalty
parameter (\) that regulated overall system disruption. Furthermore, to facilitate the scala-
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bility of this multi-agent framework to larger networks, Curriculum Learning (warm-starting)
proved to be highly effective. By transferring policy weights from smaller; previously solved
subsystems, the constrained framework demonstrated rapid scalability to much larger envi-
ronments, drastically cutting training times without sacrificing solution quality or constraint
adherence.

4. How well does the proposed [DRI] framework perform in generating valid
and efficient intervention plans?

The framework demonstrated exceptional performance, reliably converging to policies that
balanced asset reliability with cost-effectiveness. The agent generated intervention plans that
minimized overall network costs while strictly adhering to all imposed constraints, effectively
resolving the complex trade-offs faced by municipal asset managers.

5. How does the constrained method compare to baselines and uncon-
strained [DRIF?

The[DRI]agent achieved total returns approximately three times higher than existing rule-
based and reactive baselines, demonstrating that current heuristic-driven maintenance strate-
gies can be significantly improved through learning-based approaches. Furthermore, the pro-
posed model matched the accuracy of classical mathematical optimization on small-
scale problems while effectively overcoming the curse of dimensionality on larger networks,
improving the obtained reward and reducing computational time from days to mere hours.
This stark contrast highlights the practical superiority of [DRI] in high-dimensional, real-
world scenarios where traditional mathematical optimization methods become intractable.
When compared to its unconstrained counterpart, the constrained agent successfully
adapted its underlying policy to guarantee operational feasibility while still obtaining highly
competitive rewards.

The insights gained from these five sub-research questions collectively provide a definitive
and successful resolution to the main research question guiding this study:

How can real-world constraints and domain-specific heuristics be effectively
integrated into [DRI] models to generate practical, scalable, and cost-effective
maintenance policies for complex infrastructure systems?

Ultimately, this research demonstrates that real-world constraints and heuristics can
be seamlessly integrated into models through a modular, multi-layered architecture.
By translating structural limits and budgets into hard mathematical boundaries via state-
augmented Action Masking, and by regulating global societal disruptions through PID-
Lagrangian relaxation, the [DRI] agent is forced to optimize strictly within the bounds of
operational reality. Furthermore, integrating external digital twins (such as the Urban Strat-
egy tool) allows the model to capture realistic, non-linear environmental dynamics, while
employing Curriculum Learning ensures that the training process remains scalable and com-
putationally tractable. Together, these techniques successfully transform theoretical
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algorithms into practical, scalable, and cost-effective decision-support tools perfectly tailored
for the complexities of modern urban infrastructure systems.

9.2 Future Research

Future work can build on this framework in several directions:

One avenue is improving the fidelity of the environment. This includes modeling structural
degradation for individual quay wall sections, refining urban cost impacts, and addressing
limitations in the current city costs grouping methodology to better capture spatial interac-
tions.

Another important research direction is expanding the model to larger environments to
evaluate whether the agent can maintain near-optimal performance in true city-scale net-
works. In this context, further exploration of advanced warm-start strategies for constrained
optimization is highly recommended.

Action coordination within quay wall groups is another promising enhancement. For
example, if one quay wall in a group is scheduled to close parking or restrict traffic, the same
action could automatically apply to the other walls in the group. Hard-coding this through
Action Masking could eliminate the minor synchronization mistakes observed in the agent’s
behavior and improve computational efficiency by shrinking the search space.

Another significant direction is incorporating explicit observation or inspection actions to
transition the environment into an active POMDP. Currently, the framework takes actions
based on the belief state of the different quay walls; however, in practice, physical inspections
can be scheduled to determine the exact structural condition of a specific element before mak-
ing a maintenance decision. Allowing the agent to actively decide when to inspect would
force it to learn the Value of Information (Vol)—balancing the immediate cost of gathering
data against the long-term risk of unobserved structural failure. While this would increase
the model’s realism and applicability, it also introduces substantial training challenges, as
dealing with delayed rewards and expanding belief spaces would heavily impact scalability
and training time. In such a setting, the environment would need to be simulated in a fully
stochastic manner.

Furthermore, as the environment scales to a city-wide level, exploring more decentralized
multi-agent architectures, such as[DDMAC] presents a highly relevant research avenue. While
the current framework successfully coordinates actions and enforces shared constraints using
a more centralized approach, transitioning to a more decentralized architecture could sig-
nificantly enhance training scalability and reduce computational overhead. However, future
studies must carefully evaluate how this decentralization affects the final results—specifically,
whether decentralized agents can still effectively satisfy global constraints (such as shared
multi-year budgets and network-wide city costs) and maintain the high level of near-optimal
coordination achieved by the current model.
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Finally, several additional constraints and heuristics could be integrated to increase real-
ism and flexibility:

e Spatial clustering of maintenance activities: Grouping nearby interventions could
reduce mobilization costs and streamline logistics.

e Penalizing consecutive interventions: Adding a penalty for repeated actions on
the same quay wall could help distribute maintenance more evenly over time.

¢ End-of-horizon deterioration: Explicitly accounting for residual deterioration at
the end of the planning horizon may influence the learned policy and improve long-
term asset quality.

e Prioritizing critical elements: Designating specific quay walls as high-priority to
ensure they remain in a green or minimally degraded state throughout the planning
horizon.

e “Do nothing” periods for specific elements or groups: Enforcing minimum
open periods for traffic or restricting the total number of simultaneous closures in a
subsystem to guarantee baseline city accessibility.

e Scheduling constraints: Prioritizing maintenance during quieter periods to avoid
high-demand tourist seasons or major city events.
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Statement on the Use of Generative AI Tools

During the course of this master’s thesis, large language models (LLMs) were used as
a supporting tool in a limited and controlled manner. Their use was intended to assist
the research process, not to replace critical thinking, domain expertise, or engagement with
scientific literature.

First, LLMs were employed for textual refinement, specifically to improve grammar, read-
ability, and clarity of drafts written by the author. This included rephrasing sentences, im-
proving flow, and correcting linguistic errors. The underlying content, structure, and scientific
arguments were always authored by the researcher.

Second, LLMs were used for brainstorming purposes, such as exploring alternative for-
mulations, identifying potential angles for discussion, or generating high-level suggestions
during early stages of ideation. These outputs served only as prompts to stimulate thinking
and were selectively adopted, modified, or discarded based on the researcher’s judgment.

Third, LLMs were occasionally used as an aid for conceptual understanding, for example
to obtain preliminary explanations of unfamiliar concepts or methods. In all such cases, the
information provided by the LLMs was treated as non-authoritative. Any conceptual un-
derstanding derived from these interactions was subsequently verified through peer-reviewed
literature, textbooks, or other authoritative academic sources, which are cited accordingly in
this thesis.

At no point were LLMs used to generate original scientific results, perform data analysis,
or draw conclusions. All claims, interpretations, and findings presented in this thesis are
based on the author’s own work and on referenced academic sources. The use of LLMs was
therefore supportive and editorial in nature, consistent with responsible research practices
and academic integrity standards.
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Appendix A. Quay Wall Data and Cost Parameters

quay_wall_id group_id length direct cost direct cost failure cost
- - - (lifetime extension) (full renovation)
HEG0801-A 1 39.5 -0.99M€ -1.98M€ -3.29M¢€ B
HEG0801-B 1 70 -1.75M¢€ -3.50M€ -3.50M€
HEG0801-C 1 31.5 -0.79M€ -1.58M€ -263M€
HEG0801-D 1 47.5 -1.19M€ -2.38M€ -3.17M¢€
HEG0801-E 1 26 -0.65M€ -1.30M€ -2.17M¢€
HEG0801-F 1 19 -0.48M€ -0.95M€ -1.58M€
HEG0801-G 1 26 -0.65M€ -1.30M€ -2.17M€
HEG0801-H 1 43 -1.08M€ -2.15M¢€ -2.15M¢ }- Subsystem 1
(16 QW sections)

HEG0801-I 1 42 -1.05M¢€ -2.10M€ -210M€
HEG0802-A 2 46 -1.15M¢€ -230M€ -2.30M¢€
HEG0802-B 2 194 -4.85M€ -9.70M€ -9.70M€
HEG0802-C 2 51 -1.28M¢€ -2.55M€ -2.55M€
HEG0802-D 2 33 -0.83M€ -1.65M € -220M€
KzZG0801-A 3 5.6 -0.14M¢€ -0.28M€ -0.37M¢€
KzG0801-B 3 4 -0.10M¢€ -0.20M€ -0.20M¢€ J
KzG0801-C 3 111.72 -279M€ -5.50M € -7.45M¢€
KzG0802-A 4 15 -0.38M€ -0.75M€ -1.25M¢€
KzG0802-B 4 109.5 -2.74M€ -5.48M€ -7.30M€
KzZG0901-A 5 248.5 -6.21M€ -12.43M¢€ -16.57M€
KzZG0901-B 5 5.9 -0.15M¢€ -0.30M€ -0.49M€
KzG0901-C 5 5.7 -0.14M¢€ -0.28M€ -0.47M€
LEG0101-A 6 106 -2.65M€ -5.30M€ -5.30M¢€
LEG0102-A 7 105 -263M€ -5.26M€ -7.00M€
LEG0201-A 8 122 -3.05M¢€ -6.10M€ -6.10M€
LEG0202-A 9 106 -2.65M€ -5.30M€ -7.07M¢€
LEG0301-A 10 32.2 -0.81M€ -1.61M€ -1.61M€
LEG0301-B 10 18.9 -0.47M¢€ -0.95M€ -0.95M¢€
LEG0301-C 10 63.7 -1.59M€ -3.19M€ -3.19M€
LEG0301-D 10 9.1 -0.23M¢€ -0.46M€ -0.76 M€
KzZG0902-A 11 120 -3.00M€ -6.00M€ -8.00M€
KzG0902-B 11 16 -0.40M€ -0.80M€ -1.07M€
KzG0902-C 11 110 -2.75M¢€ -5.50M € -7.33M¢€
KZG1001-A 12 8.5 -0.21M€ -0.43M€ -0.43M€
KzG1001-B 12 128 -3.20M¢€ -6.40M€ -6.40M€
KzG1001-C 12 24 -0.60M€ -1.20M€ -1.20M€
KzG1001-D 12 14.5 -0.36 M€ -0.73M€ -0.73M€
KZG1001-E 12 10 -0.25M¢€ -0.50M€ -0.67M€
KzZG1002-A 13 30 -0.75M¢€ -1.50M€ -2.50M¢€
KzG1002-B 13 136 -3.40M¢€ -6.80M€ -11.33M€
KzG1002-C 13 23 -0.06 M€ -0.12M€ -0.19M€
KzG1002-D 13 8.5 -0.21M€ -0.43M€ -0.71M€
PRG0901-A 14 285 -7.13M¢€ -14.25M € -14.25M¢€
PRG0901-B 14 37 -0.93M¢€ -1.85M€ -1.85M€
PRG0902-A 15 128 -3.20M¢€ -6.40M€ -6.40M€
PRG0902-B 15 198 -495M€ -9.90M€ -9.90M€
PRG1002-A 16 112 -2.80M¢€ -5.60M€ -5.60M€
PRG1002-B 16 27 -0.68M€ -1.35M€ -1.35M¢€
PRG1002-C 16 97 -243M€ -4.85M € -4.85M€
PRG1001-A 17 5 -0.13M€ -0.25M€ -0.42M€
PRG1001-B 17 144 -3.60M€ -7.20M€ -9.60M€
PRG1001-C 17 21 -0.53M¢€ -1.05M€ -1.40M€
PRG1001-D 17 74 -1.85M¢€ -3.70M€ -4.93M¢€
SGG0101-A 18 41 -1.03M€ -2.05M€ -2.05M¢€
SGG0101-B 18 12 -0.30M¢€ -0.60M€ -0.60M€
SGG0101-C 18 45 -1.13M€ -2.25M€ -2.25M¢€
SGG0102-A 19 32 -0.80M€ -1.60M€ -2.13M€
SGG0102-B 19 19 -0.48M€ -0.95M€ -0.95M¢€
SGG0102-C 19 40 -1.00M¢€ -2.00M€ -2.00M€
SIG0802-A 20 149 -3.73M¢€ -7.45M€ -9.93M¢€
PRG0803-A 21 42 -1.06M¢€ -210M€ -210M€
PRG0803-B 21 99 -2.48M¢€ -4.95M € -495M¢€
HEG0702-A 22 57.2 -1.43M€ -2.86M€ -3.81M€
HEG0702-B 22 15.1 -0.38M€ -0.76 M€ -1.01M€
HEG0702-C 22 26.3 -0.66 M€ -1.31M€ -2.19M¢€
LEG0402-A 23 4.5 -0.11M€ -0.23M€ -0.15M¢€
LEG0402-B 23 19.1 -0.48M€ -0.96M€ -0.64M€
LYG0902-A 23 11.6 -0.29M€ -0.58M€ -0.77M¢€
LYG1101-A 24 210 -5.25M¢€ -10.50M € -14.00M€
LYG1101-B 24 13.5 -0.34M¢€ -0.68M€ -0.90M¢€
LYG1201-A 25 115 -2.88M€ -5.75M€ -7.67M€

Table A.1: Optimal action sequence obtained with CEM for a single quay wall.
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Appendix B. Action Maps for Different Environment
Sizes

This appendix presents the action maps obtained with the Cross-Entropy Method (CEM)
and the DRL agent (PPO) for all environment sizes considered in the validation experiments.
The figures provide a visual comparison of the action sequences selected by both methods
across increasing problem scales, supporting the qualitative discussion in Section [7] on policy
structure, interpretability, and scalability. For each environment size, the CEM and DRL
results are shown side by side to facilitate direct comparison.
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Figure B.1: Optimal action sequence obtained with CEM for a single quay wall.
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Figure B.2: Optimal action sequence obtained with the DRL agent for a single quay wall.
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B.2 Seven Quay Walls
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Figure B.3: Optimal action sequence obtained with CEM for seven quay walls.
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Figure B.4: Optimal action sequence obtained with the DRL agent for seven quay walls.
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B.3 Sixteen Quay Walls (Subsystem 1)
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Figure B.5: Optimal action sequence obtained with CEM for sixteen quay walls.
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Figure B.6: Optimal action sequence obtained with the DRL agent for sixteen quay walls.
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B.4  Thirty-Two Quay Walls (Subsystem 2)
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Figure B.7: Optimal action sequence obtained with CEM for thirty-two quay walls.
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Figure B.8: Optimal action sequence obtained with the DRL agent for thirty-two quay walls.

Together, these figures illustrate how differences between CEM and DRL become in-
creasingly pronounced as the environment size grows, with the DRL agent exhibiting more
structured and interpretable action patterns in larger-scale settings.
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Appendix C.

Table C.1:

Subsystem 1

Possible Combinations of City Costs in

Action Group_id_1| Group_id_2 | Group_id_3 Cost
close parking 1 2 3 0.65M€
close traffic 1 2 3 4.87M€
close parking 1 2 0.22M€
close traffic 1 2 544M€
close parking 1 0.16 M€
close traffic 1 0.13M€
close parking 1 3 0.57M€
close traffic 1 3 0.97M€
close parking 2 0.22M€
close traffic 2 5.80M€
close parking 2 3 0.04M€
close traffic 2 3 5.61M€
close parking 3 0.20M€
close traffic 3 0.07M€

City costs for each possible combination of group closures in Subsystem 1
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