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ABSTRACT
When using web search engines to conduct inquiries on debated
topics, searchers’ interactions with search results are commonly
affected by a combination of searcher and system biases. While
prior work has mainly investigated these biases in isolation, there is
a lack of a comprehensive understanding of web search on debated
topics. Addressing this gap, we conducted an exploratory user study
(𝑁 = 255), aimed at advancing the understanding of the intricate
searcher-system interplay. Particularly, we investigated the relations
between (i) search system exposure, searchers’ attitude strength,
prior knowledge, and receptiveness to opposing views, (ii) search
interactions, and (iii) post-search epistemic states. We observed
that search interaction was shaped by search system exposure,
attitude strength, and prior knowledge, and that attitude change
was influenced by the level of confirmation bias and initial attitude
strength, but not search system exposure. Insights from this work
suggest the need to adapt interventions that mitigate the risks of
searcher and system bias to searchers’ nuanced pre-search epistemic
states. They further emphasize the threat of customizing the search
ranking to enhance user satisfaction in the context of debated topics
to responsible opinion formation.

CCS CONCEPTS
• Information systems → Web searching and information
discovery; Users and interactive retrieval; • Human-centered
computing → User studies.
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1 BACKGROUND AND INTRODUCTION
Debated topics are subjects of ongoing socio-scientific discussions
among individuals with differing perspectives, often lacking a sin-
gle, straightforward solution [62]. Some can be extremely one-sided
and be supported by scientific evidence, e.g., ‘human activities are
the primary drivers of climate change’. Others are known to prompt
more discussion, given the existence of reasonable arguments on
both sides, e.g., ‘ recreational drugs should be legalized’. Engaging
with information on such topics can ultimately impact opinion for-
mation and decision-making processes, and thus be consequential
for individuals and society. Due to the complexities of such topics,
interacting with related information can be demanding on individu-
als and trigger emotionally charged and biased behavior, impeding
accurate and well-rounded knowledge gain [30, 35, 48, 52, 53].

When seeking information on debated topics, individuals often
resort to web search engines [15, 24]. Yet, these information re-
trieval systems are not explicitly designed to handle queries that
call for resources encompassing diverse viewpoints, as is the case
with debated topics [57, 64, 74]. Search engines are not neutral but
act as algorithmic curators that have been found to absorb, amplify,
and reflect biases [9, 46, 69, 75]. In the context of debated topics, this
can lead to viewpoint-biased exposure, i.e., Search Engine Result
Pages (SERPs) on which one viewpoint is over-represented [19].
Searchers also add to the challenges, as cognitive biases can mani-
fest in individuals’ search interactions, for instance when they favor
attitude-confirming over attitude-opposing information (confirma-
tion bias) or resort to high-ranked search results (position bias) [8].
Researchers have observed an interplay of exposure and interaction
biases, which can lead searchers to adopt the viewpoint expressed
by the majority of the highly-ranked SERP results [6, 22, 49].Yet,
searchers have learned to rely on search engines as neutral and
unbiased providers of information, remaining unaware of the im-
pact that exposure and interaction biases exert on their search
experience, opinions, and decisions [27, 54, 66].

The body of work dedicated to understanding the impact of
exposure and interaction biases during web search on debated
topics, along with the strategies to overcome the associated chal-
lenges is growing. Research, however, has predominantly inves-
tigated specific aspects of this larger issue in isolation. For in-
stance, recent works studied relations between exposure and inter-
action [16, 58, 80], user traits and interaction [55, 59], and exposure,
interaction and attitude change [20, 38, 65], frequently focusing
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specifically on individuals with either strong or weak pre-search
attitudes. Across these works, a recurring point of discussion is the
difficulty of understanding the intricate searcher-system interplay
that is characterized by entangled effects of system exposure, search
interactions, and user characteristics. We argue that comprehension
of the complex dynamics of web search on debated topics requires
undertaking a holistic approach with the user placed at the center
of this exploration, as depicted in Figure 1.

Figure 1: A user-centered perspective of search on debated
topics. Searchers with varied characteristics are exposed to
resources on debated topics by a search system. They choose
the results to interact with, modifying their epistemic states.

To advance knowledge and uncover relations between the differ-
ent facets of web search on debated topics, we adopt an exploratory,
open-ended approach.We study the relations between factors inher-
ent to the searcher and search system (user characteristics, exposure
bias), search interaction (confirmation bias, position bias, search
effort), and post-search epistemic states (attitude change, knowl-
edge gain), as illustrated in Figure 2. This is inspired by outcomes
inferred from research on belief dynamics during web search for
information on medical yes-no questions with a known true answer
(expert consensus) [76, 78]. In this context,White [76] observed that
pre-search beliefs affected interaction and that exposure bias could
shift post-search beliefs, but only if participants did not have strong
pre-search beliefs. However, the investigated yes-no questions are
considerably different from debated topics that involve multiple
viewpoints and have no defined correct answer. In addition to expo-
sure bias and beliefs, users’ prior knowledge and personality traits
might play a role in shaping search interaction and post-search
epistemic states [59]. These are recognized factors influencing gen-
eral web search behavior [5, 34, 41], yet, their combined impact in
the context of debated topics remains to be explored.

In this study, we investigate the following research questions
(RQs):
RQ1 How do attributes of the searcher and search system shape

search interaction?
RQ2 How do attributes of the searcher and search system shape

the post-search epistemic states of the searchers?
RQ3 How do search interactions shape the post-search epistemic

states of the searchers?
To address these RQs, we conducted a user study with 255 par-

ticipants and asked them to imagine a scenario where they would
use a search system to find arguments on a debated topic. Before
the search task, we captured user characteristics, i.e., participants’
epistemic states and the relatively stable trait of receptiveness to
opposing views [45]. During the search task, we exposed partici-
pants to a mock SERP with results portraying different viewpoints

(i.e., opposing, supporting, neutral) towards the topic statement. We
logged their interactions to then compute metrics that approximate
their confirmation bias, position bias, and search effort. Using a
between-subjects experimental design, we manipulated exposure
by assigning participants to three SERP ranking bias conditions:
balanced, biased supporting, and biased opposing. We captured
their post-search epistemic states(attitude change and knowledge
gain).

The findings of this empirical study exploring relations among
attributes of the searcher and search system, search interaction,
and user post-search epistemic states in the context of web search
on debated topics indicate that search interaction was shaped by
search system exposure, attitude strength, and prior knowledge. At-
titude change was not directly affected by search system exposure
but by participants’ confirmation bias and initial attitude strength.
We observed various moderating effects, which suggest that ef-
fects of exposure, interaction, and their interplay are moderated by
prior knowledge, attitude strength, and potentially other pre-search
epistemic states. These observations can serve as a foundation for
research aiming to identify strategies to overcome the risks related
to web search on debated topics, particularly for adapting such
strategies to different searchers’ needs. The dataset, containing be-
havioral data from search logs and measures of knowledge, attitude,
receptiveness to opposing views from questionnaire responses, as
well as the material used for data collection are publicly available.1

2 RELATEDWORK
Engaging with Debated Topics. Web search engines are used
to fulfill wide-ranging information needs, including complex in-
quiries that require exploration, such as researching information
about debated topics [7, 15, 24, 79]. Engaging with information
on debated topics can cause changes in individuals’ opinions and
knowledge, thus their epistemic states [22, 38]. Epistemics is an inter-
disciplinary field focusing on information processing, knowledge
behavior, and belief formation which incorporates insights from
epistemology, cognitive science, and information science, among
other disciplines [36]. Throughout this paper, we refer to user states
that are related to knowledge and opinions as user or searcher
epistemic states. Opinions on debated topics can lead to practical de-
cisions, e.g., whether to adopt vegetarianism, equally split parental
leave, or vote for a certain party. Given the substantial implications
of such decisions for individuals and society, searchers would ide-
ally engage with diverse viewpoints to become informed on the
topic, enabling them to form opinions responsibly [39, 47, 57, 59].

Interaction and Exposure Biases. For the individual, interact-
ing with information on debated topics can be challenging and af-
fected by cognitive biases, shaping their interactions with the search
system and impeding responsible opinion formation [8, 38, 57]. E.g.,
when searching about debated topics, users may prioritize protect-
ing and defending their own beliefs and values over the pursuit
of becoming informed by gaining knowledge about diverse view-
points [30, 32, 35, 52], thus interacting preferably with information
that aligns with preexisting beliefs (confirmation bias) [8, 73, 75].
Further, searchers have learned to rely on search engines andmostly

1https://osf.io/u3s5n/?view_only=86cb2495551943bd87576d9790aef3dd
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Figure 2: Exploration Overview. To gain a better understanding of web search on debated topics, we investigated RQ1, RQ2, and
RQ3, exploring relations between selected aspects of the searcher and search system, the search interaction, and the post-search
epistemic states.

interact with highly ranked search results (position bias) [34] trust-
ing the search engine to provide relevant, unbiased, and credible
information [27, 29, 54, 66]. Yet, recent research by Draws et al. [19]
has observed viewpoint-biased rankings in response to queries on
debated topics across different search engines, characterized by an
over-representation of specific viewpoints in highly ranked search
results, even in response to viewpoint-neutral queries. Search en-
gines might further amplify searchers’ interaction biases by tai-
loring the search result ranking to maximize individual relevance,
for instance, based on click rates [9, 14, 27, 67]. Such biases com-
monly remain unnoticed by searchers who, due to the opacity of
automatic filtering and ranking processes, face difficulties in de-
termining whether the provided search results are unbiased and
complete [44, 66]. Conversely, searchers were even observed to
adopt the prevailing viewpoint when exposed to SERPs with a
viewpoint-biased ranking—a phenomenon known as the Search
Engine Manipulation Effect (SEME) [22]. For search on debate top-
ics, however, Draws et al. [20] did not find evidence for an effect
of exposure bias on attitude change, but instead found that it was
linked to search interactions. For search on political topics and
news, studies indicate that although exposure plays a considerable
role in shaping interactions, individuals still tailor their interac-
tions to align with prior beliefs when faced with belief inconsistent
exposure bias [60, 65].

User Characteristics. The interaction with information on de-
bated topics can vary based on user characteristics, such as their
epistemic states and more stable user traits. For instance, the man-
ifestation of confirmation bias in an individual’s information be-
havior was found to be influenced by their attitude strength, where
those with weaker attitudes seem to be more likely to engage with
and open to processing attitude-opposing information [30, 37, 72].
Further, prior research has observed variance in web search behav-
ior depending on users’ topic knowledge [23, 41, 77, 81]. Searchers
with high topic knowledge tend to employ more efficient search
strategies [77], demonstrating a reduced susceptibility to position
bias by being more likely to click on lower-ranked items on the
SERP [41] and select items based on topic relevance and source
credibility [62]. In the context of search on debated topics, there

are only preliminary explorations on the role of prior knowledge
[59]; more conclusive insights are pending.

In addition to epistemic states, relatively stable user traits are
known to shape interactions with information on debated topics [13,
28, 40, 51]. Particularly relevant in the context of debated topics
and responsible opinion formation is the trait of receptiveness to
opposing views–defined as the willingness to access, consider, and
evaluate opposing views in an impartial manner [45].

3 METHOD
We conducted and exploratory between-subjects study to investi-
gate our research questions. All related material can be found at
the URL in Footnote 1.

3.1 Experimental Setup
To probe the dynamics of web search on debated topics, we selected
two topics from ProCon [1], a resource that presents controversial
topics and related arguments, with varying levels of controversy:
‘Should abortion be legal? ’ (highly controversial, people tend to have
strong attitudes) and ‘Is obesity a disease?’ (moderately controver-
sial, people tend to have moderate attitudes). We created a custom
SERP on which we displayed ten ranked, pre-selected, viewpoint-
annotated search results on a given topic. As in conventional SERPs,
we displayed the title and snippet for each SERP result. By click-
ing on a result searchers could access the corresponding linked
webpage.

To manipulate the exposure bias, we assigned participants to
one of three SERP ranking bias conditions, in which the results
were ranked adhering to a viewpoint ranking template: balanced,
biased supporting, and biased opposing. In the balanced condition,
participants were exposed to alternating attitude-confirming and
-opposing results. We randomly varied whether an opposing or
confirming result would be displayed on the first rank. In the biased
ranking conditions, the first six were either attitude-confirming (bi-
ased supporting) or attitude-opposing (biased opposing) search
results, followed by two neutral and two attitude-opposing or
attitude-confirming ones, respectively. By including two neutral
search results we could derive additional insights into the interplay
of exposure and interaction bias by assessing whether participants
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would invest the extra effort to interact with the two lowest-ranked
search results to learn about the underrepresented viewpoint or
engage with search results that confirm their opinion.

We selected the ten SERP results per condition from a set of
viewpoint-annotated search results that we prepared for each topic.
For this, we obtained 30 search results per topic from the Bing
API [43] which had to fulfill our inclusion criteria (no paywall,
content focuses clearly on the topic). We collected annotations (on
a 7-point Likert scale, ranging from strongly opposes to strongly
supports the topic statement) from crowd workers recruited via
Prolific [2]. Each crowd worker annotated ten search results, and
each search result was annotated by three crowd workers. To con-
trol for quality, we included two attention checks and discarded
annotations from crowd workers who failed at least one. Ultimately,
we assigned the median value of the three annotations to the search
results.

To measure prior knowledge and knowledge gain, we developed
knowledge questionnaires. Per topic, we compiled a list of 60-80
statements (technically referred to as items) based on details ex-
tracted from the Wikipedia pages on the topic (e.g., Approximately
45% of abortions conducted globally are considered unsafe, Accord-
ing to the American Medical Association, obesity is a disease). We
recruited 20 distinct crowd workers per topic to judge these items
and respond with true, false, or I don’t know labels. We discarded
items that proved to be too easy (resulting in all correct responses)
or too difficult/ambiguous (resulting in all incorrect responses). We
then created the knowledge questionnaires by selecting a subset
of items per topic that could capture participants’ knowledge re-
liably [23]. To maximize the internal reliability of the knowledge
questionnaires we randomly selected 4,000 samples of 15 items
from the remaining item pools per topic and computed Cronbach’s
𝛼 for each sample. We identified a set of 15 items per topic with
Cronbach’s 𝛼 exceeding 0.8. The knowledge questionnaires used in
our study are publicly available at the link in Footnote 1.

To measure participants’ prior attitude and attitude change,
we asked them to report their agreement with a statement on the
assigned topic (i.e., ‘obesity is a disease’, ‘abortion should be legal’) on
a 7-point Likert scale ranging from strongly disagree (-3) to strongly
agree (+3) before and after the search task, adopting the approach
used in prior research on attitude change in web search (e.g., [20, 22,
59]). We measured participants’ receptiveness to opposing views
with the 18-item self-report measure developed byMinson et al. [45]
which captures negative emotional reactions toward disagreement,
intellectual curiosity regarding opposing views, derogation of those
holding opposing views, and belief that it is inappropriate to debate
certain issues.

3.2 Procedure
We recruited participants via Prolific [2] and paid them 2.1£ (me-
dian = 8.02£/h) for their participation. They had to be at least 18
years old and proficient in English. The questionnaire responses
were collected using Qualtrics [3]. We integrated five attention
checks across the pre and post-search questionnaires, in which we
instructed participants on which response to select. All data was
collected in January 2023 with the following procedure, approved
by our institution’s ethics committee:

• Pre-Search: Given the potential sensitivity of the debated top-
ics (i.e., abortion, obesity), we named them in the opening state-
ment to allow prospective participants to make an informed
decision regarding their participation. After receiving partici-
pants’ informed consent to join the study, we randomly assigned
them to one of the two debated topics and asked them to state
their attitude on the topic (attitude strength). We then as-
signed them to one of the three SERP ranking bias conditions,
balancing the distribution of participants with different attitude
strengths across conditions. Subsequently, we asked them to fill
out the knowledge questionnaire (prior knowledge) on the
assigned topic and measured their receptiveness to opposing
views.

• Search: For the search task, we asked participants to envision
a situation in which they prepared for a mock debate with
colleagues bymaking use of the search engine to find arguments
related to the assigned topic. They could access the custom
search page and click on search results to retrieve the linked
documents, with no time limit. We logged participants’ search
interactions with the LogUI framework [42]. Specifically, we
logged click events, the ranks and viewpoints of SERP results
interacted with, and the time spent on the SERP.

• Post-Search: Following the search task, participants could
report the identified arguments in a free-text field to simulate
the completion of the search task. Further, we asked them to
complete the knowledge questionnaire (knowledge gain) and
report their attitude (attitude change) again.

3.3 Variables and Analysis
In Table 1, we describe the variables used in our study to model
relations among searcher and search system, search interaction,
and post-search epistemic states. For context on study participants,
we captured their age and gender. To explore the relations between
the searcher and search system, search interaction, and post-search
epistemic states, we computed the Pearson correlation matrix be-
tween all independent and dependent variables that we considered.
To explore searcher and search system-dependent group differences
through descriptive statistics and ANOVAs, we grouped partici-
pants according to their attitude strength (i.e., weak, moderate,
strong), the SERP ranking bias condition (i.e., balanced, biased sup-
porting, biased opposing) and categorized them into three levels
(i.e., low, moderate, high) of prior knowledge and receptiveness to
opposing views, based on the quartiles of the distribution of the re-
spective variable across all participants. We investigate differences
between these groups in search interaction (five ANOVAs: attitude-
confirming clicks, click rank deviation, number of clicks, time
on SERP, hover depth) and in post-search epistemic states (three
ANOVAs: directional attitude change, absolute attitude change,
knowledge gain). Due to the exploratory and open-ended nature
of this study, we did not set a significance threshold but present
effect sizes and p-values of the ANOVA results as indicators of
meaningful relationships that warrant further investigation with
confirmatory studies in the future. A table providing an overview
of all ANOVA results can be found at the link in Footnote 1.

27



Disentangling Web Search on Debated Topics: A User-Centered Exploration UMAP ’24, July 01–04, 2024, Cagliari, Italy

Table 1: Study Variables. Name, values, and description of the variables that we manipulated or measured. For searcher and
search system variables we used two representations, to compute correlations (numerical) and investigate group differences
(categorical).

Name Values Description

Pre-Search
Searchers
and
Search
System

SERP Ranking Bias balanced (0), biased supporting (1),
biased opposing (-1) Randomly assigned to each participant

Prior Knowledge
0 to 1

(correlations) The Proportion of correctly answered questions of the knowledge questionnaire

low, moderate, high
(group differences)

Derived from the distribution of knowledge scores across all participants, those in the lowest
quartile are categorized as having low knowledge; those in the highest quartile, high knowledge

Attitude Strength undecided (0), weak (1),
moderate (2), strong (3)

Reporting to neither agree nor disagree with a topic statement was considered
as an undecided, to somewhat agree or disagree as a weak,
to agree or disagree as a moderate, and to strongly agree or disagree as strong attitude

Receptiveness to
Opposing Views

-1 to 1
(correlations) Higher values indicate a higher receptiveness

low, moderate, high
(group differences)

Derived from the distribution of receptiveness to opposing views scores across all
participants, those in the lowest quartile are categorized as having a low receptiveness,
and the highest quartile as having a high receptiveness to opposing views

Search
Interaction

Attitude-Confirming
Clicks 0 to 1 The proportion of attitude-confirming results among the search results participants

clicked on (only for participants who clicked on one or more search results)

Click Rank Deviation 0 to 1

Deviation of the mean rank clicked from the mean rank if the participant would have
clicked the top-ranked search results, normalized by the number of clicks
(only for participants who clicked on one or more search results); A value of 1
indicates maximal deviation (the participant clicked on the lowest-ranked search results),
a value of 0 indicates no deviation (the participant clicked the top-ranked search results)

Number of Clicks 0 to 10 The number of distinct search results a participant clicked on
Time on SERP in seconds Amount of time that a participant spent on the search task in seconds
Hover Depth 0 to 10 Lowest ranked search result a participant hovered on

Post-Search
Epistemic
States

Attitude Change -6 to 2 (Directional)

The difference between the pre- and the post-search attitude; Negative values indicate an
attitude weakening or change to the opposing attitude, while positive values indicate an
attitude strengthening. Since directional attitude change could only be calculated for participants
who did not report to be undecided, the values could range between -6 (change from strongly agree
to strongly disagree or vice versa) and +2 (change from somewhat agree to strongly agree
or somewhat disagree to strongly disagree)

0 to 6 (Absolute) The absolute difference between the pre- and the post-search attitude

Knowledge Gain -1 to 1 The difference between pre and the post-search knowledge; Negative values indicate a loss
and positive values a gain of knowledge

4 RESULTS
We collected data from 280 participants, of which 25 were excluded
from the analysis since they failed at least one attention check. Of
the 255 remaining participants, 44.3% reported to be female, 54.1%
male, and 1.5% preferred not to share their gender. 49% reported to
be aged between 18 and 25, 32.5% between 26 and 35, 11% between
36 and 45, 5.9% between 46 and 55, 0.8% between 56 and 65, and
0.8% more than 65 years old.

We aimed for equal distribution of participants across topics
and SERP ranking bias conditions: 124 participants were assigned
to ‘should abortion be legal’ and 131 to ‘is obesity a disease’, and
83 to 86 participants were assigned to each of the SERP ranking
bias conditions. Amongst the 255 participants, we observed a mean
(M) attitude strength of 1.8 with a standard error (SE) of 0.06, a
mean prior knowledge of 0.54 (𝑆𝐸 = 0.01), and a mean receptiveness
to opposing views of 0.06 (𝑆𝐸 = 0.02) with no differences in all
three variables between the three SERP ranking bias conditions.
Participants, on average, clicked on 2.76 (𝑆𝐸 = 0.16) search results
and spent 7 min 1 sec (𝑆𝐸 = 29.8𝑠𝑒𝑐) on the search page.

Due to varying search interactions, dependent variables were
not always applicable across all participants (e.g., confirmation bias
was not applicable for participants who did not click on any search
result). Thus, we considered different subsets of participants de-
pending on the dependent variable of interest, detailed in Table 2.
Similarly, the direction of SERP ranking bias (supporting, opposing)
cannot be defined for participants who reported to be undecided
when asked for their attitude (𝑛 = 19). However, to advance our
understanding of SEME, we explored the attitude change of unde-
cided participants who were exposed to a biased SERP (𝑛 = 13, see
Table 5).

4.1 Search Interaction
Attitude-Confirming Clicks. We observed weak to moderate correlations

between the proportion of attitude-confirming clicks and SERP ranking
bias (𝑟 = 0.49, 𝑝 < .001), prior knowledge (𝑟 = −0.16, 𝑝 = .033), and atti-
tude strength (𝑟 = 0.27, 𝑝 < .001) (Table 3). Exploring group differences
with an ANOVA, we found variations depending on the SERP ranking
bias; 𝐹 (2, 107) = 33.74, 𝑝 < .001, 𝑓 = 0.79, with participants exposed
to a SERP with an attitude-supporting ranking bias clicking on a higher

28



UMAP ’24, July 01–04, 2024, Cagliari, Italy Alisa Rieger, Suleiman Kulane, Ujwal Gadiraju, and Maria Soledad Pera

Table 2: Subsets of participants considered in the data analysis per dependent variable, since they can only be calculated for
participants who fulfilled the requirements. Participants who reported undecided attitudes (𝑛 = 19) were excluded from this
analysis due to the inability to determine the direction of SERP ranking bias for this group.

Dependent Variables Requirements n

Attitude-Confirming Clicks, Click Rank Deviation Number of clicks > 0, Attitude Strength > 0 176
Attitude Change, Number of Clicks, Time on SERP,
Hover Depth, Knowledge Gain Attitude Strength > 0 236

Table 3: Correlation matrix off all aspects we captured of the searcher and search system,search interaction,and post-search
epistemic states, based on participants who had complete data rows (𝑛 = 176). Positive correlations exceeding 0.1 are colored
blue; negative ones below -0.1 red. Color shades indicate the correlation strength with light shades for weak (0.1 to 0.24) and
dark shades for moderate (0.25 to 0.49) correlations. Coefficients are bolded if 𝑝 < .05.

1. 2. 3. 4. 5. 6. 7. 8. 9. 10. 11. 12.
1. SERP ranking bias 1.00
2. Prior Knowledge 0.02 1.00
3. Attitude Strength 0.09 0.02 1.00
4. Receptiveness opp. Views 0.04 -0.09 -0.04 1.00
5. Attitude-Confirming Clicks 0.49 -0.16 0.27 0.12 1.00
6. Click Rank Deviation -0.37 0.06 -0.03 0.02 -0.19 1.00
7. Number of Clicks -0.02 0.14 -0.03 -0.02 -0.14 0.07 1.00
8. Time on SERP -0.02 0.03 -0.06 0.02 0.04 -0.04 0.09 1.00
9. Hover Depth -0.30 0.18 -0.08 -0.02 -0.22 0.39 0.26 0.10 1.00
10. Attitude Change (dir) -0.06 0.16 -0.03 0.01 0.30 0.07 0.08 0.00 0.08 1.00
11. Attitude Change (abs) -0.02 0.05 -0.38 -0.01 -0.30 0.02 0.08 0.05 0.02 -0.41 1.00
12. Knowledge Gain 0.02 -0.26 -0.07 0.00 0.12 -0.07 0.04 0.07 -0.07 -0.04 0.08 1.00

proportion of attitude-confirming results (𝑀 = 0.72, 𝑆𝐸 = 0.03) than par-
ticipants exposed to a SERP with a balanced ranking (𝑀 = 0.6, 𝑆𝐸 = 0.02)
or an attitude-opposing ranking bias (𝑀 = 0.28, 𝑆𝐸 = 0.03). Further, we ob-
served differences depending on the attitude strength; 𝐹 (2, 107) = 6.97, 𝑝 =

.001, 𝑓 = 0.36, with those who reported having a strong attitude prior
to the search clicking on a higher proportion of attitude-confirming re-
sults (𝑀 = 0.66, 𝑆𝐸 = 0.03) than those who reported having a moderate
(𝑀 = 0.54, 𝑆𝐸 = 0.03) and weak attitude (𝑀 = 0.42, 𝑆𝐸 = 0.03) (see Fig-
ure 3, A). The ANOVA moreover revealed variations depending on the
level of prior knowledge; 𝐹 (2, 107) = 4.11, 𝑝 = .019, 𝑓 = 0.28, with partici-
pants with low prior knowledge clicking on a higher proportion of attitude-
confirming search results (𝑀 = 0.66, 𝑆𝐸 = 0.03) than participants with mod-
erate (𝑀 = 0.51, 𝑆𝐸 = 0.03) and high (𝑀 = 0.46, 𝑆𝐸 = 0.03) prior knowledge
(see Figure 3, B). Lastly, the results indicate an interaction effect between
attitude strength and ranking bias; 𝐹 (4, 107) = 3.27, 𝑝 = .014, 𝑓 = 0.35.

Click Rank Deviation. As captured in Table 3, we saw amoderate negative
correlation between the SERP ranking bias and click rank deviation (𝑟 =

−0.37, 𝑝 < .001). This difference between SERP ranking bias conditions was
supported by a between groups ANOVA; 𝐹 (2, 107) = 15.22, 𝑝 < .001, 𝑓 =

0.53), indicating a higher click rank deviation (i.e., participants clicked on
lower-ranked search results) for those exposed to a SERP with an attitude-
opposing ranking bias (𝑀 = 0.54, 𝑆𝐸 = 0.03) than for those exposed to a
balanced ranking (𝑀 = 0.32, 𝑆𝐸 = 0.02) or an attitude-supporting ranking
bias (𝑀 = 0.27, 𝑆𝐸 = 0.02). The ANOVA also revealed a SERP ranking
bias and attitude strength interaction; 𝐹 (4, 107) = 3.26, 𝑝 = .014, 𝑓 =

0.35, where the click rank deviation was lower for participants with strong
attitudes compared to those with weak attitudes (Δ = −0.24) if they were
exposed to a SERP with an attitude-supporting ranking bias, but higher
(Δ = +0.14) if exposed to a SERP with an attitude-opposing ranking bias
(see Figure 3, C).

Number of Clicks, Time on SERP, Lowest Rank Hovered. We saw a mod-
erate negative correlation between SERP ranking bias and hover depth
(𝑟 = −0.3, 𝑝 = .008) (see Table 3). Our data did not reveal any correla-
tions between attributes of the searcher and search system and the num-
ber of clicks and time spent on the SERP. When exploring group differ-
ences designated by attributes of the searcher and search system with
ANOVAs, we found that participants’ number of clicks varied depending on
interactions of the SERP ranking bias with participants’ attitude strength;
𝐹 (4, 163) = 2.73, 𝑝 = .031, 𝑓 = 0.26, as well as their knowledge; 𝐹 (4, 163) =
3.06, 𝑝 = .018, 𝑓 = 0.27. The lowest ranked result that participants hovered
on varied with the SERP ranking bias; 𝐹 (4, 161) = 4.65, 𝑝 = .011, 𝑓 = 0.24.
Further, we saw that this effect of the SERP ranking bias was moderated by
participants’ attitude strength; 𝐹 (4, 161) = 2.78, 𝑝 = .028, 𝑓 = 0.26.

4.2 Post-Search Epistemic States
Attitude Change. We found a weak positive correlation between partici-

pants’ prior knowledge and their directional attitude change (𝑟 = 0.16, 𝑝 =

.045) and a moderate negative correlation between attitude strength and
absolute attitude change (𝑟 = −0.38, 𝑝 < .001) (Table 3). We also noticed
moderate correlations between participants’ attitude-confirming clicks and
their directional (𝑟 = 0.3, 𝑝 < .001) and absolute (𝑟 = −0.3, 𝑝 < .001)
attitude change.

The ANOVA exploring group differences revealed a second-order interac-
tion of SERP ranking bias, participants’ knowledge, and their receptiveness
to opposing views for directional attitude change; 𝐹 (7, 163) = 2.55, 𝑝 =

.016, 𝑓 = 0.33. When considering absolute attitude change, an ANOVA
showed group differences depending on participants’ attitude strength;
𝐹 (2, 163) = 16.81, 𝑝 < .001, 𝑓 = 0.45: those with weak (𝑀 = 0.79, 𝑆𝐸 =

0.05) and moderate attitudes (𝑀 = 0.65, 𝑆𝐸 = 0.07) were more likely to
change their attitudes, whereas those with strong attitudes were highly
unlikely to change their attitudes (𝑀 = 0.08, 𝑆𝐸 = 0.03) (Figure 3, E).
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Figure 3: Mean proportion of attitude-confirming clicks (A, B), mean click rank deviation (C, D), mean attitude change (dir)
(E, F), and mean knowledge gain (G, H) per SERP ranking bias condition for different levels of attitude strength and prior
knowledge with 95% confidence intervals. Note that we use line plots to illustrate interaction effects.
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Table 4: Attitude change of opinionated participants (𝑛 = 236)

Proportion per SERP ranking biasAttitude Change supporting opposing balanced
changed to opposing 0.12 0.04 0.06
renounced 0.03 0.07 0.04
strengthened 0.17 0.22 0.2
weakened 0.04 0.06 0.05
unchanged 0.64 0.62 0.65

Table 5: Attitude change of undecided participants in biased
SERP ranking conditions (𝑛 = 13)

Attitude Change Proportion
still undecided 0.38
adopted majority viewpoint 0.31
adopted minority viewpoint 0.31

For absolute attitude change, an interaction of the SERP ranking bias and
participants’ knowledge was found; 𝐹 (4, 163) = 2.75, 𝑝 = .03, 𝑓 = 0.26
(Figure 3, F).

We investigated the proportions of participants who adopted themajority
viewpoint amongst the high-ranked SERP results. We did not find evidence
for SEME since the proportion of participants who changed their attitude
towards the opposing attitude was lower for those exposed to a search page
with attitude-opposing (4%) than for attitude-supporting ranking bias (12%)
and balanced ranking (6%) (see Table 4). Additionally, we explored attitude
change for participants who reported being undecided before the search
task and were exposed to a viewpoint-biased SERP (𝑛 = 13). In this group,
the same proportion of participants (31%) adopted the majority viewpoint
as the minority viewpoint (see Table 5).

Knowledge Gain. We found a moderate negative correlation between par-
ticipants’ level of prior knowledge and their knowledge gain (𝑟 = −0.26, 𝑝 <

.001). An ANOVA alludes to differences between participants with varied
levels of both prior knowledge; 𝐹 (2, 163) = 9.69, 𝑝 < .001, 𝑓 = 0.34, and
attitude strength; 𝐹 (2, 163) = 3.28, 𝑝 = .04, 𝑓 = 0.20. Participants with low
prior knowledge gained knowledge (𝑀 = 0.07, 𝑆𝐸 = 0.009), those with high
prior knowledge did not (𝑀 = −0.02, 𝑆𝐸 = 0.005) (see Figure 3, H). Further,
participants with strong prior attitudes were less likely to gain knowledge
(𝑀 = 0.0, 𝑆𝐸 = 0.008) than those with moderate (𝑀 = 0.04, 𝑆𝐸 = 0.008) and
weak attitudes (𝑀 = 0.03, 𝑆𝐸 = 0.008) (see Figure 3, G).

5 DISCUSSION
Reflecting on this exploratory user study, we discuss and contextualize key
findings and their implications, as well as acknowledge limitations and
outline avenues for future work.

Confirmation and Position Bias. Our data revealed that confirma-
tion bias was strongest in participants with low knowledge or strong at-
titudes. Both confirmation and position bias were affected by the SERP
ranking, where participants exposed to an attitude-supporting ranking
bias displayed higher confirmation and position bias than those exposed
to attitude-opposing ranking bias. Participants in the attitude-opposing
ranking bias condition tended to click on lower-ranked results, and the
proportion of clicks on attitude-confirming results, while diminished, was
still substantial. This suggests that participants deliberately sought not only
results that were not attitude-opposing (i.e., neutral results) but more so,
attitude-confirming results within the lowest ranks of the SERP. In con-
trast, those exposed to attitude-supporting ranking bias engaged less with

low-ranked results. From this, we infer that the desire to find information
confirming prior attitudes (confirmation bias), rather than to explore diverse
perspectives, caused this behavior in participants in the attitude-opposing
ranking bias condition. This aligns with previous findings on search interac-
tions being not only shaped by algorithms, determining exposure through
selection and ranking but also by users, tailoring interaction to maintain
prior beliefs [60, 65]. Yet, Robertson et al. [60] state that this does not imply
that exposure biases are less concerning than previously suggested, but that
they might cause more indirect effects, persistently over time. Furthermore,
our results point towards a potential risk arising from attitude-supporting
as opposed to attitude-opposing exposure bias; while attitude-supporting
ranking bias does not manipulate individuals into changing their attitudes
(i.e., SEME), it amplifies their interaction biases, thus hindering responsible
opinion formation.

Answering RQ1, we found that searcher and system attributes signif-
icantly shape search interaction, with confirmation bias being strongest
in participants with low knowledge or strong attitudes, as well as those
exposed to an attitude-confirming ranking bias, and position bias being
weakest for participants who were exposed to an attitude-opposing rank-
ing bias. Although exposure bias considerably influences search behavior,
confirmation bias drives user interaction to somewhat diminish the impact
of attitude-opposing, but not attitude-supporting, exposure bias.

Attitude Change & Knowledge Gain. A salient trend regarding at-
titude change showed that participants with strong prior attitudes were
highly unlikely to change their attitude, regardless of viewpoint exposure
biases or prior knowledge levels. SERP ranking bias, on the other hand,
does not seem to affect attitude change. When exploring attitude change in
a more nuanced manner, by comparing the prevalence of different attitude
change categories across the SERP ranking bias conditions, we did not find
evidence of attitude change that would indicate an effect of exposure bias
like SEME. Across SERP ranking bias groups, most participants maintained
their initial attitude, not aligned with the observations reported by Epstein
and Robertson [22]. However, in this study, the authors considered attitude
change for voting decisions, by investigating the impact of search results
that favored one candidate in an election over a different candidate. Strong
attitudes on debated topics are often rooted in stable moral values [32]
and might be less prone to change than election decisions that were found
to be impacted by less stable candidate qualities [12]. Drawing from our
findings, we infer that the impact of exposure biases on searchers’ attitudes
towards debated topics, as well as search interactions, is likely mediated by
nuanced pre-search epistemic states related to users’ attitudes, such as their
importance,moral conviction, or certainty [32, 37, 71]. Interestingly, our data
indicated that participants with strong attitudes were less likely to gain
knowledge than those with moderate and weak attitudes. Corroborating
similar findings from prior work, participants with relatively high prior
knowledge were less likely to gain more knowledge [23, 61].

Addressing RQ2, we discovered that searchers’ attitude strength and
prior knowledge, but not exposure effects, impact attitude change and
knowledge gain. Searchers with relatively strong attitudes were less in-
clined to change their attitudes and were less likely to gain new knowledge,
as did searchers with relatively high prior knowledge. Regarding RQ3, our
results showed that attitude change is linked to the level of confirmation
bias, with position bias or search effort having no significant impact. Specif-
ically, individuals who exhibited higher confirmation bias in their search
interactions were less likely to change their attitudes compared to those
with lower confirmation bias. Similar to observations by Draws et al. [20],
these findings suggest that the influence of search results on attitude change
is primarily driven by selective user interaction rather than mere exposure.
These observations expand on previous findings on the searcher-system
interplay of exposure and interaction, revealing not only its impact on
search behavior but also on attitude change. Our study did not uncover any
evidence indicating that search interaction influenced knowledge gain.
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Additional Observations.We noted first- and second-order interaction
effects on aspects of the searcher and search system on search interac-
tion and post-search epistemic states. We found interaction effects of SERP
ranking bias and attitude strength on attitude-confirming clicks, click rank
deviation, number of clicks, and hover depth, and interaction effects of
SERP ranking bias and prior knowledge on the number of clicks and atti-
tude change. Although our sample size was not sufficient to capture further
higher-order interactions, we interpret these effects as indicators that ex-
posure effects on search interaction as well as post-search epistemic states
are likely shaped by prior knowledge and attitude. This underlines the
need to investigate the role of more nuanced pre-search epistemic states
related to searchers’ attitudes in web search on debated topics, such as their
importance, moral conviction, or certainty [32, 37, 71].

Apart from a second-order interaction effect on directional attitude
change, we did not see any relations of searchers’ receptiveness to opposing
views to their search interaction and post-search epistemic states. This might
be due to the focus of this user trait on engagement with and interpretation
of information in the context of passive exposure [45]. However, individuals
tend to turn to web search when actively seeking for information on a topic
(locate, select, and access sources) [63]. Given the important role of active
user interaction choices as opposed to passive exposure, a user trait that
captures not only their receptiveness, but also whether they tend to actively
seek out information with opposing views likely plays a more prominent
role in search on debated topics (e.g., intellectual humility [25, 50, 55]).

5.1 Implications
In our study, we observed that viewpoint biases in exposure and interaction
shape web search on debated topics and impede searchers from closing their
knowledge gaps on the topic. Our data did not indicate a direct relation
between exposure bias and attitude change. In particular, we did not observe
a shift towards the opposing attitude in conditions of attitude-opposing
ranking bias, i.e. SEME, as was previously reported [22]. However, when
aiming for search interactions that enable responsible opinion formation,
our findings show that we should place equal or even greater emphasis
on the effects of exposure bias aligned with user attitudes. Participants
who were exposed to attitude-supporting ranking bias exhibited particu-
larly high confirmation and position bias and, in turn, a low likelihood
of engaging with attitude-opposing results, behavior that impedes well-
informedness and responsible opinion formation. Yet, from the perspective
of search engines that optimize for user satisfaction, their behavior of en-
gaging primarily with highly-ranked result could be interpreted as a signal
for well-tailored relevance criteria [4, 33]. This underscores that, when
dealing with debated topics, personalization by optimizing relevance cri-
teria with the objective of increasing satisfaction of the individual user
can reinforce their biases [9, 11], and thus hinder engagement with diverse
viewpoints [26, 57].

Recently, there have been calls for improved search systems that provide
better support for complex information needs [64, 66]. During search on de-
bated topics, searchers could be better supported in closing their knowledge
gaps and engaging with diverse viewpoints [26, 57]. Given the role of user
interaction noted in this and other studies [20, 60, 65], approaches that aim
to provide better support for complex information needs should not only
facilitate access to diverse viewpoints but prompt and empower searchers to
productively interact with results that advance their level of informedness.
Our findings of knowledge- and attitude-related differences suggest that for
such interventions to effectively support productive searches on debated
topics, they would likely need to be personalized. This raises the question
on which searchers would benefit from what kind of support and when.

Individuals with strong attitudes and limited knowledge, who, accord-
ing to our observations, exhibited the most pronounced confirmation bias,
might need interventions that motivate engagement with attitude-opposing

results (e.g., warning labels [59]) but prove to be challenging to reach, re-
gardless of the intervention. Individuals with high prior knowledge, on the
other hand, exhibited low interaction bias. Yet, they might have interacted
with attitude-opposing results to counter-argue and discount their content
[17, 68], instead of objectively assessing it to close knowledge gaps. These
searchers might not require support to interact with attitude-opposing infor-
mation but instead to objectively assess their content (e.g., boosting strate-
gies for informed search [10] or intellectual humility [55, 56]). While these
findings of knowledge- and attitude-related differences suggest the need
for personalized interventions to support search for responsible opinion
formation, such interventions would require data on an individual’s views,
raising privacy concerns. Consequently, this would have to be approached
in a privacy-aware manner, e.g., by ensuring that users can understand and
control what shapes their user model and how it affects the information
environment [70].

While this study focuses on web search, understanding the effects of ex-
posure, interaction, and their interplay is highly relevant to similar domains
of web interactions with information that can impact individuals’ opinions,
such as news recommenders, social media platforms, or discussion forums.
Recent research on how individuals from Gen Z (born between 1997 and
2012) engage with information online revealed that they tend to encounter
rather than actively search for information and that their interactions are
strongly driven by social motivations rather than by truth-seeking [31].
However, Hassoun et al. [31] remarked that Gen Z highly values informa-
tion sensibility which the authors define as a socially-informed awareness of
the value of information encountered online. This could serve as a motivating
factor for cultivating web interactions for responsible opinion formation.

5.2 Caveats, Limitations, and Future Work
As with all empirical and exploratory research, our study is not without
limitations. We framed the information search task in a single search session
with preselected, viewpoint-annotated SERP results and focused on partic-
ipants’ clicking behavior. Factors such as querying, query refinement, or
multiple search sessions were beyond the scope of this work. Nonetheless,
the qualitative feedback we collected was mostly positive and did not indi-
cate any frustration regarding the restricted interaction options. Although
we considered two topics to represent different levels of controversy, we
plan to consider diverse tasks and additional topics to enhance the scope
of generalizability of our findings. Future research should also gauge the
long-term impact of the search session on attitude, knowledge, and decision-
making by conducting confirmatory follow-up studies, enabling a more
realistic search process, expanding the range of topics and tasks examined,
and investigating mediating effects of search interaction measures.

Cognitive biases arising from the task design of crowdsourced user stud-
ies can negatively impact data quality [21]. We assessed potential biases in
our study with the Cognitive Biases Checklist by Draws et al. [18], identify-
ing that various cognitive biases could have affected the search interaction
data by causing participants to diverge from their usual behavior in a real
search setting. The pre-search knowledge questionnaire might have caused
anchoring effects by leading participants to search for answers to the knowl-
edge questions they encountered. Further, the time invested in filling the
pre-search questionnaires could have resulted in a sunk cost fallacy of stick-
ing to and rushing through the task to receive the final reward, even though
participants may not be genuinely interested in the search task. To counter
this potential bias, we encouraged genuine behavior within the search task
with an added incentive of a bonus payment if they successfully identified
three high-quality arguments in the search session.

We used knowledge questionnaires to capture the general depth of knowl-
edge among searchers. However, we came to realize that one-dimensional
knowledge questionnaires that capture the depth of topic knowledge do not
suffice to measure informedness in the context of debated topics. We plan
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to broaden the scope of our measures to include the breadth of knowledge,
i.e., encompassing knowledge about different viewpoints.

6 CONCLUSIONS
We presented the results of our user study to explore the relations between
attributes of the searcher and search system, search interaction, and user
post-search epistemic states—a first step towards developing a comprehen-
sive and user-focused understanding of web search on debated topics. Our
insights can inform the design of interventions that support responsible
opinion formation. We observed that search interaction was shaped by
search system exposure, attitude strength, and prior knowledge. Attitude
change was not directly influenced by search system exposure but instead
by participants’ confirmation bias and their initial attitude strength. Our
findings suggest that the effects of exposure and interaction biases, as well
as their interplay on post-search epistemic states, likely depend on nuanced
epistemic states related to searchers’ attitudes. The knowledge and attitude-
dependent differences suggest that interventions to support fruitful search
interactions likely require privacy-conscious personalization, adapting the
intervention to users’ pre-search epistemic states. These insights further
underscore that customizing search rankings based on implicit feedback to
enhance user satisfaction can have harmful repercussions in the context of
debated topics, as it is prone to cultivate attitude-supporting exposure bias,
thereby reinforcing confirmation bias and hindering responsible opinion
formation. Our findings could extend to other web interactions involving
exposure to algorithmically curated information that has the potential to
influence opinions, such as interactions on social media platforms or with
news recommender systems. This is particularly of interest in the era of
transition from the traditional linear information journey—from queries
to answers—to more fluid and socially-oriented journeys that alternate
between information-encountering and information-seeking [31].
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