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Abstract

Vulnerability prioritization in financial infrastructure depends on both public vulnerability signals and
organization-specific context, such as affected assets, ownership, exposure, compliance status, and
remediation constraints. Generic LLM-based systems can help analysts summarize and explain such
information, but their direct use in regulated security workflows raises concerns about grounding, trace-
ability, reliability, and control.

This thesis designs and evaluates a context-aware orchestration framework for LLM-supported vulner-
ability prioritization. The framework separates deterministic enterprise-data retrieval from LLM-based
synthesis. For each analyst query, predefined workflows retrieve and join relevant vulnerability, asset,
ownership, exposure, and compliance records, prune unnecessary metadata, and validate the gener-
ated output before presenting it as analyst-facing decision support.

The framework was evaluated against an autonomous-agent baseline in a controlled offline proof-of-
concept environment using an approved static production-derived CSV snapshot from selected opera-
tional security systems. The benchmark covered 14 questions across three vulnerability-management
use cases: contextual asset triage, risk justification, and remediation guidance. The parametric frame-
work achieved a mean weighted accuracy of 98.4%, compared with 90.0% for the autonomous baseline,
with the largest difference in contextual asset triage. It also consumed fewer tokens and showed less
degradation under stochastic workflow noise.

The results suggest that constrained, context-aware orchestration can improve grounding, traceabil-
ity, robustness, and operational efficiency for structured vulnerability-prioritization tasks. The findings
should be interpreted as proof-of-concept evidence for the selected benchmark, not as evidence of
production-scale deployment performance.

Keywords: vulnerability prioritization; large language models; context-aware orchestration; retrieval-
augmented generation; financial cybersecurity; analyst decision support
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Introduction

This chapter introduces the motivation, problem formulation, and objectives of this study. First, it ex-
plains why vulnerability prioritization in financial infrastructure requires an organization-specific context
in addition to public vulnerability indicators. Second, it characterizes the problem addressed by the
thesis, identifies the main research question and sub-questions, summarizes the contributions, and
describes the scope and organization of the subsequent chapters.

1.1. Background and Motivation

Financial institutions must remediate software vulnerabilities in large and heterogeneous IT infrastruc-
tures. This thesis defines vulnerability prioritization as the selection of remediation actions to be per-
formed first by integrating technical information about vulnerabilities with the organizational context.
This task is challenging because security staff must respond rapidly to an increasing volume of dis-
closed vulnerabilities while managing limited capacity for remediation, continuity of service, and risk
that vulnerable systems may support critical business functions [1], [2]. The prioritization problem is
part of a broader European threat landscape in which ransomware, availability attacks, and threats to
data continue to be major concerns for operators of critical digital services [3]. The relevance of this
problem is especially pronounced for financial infrastructure, as ENISA’s finance-sector threat land-
scape identifies financial organizations as a major target within the observed threat environment [4].

Traditional vulnerability management relies heavily on public-vulnerability signals. The Common Vulner-
ability Scoring System (CVSS) provides a standardized severity score, whereas the Exploit Prediction
Scoring System (EPSS) estimates the likelihood that a vulnerability will be exploited in the field [5], [6].
Known exploitation sources, such as the CISA Known Exploited Vulnerabilities (KEV) catalog, provide
further evidence that a particular vulnerability is being exploited by attackers [7]. These signals are valu-
able, but they do not fully answer the operational question faced by security teams: which vulnerability
should be remediated first in this specific organization?

The missing component of business context includes information that influences the urgency of reme-
diation, such as asset criticality, ownership, degree of exposure to the network, patterns of interdepen-
dencies, type of business function, availability of periods for maintenance, and use of compensating
controls. The implementation of compensating controls reduces but does not eliminate the risk associ-
ated with a particular vulnerability. Consequently, the appropriate response to the same vulnerability on
an isolated test server differs substantially from that required for the same vulnerability on an Internet-
facing server that provides a critical banking service. Therefore, vulnerability prioritization is not only a
technical scoring problem but also a contextual decision-support problem [8], [9].

Large Language Models (LLMs) create new opportunities for this type of decision support. LLMs can
generate concise summaries of descriptions of vulnerabilities, explain the results of technical inves-
tigations, and convey information to security analysts and remediation personnel in a more readily
understandable format. However, generic LLM-based systems require substantial adaptation to en-
sure their correct use in enterprise security workflows. They require grounding, which in this thesis
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means that the generated outputs should be based on retrieved and inspectable evidence rather than
on unsupported model assumptions. Without grounding, an LLM may generate seemingly plausible but
factually incorrect assertions concerning exploitability, exposure, ownership, or compliance status [10],
[11].

This limitation is particularly important in regulated financial settings. Decision support for analysts
must remain transparent, constrained, and consistent with organizational policies. Requirements for
regulation and governance also limit which data may be processed, where it may be processed, and
to what degree an Al-based system may operate autonomously in security processes [2], [12]. Con-
sequently, an LLM cannot simply be connected to enterprise data sources and permitted to operate
without constraints. Instead, the architecture of the system must control the types of information re-
trieved, the manner in which that information is organized, and the conditions under which probabilistic
inference is permitted.

1.2. Problem Statement

The direct application of generic LLM-based systems to enterprise vulnerability prioritization is con-
strained by three engineering challenges.

First, generic LLMs lack access to the internal metadata required to convert public information about
vulnerabilities into organization-specific risk interpretations. This results in a semantic gap in which sig-
nals describing the technical properties of a vulnerability are insufficient to support decisions requiring
knowledge of affected assets, ownership, exposure, compliance status, and business function.

Second, enterprise security data is generally too large and heterogeneous to permit direct insertion into
a prompt. Many fields of raw records for configuration management, vulnerability scans, compliance
assessments and asset ownership are irrelevant to a specific analyst task. Excessive inclusion of
context increases costs, latency, and consumption of tokens [13] and does not necessarily improve the
use of relevant information.

Finally, the application of probabilistic Al techniques to prioritize vulnerabilities in a financial environ-
ment requires mechanisms for traceability and control. Retrieval-augmented generation can ground
model outputs in external evidence [14], but retrieval pipelines can fail during retrieval, augmentation,
or generation [15]. Tool-use approaches, such as Toolformer and ReAct, demonstrate that LLMs can
interface with external components but must be appropriately constrained for application to enterprise
security workflows [16], [17]. These limitations suggest the need for controlled methods of data retrieval,
integration, and validation, rather than unconstrained interaction with an Al model.

This thesis addresses these challenges by designing and evaluating a context-aware orchestration
framework. In this study, context-aware orchestration refers to the controlled coordination of data
retrieval, metadata pruning, LLM-based reasoning, and output validation for vulnerability prioritiza-
tion. The goal is not to automate patching or remediation execution but to provide analysts with well-
supported, traceable, and operationally useful assistance for prioritizing vulnerabilities.

1.3. Thesis Objective and Research Questions

The objective of this thesis is to design, implement, and evaluate a context-aware orchestration frame-
work for vulnerability prioritization in financial infrastructure. The framework integrates information from
heterogeneous sources to generate compact, task-specific representations of the enterprise context
and applies LLM-based reasoning only after appropriate evidence has been identified and integrated.

The result is a security analyst decision-support system that helps answer questions such as which
assets are affected by a vulnerability, why a particular vulnerability should receive priority in a given
environment, and what information should be conveyed to asset owners to support remediation ac-
tions. The performance of this framework is assessed for three representative activities of vulnerability
management: contextual asset triage, risk justification, and remediation guidance.

What differentiates this thesis from prior approaches is not the development of an additional vulnerability
score or standalone LLM prompt but the design and evaluation of a governance-aware orchestration
architecture for vulnerability prioritization. Previous studies have addressed vulnerability scoring, re-
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trieval augmentation, LLM tool integration, and Al governance as distinct concerns. In contrast, this
framework integrates these concerns into a single decision-support pipeline. Deterministic retrieval
and processing of enterprise data, followed by bounded LLM-based synthesis, support an architecture
that aligns with the constraints of regulated financial-security workflows.

The main research question of this thesis is as follows:

MRQ: How can LLM-supported vulnerability prioritization be made grounded, efficient, and
operationally usable in a regulated financial environment?

This main question is addressed through the following sub-questions:

RQ1: How can heterogeneous security and organizational data be selectively retrieved and transformed
into context usable for vulnerability prioritization?

RQ2: How well does the proposed orchestration framework perform on representative vulnerability-
management tasks in terms of accuracy, operational overhead, estimated correction effort, and
operational cost?

RQ3: Which architectural safeguards are required to make LLM-supported vulnerability prioritization
usable in a regulated financial environment?

RQ1 addresses the challenges of data and context construction. RQ2 assesses the effectiveness of
the proposed framework in terms of quantifiable metrics of system performance and cost. In this study,
operational overhead is measured using proxy metrics, including tool invocations, token consumption,
response latency, and projected review or correction costs. This evaluation does not include a user
study and therefore provides no direct measure of analyst workload, cognitive effort, level of trust, or
degree of acceptance. RQ3 identifies architectural requirements for application in a regulated financial
environment, including requirements for traceability, control of data boundaries, validation, and levels
of human supervision.

1.4. Contributions
This thesis makes four main contributions.

1. A context-aware orchestration framework that combines deterministic enterprise-data retrieval
with bounded LLM-based reasoning for vulnerability prioritization.

2. A selective metadata extraction and normalization approach for integrating heterogeneous infor-
mation from vulnerability records, asset metadata, ownership data, and compliance context.

3. An implementation and evaluation of the framework across three representative vulnerability-
management scenarios: contextual asset triage, risk justification, and remediation guidance.

4. A discussion of the operational limits of LLM-supported vulnerability prioritization and the role of
analyst oversight in regulated financial environments.

These combined efforts position this thesis as an applied systems engineering investigation of the
governance-aware orchestration of large language models for vulnerability prioritization. The central
contribution is the integration of retrieval control, contextual pruning, output validation, and analyst-
oriented synthesis, rather than reliance on any individual scoring rule, prompt template, or isolated
retrieval method.

1.5. Scope and Thesis Outline

The scope of this thesis is restricted to analyst-facing decision support. The framework does not auto-
matically apply patches, modify configurations, invoke incident-response procedures, or execute reme-
diation workflows. Instead, it supports vulnerability prioritization by retrieving relevant context, structur-
ing evidence, and generating analyst-facing explanations.

The implementation was evaluated in a bounded proof-of-concept setting using selected server-side
vulnerability-management scenarios and an approved static production-derived CSV snapshot. The
snapshot contained selected vulnerability, asset, and compliance records obtained from operational
systems, with identifying fields partially obscured for confidentiality while preserving the relationships
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required for evaluation. The system was not connected to live production databases, scanners, CMDB
systems, compliance platforms, or production servers during benchmark execution. Therefore, the
findings should be interpreted as evidence from a controlled offline benchmark rather than as evidence
of production-scale deployment performance.

The remainder of this thesis is structured as follows. Chapter 2 discusses background and related work.
Chapter 3 defines the requirements and evaluation approach. Chapter 4 presents the architecture of the
proposed framework. Chapter 5 describes the proof-of-concept implementation. Chapter 6 evaluates
the framework across the selected use cases. Chapter 7 discusses the results, limitations, and trade-
offs. Finally, Chapter 8 concludes the thesis and outlines directions for future work.



Background and Related Work

This chapter provides the technical and regulatory context necessary to position the proposed frame-
work. It begins with a discussion of conventional vulnerability management and the shortcomings of
severity-based prioritization. It then describes context-aware prioritization, the application and limita-
tions of large language models in cybersecurity, retrieval-augmented generation and orchestration, and
the requirements for financial system governance. Finally, it identifies the research gap addressed by
this study.

2.1. Traditional Vulnerability Management

Vulnerability management is the process of identifying, assessing, prioritizing, and remediating weak-
nesses in software and infrastructure. In large enterprise environments, this process is not a one-time
technical activity but rather a continuous operational practice. Security teams must respond to newly
disclosed vulnerabilities across heterogeneous assets while working within limited remediation capac-
ity, service availability constraints, and operational risk requirements. This challenge is particularly
significant in the regulated financial environment. In these settings, vulnerable systems may support
critical business operations and must be managed in accordance with the requirements for resilience,
operational control, and cybersecurity compliance [1], [18].

The Common Vulnerabilities and Exposures (CVE) system provides standardized identifiers for publicly
known vulnerabilities [19]. These identifiers allow vulnerabilities to be referenced consistently across
scanners, advisories, vulnerability databases and remediation workflows. However, CVE identifiers do
not by themselves express the severity, exploitability, or organizational impact of a vulnerability. For this
reason, CVE information is commonly combined with additional scoring and prioritization mechanisms.

Additional methods for scoring and prioritizing vulnerabilities are routinely applied in practice. The use
of the Common Vulnerability Scoring System is one of the most widely used approaches for communi-
cating the severity of vulnerabilities [5], [20]. CVSS version 4.0 includes several groups of metrics that
describe the technical characteristics of vulnerabilities and permit comparisons between vulnerabilities.
This system is well-suited for the initial classification and reporting of vulnerabilities. However, it does
not represent a complete assessment of the risk to an organization.

The explicit treatment of the Common Vulnerability Scoring System as a measure of severity, rather
than of overall risk, further supports the need for integration with information specific to an organiza-
tion [21]. Even when environmental metrics are available, the practical use of CVSS still depends on an
organization-specific interpretation. A severity score alone does not automatically determine whether
a vulnerability is urgent in a particular enterprise environment.

Exploitation likelihood metrics extend severity scoring to provide estimates of the likelihood that a vul-
nerability will be exploited in the wild within a short timeframe [6]. The EPSS model was introduced
as a data-driven approach for estimating the probability that a vulnerability will be exploited in the wild,
thereby complementing severity-based scoring with exploitation likelihood evidence [22]. This distinc-
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tion is important because technical severity and likelihood of exploitation are not equivalent. Some
highly severe vulnerabilities have limited evidence of exploitation, whereas other vulnerabilities with
less severe technical ratings require immediate attention because exploitation is probable or has al-
ready occurred. The operational response to vulnerabilities is strongly influenced by evidence of active
exploitation [7].

The catalog of known exploited vulnerabilities maintained by the CISA provides a practical basis for
prioritizing remediation when exploitation is observed [7]. Similarly, the NIST guidance on enterprise
patch management frames patching as a broader process of identifying, prioritizing, acquiring, installing,
and validating patches for organizational assets [1]. The NIST guidance on continuous information
security monitoring complements this view by treating vulnerability and configuration information as
part of ongoing organizational risk awareness [23]. Structures such as MITRE ATT&CK further relate
vulnerability information to adversary behavior and defensive actions [24], [25].

Despite their value, public scoring and exploitation signals are insufficient when used alone. A high
severity vulnerability will result in a limited immediate impact if the affected system is isolated or not
critical. In contrast, a low-severity vulnerability would require urgent remediation if the affected asset is
internet-facing, represents a critical business function, or lacks compensating controls. Consequently,
the effective determination of priorities requires the integration of public information about vulnerabilities
with details concerning internal conditions.

This limitation motivates the transition from vulnerability scoring to context-aware decision support. Pub-
lic vulnerability identifiers, severity scores, exploitation-likelihood estimates, and known-exploitation cat-
alogues provide a common basis for describing vulnerabilities, but they do not determine remediation
urgency in a specific organization. For this thesis, their main limitation is that they require enterprise
context before they can support prioritization decisions.

2.2. Context-Aware Vulnerability Prioritization

Context-aware vulnerability prioritization extends traditional vulnerability scoring to incorporate the en-
vironment in which a vulnerability occurs [8], [9]. A given vulnerability has different operational impli-
cations for different organizations and assets. The urgency of remediation depends on factors such
as external exposure of affected systems, support for critical business processes, presence of com-
pensating controls, and feasibility of remediation without disruption of essential services. Therefore,
prioritization requires the integration of public information about vulnerabilities with details about the
organizational context.

This important distinction is also reflected in risk-based vulnerability management approaches, where
prioritization depends not only on technical severity but also on exploitability, exposure, mission im-
pact, and stakeholder-specific response decisions [8], [9], [20], [21]. Public methods for describing the
characteristics and effects of vulnerabilities provide standardized information for comparing the relative
severity of different vulnerabilities [5], [6], [7]. Indicators of potential or actual exploitation provide addi-
tional information about the likelihood and impact of vulnerability exploitation. However, this data does
not directly represent the role of the affected asset within a specific enterprise.

Remedial actions required for a noncritical internal test system would differ substantially from those
required for the same vulnerability on an Internet-facing production system supporting a critical banking
operation. Consequently, context-aware prioritization depends on internal information that explains
how a vulnerability affects the organization. This includes who owns the affected asset, whether the
asset supports a critical service, how exposed it is, whether compensating controls exist, and whether
remediation can be performed without disrupting essential operations. In this study, these factors are
collectively referred to as the business context. This information enables analysts to convert technical
descriptions of vulnerabilities into decisions regarding appropriate remedial actions.

Frameworks directed toward remediation decisions reflect the shift from methods of expressing vulner-
ability severity to methods of expressing the requirements for remediation [8], [9]. For example, factors
used to determine the appropriateness of different remedial actions include the status of exploitation,
magnitude of technical impact, degree of relevance to mission objectives, and level of exposure to
the external environment. Consequently, these methods are appropriate for application in enterprise
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settings, where it is recognized that the requirements for remediation depend on the objectives of stake-
holders and conditions of the operational context, rather than solely on measures of the severity of a
particular vulnerability.

Recent studies have also illustrated the trend toward context-aware prioritization. Studies on vulner-
ability prioritization highlight major classes of prioritization metrics that include contextual factors, pre-
dictive indicators, and methods of aggregation [26]. The use of context-aware models, such as the
CAVRP, further illustrates the potential for improvement achieved by incorporating additional contextual
and temporal information into the score generation process [27].

However, context-aware prioritization introduces an important engineering challenge. The relevant con-
text is generally distributed among heterogeneous systems of enterprise information, including config-
uration management databases, vulnerability scanners, monitoring systems, ownership records, and
inventories of IT services. This information is often incomplete, inconsistent, or too voluminous to
permit direct use in an analyst-oriented workflow. As a result, the implementation of context-aware pri-
oritization requires the additional acquisition of information and the development of methods to select,
normalize, and convey appropriate aspects of the context in a manner that supports analyst-backed
decision-making. This represents the core of the proposed framework.

Existing methods of prioritization reflect the importance of context but do not provide an architecture for
the systematic retrieval and application of context in a controlled, auditable, and scalable manner. The
framework explored in this study addresses this limitation by incorporating a level of system orches-
tration that selectively integrates enterprise metadata with LLM-based reasoning to support decision-
making by analysts. The resulting distinction between public indicators of vulnerability and internal
aspects of the enterprise context is illustrated in Figure 2.1.

Context-Aware Vulnerability Prioritization

e N r Y\
Public vulnerability signals Internal enterprise context
1 | CVE 1 i Asset criticality
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Figure 2.1: Context-aware vulnerability prioritization combines public vulnerability signals with internal enterprise context.
Public signals describe severity, exploit likelihood, and observed exploitation, while internal context determines how those
signals are interpreted for assets in a specific organization.

For this thesis, context-aware prioritization is considered primarily a problem of data integration and
decision support rather than solely a technical exercise of severity scoring.

2.3. Large Language Models in Cybersecurity

Large language models are becoming increasingly important for cybersecurity because many security
tasks require the interpretation of heterogeneous textual and technical information. Security analysts
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routinely work with descriptions of vulnerabilities, advisories, log fragments, reports of threat intelli-
gence, metadata describing assets and methods for remediation, and other artifacts requiring summa-
rization, comparison, translation to operational terms, and integration with overall risk assessments.
Recent studies have demonstrated that large language models are being applied to many tasks in cy-
bersecurity, including the analysis of threats, vulnerabilities, malware, secure software development,
and operations support [28], [29], [30]. Therefore, LLMs are well-suited to support analysts with certain
tasks because they can process natural language, generate explanations, and integrate information
from multiple sources.

One important application area involves extracting meaning from reports, indicators, and descriptions of
adversaries and vulnerabilities and applying the resulting information to operational decisions. Bench-
marks such as CTIBench evaluate LLM performance on cybersecurity-specific reasoning and informa-
tion extraction tasks [10]. Broader cybersecurity benchmarks, such as SECURE and CyberSecEval,
further confirm that LLM performance should be evaluated on domain-specific security tasks rather than
inferred from general language model capability alone [31], [32]. This study is applicable to vulnera-
bility prioritization and illustrates that general-purpose LLMs can support security analysis only when
their performance is evaluated in realistic settings. Taken together, these benchmarks converge on
the same point: LLMs may be useful for cybersecurity analysis, but their reliability must be established
through task-specific evaluations rather than assumed from general-purpose performance.

In addition, LLMs can support workflows for managing vulnerabilities by generating summaries, expla-
nations, and texts appropriate for remediation activities. For example, they can be used to explain the
importance of a vulnerability, summarize affected systems, or prepare communications for remediation
teams. The use of methods such as LLM4Vuln [33] is appropriate because it isolates aspects of vulner-
ability reasoning from other factors such as retrieval of knowledge, design of prompts, and provision of
contextual information. These capabilities are valuable because vulnerability prioritization represents
both a problem of ranking and communication.

Analysts must justify the importance of certain vulnerabilities and convert technical results into oper-
ational decisions. LLMs can reduce the effort required by analysts to draft such explanations. The
common capabilities and limitations of LLMs for supporting cybersecurity decision-making are summa-
rized in Table 2.1.

Table 2.1: LLM capabilities and limitations in cybersecurity decision support.

Capability Example in vulnerability manage- Limitation
ment
Summarization Condensing vulnerability descrip- May omit relevant context or

tions, advisories, and affected- overgeneralize findings
system information

Explanation Producing risk justifications for an- May generate unsupported or
alysts or remediation teams overconfident reasoning

Information synthesis Combining vulnerability details Requires accurate, current, and
with retrieved asset and ownership  relevant context retrieval
context

Communication support  Drafting remediation summaries or Requires human review before
analyst-facing notes operational use

Although they are capable of great versatility, large language models introduce challenges to reliability,
which are especially important for cybersecurity. Their outputs may include hallucinated information, un-
supported statements, or apparently valid but incorrect reasoning. Hallucination represents a general
limitation of large language models but is of special concern for security applications in which erro-
neous information can lead to inappropriate efforts at remediation or unjustified priorities for system
protection [11]. As a result, an unsupported claim concerning exploitability, degree of asset exposure,
or adequacy of compensating controls directly affects the risk interpretations by analysts.

Other limitations of large language models are also a major concern. In general, these models lack
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awareness of the current conditions of internal infrastructure, asset ownership, degree of exposure to
the network, and status of system patches. The absence of access to these conditions limits the ability
of the models to reason from information on publicly available vulnerabilities and from text included
in the input prompts. This closely reflects the gap in meaning previously discussed in Section 2.2:
priorities for vulnerability management require knowledge of the internal conditions of the enterprise
but are not inherently related to these conditions by large language models.

Additional studies have also demonstrated that the application of large language models to cybersecu-
rity activities can result in new modes of failure. Experience with large-language-model-based systems
for cyber threat intelligence illustrates that such systems are susceptible to errors of incorrect informa-
tion extraction, misleading or inconsistent interpretations of results, and excessive confidence in the
validity of conclusions in the absence of adequate controls on or validation of model outputs [10], [34].
Subsequent studies have shown that LLM performance varies across cybersecurity tasks and that op-
erational use requires task-specific validation and characterization [31], [32], [33]. These requirements
are of particular importance for regulated financial institutions, where it is necessary to provide complete
documentation of the methods used and maintain full control over all system activities.

Therefore, large language models should not be regarded as independent systems for making deci-
sions regarding priorities for vulnerability management. Instead, they provide the principal benefits of
synthesis, explanation, and interaction. The selection of factual information and retrieval of data must
be achieved by the controlled components of the system. This leads to an organization of system
operations in which the processing of information by large language models is separated from the de-
terministic retrieval of information on the conditions of the enterprise. This mode of operation permits
the full utilization of the capabilities of large language models for the purposes of explanation while
minimizing the risks of the generation of unsupported or unverifiable results.

In this thesis, LLMs are treated as components of analyst-facing decision support rather than as au-
tonomous security operators. The framework presented in the subsequent chapters employs LLM-
based reasoning to enable triage, justification of risk, and recommendations for remediation, but only
after the appropriate context has been obtained and integrated by the orchestration layer. This reflects
the view that LLMs are effective for cybersecurity applications only when they are well-constrained,
well-scoped, and well-grounded, and are not sufficient for high-risk prioritization as unconstrained tools.
This is consistent with the well-documented limitations of existing systems for cybersecurity analysis.

2.4. Retrieval-Augmented Generation and Architectural Orchestra-
tion

Retrieval-augmented generation (RAG) and architectural orchestration provide controlled access to

external information for use with LLM-based reasoning, thereby overcoming the fundamental limitations

of generic LLM systems [14], [15]. This approach supports the application of retrieval and orchestration
techniques to the context of vulnerability prioritization.

Useful prioritization output cannot be generated from model parameters or public vulnerability descrip-
tions alone. It also requires organization-specific information about assets, ownership, exposure, re-
mediation constraints, and compliance status. Metadata describing assets, records of vulnerabilities,
information on ownership, indicators of exposure, and constraints on remediation represent the types of
information that must be obtained from outside the model. For this reason, access to external informa-
tion is achieved with full control and in a well-structured manner using retrieval-augmented generation
and architectural orchestration techniques.

2.4.1. Retrieval-Augmented Generation

Retrieval-augmented generation involves providing a large language model with externally retrieved
information before producing an answer to a question. Rather than relying solely on internal param-
eters, the system first retrieves relevant documents, records, or structured data and incorporates the
retrieved information into the generated response [14]. This approach is appropriate for domains in
which answers depend on current or domain-specific information that is not available in the training
data for the language model. In particular, this is essential for cybersecurity applications, in which
knowledge continuously evolves. Descriptions of vulnerabilities, information on exploitability, status of
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assets, and priorities for remediation change over time, and a static model cannot represent the current
status of an enterprise environment. Thus, retrieval-augmented generation represents a means of an-
choring outputs to external sources of information and reducing the model’s reliance on unsupported
knowledge.

However, retrieval-augmented generation is not a complete solution to this problem. The quality of
retrieval determines the extent to which the model receives relevant and sufficient information to pro-
duce accurate results. Poor retrieval can lead to incomplete or incorrect answers. The evaluation of
systems that apply retrieval-augmented generation demonstrates that failures of any type can occur at
any stage of the pipeline [15]. Therefore, retrieval, augmentation, and generation must be evaluated
in an integrated manner. Additional experience with methods for quantifying performance for retrieval-
augmented generation confirms that overall system quality depends on multiple factors, including the
relevance of retrieved information, quality of retrieved context, degree of faithfulness to the original
information, and relevance of final results [35], [36].

For applications involving the prioritization of vulnerabilities, it follows that the simple addition of a vector
database or document retrieval system will be insufficient. The system must also select appropriate
sources for retrieval, determine which records to retrieve, and define how the retrieved information
should be integrated to support subsequent reasoning.

2.4.2. Context Management and Pruning

Context management is a central challenge in applying RAG to enterprise security data. Large orga-
nizations maintain extensive security and asset management datasets; however, only a small subset
of that information is relevant to a given vulnerability question. Including excessive context in prompts
increases token consumption, latency, and cost. More importantly, long prompts do not guarantee im-
proved reasoning. Studies on long-context language models have shown that models may fail to use
relevant information effectively when it is placed within a large context window, a phenomenon often
described as being “lost in the middle” [13].

This limitation is directly relevant to the prioritization of vulnerabilities. A naive implementation could
retrieve entire database rows, large lists of affected assets, or broad vulnerability records and place
them in a model prompt. Such an approach may include correct information, but it also introduces
irrelevant or redundant data that can make the model output less reliable. Therefore, context-aware
systems require pruning mechanisms that select only the information required for the current task.
Related work on adaptive retrieval, such as Self-RAG, also motivates the idea that retrieval should be
selective rather than applied indiscriminately [37].

In this study, context pruning refers to the process of reducing retrieved enterprise data to the subset
of metadata required for a specific prioritization decision. For example, a triage query may require
the affected asset identifier, ownership information, exposure status, and vulnerability severity but not
the full historical change record of the asset. Similarly, a remediation guidance query may require
patch status, deadline, and affected service information but not unrelated configuration attributes. By
narrowing the input to relevant fields, the system can reduce token usage while improving reasoning
context clarity.

Figure 2.2 summarizes the role of retrieval, pruning, reasoning, and validation in the proposed orches-
tration pattern.
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Retrieval-Augmented Orchestration for Vulnerability Prioritization
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Figure 2.2: Retrieval-augmented orchestration pattern for vulnerability prioritization. A user query is first interpreted by an
orchestration layer, which determines the required data sources and retrieval strategy. The relevant enterprise context is then
retrieved, pruned, and normalized before being passed to the LLM-based synthesis component. The generated output is
validated and structured as analyst-facing decision support rather than autonomous remediation.

2.4.3. Deterministic and Probabilistic Orchestration

Architectural orchestration extends RAG to coordinate multiple system components rather than treating
a large language model as an isolated interface. In an orchestrated system, the model may be respon-
sible for interpreting user intent or generating explanations, whereas deterministic components perform
data retrieval, schema validation, policy enforcement, and output formatting. This division of respon-
sibilities is particularly important for enterprise security, in which not all tasks should be subjected to
probabilistic reasoning. Toolformer and ReAct illustrate how LLMs can be connected to external tools
and intermediate reasoning steps, respectively [16], [17]. These approaches are valuable because
they demonstrate the feasibility of combining model outputs with external actions rather than being
limited to a single-turn text generation. Subsequent evaluations of performance on tasks of tool use
and agent-based reasoning [38], [39], [40], [41], [42] further confirmed that the integration of large lan-
guage models with external tools introduces challenges in planning, selection of arguments, ordering
of actions, and degree of reliance on external components.

However, the integration of large language models with external components must always be accompa-
nied by strong constraints on tool use. The model should never select the operating systems to access
or the actions to execute in the absence of deterministic controls. For these reasons, this approach to
vulnerability prioritization results in a hybrid orchestration mode. The use of deterministic components
is appropriate for tasks requiring reproducibility, such as the retrieval of asset metadata, filtering of
records, validation of query syntax, and application of fixed rules for policy enforcement. Probabilistic
LLM reasoning is appropriate for synthesis, explanation, and natural language justification. The sep-
aration of these responsibilities provides additional benefits of flexibility for the overall system while
maintaining control over access to data and the implementation of logic for decision-making.

This hybrid approach represents a major component of the overall system described in this study. The
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resulting orchestration mode represents a boundary between enterprise data sources and large lan-
guage model-based reasoning methods. It specifies which data should be retrieved, how that data
should be reduced, and when the application of the large language model should be used to produce
outputs for enterprise analysts. This provides both high levels of efficiency and strong support for the
implementation of standards for data access and the logic of security decision-making. In particular, it
reduces unnecessary information, improves the capacity for tracing retrieval and reasoning steps, and
limits the extent to which probabilistic reasoning contributes to high-risk, high-security workflows.

The technical distinction between deterministic retrieval and probabilistic reasoning serves as a transi-
tion to the issue of system governance, which is presented in the subsequent section. RAG, pruning,
and orchestration can improve grounding and efficiency, but they do not by themselves make an Al-
enabled system acceptable for use in a regulated financial environment. In this regard, the system
architecture must also ensure the capability for auditing, control of data boundaries, assignment of
accountability, and maintenance of human oversight. For these reasons, the requirements for system
governance represent an integral component of the technical design and determine the conditions for
the safe implementation of LLM-based reasoning in vulnerability management processes. In this study,
RAG is useful only when retrieval is constrained by task-specific workflows, schema-aware joins, and
validation checks.

2.5. Governance and Reliability in Financial Systems

The use of Al-supported systems for vulnerability prioritization in financial settings requires not only
technical performance but also compliance with requirements for governance, reliability, and opera-
tional risk. A system may achieve acceptable performance on a benchmark but remain inappropriate
for operational use if it cannot explain its outputs, restrict access to sensitive information, preserve
analyst accountability, or conform to existing control procedures. This is especially important for vul-
nerability prioritization, where inappropriate or incorrect recommendations can impair remediation plans
and increase exposure to operational risks.

The requirements for the management of cybersecurity risks, achievement of digital operational re-
silience, and control of information technology systems further emphasize these concerns [2], [43].
However, they do not specify a particular technical design for Al-based security tools. Instead, they
require that such systems be fully documented, well bounded, amenable to audits, and integrated into
controlled processes for operational use.

The NIST Al Risk Management Framework identifies trustworthiness characteristics such as validity,
reliability, safety, security, transparency, explainability, privacy, and accountability [12]. These char-
acteristics are highly relevant to LLM-based prioritization of vulnerabilities because recommendations
affect efforts to achieve remediation and reduce operational risk exposure. For this reason, outputs
presented to analysts should not be interpreted as unsupported conclusions but should be subject
to review, supported by retrieved information, and consistent with the organization’s control environ-
ment. Additional guidance for security control and risk management further reinforces the need for
documented, controlled, and auditable processes [44], [45], [46].

Broader sources of Al and cybersecurity governance reinforce these limitations. The EU Al Act, NIST
Generative Al Profile, NIST Cybersecurity Framework, and EBA guidelines on ICT and security risk
management all highlight the requirements for risk management, accountability, security controls, and
governance applicable to digital and Al-based systems [18], [47], [48], [49]. In particular, risks as-
sociated with prompt injection, leakage of sensitive information, inadequate handling of outputs, and
excessive degrees of autonomy are emphasized by the OWASP for applications based on large lan-
guage models [50].

As a result, the use of a decision-support approach is preferred over an automated strategy for remedia-
tion within the context of activities for the management of vulnerabilities. The proposed decision-support
framework does not apply patches, change configurations, or initiate remediation actions without hu-
man approval. Instead, the system provides analysts with risk information and remediation recommen-
dations while preserving human responsibility for the final decisions. This reduces manual retrieval and
interpretation efforts without transferring operational authority to the model.
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Table 2.2 summarizes the governance and reliability constraints that influence the design of LLM-based
vulnerability prioritization systems in financial environments.

Table 2.2: Governance and reliability constraints for LLM-supported vulnerability prioritization in financial environments.

Constraint Relevance to vulnerability prioriti- Design implication
zation

Auditability Analysts must be able to under- Preserve retrieved evidence
stand why a vulnerability was prior- and reasoning traces
itized

Data protection Internal asset and security data Restrict processing to ap-
may be sensitive proved environments and data

sources

Reliability Incorrect recommendations may Use deterministic retrieval and
misdirect remediation effort validation where possible

Accountability Final operational decisions must Treat the system as decision
remain attributable to responsible support, not autonomous re-
staff mediation

Bounded autonomy Security workflows should not al- Use orchestration gates and

low unconstrained model actions human review before action

These restrictions directly motivate the architecture proposed in this thesis. A generic chatbot interface
or loosely constrained tool-using agent would not provide sufficient control over data access, output
validation, or the boundary between recommendation and action. A context-aware orchestration frame-
work addresses these concerns by restricting which data sources may be accessed, determining when
LLM-based synthesis is appropriate, and validating analyst-facing outputs against retrieved enterprise
evidence. Governance requirements are therefore not treated as external constraints added after the
system is designed; they shape the architecture itself.

2.6. Research Gap

The literature and standards discussed in this chapter confirm the availability of well-developed but frag-
mented mechanisms to support vulnerability prioritization. The central research gap addressed in this
thesis is the lack of an evaluated framework for integrating context-aware vulnerability prioritization, se-
lective enterprise metadata retrieval, constrained application of LLM-based reasoning, and governance
requirements for regulated financial environments. Existing studies provide important components of
the overall solution, but do not show how these components can be integrated into a controlled archi-
tecture for analyst-facing vulnerability management decision support.

The gap is architectural rather than limited to a single missing metric or model capability. Existing work
addresses parts of the problem: vulnerability-prioritization methods describe what information may
matter, LLM research shows how models can support security analysis, RAG research explains how
external information can be retrieved, and governance frameworks define constraints for operational
use. What remains insufficiently developed is an evaluated architecture that combines these elements
into a controlled workflow for regulated vulnerability-management decision support. All aspects have
been partially addressed in prior studies, but integration across all four dimensions remains inadequate.

The first gap concerns the operationalization of context-aware vulnerability prioritization. Public mech-
anisms for describing vulnerabilities provide essential reference points for security teams. CVE identi-
fiers make it possible to name publicly known vulnerabilities consistently across scanners, advisories,
databases, and remediation workflows [19]. The CVSS provides a standardized method for commu-
nicating technical severity [5]. The EPSS adds an estimate of exploitation likelihood [6], whereas the
CISA KEV catalogue identifies vulnerabilities for which exploitation has been observed [7]. These
mechanisms are valuable because they standardize the description and comparison of vulnerabilities.
However, they do not establish the urgency of remediation for a particular asset in a specific organiza-
tion.
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Context-aware methods address some of the limitations of conventional severity-based methods. SSVC
focuses on stakeholder-specific decisions for remediation rather than severity scores alone [8], [9].
CAVP provides additional examples of how the inclusion of contextual and temporal information im-
proves methods for vulnerability scoring and prioritization [27]. Recent developments in metrics for
vulnerability prioritization also confirm that the use of context-specific, predictive, and aggregated in-
dicators represents a complementary, not interchangeable, source of information [26]. However, the
capacity to obtain, filter, normalize, and apply enterprise context in a consistent manner across hetero-
geneous operational systems remains insufficiently developed.

The second gap concerns the controlled use of LLMs in vulnerability management workflows. Ex-
isting cybersecurity benchmarks show that LLMs can support information extraction, summarization,
reasoning, and explanations in security tasks. CTIBench evaluates these capabilities for cyber-threat-
intelligence tasks [10], whereas SECURE shows that cybersecurity performance should be assessed
through domain-specific evaluation rather than inferred from general model ability [31]. CyberSecEval
similarly demonstrates the need to evaluate security-relevant model behavior directly [32]. For vulnera-
bility management, these capabilities are useful because analysts must convert technical findings into
risk justifications and remediation-oriented communications.

However, the same body of work also shows that LLM outputs may be incomplete, overconfident or
insufficiently grounded. Hallucination is a general limitation of LLMs, but it becomes especially problem-
atic in cybersecurity because unsupported claims may influence operational decisions [11]. Work on
LLM-based cyber-threat intelligence further shows that errors in extraction and interpretation can occur
when the model outputs are not adequately constrained or validated [34]. This risk is particularly im-
portant in vulnerability prioritization. A generated statement about exploitability, exposure, ownership,
or compensating controls may affect remediation decisions, even when the statement is not supported
by enterprise evidence. Therefore, existing work motivates LLM support, but does not justify the use
of unconstrained LLMs as independent decision-making agents in high-risk enterprise workflows.

The third gap concerns retrieval and orchestration of data. Retrieval-augmented generation offers a
way to ground model outputs in external information rather than relying only on model parameters [14].
However, RAG does not solve the full prioritization problem. Gao et al. show that RAG systems must
be evaluated as pipelines because failures can occur during retrieval, augmentation, or generation [15].
Evaluation approaches such as RAGAS and ARES further emphasize that system quality depends on
retrieved context relevance, faithfulness to source material, and the quality of the final answer [35],
[36]. These findings are directly relevant to enterprise vulnerability data, where relevant evidence may
be spread across vulnerability records, asset inventories, ownership data, compliance information and
remediation metadata.

The challenge is not only to retrieve information but also to determine which information should be
retrieved and how much of it should be passed to the model. Long-context studies have shown that
adding more information to a prompt does not guarantee that the model will use the relevant evidence
effectively [13]. Adaptive retrieval methods, such as Self-RAG, also support the view that retrieval
should be selective rather than indiscriminate [37]. For vulnerability prioritization, this implies that a
naive RAG design may retrieve too many records, include irrelevant fields, or obscure the evidence
required for a specific decision. The missing element is a task-specific orchestration mechanism that
controls data source selection, metadata pruning, validation, and the boundary between deterministic
processing and probabilistic synthesis.

The fourth gap concerns governance in regulated financial infrastructure. DORA and NIS2 establish
expectations for digital operational resilience, cybersecurity risk management, and control over ICT
systems [2], [43]. The EU Al Act and NIST Al Risk Management Framework add broader requirements
for accountability, transparency, reliability, and risk management in Al-enabled systems [12], [47]. The
NIST Generative Al Profile and OWASP guidance on LLM applications further highlight risks such as
prompt injection, sensitive data exposure, inadequate output handling, and excessive autonomy [48],
[50]. These sources do not prescribe a specific architecture for the LLM-supported vulnerability pri-
oritization. However, they imply that systems used in financial security operations must be bounded,
auditable, reviewable, and compatible with human accountability.

Together, these limitations demonstrate that the problem is not simply a lack of another scoring method,
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benchmark, or chatbot interface. The missing contribution is an evaluated architecture that integrates
context-aware prioritization, selective access to enterprise metadata, constrained LLM-based synthe-
sis and governance-compatible decision support. Existing studies provide important individual compo-
nents but do not show how these components can be combined into a controlled orchestration frame-
work for regulated vulnerability-prioritization workflows.

This thesis addresses the gap by developing, implementing, and evaluating an integrated context-
aware orchestration framework for vulnerability prioritization in financial infrastructure. The contribution
is both architectural and evaluative: the thesis defines how deterministic retrieval, metadata pruning,
validation, and bounded LLM-based synthesis can be combined, and compares this strategy with a
less constrained autonomous-agent baseline on representative benchmark tasks. This evaluation pro-
vides evidence about the conditions under which LLM-supported prioritization can remain grounded,
traceable, and operationally useful in a regulated setting.



Requirements and Evaluation
Approach

This chapter describes the requirements and evaluation methodology applied to develop and evaluate
the proposed framework. First, it describes the functional and non-functional requirements based on
the problem context. Second, it details the benchmark environment, test cases, metrics, and methods
of testing for robustness and financial impact, and uses them to evaluate and compare orchestration
paradigms.

This thesis adopts a design-science research orientation. It addresses a practically relevant problem
in vulnerability prioritization, develops an artifact in the form of a context-aware orchestration frame-
work, and validates the artifact using representative benchmark tasks and operational metrics. This
constitutes compliance with the principles of design-science research, in which artifact usefulness is
achieved through validation in the context of a well-defined problem [51], [52], [53].

3.1. Framework Requirements

The framework requirements reflect the need to enable vulnerability prioritization in a regulated financial
environment. The resulting system must integrate public information about vulnerabilities with internal
information about the organizational context and maintain traceability, operational efficiency, and control
by the information security analysts. The requirements are categorized into functional requirements,
which define the capabilities that must be implemented, and non-functional requirements, which specify
the quality attributes that must be achieved.

3.1.1. Functional Requirements
The functional requirements below translate the framework objective into concrete capabilities for re-
trieving the enterprise context, supporting prioritization decisions, and producing analyst-facing outputs.

FR1: Heterogeneous data retrieval. The framework must retrieve and combine data from heteroge-
neous sources, including asset metadata, vulnerability intelligence, compliance information, own-
ership records, exposure indicators, and remediation contexts.

FR2: Context-aware prioritization. The framework must support prioritization decisions by correlat-
ing public vulnerability signals, such as CVSS and EPSS, with asset-specific context, such as
exposure, ownership, operational role, compliance status, and compensating controls.

FR3: Analyst-facing justification. The framework must generate natural language explanations that
justify prioritization decisions using the retrieved enterprise context. These explanations should
be suitable for security analysts and should distinguish between retrieved evidence and generated
synthesis.

FR4: Remediation-oriented support. The framework must support remediation guidance by identify-
ing affected assets, relevant owners, urgency levels, and operational remediation contexts, such

16
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as maintenance windows or patching constraints.

FR5: Deterministic data processing. The retrieval and structuring of factual enterprise data must be
handled through programmatic orchestration and predefined schemas. The framework should
not rely on the LLM to autonomously discover database structures, infer schemas, or decide
which factual records exist in the database.

FR6: Multi-use-case support. The framework must support multiple vulnerability management tasks,
including initial triage, risk justification, and remediation-oriented reporting.

3.1.2. Non-Functional Requirements

While the functional requirements define what the framework must do, the non-functional requirements
define how those capabilities must be delivered safely, reliably, and transparently in a regulated financial
environment.

NFR1: Auditability and traceability. Analyst-facing recommendations must be traceable to the inter-
nal records and vulnerability information used for their generation. This requirement is necessary
because security decisions in regulated financial environments must be explicable and review-
able.

NFR2: Reliability. The framework must reduce unsupported claims and minimize errors in high-impact
fields, such as asset exposure, ownership, and compliance status. Reliability is prioritized over
autonomy because incorrect prioritization may misdirect remediation efforts.

NFR3: Operational efficiency. The framework must limit redundant tool calls and unnecessary token
consumption so that the approach remains practical at an enterprise scale.

NFR4: Robustness. The framework must degrade gracefully when exposed to missing fields, incor-
rect parameters, dropped records, hallucinated lines or incomplete tool-call chains.

NFR5: Data boundary control. The framework must minimize the exposure of sensitive internal meta-
data by ensuring that only the necessary context is passed to the LLM-based synthesis compo-
nent and that processing remains within approved environments.

NFR6: Human oversight. The framework must operate as a decision support system rather than an
autonomous remediation system. The final prioritization and remediation decisions remain the
responsibility of human analysts.

Table 3.1 summarizes how the requirements are related to the research questions.

Table 3.1: Summary of framework requirements and their relation to the research questions.

Requirement Purpose Related RQ

FR1, FR5 Retrieve and structure heterogeneous enterprise con- RQ1
text through controlled orchestration

FR2, FR3, FR4 Support context-aware triage, justification, and reme- RQ1, RQ2
diation tasks

NFR1, NFR5, Preserve traceability, data boundaries, and analyst RQ3
NFR6 oversight

NFR2, NFR3, Evaluate accuracy, efficiency, and robustness under RQ2, RQ3
NFR4 realistic workflow constraints

3.2. Evaluation Design

The evaluation compares two orchestration paradigms for LLM-supported vulnerability management
tasks in a controlled offline banking environment. The first paradigm is a parametric orchestration
framework that follows structured workflow templates and uses restricted tool access. The second
paradigm is an autonomous agent with substantially greater access to tools and the freedom to de-
termine its own order of operations and reasoning strategy. This comparison was intended to test
whether constrained orchestration improves the accuracy, efficiency, and robustness of well-defined
vulnerability management workflows.
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The comparison was structured as a controlled evaluation, with both orchestration paradigms evaluated
using the same data sources, benchmark questions, scoring rubric, and execution conditions. This
follows the common principles of empirical software engineering experimentation, where alternative
techniques should be compared under controlled and repeatable conditions [54].

3.2.1. Benchmark Environment

The benchmark was implemented in a controlled proof-of-concept environment using an authorized
offline deployment of the Claude Opus 4.6 model for LLM-based reasoning. Task-specific prompt tem-
plates and output format requirements enabled the evaluation of targeted vulnerability management
applications. The use of well-structured contextual information obtained by deterministic retrieval en-
sured reproducibility. To achieve maximum consistency, identical datasets, prompt templates, specifi-
cations for complete workflow operations, and seeding of random-number generation were applied to
all experiments.

The benchmark data include three approved static production-derived comma-separated values (CSV)
snapshot sources. The vulnerability data represent improved records of exploitation with evidence
of compromise, the application of MITRE ATT&CK techniques, and quantification of exploit maturity.
The asset data represent a simplified ServiceNow-style configuration management export that includes
production and staging servers with information on the owner, operating system, software, and location.
The resulting records of compliance and risk represent the context required to evaluate the use cases
and are valid only at the time of the snapshot.

This design preserves all relationships required to evaluate orchestration behavior and prevents in-
teraction between the framework and LLM components with live enterprise systems. Sensitive data
were partially masked to maintain confidentiality. This modification distorted names and modes of
representation but preserved all relationships required for evaluation, including associations among
vulnerabilities, affected assets, ownership contexts, and compliance records. Therefore, the bench-
mark reflects actual configurations and records for selected application cases; however, the results
must be interpreted as representing controlled, offline results of proof-of-concept experiments and not
as representing actual experiences with live production systems.

Table 3.2: Approved static production-derived CSV snapshot sources used in the benchmark environment.

Data source Records Description

Vulnerability snapshot 5 CVEs Production-derived vulnerability records en-
riched with indicators of compromise, MITRE
ATT&CK information, and exploit maturity

CMDB snapshot 6 servers Production-derived asset metadata for se-
lected production and staging servers, includ-
ing owner, operating system, and installed
software

NSF compliance snapshot 6 records Production-derived per-asset compliance
scores and control-level findings for the
selected assets

This benchmark setting was deliberately controlled to isolate the orchestration behavior of the two
paradigms. The static snapshot preserved the relationships required for evaluation, including asso-
ciations between vulnerabilities, affected assets, ownership context, and compliance records, while
preventing interaction with live enterprise systems. The benchmark therefore supports a repeatable
proof-of-concept comparison, but it should not be interpreted as a measurement of performance in a
live banking environment.

3.2.2. Use Cases and Benchmark Tasks
The benchmark consists of 14 questions grouped into three representative use cases. Each use case
corresponds to a different type of analytical workflow.
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UC1: Contextual asset triage. The system must retrieve affected assets for a given vulnerability and
combine this information with ownership and compliance contexts. This use case evaluates multi-
hop retrieval and aggregation across vulnerability, configuration management database (CMDB),
and compliance sources.

UC2: Risk-score justification. The system must combine generic vulnerability severity with internal
asset classification and environmental context to produce a justified priority rating. This use case
evaluates context-aware reasoning and explanations.

UC3: Remediation guidance and query generation. The system must generate remediation-oriented
outputs, including urgency tiers, affected hosts, and threat-hunting query support. This use case
evaluates the ability to produce actionable, analyst-facing guidance.

These three use cases reflect the major operational phases of analyst-facing vulnerability prioritization.
Contextual asset triage identifies affected assets, owners, and compliance contexts. Risk score justi-
fication describes how general measures of vulnerability severity should be interpreted or modified in
the context of internal assets and environmental factors. Finally, remediation guidance translates the
resulting priorities into actionable support for patching teams and threat-hunting activities. Together,
these activities implement the functions of retrieval, contextual interpretation, and operational commu-
nication, which represent the essential capabilities required for LLM-based vulnerability prioritization in
this setting.

Table 3.3: Benchmark use cases and evaluated capabilities.

Use case Questions Evaluated capability

uc1 Q1-Q6 Multi-hop retrieval from CVE, CMDB, own-
ership, and compliance sources

uc2 Q7-Q10 Context-aware risk justification and priority
explanation

ucCs Q11-Q14 Remediation guidance and Microsoft Sen-

tinel KQL query generation

3.2.3. Evaluation Metrics

Accuracy was measured as weighted task correctness against predefined ground-truth elements. For
each benchmark question, the expected answer specified the affected servers, responsible owners,
and supporting fields required for a complete response. The final score therefore reflects whether the
system retrieved and reported the evidence required for the task, rather than whether the generated
prose was stylistically convincing.

The weighted score for a task is defined as:

Wiotal = 0.35Sserver + 0.35S0wner + 0.30S5g¢14- 3.1)

Here, S.rver denotes the fraction of expected affected servers correctly identified, Sywner denotes the
fraction of expected owners correctly identified, and Sg.1q denotes the fraction of expected supporting
fields included in the answer. The weights give slightly greater importance to affected asset and owner
identification because these elements determine whether remediation can be assigned to the correct
operational team. Supporting fields include values such as compliance score, risk level, patch status,
or remediation context, depending on the task.

The current evaluation does not directly quantify analyst workload via user studies, measures of time-
on-task, or subjective estimates of workload. Rather, it quantifies operational overhead with surrogate
metrics of the number of tool calls, prompt tokens, completion tokens, total token costs, response
latencies, and predicted costs of error correction for incomplete or incorrect results. These data pro-
vide estimates of the operational costs associated with each orchestration paradigm but should not be
regarded as direct measures of analyst workload.
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In addition to accuracy, the evaluation also captures operational efficiency metrics such as total tool
calls, prompt tokens, completion tokens, total tokens, and latency. These results enable a comparison
of the operational costs of parametric and autonomous orchestration paradigms. The full benchmark
question set, expected ground truth fields, and per-question scores are provided in Appendix A.

3.2.4. Compared Orchestration Paradigms

The evaluation compares two orchestration paradigms: a constrained parametric framework and a
less-constrained autonomous agent baseline. The purpose of this comparison is to isolate the effect of
orchestration control on accuracy, operational overhead, robustness, and estimated correction effort.

Parametric orchestration. The parametric approach uses predefined workflow templates for each
use case. Tool access is restricted to the subset required for the task, and the order of factual
retrieval steps is specified programmatically. The LLM is primarily used for synthesis after the
relevant data are retrieved, structured, and validated.

Autonomous orchestration. The autonomous approach provides the LLM with broader access to the
available toolset and allows the model to decide the order and strategy of tool use. This approach
represents a less constrained agentic baseline in which the model is responsible for planning its
own retrieval and reasoning processes.

Table 3.4: Compared orchestration paradigms in the benchmark.

Dimension Parametric orchestration Autonomous orchestration
Tool access Restricted to required tools Full toolset available
Workflow Fixed multi-step templates per LLM decides tool order and strat-

Retrieval control
Main advantage

Main risk

use case
Programmatic and
driven

Traceability and reliability for
known workflows

Lower flexibility outside prede-
fined workflows

schema-

egy

Model-planned and less con-
strained

Flexibility for exploratory or low-
structure tasks

Skipped hops, redundant calls,
and unsupported synthesis

To isolate the effects of orchestration strategy, all other experimental conditions were kept constant
to the extent possible. Both paradigms were tested on identical benchmark questions, the same ap-
proved static production-derived CSV snapshot, identical deterministic tool backends, identical prompt-
template families, identical output format expectations, identical decoding temperatures, identical max-
imum iteration limits, identical validation rules, identical scoring rubrics, identical stopping criteria, and
identical offline model configurations. As a result, the only independent variable was the level of control
over orchestration: fixed task-specific workflow templates in the parametric approach versus model-
planned tool use in the autonomous agent baseline.
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Table 3.5: Controlled and intentionally varied conditions in the baseline comparison.

Condition Parametric framework Autonomous baseline Status

S Model deployment Same offline model configu- Same offline model configu- Controlled
ration ration

Benchmark data Same approved static Same approved static Controlled
production-derived CSV production-derived Ccsv
snapshot snapshot

Tool backend Same deterministic tools Same deterministic tools Controlled

Prompt conditions Same task family and Same task family and Controlled
output-format expectations  output-format expectations

Decoding temperature Same Same Controlled

Iteration limits Same maximum limits Same maximum limits Controlled

Validation rules Same Same Controlled

Stopping criteria Same Same Controlled

Scoring rubric Same weighted scoring Same weighted scoring Controlled
method method

Workflow control Fixed task-specific tem- Model-planned sequence Independent
plates variable

Tool-selection freedom Restricted to required tools  Broader tool access Independent

variable

The methods deliberately vary with respect to the freedom of tool selection and degree of workflow
planning. These variations do not represent uncontrolled confounding factors but instead reflect the
different orchestration paradigms under comparison. Therefore, the comparison evaluates whether
restricting the retrieval order, tool access, and validation around the LLM improves performance and
reliability for the selected controlled benchmark tasks.

This comparison directly supports RQ2 and RQ3. RQ2 is addressed by measuring accuracy, opera-
tional overhead, estimated correction effort, and operational cost for both paradigms. RQ3 is addressed
by analyzing whether constrained orchestration provides safeguards relevant to regulated financial en-

vironments, including traceability, data-boundary control, validation, and human oversight.

3.3. Robustness Testing
The robustness evaluation assesses how the two orchestration paradigms respond to controlled stochas-
tic perturbations of workflow execution. The goal is not to estimate real production failure rates, but
to test whether each paradigm remains reliable when retrieval, tool use, or output generation is imper-
fect. This distinction is important because the perturbations model orchestration-level failures, such as
omitted retrieval steps or incomplete integration of retrieved records, rather than failures of the underly-
ing data sources. Section 3.3.1 defines the stochastic noise model, while Section 3.3.2 describes the
sensitivity analysis used to test whether the robustness results depend on a single noise calibration or

random seed.

3.3.1. Stochastic Noise Model
A noise-free benchmark would enable perfect accuracy for both orchestration paradigms in the con-
trolled snapshot benchmark. However, this scenario does not represent the error conditions that arise
in workflows supported by large language models. To assess robustness, the benchmark incorporates
a stochastic noise model that mimics the errors of tool use and synthesis. The application of explicit
perturbations facilitates a more rigorous characterization of failure behavior and allows the separation
of performance under optimal conditions from performance under conditions of imposed error [54], [55].

The noise configuration is represented as a six-tuple:

N = (phop y Pdrop, Pparam Phall, Pextra pﬁcld)~

(3.2)
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Each parameter p; represents the Bernoulli probability that a specific error type is injected at an appli-
cable point during a single-agent run. The six error types are missed tool-call hops, dropped server
records, incorrect tool parameters, hallucinated report lines, extra tool calls, and missed output fields.

These probabilities are modeling parameters rather than empirical estimates of production failure rates.
Rather, they are parameters for modeling errors that arise from the orchestration of component services.
For example, the loss of a server record reflects the failure to aggregate or incorporate that record in
the final response, not the failure of the CMDB snapshot itself. This difference is important because
both orchestration approaches employ identical interfaces for the same underlying data. As a result,
the increased probabilities of autonomous events represent errors attributable to the planned selection
of tools, construction of arguments, management of intermediate states, and integration of final results.

The probabilities differ between the two paradigms because the injected errors reflect patterns of
workflow performance and not raw measures of tool reliability. The parametric approach limits the
sequence of operations, expected operands, modes of aggregation, and forms of output, whereas
the autonomous mode of operation requires dynamic planning for these functions. Therefore, greater
probabilities of error were assigned to the autonomous mode for errors in planning, operand selection,
management of intermediate states, and integration of final results.

Table 3.6: Error types in the stochastic noise model.

Symbol Error type Effect

Dhop Missed hop A required tool-call step is skipped, causing the
absence of downstream data.

Ddrop Dropped server One expected server is lost during aggregation,
context construction, or final response synthe-
sis.

Pparam Wrong parameter A tool call is issued with an incorrect, incom-
plete, or malformed argument.

Phall Hallucinated line A fabricated but plausible-looking line is added
to the final response.

Dextra Extra tool call An unnecessary tool call is inserted into the
workflow.

Dfield Missed field An expected output field or data section is omit-
ted from the constructed context or the final re-
sponse.

The noise profiles differ between the two orchestration approaches. The parametric approach reduces
opportunities for errors of missed hops, additional tool calls, incorrect parameters, and fabricated lines
and thus assigns lower probabilities to these errors. In contrast, the autonomous approach provides
greater freedom for the agent to generate tool order, arguments, and final synthesis, resulting in higher
probabilities for the same error types.

Table 3.7: Configured stochastic noise profiles for the two orchestration paradigms.

Error type Symbol Parametric profile Autonomous profile
Missed hop Dhop 0.06 0.22
Dropped server Ddrop 0.10 0.18
Wrong parameter Dparam 0.04 0.12
Hallucinated line Phall 0.05 0.15
Extra tool call Pextra 0.02 0.25
Missed field Dfield 0.08 0.14

At each injection point, the decision to inject an error is modeled as an independent Bernoulli trial:
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inject; = {1’ it U; < P g~ Uniform(0, 1). (3.3)
0, otherwise,

Here, U; is a uniformly distributed random variable and p; is the probability of injecting error type i.

Although independent of one another, the effects of injected errors may be functionally interrelated.

For example, the loss of a server record at the time of CMDB retrieval also results in the loss of related

owner and compliance information in the final response. This leads to cascading reductions in the

scores for the server, owner, and field dimensions.

The purpose of the noise model was to determine whether structured orchestration degraded more
gracefully than fully autonomous orchestration in the presence of realistic workflow errors. This test
is especially important for financial applications, where the lack of complete or supported information
about security events can result in high costs for manual review or inappropriate prioritization of correc-
tive actions.

3.3.2. Sensitivity Analysis Design

To minimize the risk that the robustness result depended on a single calibration of the stochastic noise
model, a sensitivity analysis was conducted using three global scaling factors for noise and five random-
number seeds. The scaling factors represented optimistic, nominal, and pessimistic error conditions
of 0.5x, 1.0x, and 1.5x, respectively. For each scaling factor, all six Bernoulli probabilities for the
parametric and autonomous noise profiles were multiplied by the scaling factor and restricted to the
interval [0, 1]. The random seeds were 7, 42, 123, 256, and 999, respectively.

The objective of this analysis was not to quantify production failure rates but to assess whether the
relative robustness of orchestration paradigms is maintained in the face of varying assumptions about
the magnitude of noise and the random nature of injected errors. The results of this sensitivity analysis
are presented in Section 6.5.

3.4. Financial Impact Modeling

The analysis also includes the operational costs of each orchestration paradigm. Direct costs are de-
rived from token consumption, whereas indirect costs are modeled as estimated human review or cor-
rection costs associated with incomplete or incorrect responses. This separation is important because
the direct costs of model usage may be relatively small compared to the estimated cost of reviewing
or correcting incomplete outputs. Overall, this approach is consistent with the principles of informa-
tion security economics [56], [57], [58] that stress the importance of combining technical controls with
considerations of incentives, effort, and cost to reduce expected losses.

The per-query token cost is computed from the number of prompt and completion tokens as follows:

,I'i Tout

Cq = ﬁpin + 4106 Pout7 (34)

where T;, is the number of input tokens, T, is the number of output tokens, P., is the price per million
input tokens, and P,; is the price per million output tokens.

The annual direct token cost can then be estimated as:

Cannual = Cq : Qday . 365a (35)

where Qa.y is the number of daily analyst queries.

The human review cost is modeled separately because inaccurate or incomplete outputs may require
analyst correction. The annual human review cost is estimated as follows:

Hannual = Qday * Treview * C(review : 3653 (36)
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where r..view 1S the fraction of outputs that require manual review, and C....icw is the estimated cost of a
single manual review. This model is used in Chapter 6 to analyze whether improvements in accuracy
and robustness produce operational cost savings beyond direct token reductions.

An output is considered to require a manual review when it is incomplete, contains unsupported gen-
erated information, omits required fields for ownership or assets, or does not conform to the expected
output structure for the task. The review rate parameter represents an operational assumption based
on patterns of observed errors rather than a measurement of the actual rate of production SOC review.



Framework Architecture

This chapter describes the architecture of the proposed context-aware orchestration framework. The
architecture realizes the requirements defined in Chapter 3 by separating deterministic retrieval from
LLM-based synthesis. It discusses the architectural objectives, overall components, data model, or-
chestration layer, decision gate, retrieval and pruning mechanisms, synthesis path, validation methods,
and trust boundaries.

4.1. Architectural Objectives

The architecture is based on the functional and non-functional requirements established in Chapter 3.
The first objective is to support vulnerability prioritization by integrating public vulnerability information
with enterprise-specific context while maintaining control over data processing. The framework there-
fore combines vulnerability intelligence, asset metadata, ownership information, exposure indicators,
and compliance records into task-specific evidence for analyst-facing decision support.

The second objective is to avoid assigning factual discovery to the LLM. The model should not infer
database schemas, determine which enterprise records exist, or establish relationships among opera-
tional systems. These activities are performed by deterministic components that implement predefined
retrieval steps and schema-based joins. As a result, the factual basis of each response can be in-
spected independently from the natural-language explanation presented to the analyst.

The third objective is to reduce the amount of enterprise data provided to the LLM. Operational records
often contain fields that are irrelevant to a specific prioritization task. Passing complete records to the
model would increase token costs, expose unnecessary internal information, and make the generated
output harder to validate. The architecture therefore includes a context-construction stage that retains
only the fields required for the selected workflow.

The fourth objective is to preserve analyst accountability. The framework supports prioritization, risk jus-
tification, and remediation guidance, but it does not apply patches, modify configurations, or make final
operational commitments. This boundary is especially important in regulated financial environments,
where recommendations must remain subject to human review and operational accountability.

These objectives result in a hybrid architecture in which deterministic components perform retrieval,
joining, pruning, and validation, while the LLM is used for bounded synthesis and analyst-facing expla-
nation. The rest of this chapter describes how these components interact.

4.2. High-Level Architecture

Figure 4.1 presents the high-level architecture of the proposed framework. The architecture defines
explicit boundaries between deterministic control and probabilistic reasoning. This distinction is central
to the design because vulnerability prioritization depends on factual records of affected assets, owner-
ship, exposure, and compliance status. Incorrect selection or integration of these records would result
in explanations that appear valid but are not supported by the underlying data.
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Figure 4.1: High-level architecture of the context-aware orchestration framework. Analyst queries are processed using an
orchestration layer that selects the appropriate workflow and routes the request through a decision gate. Factual enterprise
data are retrieved through deterministic components, reduced through metadata pruning, and supplied to the LLM-based
synthesis component only after normalization. The generated output is validated and presented as analyst-facing decision
support rather than autonomous remediation.

The figure should be read from left to right. An analyst query first enters the orchestration layer, where
the query type is identified and mapped to an appropriate workflow. The decision gate then determines
whether the request can be handled through deterministic retrieval, whether it requires LLM-based
synthesis after retrieval, or whether it should follow a hybrid workflow that combines retrieval, context
construction, synthesis, and validation. Enterprise data sources are not exposed directly to the LLM.
Instead, vulnerability records, CMDB records, ownership information, exposure indicators, and compli-
ance records are accessed through predefined retrieval functions and schema-based joins.

The parametric path is used when the required retrieval sequence can be specified in advance. In this
path, deterministic components retrieve, join, prune, and normalize the relevant records before any
LLM-based synthesis takes place. The resulting records are transformed into compact, task-specific
context objects that contain only the fields required for the selected prioritization task. This design
reduces token consumption, limits unnecessary disclosure of internal operational information, and im-
proves the traceability of the factual basis used in the final response.

The LLM-based synthesis component is used only after the relevant enterprise context has been as-
sembled. lIts role is therefore limited to explanation, summarization, risk justification, or remediation-
oriented communication, rather than factual discovery. Subsequent validation and output-formatting
modules check whether the generated response is complete, well-organized, and consistent with the
retrieved information before it is returned to the analyst.

This design also defines the main architectural contrast with the autonomous-agent baseline evaluated
later in this thesis. In an autonomous-agent design, the LLM may select which tools to invoke, in what
sequence, and with what intermediate representation. In the proposed framework, these choices are
constrained by predefined workflows that increase inspectability and support the financial-governance
requirements described in Section 2.5. These requirements include auditability, control of data-flow
boundaries, and human oversight. The implications of this architectural distinction are evaluated in
Chapter 6, where the parametric orchestration approach is compared with the autonomous-agent base-
line in terms of accuracy, overhead, robustness, and estimated correction effort.
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4.3. Data Model and Retrieval Relationships

The proof-of-concept data model supports three logical domains that are sufficient for evaluating the
context-aware prioritization workflows used in this study. Vulnerability intelligence characterizes the
technical properties of vulnerabilities, asset metadata describes where those vulnerabilities occur within
the enterprise, and compliance metadata provides information about control status and residual risk for
affected assets.

The vulnerability-intelligence domain is implemented with CVE-based records. These records include
vulnerability descriptions, severity levels, CVSS scores, affected software, patch availability, exploit
maturity, indicators of compromise, and associated MITRE ATT&CK techniques. This information sup-
ports both prioritization and remediation-oriented guidance.

Asset metadata are represented through records in a ServiceNow-style CMDB. Each asset record con-
tains an asset identifier, operating system, owner, support group, environment, classification, installed
software, and associated vulnerabilities. The relationship between vulnerabilities and affected assets
is captured through the cves_affecting field.

The compliance domain is represented through NSF records that describe compliance status, control
findings, overall compliance score, risk level, and remediation dates. These records are linked to CMDB
assets through the sys_id/asset_id relationship. This relationship provides the basis for deterministic
retrieval of compliance and risk information for affected assets.

Figure 4.2 summarizes the retrieval relationships among the three logical data domains.

Logical Data Model and Retrieval Relationships
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Figure 4.2: Logical data model used by the framework. Vulnerability records are linked to affected assets through the CMDB
field cves_affecting. Asset records are linked to compliance records through the sys_id/asset_id relationship. These joins
enable deterministic multi-hop retrieval from vulnerability intelligence to asset ownership, classification, exposure, and
compliance context.

The data model supports the three benchmark use cases described in Section 3.2.2. In contextual asset
triage, the workflow begins with a CVE identifier and identifies affected assets through the cves_affecting
relationship. These assets are then enriched with ownership and compliance context. In risk-score jus-
tification, vulnerability severity and exploitability are combined with asset classification, environment,
exposure, and compliance risk. In remediation guidance, patch availability, affected systems, owner-
ship requirements, remediation deadlines, indicators of compromise, and relevant ATT&CK techniques
are used to construct an operational summary.

The purpose of the data model is not to reproduce the full complexity of a production banking envi-
ronment. Instead, it captures the minimum set of relationships required to evaluate the orchestration
problem: vulnerability records must be linked to affected assets, and asset records must be enriched
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with ownership and compliance context. These relationships provide the basis for the deterministic
retrieval path described in the next section.

4.4. Orchestration Layer

The orchestration layer represents the central control component of the framework. It coordinates
retrieval, context construction, LLM-based synthesis, and validation by mapping each analyst query to a
supported workflow. In doing so, it controls which operations are available for each task and determines
the order in which they are applied. For this proof-of-concept, the supported workflows correspond to
the three use cases introduced in Section 3.2.2: contextual asset triage, risk-score justification, and
remediation guidance.

Each workflow defines a fixed pattern for retrieving and integrating evidence. For example, a contextual
asset-triage query begins with a vulnerability identifier, retrieves the corresponding vulnerability record,
identifies affected assets, adds ownership and compliance context, and returns a structured analyst-
facing output. The purpose of this workflow is not only to obtain the relevant records, but also to ensure
that the required evidence chain is constructed in a predictable order.

This design differs from an autonomous-agent architecture, where the LLM may decide which tools to
invoke, which arguments to use, and whether additional retrieval steps are necessary. Such flexibility
can be useful for exploratory tasks, but it also introduces opportunities for omitted retrieval steps, re-
dundant tool use, and inconsistent intermediate states. In the proposed framework, tool use is instead
constrained by predefined workflow templates. This allows the framework to preserve traceability, re-
duce unnecessary exposure of enterprise data, and ensure that LLM-based synthesis is performed
only after the task-specific context has been assembled.

Table 4.1: Responsibilities of the orchestration layer.

Responsibility Description

Workflow selection Maps the analyst query to a supported use case, such as
triage, risk justification, or remediation guidance.

Tool control Restricts tool use to the operations required by the selected
workflow.

Retrieval coordination Executes deterministic retrieval steps across vulnerability, as-
set, ownership, and compliance data.

Context construction Converts raw records into a compact task-specific context ob-
ject.

LLM boundary enforce- Ensures that the LLM receives only selected context rather

ment than unrestricted access to enterprise data.

Trace preservation Stores intermediate retrieval results and joins so that analyst-

facing outputs can be inspected.

4.5. Decision Gate

The decision gate implements a routing function within the orchestration layer and determines the pro-
cessing required prior to data retrieval or LLM-based reasoning. Incoming requests are categorized
based on the task type, required data sources, and required depth of reasoning. The decision gate
then invokes a deterministic, LLM-supported, or hybrid processing pathway. Finally, a validation path-
way is used to ensure that the output conforms to the requirements for schema, syntax, or grounding
constraints.

The use of a deterministic pathway indicates that the requested output can be achieved by structured
retrieval and formatting alone. Examples include listing assets affected by a known CVE, providing
ownership information for a server, or reporting the status of compliance for an asset. These tasks
require accuracy of fact and schema-based integration of data but do not involve open-ended LLM-
based reasoning. The application of LLM-based processing at this stage would increase costs and
risks without improving the accuracy of the results.
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The use of an LLM-assisted pathway is appropriate for requests that require the synthesis or interpreta-
tion of information obtained by factual data retrieval. Examples include an explanation of the basis for
prioritizing a vulnerability, integration of information on the urgency of remediation for multiple assets,
or generation of a report for use by technical personnel. In such instances, the components of the de-
terministic pathway retrieve and organize all the necessary information for the subsequent LLM-based
generation of an interpretable summary of the results.

The application of a hybrid pathway is appropriate for requests that require both deterministic compu-
tation and LLM-based interpretation. For example, information on the availability of software patches,
affected hosts, asset ownership, compliance testing results, and indicators of compromise would be
retrieved deterministically. An LLM would then be used to produce an integrated summary of the infor-
mation or to generate a template for a query directed toward specialists in threat hunting.

The overall sequence of events ensures that all factual retrieval operations are completed before LLM-
based synthesis is applied. This approach is deliberately conservative. For requests involving sensitive
information on operational status or requiring precise selection of fields of factual data, preference
is given to completing and validating all operations of deterministic data retrieval and avoiding the
application of unconstrained LLM-based reasoning. This reflects the role of the system as a tool for data-
based analytical decision support. The system is intended to provide a basis for analytical decisions by
generating well-documented and highly structured representations of data and not to make independent
remediation decisions.

Table 4.2: Decision-gate routing rules.

Route

Trigger condition

Example task

Deterministic retrieval

LLM-assisted synthe-
sis

Hybrid workflow

Validation path

The query asks for factual records
or direct joins between known enti-
ties.

The query asks for an explanation,
summarization, or analysis-facing
justification based on the retrieved
context.

The query requires deterministic
retrieval, followed by structured
synthesis or report generation.

The query produces a structured
output that must satisfy a schema
or syntax constraint.

Identify the servers affected by
a CVE and retrieve their own-
ers.

Explain why a vulnerability
should be treated as a high pri-
ority.

Generate remediation guid-
ance for affected hosts using
patches and compliance con-
texts.

Validate the required fields
or check the generated KQL
structure before returning the
output.

Figure 4.3 illustrates the role of the decision gate in routing analyst queries through the appropriate

processing paths.
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Decision-Gate Routing for Analyst Queries
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Figure 4.3: Decision-gate routing in the proposed framework. Analyst queries are first classified according to task type and
required synthesis depth. Factual lookup tasks follow a deterministic retrieval path, explanation tasks use LLM-assisted
synthesis after retrieval, and remediation tasks use a hybrid workflow that combines retrieval, pruning, synthesis, and
validation. This routing prevents the LLM from directly controlling enterprise data access.

The decision gate represents a key distinction between this approach and that of a fully autonomous
agent. In the latter case, the model may select among various actions, including inspection of schemas,
invocation of tools, omission of intermediate steps, and generation of a response based on partial
information. In this architecture, these choices are restricted by predefined routing rules to produce
a more predictable workflow that facilitates traceability and minimizes the loss of important enterprise
context.

4.6. Deterministic Retrieval Path

The deterministic retrieval pathway extracts factual information from available data sources before any
LLM-based inference. This method is deterministic because the order of retrieval operations is dictated
by the chosen workflow and not by the arbitrary decisions of the language model. As a result, the
factual information used to produce results for analysts can be traced unambiguously to specific records
and joins. This approach is applicable to the three logical data domains described in Section 4.3:
vulnerability intelligence, asset metadata, and data on compliance with information security policies.

The proof-of-concept implements this path over three static CSV-based data domains: vulnerability,
CMDB asset, and NSF compliance records. The retrieval sequence follows the relationships introduced
in Section 4.3. A CVE identifier is first used to retrieve the relevant vulnerability records. The CMDB
snapshot is then queried to identify the assets affected by the CVE through the cves_affecting field.
Finally, each affected asset is linked to the NSF compliance records through the sys_id/asset_id
relationship.

The retrieved fields depend on the selected use case. For contextual asset triage, the path identifies
affected assets, ownership details, operating environment, classification status, compliance posture,
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and risk indicators. To justify the risk scores, the path integrates measures of vulnerability severity and
exploit maturity with asset-specific and compliance-based risk factors. Finally, it incorporates opera-
tionally relevant information on the availability of patches, deadlines for remediation, responsibility for
support, signs of compromise, and use of MITRE ATT&CK techniques.

This approach eliminates repeated ad hoc retrievals by the LLM. The model is not required to determine
which records should be integrated or which fields are appropriate for a specific task. Instead, the
deterministic pathway provides a complete and task-specific factual context prior to any synthesis by a
language model.

Table 4.3 summarizes the retrieval paths for each use case.

Table 4.3: Deterministic retrieval path per benchmark use case.

Use case Retrieval sequence Main retrieved fields

UC1: Contextual CVE — CMDB assets — NSF com- Affected servers, owners, environ-

asset triage pliance ment, classification, compliance sta-
tus, control findings

UC2: Risk-score CVE — CMDB asset context —+ Severity, CVSS score, exploit ma-

justification NSF risk context turity, asset classification, environ-
ment, compliance score, risk level

UC3: Remedia- CVE — affected assets — patch Patch availability, patch version,

tion guidance and compliance context owners, remediation deadline, 10Cs,
MITRE ATT&CK techniques

This deterministic path provides two advantages. First, it increases reliability by explicitly encoding the
necessary steps for information retrieval within the workflow. Second, it increases auditability because
each output can be traced directly to the source records used for its generation. As a result, the model
is not responsible for identifying factual relationships among the enterprise records. Instead, it is used
solely to generate a format suitable for analysts by synthesizing the retrieved information.

4.7. Context Construction and Metadata Pruning

After deterministic retrieval, the system produces a task-specific context object that reduces the raw
retrieved records to a compact representation containing only the fields required for the selected work-
flow. This is necessary because enterprise records typically contain substantially more information
than is appropriate for a particular analyst’s request. The transmission of complete records to the LLM
would increase token costs, reveal unnecessary internal metadata, and impair the quality of subsequent
output.

Metadata pruning occurs after the appropriate records have been retrieved and integrated. This pro-
cess eliminates fields that are not required for the current application and retains fields necessary for the
bases of factual support, prioritization, or remediation support. For example, the information required
for the contextual task of asset triage included the names of affected servers, owners, environment,
classification, status with respect to compliance requirements, and degree of risk. Complete invento-
ries of software or full records of prior audit data were not required unless they were directly applicable
to the query.

The selected domains vary according to the use case. For UC1, the context object highlights the
affected assets and their compliance status. For UC2, it highlights the interplay between the severity
of vulnerabilities and asset-specific factors affecting risk. For UC3, the context object emphasizes
the feasibility of remediation, including details of patches, owners, deadlines, and indicators for threat
hunting. This degree of use-case-specific pruning enabled the retrieval path to reduce the volume of
information delivered to the LLM without compromising the data required to generate the final response.

The context object also disentangles factual information from the synthesized reasoning. Factual com-
ponents are retained as structured key-value pairs, and the LLM is used only to synthesize these
components into a summary of explanation, justification, or remediation. This approach facilitates the
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evaluation of the degree to which the generated response is supported by the retrieved data and en-
ables validation in which the required components are verified prior to the delivery of the response to
the analyst.

Table 4.4 illustrates how raw fields are reduced to task-specific context fields.

Table 4.4: Examples of task-specific metadata pruning.

Use case Retained context Pruned or deprioritized context

UC1: Contex- CVE identifier, affected servers, Unrelated installed software, unre-
tual asset triage  owners, environment, classification, lated audit dates, unused loC cate-
compliance status, risk level, control  gories

findings
ucz: Risk- CVSS score, severity, exploit ma- Full remediation text, unrelated soft-
score justifica- turity, asset classification, environ- ware inventory, unrelated controls
tion ment, exposure indicators, compli-

ance score, risk level
UC3: Remedia- Patch availability, patch version, af- Unused compliance-control details,
tion guidance fected software, owners, support unrelated asset metadata, fields not
group, remediation deadline, 10Cs, needed for remediation
MITRE ATT&CK techniques

A simplified context object can be represented as follows:

{

"task": "risk_justification",

"vulnerability": {

"cve_id": "...",
"severity": "...",
"cvss_score": "...",
"exploit_maturity": "..."

1,

"asset_context": {
"asset_id": "...",
"environment": "...",
"classification": "...",
"owner": "..."

},

"compliance_context": {
"compliance_status": "...",
"overall_compliance_score": "...",
"risk_level": "..."

}

}

This representation is deliberately less extensive than the original records and includes only the infor-
mation required for the current reasoning task. Noncontributing fields are omitted to facilitate token
efficiency, as described in Chapter 3 and to minimize exposure to sensitive internal metadata.

Context construction also primes the response for validation purposes. Because the context object
conforms to a known schema, the framework can verify that the required fields are present prior to
invoking the LLM or returning the final result. Absent required fields should be reflected as uncertainty
and not silently replaced by synthesized information. This approach is critical for prioritizing vulnera-
bilities, since an incomplete response should be managed in a fundamentally different manner than a
confidently generated, unsupported result.

Metadata pruning provides the interface between deterministic retrieval and LLM-based reasoning. It
maintains the information needed for explanation and eliminates fields that increase the size, noise, or
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difficulty of the audit prompt. As a result, the model reasons a compact representation of the enterprise
context rather than raw operational data.

4.8. LLM-Based Synthesis Path

The LLM-based synthesis path provides analyst-facing explanations based on the structured context
object generated by the orchestration layer. The model does not access factual records, infer rela-
tionships among data sources, or determine which enterprise systems should be queried. Instead, it
receives selected information about vulnerabilities, assets, ownership, exposure, and compliance. This
restricts the model to synthesis and explanation while preserving deterministic control over the factual
evidence.

The role of the LLM varies by use case. For contextual asset triage, it summarizes retrieved asset
and compliance information in a format suitable for analysts. For risk-score justification, it explains
why a prioritization decision follows from the combination of vulnerability severity, exploitability, asset
classification, exposure, and compliance status. For remediation guidance, it converts information
about patches, affected hosts, ownership, remediation deadlines, and indicators of compromise into
an operational summary.

The synthesis path is deliberately limited. This limitation is necessary because LLMs may generate
plausible but unsupported statements when asked to extrapolate from incomplete information. To re-
duce this risk, the framework instructs the model not to infer unavailable fields and to represent missing
information as uncertainty. For example, the absence of an ownership field or compliance score in the
retrieved context should result in an explicit indication of unavailability rather than an inferred value.

The input to the LLM consists of three components: an analyst task, a structured context object, and a
task-specific output schema. The analyst task specifies the expected output, such as a triage summary
or remediation report. The context object contains the retrieved evidence, and the output schema
defines the required structure of the generated text. This arrangement constrains the model’s behavior
while retaining its ability to produce coherent explanations.

Table 4.5: Role of the LLM-based synthesis path per use case.

Use case LLM input LLM output

UC1: Contextual Affected assets, owners, environ- Analyst-facing triage summary with

asset triage ment, classification, compliance affected systems and contextual risk
status, and risk level indicators

UC2: Risk-score CVSS score, severity, exploit ma- Natural-language justification for the

justification turity, asset classification, environ- assigned priority rating

ment, and compliance posture
UC3: Remedia- Patch availability, patch version, af- Remediation summary and threat-
tion guidance fected hosts, owners, deadlines, hunting guidance for the analyst
loCs, and MITRE ATT&CK tech-
niques

The synthesis path also helps analysts communicate prioritization decisions consistently. Security an-
alysts often need to translate technical vulnerability information into operational explanations for infras-
tructure owners or remediation teams. Structured explanations can reduce the manual effort required
for this communication, but they do not replace analyst judgment. The final responsibility for prioriti-
zation decisions remains with the analyst, who can inspect both the generated explanation and the
retrieved evidence that supports it.

4.9. Validation and Output Formatting

After generation, the system verifies and formats the responses before returning them to the analyst.
This process separates fully developed outputs, incomplete outputs, and unsupported generated con-
tent. Verification ensures the completeness of the required fields, adherence to expected formats, and
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fulfillment of task-specific constraints.

The first phase of validation is schema validation. Each use case specifies a set of expected fields.
Contextual triage outputs should include information on affected assets, ownership, compliance status,
and risk indicators. Outputs for remediation should include information on affected hosts, ownership
of remediation, urgency, details of patches applied, and availability of indicators of compromise. If
the required fields are missing from the retrieved context, the system should preserve this uncertainty
rather than allowing the LLM to infer the missing values.

Structured outputs may also require format-specific validations. For example, this framework can pro-
duce remediation tables and Microsoft Sentinel KQL queries. These results must conform to the ex-
pected syntax and structure to be useful to analysts. Importantly, the resulting KQL should invoke only
valid fields and retain their inspectability prior to execution.

Table 4.6: Validation checks applied before returning analyst-facing output.

Validation type Purpose

Required-field check Verifies that expected fields, such as affected assets, own-
ers, compliance status, and risk level, are present.

Source-grounding check  Confirms that the generated claims are supported by the
retrieved context rather than invented by the model.

Output-schema check Ensures that the response follows the expected structure
for the selected use case.

Syntax check Applies task-specific validation, such as checking gener-
ated query structure.

Uncertainty handling Marks missing or incomplete context explicitly rather than

silently replacing it with the generated content.

Output formatting represents the final component of the architecture. The system translates validated
results into forms suitable for analyst use. Depending on the use case, this may be a triage table, risk-
justification paragraph, remediation checklist, or structured report. The formatting stage is intentionally
separated from synthesis so that presentation can be adjusted without changing the retrieval, pruning,
or validation logic.

This separation also supports auditing. The generated response can be examined together with the
underlying context object and validation results. If a recommendation is disputed, the modular struc-
ture makes it possible to determine whether the error originated during retrieval, context integration,
synthesis, or output formatting.

4.10. Security and Trust Boundaries

The architecture is intended for use in a regulated financial environment, where security and control
requirements directly shape the design. The first trust boundary separates deterministic processing
of enterprise data from LLM-based synthesis. Enterprise data are accessed only through controlled
retrieval functions, and the LLM does not have unrestricted access to the underlying databases. The
model also does not independently select which enterprise systems to query.

The second trust boundary concerns the amount of internal metadata provided to the LLM-based syn-
thesis component. Metadata pruning before model invocation reduces unnecessary exposure of sen-
sitive information and supports the principle of least privilege. This aligns with zero-trust and security-
control principles, according to which access to enterprise resources should be restricted, contextual,
and controlled rather than implicit [45], [46]. For example, a task may require asset classification and
owner group information, but not complete asset records or unrelated software inventories.

The third trust boundary concerns operational action. The framework does not perform remediation
actions, apply patches, modify configurations, or invoke automated response procedures. Instead, it
provides analyst-facing decision support. This boundary ensures that explanations and remediation
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recommendations remain subject to human review before any operational action is taken. These con-
trols also reduce LLM-specific risks, such as prompt injection, sensitive information disclosure, and
overreliance on generated outputs [50].

Table 4.7: Trust boundaries in the proposed architecture.

Boundary Controlled risk Architectural mechanism
Data-source boundary Unrestricted access to enterprise  Deterministic retrieval func-
systems tions and predefined schemas
Context boundary Unnecessary exposure of internal Metadata pruning and task-
metadata specific context construction
Synthesis boundary Unsupported or hallucinated con- Evidence-linked context ob-
clusions jects and output validation
Operational boundary Autonomous remediation without Analyst-facing decision sup-
approval port and human review

These boundaries allow the architecture to use the LLM for explanation and synthesis while maintain-
ing control over factual retrieval and operational decision-making. The resulting design supports the
governance restrictions described in Chapter 2 and the non-functional requirements specified in Chap-
ter 3.



Implementation

This chapter describes the proof-of-concept implementation used to evaluate the proposed architec-
ture. The implementation realizes the framework described in Chapter 4 in an approved offline en-
vironment and compares two orchestration paradigms: the proposed parametric framework and an
autonomous-agent baseline. The chapter describes the technical stack, data sources, tool interface,
workflow implementation, context construction, validation and logging mechanisms, and reproducibility
provisions.

5.1. Implementation Overview

The proof of concept implements two orchestration paradigms over the same benchmark data. The first
paradigm is the proposed parametric framework, which uses fixed workflow templates and restricted
tool access. The second paradigm is an autonomous-agent baseline, which receives the same data
and tools but determines the sequence of tool calls during execution. Both paradigms operate on the
same approved static production-derived CSV snapshot and are evaluated using the same benchmark
tasks.

The implementation follows the architectural separation introduced in Chapter 4. Factual retrieval is
performed by deterministic tool functions. Retrieved records are then aggregated, pruned, and con-
verted into task-specific context objects before LLM-based synthesis is applied. This separation allows
the benchmark to compare the effect of orchestration strategy on accuracy, efficiency, and robustness.

The proof of concept supports three operational use cases: contextual asset triage, risk-score justifi-
cation, and remediation guidance with threat-hunting query support. These use cases correspond to
the benchmark design described in Chapter 3 and require different combinations of retrieval, context
construction, synthesis, validation, and output formatting.

5.2. Technical Stack

The proof-of-concept system was implemented as an offline Python application. This setup allowed the
benchmark to be executed within the approved internal environment without relying on external public
APIs or live production databases. The purpose of this implementation was not to optimize database
performance, but to evaluate the orchestration behavior of the proposed framework under controlled
and reproducible conditions.

LLM-based synthesis was performed using an internally approved deployment of Claude Opus 4.6.
The model was used only after task-specific context had been retrieved, pruned, and assembled by
the orchestration layer. It did not access the underlying CSV files, database schemas, or enterprise
systems directly.

The implementation used approved static production-derived CSV snhapshot sources. Each retrieval
function loaded and queried these files through predefined schemas. This design preserved the rela-
tionships required for evaluation while avoiding direct interaction with live vulnerability-management,

36
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CMDB, or compliance systems.

Randomness in the primary benchmark run was controlled using a fixed seed. The robustness sensi-
tivity analysis repeated the experiment across multiple random seeds, allowing the evaluation to distin-
guish the effect of orchestration design from variation caused by injected stochastic workflow noise.

5.2.1. Model Configuration

The LLM was configured as a bounded synthesis component. It did not directly access data files,
database schemas, or enterprise systems. All factual information was retrieved through the tool in-
terface, converted into structured context objects, and then passed to the model for analyst-facing
synthesis.

The proof-of-concept implementation used a bank-approved offline deployment of Claude Opus 4.6.
This deployment was selected because it satisfied the internal security and compliance conditions for
the evaluation environment. The results should therefore be interpreted in the context of a regulated
financial institution, where model adoption depends on security approval, deployment constraints, and
administrative controls.

For each use case, the model generated context-based summaries, risk justifications, or remediation-
oriented guidance. It was instructed to use only retrieved context and to mark unavailable information
explicitly rather than infer missing owners, exposure status, compliance scores, or remediation dates.

This configuration preserved the separation between deterministic retrieval and probabilistic synthesis.
Factual data selection, schema joins, context reduction, validation, and logging remained under pro-
grammatic control, while the LLM was used to produce structured natural-language explanations for
analysts.

5.3. Data Sources and Snapshot Schemas

Three approved static production-derived CSV snapshot sources provide the foundation for this proof
of concept: a vulnerability dataset, a ServiceNow-style CMDB export, and compliance records from the
bank’s internal Network Security Framework (NSF). These CSV files were exported from the selected
live operational systems and subsequently "frozen” for offline analysis. The benchmark is therefore
based on production-derived records for the selected use cases and eliminates all direct access to
production databases, scanners, CMDB systems, or platforms for compliance reporting. Field values
that could disclose sensitive infrastructure, personnel, IP addresses, or operational details were omitted,
generalized or partially obfuscated.

The vulnerability database contains CVE records enriched with severity, CVSS scores, affected soft-
ware, patch information, exploit maturity, indicators of compromise, and MITRE ATT&CK techniques.
These fields are used for prioritization, risk justification, remediation guidance, and threat-hunting query
generation purposes.

The CMDB contains server records with identifiers, hostnames, operating systems, ownership meta-
data, support groups, environment labels, asset classifications, installed software, and associated
CVEs. Thefield cves_affecting enables the framework to join the vulnerability records to the affected
assets.

The NSF compliance dataset contains per-asset compliance records. Each record includes an asset
identifier, compliance score, compliance status, control-level findings, risk level, and a remediation
deadline. The field asset_id joins compliance records with CMDB records through the CMDB sys_id
field.
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Table 5.1: Approved static production-derived CSV snapshot sources used by the proof-of-concept implementation.

Data source Records Purpose

CVE database 5 Provides vulnerability descriptions, CVSS scores,
patch information, exploit maturity, loCs, and
MITRE ATT&CK techniques.

ServiceNow-style CMDB 6 Provides asset metadata, ownership, environ-
ment, classification, installed software, and CVE-
to-asset relationships.

NSF compliance records 6 Provides compliance status, control findings, risk
level, and remediation deadlines for affected as-
sets.

5.4. Tool Interface

Data access is implemented through a limited set of tool functions. Each function performs a controlled
operation on the approved static production-derived CSV snapshot. The LLM has no direct access to
the underlying snapshot files. Both orchestration paradigms use the same tool interface, so differences
in performance can be attributed to orchestration behavior rather than unequal access to data.

This approach supports the security and administrative requirements of the deployment environment.
The assessment of retrieval and inference is based on the approved static production-derived CSV
snapshot and not on direct access to the live databases. Consequently, changes to the design of the
orchestration layer can be tested without requiring additional modifications to production implementa-
tions or the initiation of new cycles for the approval of access to live databases.

The primary retrieval tools include CVE lookup, CMDB queries, NSF compliance queries, risk analysis,
KQL generation, and results validation. These represent the operations required to support the three
benchmark use cases. The parametric execution of these operations is achieved in fixed sequences
by the parametric framework and with greater flexibility by the autonomous baseline.

Table 5.2: Main tool functions exposed by the proof-of-concept implementation.

Tool function Purpose

lookup_cve Retrieves vulnerability information for a given CVE
identifier.

query_cmdb Retrieves server records affected by a given CVE or
matching asset metadata.

query_nsf Retrieves compliance and control information for a
given asset identifier.

perform_delta_analysis Combines vulnerability severity with asset and com-
pliance context to support priority justification.

generate_sentinel_kql Generates Microsoft Sentinel KQL using indicators of
compromise from the vulnerability record.

validate_query_syntax Checks whether generated query output satisfies ex-

pected syntax and structure constraints.

5.5. Parametric Orchestration Implementation

The parametric orchestration implementation applies predefined workflow templates to each supported
use case. The term parametric indicates that retrieval is controlled by explicit task parameters and
programmatic logic rather than by allowing the LLM to select its own retrieval strategy.

Each workflow template specifies the required tool calls, their execution order, the expected input and
output fields, and the context object to be created before LLM-based synthesis. This ensures that
factual retrieval is completed before an analyst-facing explanation is generated.
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For contextual asset triage, the workflow uses multi-hop retrieval. It first retrieves the relevant CVE
record, then queries the CMDB to identify affected assets, and finally retrieves NSF compliance records
for each affected asset. This sequence is necessary because omitting the compliance step would
remove the evidence needed to assess compliance posture and control risk, even if the response still
identified the affected servers.

For risk-score justification, the workflow follows a more compact retrieval path. It combines vulnerability
severity, CVSS score, exploit maturity, asset classification, environment, and compliance risk. These
fields are then used to support a deterministic delta-analysis or risk-mapping step before the LLM
generates an analyst-readable justification.

For remediation guidance, the workflow retrieves patch availability, patch version, affected software,
affected assets, asset owners, remediation deadlines, indicators of compromise, and MITRE ATT&CK
techniques. The resulting context object is used to generate an analyst-facing remediation summary
and, where applicable, threat-hunting query support.

Table 5.3 summarizes the implemented workflows.

Table 5.3: Parametric workflow templates implemented in the proof-of-concept.

Use case Required retrieval steps Output produced

UC1: Contextual lookup_cve — query_cmdb — Triage summary containing affected

asset triage query_nsf per affected asset assets, owners, compliance status,
and risk context

UC2: Risk-score Retrieve vulnerability attributes, Priority justification explaining the

justification asset classification, environment, difference between generic severity
and compliance risk indicators and organization-specific risk
UC3: Remedia- Retrieve patch information, af- Remediation summary and threat-
tion guidance fected hosts, owners, deadlines, hunting query support
loCs, and MITRE ATT&CK tech-
niques

The implementation of the parametric workflow is summarized as follows:

def run_parametric_workflow(question):
task = classify_task(question)

if task == "asset_triage":
cve = lookup_cve(question.cve_id)
assets = query_cmdb(cve.cve_id)
compliance = [query_nsf(asset.sys_id) for asset in assets]
context = build_triage_context(cve, assets, compliance)
return synthesize_triage_report(context)

if task == "risk_justification":
cve = lookup_cve(question.cve_id)
asset = query_cmdb(question.asset_id)
compliance = query_nsf (asset.sys_id)
context = build_risk_context(cve, asset, compliance)
return synthesize_risk_justification(context)

if task == "remediation_guidance":
cve = lookup_cve(question.cve_id)
assets = query_cmdb(cve.cve_id)
compliance = [query_nsf(asset.sys_id) for asset in assets]
context = build_remediation_context(cve, assets, compliance)
return synthesize_remediation_report(context)
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The main advantage of this implementation is that the retrieval sequence is not planned by the LLM.
Instead, the model receives the output of a completed retrieval workflow after the relevant records have
been retrieved and compressed into a structured context object. This supports deterministic processing,
auditability, and control over data boundaries.

The parametric approach also limits the tools available for each use case. For example, a triage work-
flow does not require schema-discovery tools once the required schema relationships have been en-
coded in the workflow. Restricting the available tools reduces unnecessary exploration and makes the
execution trace easier to inspect.

Finally, the parametric implementation creates a structured intermediate state before generating the
final response. This state contains the retrieved CVE fields, affected asset records, compliance in-
formation, and task-derived context. Separating this intermediate state from the output text makes it
possible to evaluate whether the final answer is supported by the retrieved evidence.

5.6. Autonomous Agent Baseline

The autonomous agent baseline represents a less restrictive alternative for comparison with the para-
metric approach. In contrast to the parametric framework, an autonomous agent is not provided with
a fixed workflow template for each application. Rather, it receives the analyst’'s question, descriptions
of available tools, and instructions for achieving the desired result. Based on these inputs, the model
determines which tools to invoke, in what sequence, and when sufficient information has been obtained
to provide a response.

The purpose of this baseline is not to represent a deliberately weak system. Autonomous agents can
be useful for exploratory tasks in which relevant sources, retrieval order, or required fields are not
known in advance. However, the vulnerability-management tasks evaluated in this thesis are compar-
atively structured: they require specific fields, predictable joins, and well-defined output formats. The
autonomous baseline therefore tests whether additional flexibility improves or impairs performance in
this type of structured security workflow.

The autonomous agent has greater access to tools than the parametric approach does. In addition
to its primary capabilities for retrieval and synthesis, it may also use auxiliary tools such as schema
enumeration or syntax validation. This exemplifies a typical design strategy for agents in which the
model can examine available tools and develop its own plan of action. The result is that the model may
generate excessive amounts of exploratory calls or omit the necessary retrieval steps required for a
complete response.

The baseline follows a generic loop:

def run_autonomous_agent (question):
state = initialize_agent_state(question)

while not state.finished:
tool_call = 11lm_select_next_tool(state)
tool_result = execute_tool(tool_call)
state = update_agent_state(state, tool_call, tool_result)

return 1lm_generate_final_answer (state)

In this loop, the large language model regulates the retrieval strategy. The model can examine schemas,
validate an intermediate query, retrieve a CVE, identify affected assets, obtain compliance data, or
generate a final answer. All tool calls and outputs were logged to allow a comparison of the fully
autonomous execution with the parametric execution.

The autonomous baseline differs from the proposed approach in three major ways. First, the workflow
order was determined by the model rather than by prior specifications. Second, the agent has greater
access to tools that promote exploratory behavior and increase the number of possible execution paths.
Third, the final output may originate from an intermediate state, the degree of completeness of which
reflects the model’s own planning decisions.
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Table 5.4 summarizes the differences in implementation between the two paradigms.

Table 5.4: Implementation differences between parametric orchestration and the autonomous baseline.

Dimension

Parametric orchestration

Autonomous baseline

Workflow control

Tool access

Retrieval order

Context construction

Defined by use-case-specific
templates

Restricted to tools required by
the selected workflow
Programmatic and fixed for each
use case

Built from predefined schemas
after deterministic retrieval

Planned by the LLM during exe-
cution

Broader tool access, including
exploratory or auxiliary tools
Determined dynamically by the
model

Emerges from the sequence of
model-selected tool calls

LLM role Synthesis and explanation after Planning, retrieval strategy, and
retrieval final synthesis
Main implementation Limited flexibility outside prede- Skipped hops, redundant calls,

risk fined workflows incomplete context, or unsup-

ported synthesis

This comparison evaluates the trade-off between flexibility and control. A generic autonomous agent
can accommodate a wider range of possible questions and requires fewer predefined workflow tem-
plates. However, this flexibility also makes execution paths less predictable. In regulated financial-
security workflows, where vulnerability-prioritization outputs must be traceable and supported by evi-
dence, this reduced predictability is an important implementation risk.

Both paradigms were applied to the same approved static production-derived CSV snapshot and eval-
uated using identical benchmark tasks. The comparison therefore isolates orchestration strategy as
the main implementation difference. The two paradigms differ in how they control retrieval, construct
intermediate context, and allocate autonomy to the LLM during execution.

5.7. Context Construction and Prompt Assembly

After completing the information retrieval steps, the implementation generates a task-specific context
object that disentangles factual information from synthesized explanations. The retrieved records for
CVE, CMDB, and NSF were not provided to the language model as raw rows from a database. Instead,
the implementation extracts the fields required for the current use case and presents them in a compact
format.

The context-construction phase is common to both orchestration paradigms but is implemented differ-
ently. In the parametric approach, the context object is constructed after completing a pre-specified
retrieval workflow. In contrast, for the autonomous baseline, the extent of the available context for the
model is determined by the sequence of tool calls chosen during execution. This resulted in an impor-
tant difference in the completeness of the final prompt, which reflects the extent to which all required
retrieval steps were achieved.

For contextual asset triage, the context object includes the vulnerability identifier, affected assets, asset
owners, environments, classifications, compliance status, compliance risk, and associated control re-
sults. To justify the risk scores, the context object reflects the interdependence of vulnerability severity
and asset-specific risk factors. To support remediation decisions, the context object provides details
on patch availability, affected software, owners, deadlines for remediation, indicators of compromise,
and MITRE ATT&CK techniques.
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Table 5.5: Context fields used during prompt assembly.

Use case Main context fields Purpose

UC1: Contextual CVE identifier, affected servers, Provide an analyst-facing overview
asset triage owners, environment, classifica- of affected assets and their opera-
tion, compliance status, risk level, tional risk context

control findings
UC2: Risk-score CVSS score, severity, exploit ma- Explain why the organization-specific

justification turity, asset classification, environ- priority differs from or confirms the
ment, compliance score, and risk generic severity
level
UC3: Remedia- Patch availability, patch version, af- Produce actionable remediation guid-
tion guidance fected software, owners, support ance and threat-hunting support

group, remediation deadline, loCs,
and MITRE ATT&CK techniques

Prompt assembly integrates three elements: task instruction, structured context object, and desired
output format. The task instructions described the type of response to be generated. The context
object incorporates the retrieved evidence. The output format defines the response structure, such as
a triage summary, risk justification, remediation checklist, or KQL-oriented response.

The simplified prompt structure is as follows:

Task:
Generate a risk justification for the given vulnerability and assets.

Retrieved context:

{
"vulnerability": {

"cve_id": "...",

"severity": "...",
"cvss_score": "...",
"exploit_maturity": "..."

},

"asset": {
"asset_id": "...",
"environment": "...",
"classification": "...",
"owner": "..."

},

"compliance": {
"compliance_status": "...",
"overall_compliance_score": "...",
"risk_level": "..."

}
}

Output requirements:

- Explain the priority of the decision.

- Only the retrieved context was used.

- State explicitly if the required information is missing.

- Do not invent owners, compliance scores, or exposure status.

Explicit prompt instructions reduce the risk of unsupported inference. When a required field is missing
from the context object, the response should state that the information is unavailable rather than provide
a plausible but unsupported value. This is especially important in vulnerability management, where an
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explicit uncertainty is safer than a confident but incorrect claim about ownership, exposure, compliance,
or remediation status.

Prompt assembly therefore forms part of the control surface of the framework. The prompt does more
than request an answer: it defines the evidence available to the model, constrains how missing infor-
mation should be handled, and specifies the expected output structure.

5.8. Validation and Logging

The implementation includes validation and logging mechanisms to support inspection of the execution
trace. Validation checks whether the output satisfies the structural requirements of the selected use
case and whether generated claims remain grounded in retrieved context. Logging records tool calls,
retrieved records, constructed context objects, token metrics, injected noise events, and final outputs.
Together, these mechanisms support reproducibility, auditing, and error analysis.

Validation was performed at two points within the workflow. Prior to invoking the LLM, the implemen-
tation verifies that all required contextual fields have been obtained. For example, a contextual triage
response includes information about affected assets, owners, compliance status, and risk level. The
absence of these fields results in either the presentation of the missing information as uncertainty or
the prevention of confident generation of an explanation by the framework.

The second validation step occurs after the LLM generates a response. Here, the implementation veri-
fies that the response includes all expected components and that the derived assertions are consistent
with the retrieved information. Additional validation is applied to structured outputs, such as drafts of
Microsoft Sentinel KQL queries. These procedures do not establish the semantic completeness of the
resulting query but identify missing elements and obvious errors of structure prior to the delivery of the
output to the analyst.

Table 5.6: Validation checks implemented in the proof-of-concept.

Validation check Description

Required-field validation Checks whether the context object contains the fields
required by the selected use case.

Grounding validation Checks whether generated claims correspond to the re-

trieved fields rather than unsupported model outputs.

Output-structure validation  Checks whether the generated response follows the ex-
pected structure for triage, justification, or remediation.

Query-structure validation = Checks whether the generated KQL-oriented output
contains the expected query structure and referenced
indicators.

Missing-context handling Ensures that the unavailable context is represented as
missing rather than being silently filled by the generated
content.

Logging was used to enable reproducibility and subsequent analysis. For each benchmark question,
the implementation logs the selected orchestration paradigm, invoked tool calls and associated argu-
ments, retrieved records, token counts, and final answers. The experiments with robustness also log
injected events of noise so that errors in the final output can be attributed to missed hops, lost records,
incorrect parameters, hallucinations, additional tool calls, or missing fields.
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Table 5.7: Logged information for each benchmark run.

Logged item Purpose

Benchmark question identi- Links each output to the corresponding use case and

fier expected answers.

Orchestration paradigm Identifies whether the run used parametric orchestra-
tion or the autonomous baseline.

Tool-call sequence Records which tools were called and in which order.

Tool arguments and outputs  Enables inspection of retrieval correctness and inter-
mediate state.
Constructed context object Shows what evidence was made available to the LLM.

Generated answer Stores the final analyst-facing output.
Token and latency metrics Supports operational-efficiency analysis.
Noise events Supports robustness analysis by linking injected er-

rors to output degradation.

The logging mechanism is not intended to duplicate the production audit environment. Rather, it pro-
vides sufficient trace information to permit the analysis of the behavior of this proof of concept. This
achieved the experimental objective of comparing orchestration paradigms in a controlled environment.

5.9. Reproducibility

Because the approved static production-derived CSV snapshots contain confidential information about
bank operations, they cannot be included in the public artifacts associated with this thesis. Reproducibil-
ity is therefore supported at two levels. First, the benchmark questions, scoring criteria, tool interfaces,
noise conditions, and aggregated results are documented. Second, the accompanying package pro-
vides anonymized, structurally faithful examples and benchmark outputs that replicate the experimental
design without revealing operational records. The reported results are based on the approved snap-
shots, whereas public or shared example records should be interpreted as illustrative substitutes.

The proof-of-concept was intended to be reproducible in an approved offline testing environment. Bench-
mark execution is based on an approved static production-derived CSV snapshot and does not require
interaction with external public APIs. The large language model component was implemented with a
bank-approved offline deployment of Claude Opus 4.6, which was minimally adapted for evaluation
purposes. This enables the assessment of orchestration behavior while maintaining control over the
boundaries of data flow and eliminating reliance on active connections to live production databases.

The robustness assessment employed seeded randomness. For each benchmark execution, a random
seed was fixed to generate an identical sequence of stochastic noise events. This is necessary because
the noise model incorporates the probabilistic occurrences of missed hops for tool calls, lost records at
the server, incorrect parameters, fabricated lines, additional tool calls, and missing data fields.

The benchmark can be executed using the following command:
python main.py benchmark --offline --noise --verbose
The implementation produces three main output artifacts:

* results/benchmark_results. json: full per-question benchmark data;
* results/benchmark_results.csv: tabular summary of benchmark results;
* results/benchmark_charts.html: generated benchmark charts.
These artifacts allow the evaluation in Chapter 6 to be inspected and replicated. The JSON output

captures all detailed information about the run, the CSV output supports tabular analysis, and the
graphical output provides a visual inspection of the benchmark results.

The implementation has two limitations in terms of reproducibility. First, a fixed offline model deploy-
ment and fixed prompt templates were used to increase the control and achieve greater reproducibility.
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However, the results depend on the particular version of the model, its configuration, and the deploy-
ment conditions. Second, the framework provides access to approved static production-derived CSV
shapshots rather than real-time connections to production databases. The snapshots are representa-
tive of the selected applications at the time of export but do not reflect subsequent changes in asset
status, ownership, risk exposure, or degree of compliance. The limitations are discussed in greater
detail in Chapter 7.

To ensure reproducibility, the implementation should record the model identifier, model configuration,
prompt-template version, random seed, stochastic-noise profile, benchmark-question identifier, scoring-
rubric version, execution time, and implementation version for each benchmark run. Recording this in-
formation makes it easier to distinguish variation caused by orchestration design from variation caused
by model configuration, prompt changes, or benchmark execution conditions.



Evaluation

This chapter evaluates whether the proposed parametric orchestration framework improves the accu-
racy, efficiency, robustness, and estimated operational cost of LLM-supported vulnerability prioritization
compared with an autonomous-agent baseline. The evaluation is organized around five experimental
questions:

EQ1: Does the parametric orchestration framework improve overall accuracy compared with the autonomous-
agent baseline?

EQ2: Which vulnerability-management use cases benefit most from constrained orchestration?

EQ3: Does constrained orchestration reduce operational overhead in terms of tool calls and token
consumption?

EQ4: How robust are the orchestration paradigms under stochastic workflow noise?
EQ5: What are the expected operational cost implications of the two orchestration paradigms?

The following sections answer these questions sequentially. Section 6.2 addresses EQ1, Section 6.3
addresses EQ2, Section 6.4 addresses EQ3, Section 6.5 addresses EQ4, and Section 6.6 addresses
EQS5. Section 6.7 provides a qualitative error analysis to explain the observed differences.

6.1. Evaluation Overview

The comparison evaluates the two orchestration paradigms under identical benchmark conditions. The
first paradigm is the proposed parametric framework with fixed workflow templates, limited access to
tools, and deterministic policies for data retrieval. The second paradigm represents an autonomous
agent baseline with greater flexibility in tool access and complete control over the order of tool calls
and data retrieval strategies during the execution.

Both paradigms operate on the same approved static production-derived CSV snapshot and address
identical benchmark queries. The snapshots reflect the actual operational data for the selected use
cases but are not a live interface to production databases. The use of identifying information is limited
to protect security and maintain confidentiality. Both orchestration strategies employed identical bank-
approved offline implementations of Claude Opus 4.6 and identical tool interfaces. The model version
represents the approved internal implementation available at the time of evaluation, not the most recent
publicly available model. This avoided variations in model capacity or data availability and permitted
the evaluation of the effect of the orchestration strategy.

The benchmark encompasses three domains of data: records of vulnerabilities, ServiceNow-style
records of configuration management database assets, and records of compliance with NSF require-
ments. For each question, the system must integrate, synthesize, or otherwise derive information from
these data sources.

The results are reported in terms of the weighted accuracy score defined in Equation 3.1. This score

46



6.2. Overall Accuracy 47

reflects the correct identification of affected servers, correct attribution of ownership to the affected as-
sets, and appropriate representation of the expected supporting fields. In addition, the report measures
operational efficiency, including the number of tool invocations and tokens consumed. The system ro-
bustness was assessed using the stochastic noise model described in Section 3.3.1.

The evaluation was organized as follows. Section 6.2 reports the overall benchmark accuracies of
both orchestration paradigms. Section 6.3 analyzes the performance across the three use cases. The
subsequent sections compare the efficiency, robustness, financial impact, and qualitative failure modes
of the two orchestration paradigms.

6.2. Overall Accuracy

Table 6.1 shows the overall benchmark accuracy for the two orchestration paradigms. The parametric
framework yielded a mean accuracy of 98.4%, whereas the autonomous baseline achieved a mean
accuracy of 90.0%. This corresponds to an 8.4 percentage-point difference in favor of the parametric
framework. The per-question ground truth and score components used to compute these aggregate
values are reported in Appendix A.

Table 6.1: Overall benchmark accuracy of the two orchestration paradigms.

Approach Mean accuracy Observation

Parametric orchestration 98.4% Only one benchmark question
scored below 100%

Autonomous baseline 90.0% Five benchmark questions

scored below 100%

Overall Performance Comparison
14-question benchmark with noise

Accuracy (%) Total Tokens
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. 5,000 4,960
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Figure 6.1: Overall performance comparison across the 14-question benchmark. The parametric framework achieved higher
mean accuracy while consuming fewer total tokens than the autonomous baseline.

The overall results in Table 6.1 and Figure 6.1 show that the parametric framework achieved higher
mean accuracy while also consuming fewer total tokens than the autonomous baseline. This result sup-
ports the central architectural argument of this thesis: for structured vulnerability-management tasks,
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reliability depends less on giving the model freedom to explore and more on ensuring that the correct
evidence is retrieved before synthesis begins.

This difference is not attributable to unequal access to information, since both paradigms used the
same benchmark data and tool interface. Instead, the performance gap reflects how each paradigm
constructs the evidence base for the final answer. The parametric framework follows predefined re-
trieval paths, which makes the required joins between vulnerability records, affected assets, ownership
metadata, and compliance status more consistent. The autonomous baseline can choose its own se-
quence of tool calls, but Figure 6.1 suggests that this flexibility did not translate into higher accuracy
for the selected benchmark. In this setting, autonomous exploration introduced more opportunity for
evidence to be retrieved incompletely or integrated inconsistently.

The overall comparison therefore supports the decision to separate deterministic retrieval from LLM-
based synthesis. The observed advantage should not be interpreted as evidence that the language
model became intrinsically better at reasoning about vulnerabilities. Rather, the parametric framework
improved the conditions under which synthesis occurred by providing a more complete and controlled
evidence base before the response was generated.

6.3. Use-Case-Level Results

Table 6.2 and Figure 6.2 show the accuracy breakdown by use case. The largest differences in
use-case accuracy were observed for UC1 (contextual asset triage), where the parametric frame-
work achieved 96.2% accuracy compared with 77.7% for the autonomous baseline. Both approaches
achieved perfect accuracy for UC2 (risk-score justification). In UC3 (remediation guidance and KQL
generation), the parametric framework achieved 100.0%, while the autonomous baseline achieved
98.5%.

Table 6.2: Accuracy by benchmark use case.

Use case Parametric Autonomous Difference
UC1: Contextual asset triage 96.2% 77.7% +18.5 pp
UC2: Risk-score justification 100.0% 100.0% 0.0 pp
UC3: Remediation guidance and KQL 100.0% 98.5% +1.5pp

generation
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Figure 6.2: Accuracy by benchmark use case. The largest difference between the two orchestration paradigms appears in
UC1, where contextual asset triage requires multi-hop retrieval across vulnerability, CMDB, ownership, and compliance records.

The UC1 result provides the clearest evidence for the benefit of deterministic orchestration. Contextual
asset triage requires a multi-hop evidence chain: the system must start from a CVE, identify affected
CMDB assets, and then retrieve ownership and compliance context for those assets. The parametric
workflow encodes this chain explicitly, which makes it less likely that a required hop is omitted. The
lower autonomous-baseline score in Figure 6.2 indicates that self-directed retrieval was less reliable
for this type of dependent retrieval task.

UC2 shows a different pattern. Risk-score justification required a shorter and more structured retrieval
path, because the answer mainly depended on combining vulnerability severity with asset-specific
and compliance-related context. Both paradigms achieved perfect accuracy for this use case. This
suggests that autonomous orchestration can perform well when the relevant context is compact, the
required fields are clear, and the output format is highly constrained.

UC3 produced only a small difference between the two paradigms. Remediation guidance and KQL
generation required information about patches, affected hosts, owners, remediation context, and indi-
cators of compromise. The autonomous baseline lost a small amount of field information, but its overall
performance remained close to that of the parametric framework. This result suggests that the advan-
tage of constrained orchestration is smaller when the task structure is clear and the required evidence
chain is less fragile than in contextual asset triage.

Overall, the use-case results show that the advantage of parametric orchestration increases with re-
trieval complexity. When a task depends on multiple linked records, predefined workflows reduce the
risk of incomplete context construction. When the task is narrower and the required evidence is eas-
ier to retrieve, the autonomous baseline can achieve comparable accuracy, although later efficiency
results show that it often does so with higher overhead.

6.4. Efficiency Analysis

Accuracy alone is insufficient for assessing the suitability of an orchestration framework for enterprise
use. A system that achieves high accuracy through excessive tool calls, long prompts, or unneces-
sary intermediate steps may be difficult to scale in operational settings. The evaluation therefore also
compares the operational efficiency of the parametric framework and the autonomous baseline.
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Table 6.3 reports the average number of tool calls and tokens per question for each use case. The
autonomous baseline consumed more tokens across all three use cases. The clearest efficiency dif-
ference appears in UC2: both paradigms achieved identical accuracy, but the autonomous baseline
required four times as many tool calls and twice as many tokens per question.

Table 6.3: Efficiency metrics by use case. The autonomous baseline generally uses more tokens and more tool calls,
especially in UC2 where it reaches the same accuracy as the parametric framework but with substantially higher overhead.

Use case Metric Parametric Autonomous
ucC1 Tool calls per question 8.2 7.5
ucC1 Tokens per question 320 347
uc2 Tool calls per question 1.0 4.0
uc2 Tokens per question 160 320
uUC3 Tool calls per question 4.0 5.2
uUC3 Tokens per question 320 400

Operational Efficiency
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Figure 6.3: Operational-efficiency comparison by use case. The autonomous baseline generally consumes more tokens and
performs more exploratory tool use, while the parametric framework follows fixed retrieval paths.

The results in Table 6.3 and Figure 6.3 must be interpreted with caution. This framework makes slightly
more tool calls than the autonomous baseline for UC1 because it explicitly attempts all the necessary
retrieval steps for each affected asset. Therefore, additional tool calls reflect complete multi-step re-
trieval and are not indicative of inefficient behavior. In contrast, the fewer tool calls required by the
autonomous baseline for UC1 reflect occasional omissions of necessary retrieval steps and ultimately
result in lower overall accuracy.

The UC2 results illustrated a different pattern. Risk-based justification represents a lower level of com-
plexity because the required information is retrieved by a compact path and subjected to systematic
analysis. Both methods yielded perfect performance for this application; however, the autonomous
baseline required additional exploratory interactions to arrive at identical results. Thus, autonomous
planning resulted in additional overhead, even for tasks that did not require exploration.
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The parametric approach also remains more efficient for remediation workflow. Remediation requires
information about patches, affected systems, ownership context, and evidence of compromise. The
parametric workflow obtains these data with a fixed sequence of operations, whereas the autonomous
baseline may invoke additional tools and generate a more extensive intermediate context. Therefore,
the autonomous baseline consumed more tokens and achieved a somewhat lower accuracy.

Table 6.4 summarizes the total token usage across the full benchmark. The parametric framework
consumed 3,840 tokens, whereas the autonomous baseline consumed 4,960 tokens. This corresponds
to a 29.2% increase in token usage for the autonomous baseline.

Table 6.4: Total token consumption across the 14-question benchmark. The autonomous baseline consumes 29.2% more
tokens than the parametric framework.

Metric Parametric Autonomous Difference
Prompt tokens 2,400 3,100 +29.2%
Completion tokens 1,440 1,860 +29.2%
Total tokens 3,840 4,960 +29.2%
Tokens per question 274 354 +80

The efficiency analysis indicates that the parametric framework achieved higher overall accuracy while
consuming fewer language-model tokens. This supports the architectural choice to use deterministic
retrieval and fixed workflows for structured vulnerability-management tasks. Autonomous orchestration
remains attractive for exploratory settings, but in the evaluated workflows it introduced additional token
and tool-call overhead without improving accuracy.

6.5. Robustness Under Stochastic Noise

The robustness experiment evaluates how each orchestration paradigm responds to stochastic work-
flow errors. Using the noise model described in Section 3.3.1, the benchmark injects perturbations into
retrieval, tool use, and output generation. The purpose is not to estimate production failure rates, but
to assess whether each paradigm remains reliable when workflow execution is imperfect.

Both methods achieved perfect accuracy on the controlled snapshot benchmark without injected noise.
The noisy benchmark therefore measures degradation from this ideal baseline. Table 6.5 and Fig-
ure 6.4 show that the parametric framework decreased from 100.0% to 98.4%, corresponding to a
1.6 percentage-point degradation. The autonomous baseline decreased from 100.0% to 90.0%, corre-
sponding to a 10.0 percentage-point degradation.

Table 6.5: Accuracy degradation under stochastic noise. The parametric framework degrades less than the autonomous
baseline because its fixed workflows reduce the likelihood that required retrieval steps are skipped.

Approach Noise-free accuracy Noisy accuracy Degradation

Parametric orchestration 100.0% 98.4% -1.6 pp
Autonomous baseline 100.0% 90.0% -10.0 pp
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Figure 6.4: Accuracy degradation under stochastic noise. Both orchestration paradigms achieve perfect accuracy without
injected noise, but the autonomous baseline exhibits a larger degradation under missed hops, dropped records, wrong
parameters, hallucinated lines, extra tool calls, and missed fields.

To assess whether the robustness result depends on a single noise calibration or random seed, the
stochastic noise experiment was repeated across three global noise scales and five random seeds,
as defined in Section 3.3.2. Table 6.6 reports the mean weighted accuracy and standard deviation for
each orchestration paradigm under low-, base-, and high-noise settings.

Table 6.6: Sensitivity analysis over noise scales and random seeds.

Noise scale Interpretation Parametricmean + std. Autonomous mean + Difference
std.

0.5x Low-noise setting 97.6% + 7.9 pp 92.7% + 19.4 pp +4.9 pp

1.0x Base setting 94.7% + 12.7 pp 85.6% + 25.9 pp +9.1 pp

1.5x High-noise setting 93.5% + 14.8 pp 80.9% + 27.7 pp +12.6 pp

The 1.0x row in Table 6.6 reports the mean across five random seeds and therefore does not exactly
match the single primary base noise run reported in Table 6.5. Table 6.5 presents the main benchmark
comparison, whereas Table 6.6 evaluates the robustness across alternative random realizations of the
same noise profile.

The sensitivity analysis indicates that the robustness result is not an artifact of a single random seed or
a particular noise calibration. Across the low-, base-, and high-noise settings, the parametric framework
retained higher mean weighted accuracy and lower variance than the autonomous baseline. The per-
formance gap increased from 4.9 percentage points in the low-noise setting to 12.6 percentage points
in the high-noise setting, suggesting that fixed workflow control degrades more gracefully as stochastic
workflow errors increase.

The main mechanism is the reduction of cascading retrieval failures. In the autonomous baseline, a
missed early retrieval step can remove evidence needed for later parts of the answer. In the parametric
framework, the retrieval order is predefined, so later steps are still attempted even when an individual
field or record is affected by noise. The framework does not eliminate errors, but it reduces the likelihood
that one failure prevents the construction of the entire evidence chain.
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This effect is most visible in UC1, where contextual asset triage depends on multiple linked retrieval
steps. The system must identify affected assets, attach ownership and compliance context, and pre-
serve the expected supporting fields. Errors in this chain have a larger effect on the final weighted
score than in more compact tasks. This explains why UC1 shows the largest difference between the
two paradigms: 96.2% for the parametric framework compared with 77.7% for the autonomous base-
line.

UC2 was less affected because the task required fewer retrieval steps and a more constrained output
structure. Both approaches achieved 100.0% accuracy for this use case, indicating that autonomous
orchestration can remain reliable when the retrieval path is short and the evidence requirements are
explicit.

Overall, the robustness evaluation supports the use of constrained orchestration for the selected vulnerability-
management benchmark. The benefit is not that deterministic workflows prevent all errors, but that

they reduce the probability of cascading failures. In regulated financial-security operations, this mat-

ters because partial retrieval and unsupported synthesis can increase analyst review effort and lead to
inappropriate remediation priorities.

6.6. Financial Impact Analysis

The preceding sections assessed accuracy, efficiency, and robustness. This section evaluates whether
the technical differences between the two orchestration paradigms translate into estimated operational
cost differences. The analysis separates direct model-use costs from indirect human-review costs.
This distinction is necessary because token costs are likely to be small compared with the analyst
effort required to review or correct incomplete outputs.

The first cost component is the token consumption. As shown in Section 6.4, the autonomous baseline
required more prompt and completion tokens than the parametric approach. For the complete bench-
mark, the parametric approach required 3,840 tokens, compared with 4,960 tokens for the autonomous
baseline. This represents a 29.2% overhead in token consumption for the autonomous baseline.

Using the cost model defined in Equation 3.4, the per-query cost can be projected to larger work-
loads. The annualized cost projections for the varying daily query rates are shown in Table 6.7. These
projections reflect the same per-query token requirements as the benchmark and result in a linear
extrapolation to 365 days.

Table 6.7: Projected annual direct token cost under different daily query volumes. The autonomous baseline is consistently
more expensive because it consumes more tokens per question, but the absolute direct-token-cost difference remains
relatively small.

Scenario Daily queries Parametric Autonomous
Small SOC 500 $531 $686
Medium SOC 1,000 $1,061 $1,371
Large SOC 2,000 $2,122 $2,743
Tier-1 bank 5,000 $5,306 $6,857

Direct token-cost projections demonstrate that token savings are not the primary economic justification
for the constrained orchestration. Even at 5000 daily queries, the resulting annual difference in direct
token costs is substantially less than the costs of staffing and other operational activities. The main eco-
nomic difference between the two approaches is not the direct token cost but the estimated correction
cost associated with incomplete or unsupported outputs. Because the autonomous baseline produces
more of such outputs under stochastic noise, its expected human-review cost is higher.

The second component of cost is human review. Incorrect or incomplete results in vulnerability man-
agement workflows do not simply vanish; instead, they must be examined, corrected, or rerun by an
analyst. The results confirm that the autonomous baseline is more likely to require manual correction
because it generates more incomplete results in the presence of stochastic noise. For this reason, the
review-cost model estimates the expected proportion of outputs requiring manual correction.
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In addition to the direct costs of review, incomplete outputs result in opportunity costs. The time spent
revising the generated results represents the time lost for higher-value activities such as threat hunting,
exposure analysis, coordination of remediation activities, or validation of critical exceptions to security
controls. Therefore, the value achieved by constrained orchestration is not limited to reduced token
consumption. Rather, it primarily derives from the reduced estimated review burden due to incomplete,
or unsupported results.

The projected review rates are not intended to reflect the measured rates of production correction.
Rather, they represent scenario values that illustrate the potential effects of variations in benchmark
completeness and unsupported synthesis on analyst review requirements at the operational level.

Table 6.8 presents a simple annual human-review projection for a medium-size SOC processing 1,000
queries per day. The model reflects a manual review cost of $20 per correction. Thus, even small
variations in the rate of human review result in large annual cost variations.

Table 6.8: Projected annual human-review cost for a medium-size SOC processing 1,000 queries per day. The cost difference
is driven by the higher expected correction burden of the autonomous baseline.

Approach Assumed review rate  Annual review cost
Parametric orchestration 0.4% $29,200
Autonomous baseline 5.0% $365,000

Total Cost of Ownership

API tokens + estimated human review cost (1000 queries/day)

$800,000

$730,687
$600,000
o
=
TJ;’ $400,000 $730,000
o)
@)
$200,000
$117,332
$116,800 X :
s — $532 $687
$0 4 4
Parametric Autonomous
| Token/API cost Human review cost

Figure 6.5: Projected annual total cost of ownership for a medium-size SOC processing 1,000 queries per day. The difference
is dominated by estimated human-review cost rather than direct token cost.

The human-review projection illustrates why robustness matters operationally. The difference in di-
rect token cost is measurable but relatively small, whereas the estimated cost of manually reviewing
incomplete outputs can become substantial at scale. This is particularly relevant in financial-security
environments, where unverified recommendations may introduce operational or regulatory risk.

The financial impact analysis therefore reinforces the architectural conclusion of this chapter. Para-
metric orchestration reduces token consumption, but its more important benefit is the reduction of par-
tial retrieval and unsupported synthesis. For high-risk vulnerability-management workflows, reducing
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the estimated correction burden may provide greater operational value than direct model-cost savings
alone.

6.7. Qualitative Error Analysis

The quantitative results show that the parametric framework outperformed the autonomous baseline in
overall accuracy, efficiency, and robustness on the selected benchmark. The qualitative error analysis
explains why these differences occurred. The observed failures mainly concerned the construction
of the evidence base before synthesis: some required retrieval steps were missed, some expected
fields were omitted, and some final responses included claims that were not supported by the retrieved
context.

The most important failure mode was incomplete multi-hop retrieval, especially in UC1. Contextual
asset triage requires the system to retrieve a CVE, identify all affected CMDB assets, and enrich each
asset with ownership and NSF compliance context. The parametric workflow encodes this sequence
explicitly. The autonomous baseline occasionally omitted one of these steps or failed to integrate
all affected assets, which directly reduced the server, owner, and supporting-field components of the
weighted accuracy score.

A second failure mode was unsupported synthesis. In some cases, the autonomous baseline produced
plausible but unsupported information, such as invented owner names or compliance values. In vul-
nerability prioritization, this type of error is more serious than explicitly reporting missing information.
An analyst can act appropriately when uncertainty is visible, whereas fabricated context may appear
authoritative and distort the prioritization decision.

A third failure mode was unnecessary tool exploration. The autonomous baseline sometimes invoked
tools that were not required for the selected workflow. This did not always reduce accuracy, but it
increased token consumption and made the execution trace less predictable. Such exploration may
be useful in open-ended investigations, but it is inefficient when the required retrieval path is already
known.

A final failure mode concerned incomplete structured outputs. This occurred mainly in remediation-
oriented tasks, where the response was generally useful but omitted a required element such as an
owner, deadline, target host, or indicator of compromise. These omissions did not always invalidate
the response, but they reduced its actionability for analysts.

Table 6.9 summarizes the qualitative error taxonomy used in the benchmark.

Table 6.9: Qualitative error taxonomy observed in the benchmark. The dominant autonomous-agent failures are associated
with incomplete retrieval, unsupported synthesis, and unnecessary exploration.

Error type

Description

Architectural implication

Missed retrieval hop

Dropped asset

Hallucinated field

Redundant tool call

Missing output field

A required retrieval step, such as
a compliance lookup, is skipped.

One or more expected affected
assets are omitted from the re-
sponse.

A plausible but unsupported
owner, compliance score, or
contextual claim is generated.
The agent performs exploratory
calls that are not required for the
selected workflow.

A required section or value is ab-
sent from the final response.

Required multi-hop workflows
should be encoded deterministi-
cally.

Asset aggregation should be han-
dled using programmatic retrieval
logic.

Generated claims should be
grounded in retrieved context and
validated.

Tool access should be restricted
when the workflow is known.

Output schemas and required-
field checks should be applied be-
fore returning results.
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The benefit of the parametric framework was therefore not that it generated more sophisticated final
language. When both paradigms retrieved the same evidence, their final responses were broadly com-
parable in content and organization. The main difference was architectural: the parametric framework
made it harder to omit necessary retrieval steps, lose required fields, or synthesize claims without
supporting evidence.

Taken together, the evaluation results indicate that the benefit of the parametric framework lies primarily
in the reliability of the orchestration process. The framework does not make the LLM inherently better at
reasoning about vulnerabilities; rather, it improves the conditions under which synthesis takes place by
ensuring that relevant evidence is retrieved, reduced, and validated before the response is generated.
In the selected controlled benchmark, the parametric approach performed better because the tasks
were structured enough for predefined workflows to capture the required evidence chains. The results
therefore support constrained orchestration for high-risk vulnerability-prioritization tasks, while leaving
open the possibility that more autonomous approaches may be useful in exploratory settings where the
relevant retrieval path is not known in advance.



Discussion

This chapter interprets the evaluation results and discusses their implications for LLM-supported vulner-
ability prioritization in financial-security operations. It explains why the parametric framework performed
better on the selected benchmark, identifies the operational meaning of these results, and defines the
appropriate automation boundary for the proposed system. The chapter also discusses threats to va-
lidity, limitations, and directions for future work.

7.1. Interpretation of Findings

The evaluation results support the use of constrained orchestration for the structured vulnerability-
management workflows considered in this thesis. The parametric framework achieved higher over-
all accuracy, consumed fewer tokens, and degraded less under stochastic workflow noise than the
autonomous-agent baseline. These results do not show that parametric orchestration is universally
preferable to autonomous orchestration. Rather, they show that deterministic control is beneficial when
the task requires known evidence, predictable joins, and complete retrieval before synthesis.

The strongest evidence for this interpretation comes from contextual asset triage. This use case re-
quires a dependent retrieval chain: the system must begin with a CVE, identify affected CMDB assets,
retrieve ownership information, and enrich the result with compliance context. If one of these steps
is omitted, the final response may still appear plausible while missing information that is essential for
prioritization. The parametric framework reduces this risk because the retrieval sequence is encoded
directly in the workflow. The autonomous baseline, by contrast, must decide during execution which
steps are necessary, which creates more opportunities for incomplete evidence construction.

The risk-score justification results show that autonomy is not inherently unsuitable. Both paradigms
achieved equivalent accuracy for this use case because the required evidence was compact and could
be retrieved through a short, structured path. However, the autonomous baseline required more tool
calls and tokens to reach the same outcome. This indicates that autonomous orchestration can perform
well for low-hop tasks, but it does not necessarily improve efficiency when the required workflow is
already known.

The remediation-guidance use case occupies an intermediate position. It requires more contextual
information than risk-score justification but less dependent retrieval than contextual asset triage. The
autonomous baseline performed close to the parametric framework, with only minor omissions. This
supports the broader interpretation that the advantage of deterministic orchestration increases as the
number of dependent retrieval steps and required output fields increases.

The robustness results reinforce this interpretation. The parametric framework was less vulnerable to
stochastic workflow noise because predefined templates continued to attempt the required retrieval
operations even when individual fields or records were affected. In the autonomous baseline, an early
planning or retrieval error could remove evidence needed for later parts of the answer. This cascad-
ing effect is particularly important in vulnerability prioritization, where missing ownership, exposure, or
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compliance context can change how analysts interpret urgency and remediation responsibility.

Overall, the main benefit of the proposed framework is not that it makes the LLM intrinsically better
at vulnerability reasoning. Instead, it improves the conditions under which LLM-based synthesis takes
place. By retrieving evidence deterministically, pruning context before generation, and validating out-
puts after generation, the framework reduces the probability that the model will produce explanations
based on incomplete or unsupported data.

7.2. Implications for Financial Security Operations

The results suggest that LLM-supported systems for financial-security operations should be designed
as controlled decision-support tools rather than general-purpose chat interfaces. Vulnerability prioriti-
zation is not an open-ended conversation: it usually requires specific evidence about affected assets,
ownership, exposure, compliance posture, and remediation constraints. A workflow that retrieves and
structures this evidence before synthesis is therefore more appropriate than an interface that leaves
factual discovery to the model.

The results also show that completeness and traceability are more important than raw automation. In
a financial setting, incomplete outputs still require analyst intervention, and unsupported outputs may
introduce operational risk. The financial-impact analysis in Chapter 6 shows that estimated review
costs can exceed direct token costs. The practical value of constrained orchestration therefore lies
less in reducing model-use cost and more in reducing incomplete or unsupported outputs that require
correction.

The framework also supports auditability. Because the parametric architecture separates retrieval op-
erations, intermediate context, and generated output, analysts can inspect how a recommendation was
produced. This is important in regulated environments, where security decisions must often be justified
after the fact. A recommendation supported by explicit CVE records, asset records, ownership infor-
mation, and compliance status is more defensible than a conclusion generated without an inspectable
evidence chain.

The findings further support decision support rather than fully autonomous remediation. The framework
can collect context, explain prioritization factors, and generate remediation-oriented summaries, but it
does not apply patches, modify configurations, or initiate response actions. This boundary is appro-
priate because remediation decisions often involve operational trade-offs, such as service continuity,
maintenance windows, ownership responsibilities, and residual risk acceptance.

Finally, the results support selective rather than unrestricted autonomy. Autonomous agents may re-
main useful for exploratory investigations where relevant sources or retrieval paths are not known in
advance. For high-risk, well-established workflows with predictable evidence requirements, however,
restricted orchestration provides stronger reliability, auditability, and control. A practical deployment
could therefore combine both modes: parametric execution for structured vulnerability-management
tasks and limited autonomous exploration for lower-risk investigative work.
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Table 7.1: Operational implications of the evaluation findings.

Finding Implication for financial security operations

Parametric orchestration im- Structured vulnerability workflows should explicitly en-
proves multi-hop retrieval relia- code the required retrieval steps.

bility

Autonomous agents introduce Flexibility should be reserved for tasks where explo-
additional tool-call and token ration is necessary.

overhead

Noise affects autonomous High-stakes workflows should include deterministic
workflows more strongly retrieval and validation safeguards.

Human review cost can ex- Accuracy and completeness should be prioritized
ceed direct token cost over raw automation.

Generated explanations are LLMs are appropriate for analyst-facing synthesis, but
useful when grounded in re- not for unconstrained factual discovery.
trieved context

7.3. Automation Boundary

The results support the use of LLMs for decision support, but not for fully autonomous vulnerability
remediation. The framework can identify relevant context, summarize affected assets, justify priorities,
and generate remediation guidance. However, these outputs remain inputs to analyst judgment rather
than final operational decisions.

Analyst oversight is necessary at several points in the workflow. Analysts can inspect the retrieved
CVE, CMDB, ownership, and compliance evidence before accepting a recommendation. They can
also reject or qualify outputs when the retrieved information is incomplete, inconsistent, or insufficiently
supported. Finally, they remain responsible for deciding whether remediation should be accelerated,
postponed, or accepted as residual risk. This proof of concept does not include a learning mechanism
based on analyst corrections, which remains a direction for future work.

This boundary is necessary because remediation decisions cannot be reduced to technical evidence
alone. Applying a patch may require downtime, affect dependent services, conflict with maintenance
windows, or require approval from service owners. In regulated financial environments, these decisions
must remain accountable to human analysts and responsible operational teams.

The framework therefore automates information retrieval, context construction, and analyst-facing syn-
thesis, but not operational execution. It can reduce the manual effort required to collect evidence and
prepare explanations, while preserving human responsibility for final prioritization and remediation de-
cisions.

Table 7.2: Automation boundary of the proposed framework.

Appropriate for automation Requires human decision or approval

Retrieving CVE, CMDB, ownership, Applying patches or changing production con-
and compliance context figurations

Summarizing affected assets and Accepting or rejecting operational risk
contextual risk factors

Generating analyst-facing risk justifi- Approving remediation timelines or

cations maintenance-window changes

Drafting remediation guidance and Executing response actions in production sys-
hunting-query suggestions tems

Highlighting missing or inconsistent Resolving conflicting business priorities be-
context tween teams

This boundary also defines the role of the LLM. The model is appropriate for synthesis, explanation,



7.4. Threats to Validity 60

and communication, but not for controlling operational actions. It is therefore incorporated as part of a
controlled decision-support process rather than as an independent security operator.

7.4. Threats to Validity

The evaluation provides evidence that constrained orchestration improves the reliability and efficiency
of the selected structured vulnerability-management workflows. However, the results must be inter-
preted in light of several threats to validity. This section discusses internal, external, construct, and
conclusion validity, following common categories from experimental design and empirical software en-
gineering [54], [55], [59].

7.4.1. Internal Validity

Internal validity concerns whether the observed differences between the parametric framework and
the autonomous baseline are caused by orchestration strategy rather than unrelated implementation
choices. This threat was reduced by applying both paradigms to the same benchmark questions, data
sources, model deployment, and tool interface. The main difference between the systems was there-
fore the degree of control over retrieval order, context construction, and tool use.

Nevertheless, the results depend on the specific workflow templates, tool definitions, prompt templates,
and validation logic implemented in the proof of concept. A different implementation of either paradigm
could change the absolute scores. The comparison should therefore be interpreted as evidence for the
tested architecture and benchmark design, not as a universal measurement of all possible parametric
or autonomous systems.

The stochastic noise model introduces an additional internal-validity concern. The injected errors model
workflow-level failures such as missed retrieval hops, dropped records, incorrect parameters, redun-
dant tool calls, hallucinated lines, and missing fields. These probabilities are modeling assumptions
rather than empirical measurements of production failure rates. To mitigate this limitation, the evalua-
tion included a sensitivity analysis across three noise scales and five random seeds. The parametric
framework retained higher mean weighted accuracy across all tested settings, but future work should
calibrate these probabilities using logs from real LLM-supported security workflows.

7.4.2. External Validity

External validity concerns whether the findings generalize beyond the experimental setting. The bench-
mark uses an approved static production-derived CSV snapshot of selected vulnerability-management,
configuration-management, and compliance records. This makes the evaluation more realistic than a
fully synthetic benchmark because it preserves operational relationships between vulnerabilities, as-
sets, ownership, and compliance context.

At the same time, the snapshot is limited in scale, dynamism, and operational complexity. It is correct
for the selected use cases at the time of export, but it is not a live connection to production databases.
Changes in ownership, exposure, patch status, compliance posture, or service dependencies after the
export are therefore not represented. Identifying fields were also masked or generalized to protect
confidentiality and security, which limits the extent to which examples can be interpreted as direct
representations of production conditions.

The findings should therefore be interpreted as proof-of-concept evidence from a controlled, production-
derived benchmark. Broader generalization would require evaluation on larger datasets, more diverse
vulnerability classes, more complex asset dependencies, and realistic production data-quality prob-
lems.

7.4.3. Construct Validity

Construct validity concerns whether the evaluation measures capture the concepts they are intended to
measure. The weighted accuracy score captures three important components of vulnerability-prioritization
output: correct identification of affected servers, correct attribution of ownership, and inclusion of ex-
pected supporting fields. These elements are operationally important because an output that omits
affected assets, responsible owners, or key context is difficult for analysts to act on.
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However, the metric does not fully capture all dimensions of response quality. It does not directly
measure explanation clarity, analyst trust, cognitive workload, or the likelihood that a generated recom-
mendation would change a real remediation decision. These aspects were considered only indirectly
through qualitative interpretation. Future evaluations should include expert ratings or user studies to
assess perceived usefulness, readability, and operational value.

The scoring method also treats the loss of different fields in a simplified way. In practice, omitting a
critical production asset may be more serious than omitting a lower-risk contextual field. Future work
should therefore consider risk-weighted or penalty-based scoring, where errors involving critical assets,
high exposure, or regulatory relevance have stronger effects on the final score.

The financial impact model is also simplified. It estimates direct token costs and expected human-
review costs, but it does not include integration effort, monitoring, incident escalation, infrastructure
overhead, model governance, or long-term maintenance. The model is therefore useful for identifying
relative cost drivers, but not for producing a complete production business case.

7.4.4. Conclusion Validity

Conclusion validity concerns whether the conclusions drawn from the data are sufficiently supported.
The results show that the parametric framework outperformed the autonomous baseline on the se-
lected benchmark. However, the benchmark is small and focuses on structured workflows with known
data sources and predictable retrieval paths. The conclusions should therefore be limited to similar
vulnerability-management conditions.

The results do not establish that autonomous agents are generally inferior. Autonomous orchestra-
tion may be better suited to exploratory investigations, ill-defined tasks, or workflows in which the
relevant sources are not known in advance. The supported conclusion is narrower: for structured,
high-risk vulnerability-prioritization tasks in regulated financial environments, deterministic orchestra-
tion provides stronger reliability, traceability, and control than unconstrained autonomous tool use.

7.5. Limitations

The findings of this thesis demonstrate architectural feasibility, not full production generalizability. The
benchmark was deliberately small, static, and controlled in order to isolate the effect of orchestra-
tion strategy. The results therefore show how the proposed framework behaves on representative
vulnerability-management tasks, but they do not establish that the same accuracy, efficiency, or ro-
bustness would be achieved across all production assets, vulnerability classes, data-quality conditions,
or analyst questions.

The first limitation is the use of a static offline dataset. The evaluation is based on an approved static
production-derived CSV snapshot of selected vulnerability-management, configuration-management,
and compliance systems. The snapshot preserves the relationships required for the selected use cases,
but it does not include real-time changes in ownership, exposure, patch status, compliance posture, or
operational dependencies.

The second limitation concerns scale and coverage. The approved subset contains the records re-
quired for the benchmark, but it does not represent the full complexity of a large financial institution. A
production implementation would need to support larger asset inventories, overlapping vulnerabilities,
more diverse asset classes, complex service dependencies, and inconsistent or incomplete data.

The third limitation is model dependence. The evaluation used a bank-approved offline deployment
of Claude Opus 4.6 with minimal task-specific adaptation. This provides a realistic basis for internal
experimentation, but the results may differ for other model families, versions, deployment conditions,
prompt templates, or fine-tuning strategies.

The fourth limitation concerns the stochastic noise model. The injected errors represent plausible
workflow-level failures for LLM-supported systems, but their probabilities are experimental assump-
tions. Alternative noise profiles would change the absolute performance values, even if the relative
robustness advantage of constrained orchestration remained.

The fifth limitation is the absence of an analyst user study. The benchmark measures accuracy, tool use,
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token consumption, robustness, and estimated review cost, but it does not directly measure perceived
usefulness, trust, cognitive workload, or acceptance by security analysts. These factors are essential
for assessing operational deployment.

Finally, the framework was evaluated as a proof of concept rather than as a live production system.
It was not connected to live databases, scanners, ticketing systems, remediation workflows, or pro-
duction servers during benchmark execution. Live deployment would require additional mechanisms
for authentication, authorization, monitoring, incident escalation, service-level management, change-
management integration, continuous data-quality monitoring, and continuous model-quality control.

7.6. Future Work

Future work should first evaluate the framework on larger and more dynamic enterprise datasets. The
current evaluation uses an approved static production-derived CSV snapshot of selected vulnerabil-
ity, asset, and compliance records. Subsequent work should test the framework on larger approved
datasets and, where feasible, controlled live integrations with enterprise data sources. This would al-
low evaluation of scalability, retrieval latency, access-control restrictions, data freshness, and changing
asset relationships under more realistic operational conditions.

A related direction is to extend the enterprise context used for prioritization. Future versions of the
framework could incorporate software supply-chain and supplier-risk information, including product de-
pendencies, third-party ownership, software bills of materials, CSAF advisories, VEX status information,
and indicators of supplier risk. This would help determine whether a vulnerability is relevant to a specific
product, dependency, or deployment mode in a given operational setting [60], [61], [62].

A second direction is to evaluate alternative model backends and deployment configurations. The
current proof of concept uses a bank-approved offline deployment of Claude Opus 4.6. Future studies
should compare other private, on-premises, or offline model deployments and quantify model variability,
latency, prompt sensitivity, consistency across repeated runs, and the trade-off between fine-tuning and
retrieval-based prompting.

A third direction is more realistic robustness testing. Future work should calibrate the stochastic noise
model using logs from real LLM-supported security workflows and evaluate additional enterprise data-
quality problems. Examples include outdated ownership records, conflicting asset classifications, miss-
ing compliance records, duplicate assets, outdated patch information, and inconsistent asset-naming
conventions. This would provide a more complete understanding of how the framework behaves under
realistic operational uncertainty.

A fourth direction is analyst-centered evaluation. User studies with security analysts should assess
whether the generated explanations are useful in practice. Such studies could measure perceived
trust, clarity, time savings, cognitive workload, and impact on remediation decisions. They could also
examine how analyst corrections should be incorporated into workflow templates, validation rules, and
context-selection strategies.

A fifth direction is stronger validation of generated output. The proof of concept includes basic checks
for field completeness and structural consistency, but future work should add citation-based grounding,
stricter schema validation, policy-rule validation, and automated detection of unsupported assertions.
Remediation-oriented workflows should also include more rigorous validation of generated KQL or other
security query languages.

A final direction is hybrid orchestration. The results support parametric orchestration for known struc-
tured tasks while preserving a role for autonomous agents in exploratory work. A future system could
combine both modes by using parametric execution for high-risk repetitive workflows and bounded au-
tonomous exploration for lower-risk investigations. The main challenge is to define safe boundaries
between these modes, including fallback rules for uncertainty, missing evidence, or unexpected tool
behavior.

Future production integration should maintain the automation boundary established in this thesis. The
system may support prioritization and remediation planning, but final operational decisions should re-
main under human control.



Conclusion

This chapter concludes the thesis by summarizing the main findings, answering the research questions,
restating the contributions, and outlining the most important directions for future work. It closes by
reflecting on the role of context-aware orchestration for LLM-supported vulnerability prioritization in
regulated financial environments.

8.1. Summary

This thesis designed, implemented, and evaluated a context-aware orchestration framework for LLM-
supported vulnerability prioritization. The framework addresses a central challenge in financial-security
operations: public vulnerability indicators such as CVSS, EPSS, and known-exploitation evidence are
useful, but they are insufficient without organization-specific context about affected assets, ownership,
exposure, compliance posture, and remediation constraints.

The proposed framework separates deterministic enterprise-data retrieval from LLM-based synthesis.
Factual evidence is retrieved through predefined workflows and schema-aware joins, reduced through
metadata pruning, and validated before being used to generate analyst-facing explanations. The frame-
work is therefore intended as a decision-support system, not as an autonomous remediation system.

The proof-of-concept was evaluated in a controlled offline environment using an approved static production-
derived CSV snapshot from selected operational vulnerability-management, configuration-management,
and compliance systems. Across a 14-question benchmark covering contextual asset triage, risk-score
justification, and remediation guidance, the parametric framework achieved higher accuracy, lower
token consumption, and stronger robustness under stochastic workflow noise than the autonomous-
agent baseline. These results support constrained orchestration as a promising architectural pattern
for structured vulnerability-management workflows where retrieval completeness, traceability, and val-
idation are critical.

8.2. Research Questions Revisited
This section answers the research questions introduced in Chapter 1.

RQl: How can heterogeneous security and organizational data be selectively re-

trieved and transformed into context usable for vulnerability prioritization?
Heterogeneous security and organizational data can be transformed into usable prioritization context
through deterministic retrieval, schema-aware joins, and task-specific context construction. In the pro-
posed framework, vulnerability records, CMDB asset metadata, ownership information, and compliance
records are accessed through constrained retrieval functions rather than through unrestricted LLM tool
use. Explicit relationships, such as the mapping between vulnerabilities and affected assets and be-
tween assets and compliance records, provide the basis for multi-hop retrieval.

The retrieved records are then reduced to task-specific context objects. These objects retain the fields
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required for the selected workflow, such as affected assets, owners, classifications, compliance sta-
tus, risk level, patch information, and remediation constraints. Irrelevant metadata are removed before
LLM-based synthesis, reducing token consumption and limiting unnecessary exposure of internal oper-
ational information. This approach gives the model structured evidence for explanation while preserving
deterministic control over factual retrieval.

RQ2: How well does the proposed orchestration framework perform on represen-
tative vulnerability-management tasks in terms of accuracy, operational over-
head, estimated correction effort, and operational cost?

On the selected benchmark, the parametric orchestration framework achieved higher accuracy, lower
operational overhead, and stronger robustness than the autonomous-agent baseline. The framework
achieved 98.4% mean weighted accuracy, compared with 90.0% for the autonomous baseline. The
largest difference occurred in contextual asset triage, where the parametric framework achieved 96.2%
accuracy compared with 77.7% for the autonomous baseline. This result supports the value of determin-
istic orchestration for multi-hop retrieval tasks, where omitting one retrieval step can remove important
downstream evidence.

The parametric framework also consumed fewer language-model tokens. Across the benchmark, it re-
quired 3,840 tokens compared with 4,960 tokens for the autonomous baseline, corresponding to 29.2%
higher token use by the autonomous approach. The financial-impact analysis further suggests that the
main operational cost difference is not direct token cost, but the estimated correction burden associated
with incomplete or unsupported outputs. Accuracy, completeness, and robustness are therefore more
important cost drivers than token consumption alone in the evaluated setting.

RQ3: Which architectural safequards are required to make LLM-supported vul-
nerability prioritization usable in a regulated financial environment?

The evaluation indicates that LLM-supported vulnerability prioritization requires safeguards at the level
of data access, context construction, output validation, and operational control. First, factual retrieval
should be deterministic and traceable. The LLM should not be responsible for discovering database
schemas, selecting arbitrary data sources, or deciding whether critical retrieval steps are necessary.

Second, the system should apply metadata pruning before LLM-based synthesis. Only task-relevant
context should be passed to the model, which improves efficiency and limits unnecessary exposure
of sensitive internal information. Third, generated outputs should be validated before being returned
to analysts. Required fields, grounding against retrieved evidence, output structure, and query syntax
should be checked where applicable.

Finally, the framework should preserve a clear automation boundary. It may support triage, risk jus-
tification, remediation planning, and analyst communication, but it should not apply patches, modify
configurations, or initiate production changes. These safeguards support the control, accountability,
and human oversight expected in regulated financial operations [2], [12], [43].

8.3. Contributions
This thesis makes four main contributions to the design and evaluation of governance-aware LLM
orchestration for vulnerability prioritization.

First, it presents a context-aware orchestration framework that combines deterministic enterprise-data
retrieval with bounded LLM-based synthesis. The framework establishes an evidence boundary before
generation by separating retrieval, schema-aware joining, metadata pruning, validation, and analyst-
facing explanation.

Second, it defines a task-specific context-construction approach for integrating heterogeneous vulner-
ability, asset, ownership, exposure, and compliance information. This approach reduces unnecessary
metadata while preserving the relationships required to support prioritization decisions.

Third, it implements and evaluates a proof-of-concept system across three representative vulnerability-
management use cases: contextual asset triage, risk-score justification, and remediation guidance.
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The evaluation shows that constrained orchestration improves accuracy and robustness over the autonomous-
agent baseline for the structured workflows in the selected benchmark.

Fourth, it identifies architectural safeguards for LLM-supported vulnerability prioritization in regulated
financial settings. These safeguards include controlled data access, deterministic retrieval, metadata
pruning, output validation, evidence traceability, and preservation of analyst oversight.

8.4. Future Work

Future work should evaluate the framework on larger, more dynamic, and more diverse enterprise
datasets. Controlled live integrations with vulnerability scanners, CMDB systems, SIEM platforms,
ticketing systems, and compliance tools would allow assessment of scalability, latency, data freshness,
access control, and production data quality.

Further research should also compare alternative private or on-premises model deployments, strengthen
output validation, and evaluate the framework with security analysts. Analyst-centered studies are par-
ticularly important because this thesis measures technical output quality, but does not directly assess

perceived usefulness, trust, workload reduction, or acceptance in routine operations.

Finally, future versions of the framework could incorporate additional enterprise context, including soft-
ware supply-chain information, SBOM data, supplier-risk indicators, and structured vulnerability status
formats such as CSAF or VEX, as discussed in Section 7.6.

8.5. Final Remarks

The principal conclusion of this thesis is that large language models can support vulnerability prioritiza-
tion in financial infrastructure, but only when they are embedded within a controlled architecture. The
value of such a system depends not only on the quality of generated explanations, but also on the relia-
bility of evidence retrieval, the traceability of intermediate steps, the protection of sensitive information,
and the preservation of human oversight.

The results show that constrained, context-aware orchestration is a promising architectural pattern for
structured vulnerability-management tasks. By separating deterministic retrieval and validation from
LLM-based synthesis, the framework provides analyst-facing decision support without transferring con-
trol over data access, evidence selection, or operational action to the model.

The findings should be interpreted as proof-of-concept evidence over representative use cases and
an approved static production-derived CSV snapshot. Deployment in live financial infrastructure would
require further validation on larger and dynamic datasets, integration with production systems, access-
control mechanisms, monitoring, governance review, and analyst-centered evaluation. Nevertheless,
the study demonstrates that careful orchestration can make LLM-supported vulnerability prioritization
more grounded, traceable, and operationally useful in regulated financial-security settings.
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Benchmark Questions, Ground Truth,
and Scoring Methodology

This appendix documents the benchmark used to compute the weighted accuracy results reported
in Chapter 6. It provides the benchmark questions, expected ground-truth elements, per-question
weighted scores, and score components for the parametric framework and autonomous-agent baseline.
The purpose is to make the evaluation auditable and to clarify how the aggregate accuracy values were
obtained.

A.l. Scoring Methodology

Each benchmark response was scored using the weighted accuracy formula introduced in Section 3.2.3:

VVtotaI = O-35sserver + O-35Sowner + O-3051‘ield-

Here, Sserver is the fraction of expected affected servers correctly identified, Sowner is the fraction of
expected owners correctly identified, and Sseq is the fraction of expected supporting fields included
in the response. Matching was performed using a case-insensitive comparison against the expected
hostnames, owner names, and required field indicators.

The scoring method is intentionally simple and auditable. It evaluates whether the response contains
the expected operational evidence, but it does not measure stylistic quality, analyst trust, readability,
or subjective usefulness. The weighted scores reported in this appendix are rounded to the nearest
whole percentage point.

The weighting gives slightly greater importance to affected server and owner identification because
these elements determine whether remediation can be assigned to the correct operational team. Sup-
porting fields are also important for explanation and completeness, but missing one supporting field
typically reduces answer quality rather than making the response entirely unusable.

A.2. Benchmark Ground Truth

Table A.1 lists the 14 benchmark questions and their expected ground truth elements.

Table A.1: Benchmark questions and expected ground-truth elements.

Q uc Benchmark question Expected affected servers ~ Expected owners Expected supporting fields

Q1 uc1 Who owns the server affected by CVE-2026-  prod-web-eu-01; prod-db- Maria Lopez; James  compliance_score; compli-
1001, and what is its current NSF compli-  us-01; prod-pay-us-01 Carter; Priya Sharma ance_status; risk_level
ance status?

Q2 uc1 What is the compliance status of the server  prod-web-eu-01 Maria Lopez compliance_score; compli-
prod-web-eu-01? ance_status

Q3 uc1 List all servers with critical risk level and their ~ dev-ci-eu-01 Sofia Andersen risk_level

owners.
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Q uc Benchmark question Expected affected servers  Expected owners Expected supporting fields

Q4 uc1 Is there a patch available for CVE-2026-  prod-ml-us-01 Carlos Ruiz patch_available; severity
20107 Which servers are affected?

Q5 uc1 Give me a full asset health report for SRV-  prod-pay-us-01 Priya Sharma compliance_score; com-
006. pliance_status; risk_level;

cves_affecting

Q6 uc1 Which servers in the Frankfurt data center ~ prod-web-eu-01; stg-api- Maria Lopez; Aisha Pa-  location; cves_affecting
have unpatched vulnerabilities? eu-01 tel

Q7 uc2 Do you agree with the assessment of  prod-ml-us-01 Carlos Ruiz justified priority; reasoning
Medium risk for CVE-2026-2010 given chain; UPGRADED
the criticality level of prod-ml-us-01 within
CMDB?

Q8 uc2 Should CVE-2026-1045 on stg-api-eu-01be  stg-api-eu-01 Aisha Patel justified priority; reasoning
escalated? The CVSS is 7.5 but it is only a chain; DOWNGRADED
staging server.

Q9 uc2 Justify the risk rating of CVE-2026-1001 for ~ prod-pay-us-01 Priya Sharma justified priority; reasoning
the payment server SRV-006. chain; Critical

Q10 uc2 Is the Critical severity of CVE-2026-3050 ap-  prod-pay-us-01 Priya Sharma justified priority; delta analy-
propriate for all affected servers? sis result; Mission Critical

Q11 ucs Based on our Payment Gateway exposure  prod-pay-us-01 Priya Sharma kql; remediation; urgency
to CVE-2026-3050, generate a Sentinel tier; P1; Spring Boot
hunt query and a summary for the patching
team.

Q12 uc3 Generate a threat hunt query for CVE-2026-  prod-web-eu-01; prod-db- Maria Lopez; James  kgl; CommonSecuritylLog;
1001 and provide remediation guidance for ~ us-01; prod-pay-us-01 Carter; Priya Sharma remediation; urgency tier;
all affected servers. OpenSSL

Q13 uc3 CVE-2026-1045 is affecting our staging APl stg-api-eu-01 Aisha Patel kql; DnsEvents; remedia-
server. Create a Sentinel query to check for tion; nginx; P3
SSRF exploitation and draft a patching sum-
mary.

Q14 uc3 Our ML platform server is exposed to CVE-  prod-ml-us-01 Carlos Ruiz kql; remediation; no patch;

2026-2010 which has no patch. Generate a
Sentinel hunt query and recommend mitiga-
tions.

mitigation;
mentation

network seg-

A.3. Per-Question Scores

Table A.2 reports the weighted accuracy scores for each question under the base stochastic-noise
profile. These scores were used to compute the overall benchmark means reported in Chapter 6.
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Table A.2: Per-question weighted accuracy scores under the base stochastic-noise profile.

Q uc Parametric score ~ Autonomous Notes

score

Q1 ucC1 77% 7% Both approaches lost part of the ex-
pected multi-asset context under the
base-noise setting; the missing compo-
nents differed between paradigms.

Q2 ucC1 100% 100% Clean compliance-status lookup.

Q3 ucC1 100% 65% Autonomous output identified the af-
fected server but missed the expected
owner.

Q4 ucC1 100% 100% Single-server CVE and patch availability
lookup.

Q5 ucC1 100% 42% Autonomous output missed ownership
and the most expected supporting
fields.

Q6 uc1 100% 82% Autonomous output omitted one ex-
pected owner while retaining the ex-
pected field context.

Q7 uc2 100% 100% Risk-score justification completed suc-
cessfully.

Q8 uc2 100% 100% Risk-score justification completed suc-
cessfully.

Q9 uc2 100% 100% Risk-score justification completed suc-
cessfully.

Q10 uc2 100% 100% Risk-score justification completed suc-
cessfully.

Q11 uUC3 100% 100% Remediation guidance and KQL gener-
ation were completed successfully.

Q12 uUC3 100% 100% Multi-server remediation guidance was
completed successfully.

Q13 UCs3 100% 94% Autonomous output omitted one ex-
pected remediation and query-support
field.

Q14 UC3 100% 100% No-patch mitigation guidance was com-
pleted successfully.

Mean - 98.4% 90.0% Mean weighted accuracy across all 14

benchmark questions.

A.4. Score Components
Table A.3 lists the server, owner, and field components used to compute the weighted scores in Ta-

ble A.2.
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Table A.3: Per-question score components under the base stochastic-noise profile.

Q uc Parametric Autonomous
Server Owner Field Server Owner Field
Q1 ucC1 0.67 0.67 1.00 1.00 0.33 1.00
Q2 ucC1 1.00 1.00 1.00 1.00 1.00 1.00
Q3 ucC1 1.00 1.00 1.00 1.00 0.00 1.00
Q4 ucC1 1.00 1.00 1.00 1.00 1.00 1.00
Q5 ucC1 1.00 1.00 1.00 1.00 0.00 0.25
Q6 ucC1 1.00 1.00 1.00 1.00 0.50 1.00
Q7 ucz 1.00 1.00 1.00 1.00 1.00 1.00
Q8 ucz 1.00 1.00 1.00 1.00 1.00 1.00
Q9 ucz 1.00 1.00 1.00 1.00 1.00 1.00
Q10 ucz 1.00 1.00 1.00 1.00 1.00 1.00
Qi ucCs3 1.00 1.00 1.00 1.00 1.00 1.00
Q12 ucs3 1.00 1.00 1.00 1.00 1.00 1.00
Q13 U[OX] 1.00 1.00 1.00 1.00 1.00 0.80
Q14 UcC3 1.00 1.00 1.00 1.00 1.00 1.00

A.5. Al Disclosure

During the preparation of this thesis, artificial intelligence tools, including ChatGPT 5.5, Gemini 3.1,
PaperPal, and QuillBot were used to support language editing and revision. Their use was limited to
grammar checking, readability improvements, structural feedback, and refinement of academic style.

These tools were not used to generate experimental data, alter benchmark results, perform evaluations,
or make independent scientific claims. The substantive content, analysis, interpretation, and final deci-
sions remain the author’s own. The author reviewed and edited all Al-assisted suggestions and takes
full responsibility for the content of this thesis.
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