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Abstract

When a second tumor arises in the contralateral breast in a patient with a previous or synchronous
breast cancer, it is of clinical importance to determine if this tumor is a new unrelated tumor or a metas-
tasis, i.e. clone, of the primary tumor. A new, unrelated tumor may be treated similarly as the first one
since treatment was successful, while a distant metastasis demands a change of therapy and has a
more adverse prognosis. In clinic, a second tumor is generally regarded as a new primary. If there is
clinical suspicion that the second tumor may be a metastasis, clinico-pathological characteristics of the
two tumors are used assess the clonality status. Clinico-pathological characteristics, however, are not
reliable predictors to determine if a second tumor is a metastasis. Recent studies have investigated
tumor clonality using techniques from molecular genetics. These models appear to perform well, but
have several drawbacks.

In this thesis a more advanced classification model is being developed that can detect tumor clon-
ality based on SNP array data. For this, two segmentation algorithms, ASCAT and OncoSNP, and
two comparison methods, Log LR and adapted Sl, have been incorporated. For each tumor, the seg-
mentation algorithms construct a copy number profile based on the SNP array data. Given the copy
number profiles, the comparison methods compute a p-value which reflects the probability that a pair
is of clonal origin. Both comparison methods are permutation methods which test the null hypothesis
of independence against the alternative hypothesis assuming clonality. The proposed model consists
of a decision tree which assigns each pair to one of six categories depending on the significance of the
four resulting p-values.

The model has been tested on 23 fresh frozen pairs by means of expert judgment. The results were
promising: the four pairs which were unanimously labeled as clonal by the experts were also regarded
as such by the model. No independent pairs were assigned as clonal by the model. Moreover, the
decision tree showed to have a higher sensitivity than the clinical assessments as the latter only man-
aged to detect two out of four clonal pairs. A discordance between the clinico-pathological judgments
and decision tree results was found for three out of 18 pairs for which both assessments were available.

The model appears to be suitable in practice, but is not yet applicable as a stand-alone model. There
were two ambiguous pairs which were labeled as independent by the model but for which the experts
had varying opinions about the clonality status. Until the ambiguous pairs can be reliably categorized,
it is advised to take into account both the model results and clinical assessments when determining
tumor clonality. Finally, the performance of the model remains to be tested on FFPE pairs.

Keywords: contralateral breast cancer, clonality, SNP arrays, copy number profiles, permutation meth-
ods, decision tree.
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Introduction

The aim of this thesis is to examine how clonality in contralateral breast cancers can be detected. In
this chapter the key aspects of breast cancer are introduced as well as why investigating the clonal re-
latedness between primary and contralateral breast cancers is of interest to be researched. In addition,
an overview of the current guidelines used to assess whether two tumors are clonal are presented. The
last subsection gives an outline of the report.

1.1. What is breast cancer?

Breast cancer is one of the most prevalent cancers among women both in developed and developing
countries. In 2020, a grand total of 2.26 million women were diagnosed with breast cancer and 685,000
deaths due to breast cancer were reported worldwide [34]. It is estimated that one in ten of all cancers
diagnosed each year worldwide is cancer of the female breast [14]. Moreover, one in seven women in
the Netherlands will develop breast cancer over the course of her lifetime [41].

Breast cancer occurs when breast cells start to grow abnormally. In more than 99% of the cases,
breast cancer emerges in the epithelial cells giving rise to carcinomas. The epithelial component of the
breast consists of cells that line the lobules and ducts. Regarding the histological type of carcinomas,
approximately 75% are of the ductal type, 15% are of the lobular type and the remaining 10% are a
mixture of other histologies which are less common [25]. It should be noted that the histological type
only refers to the growth pattern of the tumor and not to the cell of origin being either from the ducts or
lobules. In less than 1% of the cases, breast cancer arises in the non-epithelial cells of the breast, such
as the blood vessels and fat cells [28]. These types of breast cancers are called sarcomas. The ma-
jority of breast cancers thus arise in the ducts or lobules of the breast. Figure 1.1 shows an illustration
of the anatomy of the female breast."

Figure 1.1: lllustration of the anatomy of the female breast.

"https://www.oncolink.org/cancers/breast/breast-cancer-the-basics
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2 1. Introduction

In the initial stage of breast cancer, also called stage 0, the tumor is in situ, meaning that it is en-
compassed within the duct or lobule. During this stage, the tumor does not cause any symptoms. As
time passes, the stage 0 tumor may become more progressive, leaving the duct or lobule and starts
invading the surrounding breast tissue. When this happens, the cancer is defined as invasive breast
cancer. If the cancer manages to reach the lymph nodes, other organs may also be affected by the
cancer leading to distant metastases.

Treatment of breast cancer can be very effective if the tumor is diagnosed at an early stage. The
treatment of breast cancer generally consists of a combination of multiple therapies such as surgical
removal of the tumor (breast-conserving surgery or mastectomy), radiation therapy, chemotherapy or
anti-hormonal therapy. Which combination of treatments is most suitable for the patient depends on
the stage and grade of the breast cancer and the type (i.e. whether the cancer cells are sensitive to
hormones) [10].

1.2. Clonality in contralateral breast cancers

Unilateral breast cancer patients have an increased risk of developing breast cancer in the other, con-
tralateral, breast. Itis estimated that 2 to 11 percent of women diagnosed with breast cancer will develop
contralateral breast cancer (CBC) in their lifetime [9].

For clinical purposes, it is important to determine whether the second tumor in the contralateral breast
is a new primary tumor or a metastasis of the first tumor. A new, unrelated tumor may be treated
similarly as the first tumor since treatment was successful, while a distant metastasis may ask for a
change of therapy and has a more unfavorable prognosis. In the case of a clonal secondary tumor the
treatment of the first tumor was not effective meaning that a small amount of cancer cells of the first
tumor remained behind in the body of the patient. These cancer cells eventually managed to reach
the contralateral breast where the cancer started to develop. Hence, a different therapy is needed to
eradicate the cancer when the secondary tumor is a distant metastasis of the first.

In practice, however, contralateral breast cancers are generally regarded as independent tumors [2].
Only when the patient already has metastases from her primary breast cancer in other organs, a metas-
tasis in the other breast will also be considered. In that case, the pathological and clinical characteristics
of the two tumors will be compared such as:

» The degree of differentiation: how similar are the tumor cells in appearance compared to the
normal cells of the breast. The degree of differentiation determines the grade of the cancer. A
low grade tumor has cells that are well differentiated, meaning that the tumor cells look similar to
normal cells. A high grade tumor, on the other hand, has cells that do not look like normal cells
meaning that the tumor cells are poorly differentiated from the normal cells.

» Time interval between the tumors: how much time has passed between the diagnosis of the
primary and secondary tumor. For example, if CBCs are diagnosed 10 years apart, it is likely that
the secondary tumor is unrelated to the primary tumor.

» The histological subtype: e.g. ductal or lobular and is the cancer in situ or invasive.

* Hormone receptor status: does the tumor express receptors for hormones such as estrogen
and progesterone. If, for instance, the tumor is ER-positive (Estrogen Receptor), the tumor cells
depend on the hormone estrogen to grow. Tumors that are receptive to one of the two hormones
can be treated with anti-hormonal therapy.

» Human Epidermal growth factor Receptor 2 (HER?2) status: if a tumor is HER2 positive, the tu-
mor cells contain a certain protein named HER2. This protein causes the tumor cells to grow
uncontrollably.

In [5], a pair is classified as clonal if the two tumors have a concordant histological subtype, ER sta-
tus and HER2 status. However, using these characteristics to determine tumor clonality is not rec-
ommended since the majority of breast cancers have the same characteristics: invasive ductal, ER-
positive and HER2-negative [42]. Pathological characteristics are thus not informative to assess tumor
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clonality. A discordance in one of the pathological characteristics, for instance the ER-status, may serve
as evidence that the two tumors are of independent origin. However, [8] has shown that the estrogen,
progesterone and HER2 receptor status frequently change in metastatic breast cancer. Therefore, in
order to reliably detect whether a second tumor is clonal or not, molecular features of the two tumors,
i.e. the genomic profiles, are needed. This also holds for tumor pairs for which there is no clinical
suspicion of a possible metastasis.

Recent studies have investigated tumor clonality using several techniques in the field of molecular
genetics (e.g. array Comparative Genomic Hybridization (aCGH), Single Nucleotide Polymorphism
(SNP) arrays, DNA methylation and RNA sequencing (RNA-seq)) and emerging evidence suggests
that a subset of CBCs (approximately 10%) represent metastases rather than independent primary
tumors [3, 5]. These studies have also shown that the current clinical guidelines used for assessing
clonality are not well associated with molecular tumor features. For example, [5] investigated 37 pairs
of primary and secondary tumors and found a discordance between clinical and molecular assessment
in 13 pairs, which is approximately 35%.

In the current literature, several models exist that are capable to quantify the degree of clonal related-
ness between two tumors based on their DNA profiles. These models, which are based on comparing
the amount of overlap in the two profiles, seem to perform well, but have several shortcomings. The
aim of this thesis is, given the existing methods, to develop a more advanced classification model which
can detect clonality between contralateral breast cancer tumors given the genomic profiles of the tu-
mors. In this research, the genomic profiles of the primary and secondary breast tumor are generated
by means of SNP arrays.

1.3. Outline of the report

This section gives a brief overview of the structure of the report. Chapter 2 gives an introduction to
DNA and SNP arrays. This includes the definition of DNA, what happens to the DNA during cancer
development, what SNP arrays are and how SNP arrays can be used to determine what has happened
to the DNA of tumors. In Chapter 3, an overview of different segmentation algorithms is presented. A
segmentation algorithm can be used on the SNP array data to determine where aberrant regions have
occurred on the genome. Given the overview, two segmentation algorithms are chosen and explained
in more detail. Chapter 4 introduces the comparison methods that will be used on the segmented
data. The comparison methods determine whether a pair of tumors is of clonal origin or independent
by comparing the profiles coming from the segmentation algorithms. In this thesis, two comparison
methods are considered. In Chapter 5, characteristics of the comparison methods are investigated by
means of simulations with artificial pairs. In Chapter 6 the performance of the segmentation algorithms
and comparison methods is tested on 23 fresh frozen pairs. Given these results, a final model is
proposed which can be used by the oncologist. Chapter 7 provides a summary of the conducted
research. Finally, Chapter 8 presents the conclusion of this thesis and states recommendations for
future research.






DNA and SNP arrays

In this chapter, background information regarding DNA and SNP arrays will be given. Section 2.1 gives
an introduction to DNA. What is DNA exactly and what are the functions of DNA? Section 2.2 clarifies
what happens to the DNA in the case that cancer arises. Finally, Section 2.3 explains the concept of
SNP arrays and describes how SNP arrays can be used to determine what has happened to the DNA
of the tumor.

2.1. DNA

Deoxyribonucleic acid, also known as DNA, is a complex molecule located in the cells of an organism.
DNA contains all the genetic information of a living being. For instance, the observable traits of a living
being, also known as phenotypes, are encoded in their DNA. Examples of phenotypes are eye color,
hair color, height etc.

In humans, the DNA is located in the nucleus of the cell as illustrated in Figure 2.1."

- Cell
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- Chromosome
P arm

Centromere

0 arm Sugar-phosphate

backbone

e
Lister - -
chromatids e Ly 1 L Gene
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Figure 2.1: lllustration of the composition of DNA.

In the nucleus of human cells, there are 23 pairs of chromosomes which contain the genetic information
of the individual. The first 22 chromosome pairs are the so-called autosomes. The 23™ chromosome
pair are the sex chromosomes and, as the name suggests, determines the sex of the human being.
Figure 2.1 highlights a chromosome. For each pair of chromosomes, a human being inherits one chro-
mosome from the father and one chromosome from the mother. Therefore, the genetic information of a

"https://www.istockphoto.com/nl/vector/cell-chromosome-dna-and-gene-gm506992506-84490151
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6 2. DNA and SNP arrays

human being consists of 50% of the genetic information of the father and 50% of the genetic information
of the mother.

The chromosomes are connected through a centromere which splits each chromosome in a p-arm
and a g-arm. Each chromosome is a tightly wound coil of nucleic acid: a large macromolecule made
up of millions of nucleotides. A nucleotide is comprised of three different elements: a sugar group,
namely deoxyribose, a phosphate group and a nitrogenous base. For each nucleotide, there are four
possible nitrogenous bases: cytosine (C), guanine (G), adenine (A) and thymine (T). In DNA, the ni-
trogenous bases always form solid pairs with each other, where cytosine (C) pairs with guanine (G) and
adenine (A) pairs with thymine (T). This phenomenon is also known as complementary base pairing:
cytosine is complementary to guanine and adenine is complementary to thymine. Figure 2.2 displays
how the base pairs bond with each other through hydrogen bonds.?

|
N — o) CH
/N \ 3
Adenine  NH / \N _________ H—N \ Thymine
N—="" }—NH
7
(e]

/H

- 4
Guanine NH%_< N——He-mmmmmmmmn N/ \> Cytosine

Figure 2.2: Molecular illustration of base pairing.

The formation of the bonds between the base pairs creates the characteristic helical structure of DNA
as can be seen in Figure 2.1.

DNA thus consists of nucleic acids which are composed of many nucleotides. A gene is a small part
of the DNA consisting of hundreds to thousands of base pairs. Each gene has a fixed location on a
chromosome, called a locus. It is estimated that humans have approximately 20,000 genes on their
chromosomes [24]. The genes contain instructions that tell the cells how to make certain molecules
called proteins which are vital for the functioning of the human body. Next to that, genes determine the
phenotypes of an individual and can also function as predictors for the susceptibility of diseases. An
example of a well-known gene that serves a role as a predictor for breast cancer is the BRCA1 gene.
The BRCA1 gene is located at chromosome 17. Women that inherit a harmful variant of the BRCA1
gene have an increased risk of developing breast and ovarian cancer. Furthermore, women with a
pathogenic variant of BRCA1 are also more likely to develop cancer at a younger age compared to
women who did not inherit a harmful variant.

2.2. DNA and cancer

A human is made up of hundreds of millions of cells that are continuously renewing. The genes in
the DNA are responsible for the renewal of the cells: if the genes function properly, the cells will be
renewed in an organized way. Sometimes a change can occur in the genes when a cell divides. This
change is called a mutation, meaning that the gene has been damaged, lost or is copied too many
times. A mutation can happen by chance in the process of cell division, but can also be caused by
environmental factors such as UV-radiation, toxic chemicals, diet and smoking. Some mutations are
harmless or are repaired by the cell itself. However, when a mutation occurs in a cancer driver gene,
such as tumor suppressor genes or proto-onco genes, the cell may start to grow uncontrollably allowing

2Francis, Z. & Stypczynska, A. (2013). Clustering algorithms in radiobiology and DNA damage quantification.
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cancer to develop. Both proto-oncogenes and tumor suppressor genes are genes that are involved in
controlling the growth and division of the cell. A mutation in a tumor suppressor gene removes their
braking function, causing uncontrolled cell growth and division. When a mutation occurs in a proto-
oncogene, it can turn into an oncogene. Oncogenes are genes that send out signals that allow cells to
grow and divide when they are not intended to. It is estimated that approximately 6 different mutations
in cancer driver genes are needed before a normal cell turns into a cancer cell [46].

Cancer is thus caused by mutations in the cancer driver genes. Once the cells are starting to grow
abnormally, they are more likely to undergo additional mutations at other places on the chromosomes
as well. There are several types of mutations that can occur in the DNA of a cell, e.g. nucleotide
changes (A to G), but also larger structural variations which may cause copy number changes, see
Figure 2.3 for a simplified representation.? In normal cells, each individual has two copies per chromo-
some referred to as copy number two. In tumor cells, however, certain modifications occur in the DNA
such that the copy number of (part of) the chromosome(s) is no longer equal to two.

Duplication Deletion Inversion Translocation

B B
c B
(4

-3

»

ﬂuLﬂ
3
m&nw.

@'ﬁillm n.k 0 o

Figure 2.3: Different types of structural variations that can appear in the DNA of an individual.

In Figure 2.3, a chromosome is displayed by means of the letters A-B-C-D-E-F, where each letter stands
for a certain region of the chromosome. The grey circle represents the centromere.

* In the case that a duplication takes place in the DNA, (part of) the chromosome is gained. In the
figure, the B-region of the chromosome is duplicated. This implies that the individual has an extra
copy for this part of the chromosome, resulting in copy number three for the B-region. The other
regions of the chromosome still have copy number two. Note that copy numbers higher than
three are also possible. Moreover, it is possible that all 23 pairs of chromosomes are duplicated.
This phenomenon is known as whole genome duplication.

* When a deletion occurs, (part of) the chromosome is lost. In the figure, the B-region of the
chromosome is deleted meaning that the copy number is equal to one for the B-region, but still
equal to two for all other regions. A deletion on (part of) the chromosome is also called Loss of
Heterozygosity (LOH). This name comes from the fact that an individual is heterozygous when
it comes to the genetic information: the paternal and maternal genetic material will be different.
When (part of) one of the two chromosomes is deleted, the heterozygosity in genetic information
is lost. Next to a single deletion, a double deletion is also possible. In the case of a double loss,
the total copy number for a certain region is equal to zero and all genetic information is lost.

In the event of an inversion, the genetic information within a chromosome changes positions. In
the figure above, the order of the regions has changed from A-B-C-D-E-F to A-E-D-C-B-F. For
this mutation, the total copy number remains equal to two.

For a translocation, two different chromosomes (not belonging to the same pair) exchange their
genetic material. In the figure, two chromosomes are seen coded as A-B-C-D-E-F and a-b-c-d-
e-f-g. In the case of a translocation, the two chromosomes interchange regions with one another

3https://ib.bioninja.com.au/standard-level/topic-3-genetics/32-chromosomes/block-mutations.html
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resulting in two new chromosomes that are combinations of the initial chromosomes: A-B-C-D-
E-F becomes A-B-C-D-e-f-g while b-c-d-e-f-g becomes b-c-d-E-F. The total copy number after
a translocation is not necessarily equal to two. In Figure 2.3, it can be seen that chromosome
b-c-d-e-f-g has lost its g-region after the translocation implying that the individual has lost one
copy in part of this chromosome pair.

Next to a duplication, deletion, inversion and translocation, there is also a fifth type of mutation that
can occur in the DNA of cancer cells called Copy-Neutral Loss of Heterozygosity (CN-LOH). Figure 2.4
illustrates this type of mutation.

CN-LOH

—

Figure 2.4: Schematic illustration of Copy-Neutral Loss of Heterozygosity.

In the figure, the two chromosomes on the left represent a maternal chromosome (pink) and paternal
chromosome (blue). In the case of CN-LOH, (part of) one of the two chromosomes is lost and the
remaining chromosome is duplicated. For this type of mutation, the copy number remains equal to two
(copy neutral), but the heterozygosity is lost.

The five types of mutations introduced above are not mutually exclusive. For instance, a deletion
at chromosome 1 and a duplication at another chromosome can arise during the same cell division.
Moreover, combinations of mutations may also happen such as a duplication followed by a translo-
cation or a deletion followed by an inversion. This implies that the DNA profile of a cancer cell may
become very disarranged.

2.3. SNP arrays

Single Nucleotide Polymorphism (SNP) arrays are a type of DNA array that can be used to detect copy
number changes in the DNA profiles of tumors. This section explains the definition of a SNP, how a
SNP array works as well as how the data coming from a SNP array can contribute in detecting copy
number changes.

2.3.1. What is a SNP?

The human genome is composed of approximately 3 - 10° base pairs, of which 99.9% is the same
between any two individuals. The main form of genetic variation between individual genomes comes
from SNPs. A SNP is a single base change in the genomic sequence (i.e. DNA) that occurs in more
than 1 percent of the population. It is estimated that there are approximately 107 SNPs in total, implying
that SNPs occur at a frequency of 1 in 1000 base pairs in the DNA on average. Most SNPs are bi-
allelic, meaning that two base variations (also referred to as alleles) can occur at the SNP position.
As described previously, DNA is composed of 4 different bases, denoted by A (adenine), C (cytosine),
G (guanine) and T (thymine). An example of an allelic variation at a SNP is A/C, meaning that an
individual either has adenine (A) or cytosine (C) at the specific SNP position on the chromosome.
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Individual sequences

GATATTCGTACGGATT
GATGTTCGTACTGAAT
GATATTCGTACGGATIT
GATATTCGTACGGAAT
GATGTTCGTACTGAAT
GATGTTCGTACTGAAT

SNPs  A/G G/T A/T

Figure 2.5: An example of how SNPs occur in individual genome sequences.

Figure 2.5 shows a simplified example of SNPs in individual genome sequences.* By checking both
alleles in an individual, the so-called genotype of the SNP can be derived. The genotype specifies the
combination of bases, i.e. alleles, that occur at the SNP position in the two chromosomes coming from
the father and mother. For instance, in Figure 2.5 the first SNP position is either an A or a G. As a
consequence, an individual can have genotype AA, AG or GG at this SNP position. In the case that
an individual has genotype AA or GG, the individual is considered to be homozygous at the first SNP
position, as the bases at the SNP position that come from both parents are the same. If the individual
has genotype AG at the SNP position, the person is classified as heterozygous for that SNP.

2.3.2. How are SNP genotypes derived?

A SNP array, also known as a SNP chip, can be used to determine the genotypes of an individual at
different SNP positions. lllumina and Affymetrix are the two most well-known biotechnology companies
that produce SNP chips. The number of SNPs that can be tested by a chip ranges from thousands to
hundreds of thousands. Which SNP chip to use depends on the research objective: if, for instance,
only a part of the genome is of interest (e.g. this part of the genome is a sole predictor for a certain
disease), using a SNP chip that tests a lower number of SNPs will suffice to derive a conclusion, while
if the entire genome is to be genotyped more detail regarding the SNPs is needed. Which SNPs are
included on the chip are commonly determined by the producing company.

An lllumina SNP chip consists of several compartments, where each compartment is composed of mul-
tiple beads. Each bead is capable to test one SNP position. DNA fragments, called oligonucleotides,
are attached to each bead that are complementary to the bases before the particular SNP. The length
of an oligonucleotide is approximately 50 bases long and does not include the SNP itself. Before the
SNP chip can be used, the DNA is amplified to ensure that there are enough molecules to determine
the genotype. After amplification, the SNP chip is incubated with a mix of fragmented (the amplified
DNA is broken apart into smaller pieces) DNA strands, where the DNA has been denatured mean-
ing that the two strands of each chromosome are separated. A DNA strand anneals to a bead if the
oligonucleotide attached to the bead has the complementary sequence of the strand. This process is
called hybridization. For instance, if the oligonucleotide attached to a bead is A-C-T-A-A-A-G and the
bead tests for a A/G variation, then a DNA strand having T-G-A-T-T-T-C-*-C-T will bind to this bead
where * is equal to A or G. After the strands are attached to the beads, the bead is incubated with
fluorescently labeled bases which will bind to the SNP itself. When UV light is consequently shone on
the bead, the bead will display a specific color which determines the genotype of the individual at that
particular SNP.

“4https://eu.idtdna.com/pages/applications/genotyping
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SNP Person 1 Person 2 Person 3
genotype: AA AG GG

R AR

Fluorescently c*|
labelled ddNTPs: T*

C

Figure 2.6: A simplified example of a bead testing the genotype of an individual at a SNP position which has an A-G variation.

Figure 2.6 shows an example of how a genotype is determined for a SNP position.> In Figure 2.6,
the grey half-circle represents a bead on a SNP chip. The black lines are the oligonucleotides and
the purple lines depict the DNA fragments that have bound to the bead by means of complementary
bases. This bead tests for an A-G variation at a SNP position. The complementary base of adenine,
thymine, is labeled red while the complementary base of guanine, cytosine, is labeled green. Figure
2.6 shows all three instances that can occur. If a person is homozygous AA at the SNP position, only
the red labeled thymine bases will bind to the SNP in question resulting in the bead turning red when
UV light is shone on it. A similar behavior occurs when the person is homozygous GG, but the bead
will fluoresce green. If a person is heterozygous AG, the bead will show a mix of red and green.

A specifically designed scanner system detects the fluorescence intensities of each bead, also called
the raw signal intensities. Given the raw signal intensities, the genotype of the SNP positions can be de-
termined. Next to genotyping, SNP arrays can also be used to infer copy number changes (duplication,
deletion, etc.) on the genome.

2.3.3. Inference of copy number changes

For each SNP position the two possible bases are referred to as the A and B alleles. Note that the
A allele is not necessarily equal to the adenine (A) base in DNA. Which base is allele A and which is
allele B is determined using a TOP/BOT approach [21]. The raw signal intensity values measured for
the A and B allele are normalized using a 5-step procedure, where the signal intensity of all the SNPs
are employed. The output of the normalization procedure are X and Y values for each SNP, which
represent the normalized raw signal intensities for the A and B alleles, respectively.

Given X and Y, two additional measures can be computed for each SNP:
R=X+Y, 6= i t Y
= 0= arctan X

R denotes the total signal intensity of the bead while 6 displays the relative allelic signal intensity ratio
of allele B. If, for example, a person has more alleles of type B, Y will be larger in comparison to X
giving a larger 6.

Given R and 6, the Log R Ratio (LRR) and B Allele Frequency (BAF) can be computed. These two
quantities together depict the copy number changes that have occurred on the genome. The LRR is
calculated for each SNP as follows:

Rsubject
LRR =1 _—
ng (Rexpected ’

where Rgpject iS the observed total signal intensity and Reypecteq iS cOMputed from linear interpolation
of genotype clusters [38]. Figure 2.7 shows an example of hOW Reypected IS COMputed.

5This image is a screenshot taken from https://www.youtube.com/watch?v=Naona1y_I2U. The video in question is a very infor-
mative YouTube video that explains the process in more detail.
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Figure 2.7: Example of how the LRR is computed. Figure retrieved from [38].

In Figure 2.7, three clusters can be seen based on the three possible genotypes at a SNP: AA, AB or
BB. The three genotype clusters for a SNP are generated by the producing company of the SNP chip by
training on a large set of normal reference samples. The three crosses in Figure 2.7 represent the clus-
ter centroids which are connected through linear interpolation. Given the value of 6 at the SNP, gpject.
the value of Reypected i Set equal to the point where the linear interpolation function evaluated in Osypject
intersects the R-axis. For the example in Figure 2.7, 65ypject is approximately 0.76. The linear interpo-
lation function intersects the R-axis at approximately 0.87 for this value of 6. Therefore, Rexpected = 0.87.

Next to the LRR, the BAF is computed as follows:

0 if 6 < B4
0.5(0-644) if Oup <60 < 0O
BAF = 64B—644

0.5+05-2"048_ jtg <0< 0,
0pp—0aB

1 if0 > 05

In the BAF, 0,,, 6,5 and 6z are the 6 values for the three genotype clusters generated from a large
set of normal reference samples. Figure 2.8 shows an example of how the BAF is computed.

B Allelic Intensity Ratio
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Figure 2.8: Example of how the BAF is computed. Figure retrieved from [38].

In the example in Figure 2.8, the value of 05 et is in between the values of 8,5 and 6. If D1 denotes
the distance between 0 pject and 6,5 and D2 the distance between 6,5 and 6z, then it follows that



12 2. DNA and SNP arrays

BAF =0.5 + 0.5?. If a SNP has a BAF value close to zero, it can be regarded as being homozygous
AA. For an individual that is homozygous BB at a certain SNP, the corresponding BAF value will be
close to 1. Finally, if an individual has genotype AB at a certain SNP its BAF value will be around 0.5.
Therefore, given the BAF value, the genotype of the individual at a particular SNP can be estimated.

The LRR and BAF values for the SNP positions can be automatically computed by GenomeStudio,
a free software program provided by lllumina. Once both quantities are computed, a LRR plot and a
BAF plot can be generated which together give information about where copy number changes (e.g.
deletion, duplication) have occurred on the genome. Figure 2.9 shows an example of the LRR and
BAF plots from chromosome arm 15q.

3 copy CNY
T Copy-neutral LOH
FARRRITIRY,
1 ABB g~ BB
4 copy CNV Normal copy
~=! BB
.mBBBE —-..__
ABBB AB
AAER [ LAA
TR
AAAB
e e
o

Figure 2.9: BAF (top) and LRR (bottom) plots for the chromosome 15q arm. Figure retrieved from [53].

If no copy number changes have occurred, each SNP will have two copies. The LRR is a log trans-
formed ratio of the observed total signal intensity divided by the expected total signal intensity, where
the expected total signal intensity is obtained using the genotype clusters which assume copy number
two as a baseline. Therefore, in the normal setting, the LRR will be close to zero. Next to that, as there
are 3 different genotypes possible per SNP (AA, AB and BB), the BAF plot will consist of three bands
at 0 (AA), 0.5 (AB) and 1 (BB) in the case of two copies. This is also reflected in Figure 2.9.

When a copy number alteration occurs, the LRR and BAF plot will change accordingly as follows:

« If a certain region of a chromosome is deleted (i.e. for SNPs in this part, the individual is of
genotype A or B, the SNPs on the other chromosome are missing), there is less DNA that will
anneal to the beads representing the region. As a result, the observed total signal intensity in
the region is lower than expected resulting in a LRR below zero. Moreover, the BAF plot shows
a lack of heterozygotes (one cannot be of type AB in case of a deletion) so that the BAF values
center around 0 (A) and 1 (B). This entails that the BAF plot will consist of only two bands in the
region where the loss occurred. Next to a single loss, a double loss can also occur. In that case
both copies are deleted yielding a copy number equal to 0. A double loss is characterized by a
very low LRR and a BAF value that can be anywhere between 0 and 1 [22].

In the case that a region undergoes a duplication, the LRR values of the region will be above zero.
This comes from the fact that there is more DNA that can bind to the beads which increases the
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observed total signal intensity making it larger than the expected total signal intensity. Next to
a LRR above zero, the BAF plot will consist of more than three bands. In the case of a single
duplication (copy number 3), a person can be of genotype AAA, AAB, ABB or BBB. Subsequently,
the BAF values will center around 0 (AAA), 0.33 (AAB), 0.67 (ABB) and 1 (BBB) in the case of a
single duplication. When a double duplication occurs, the LRR will be even higher compared to
a single duplication and the BAF plot will consist of five different bands: 0 (AAAA), 0.25 (AAAB),
0.5 (AABB), 0.75 (ABBB) and 1 (BBBB). In general, the higher the copy number gain, the higher
the LRR will be and the larger the number of bands visible in the BAF plot. This is also displayed
in Figure 2.9.

* A region containing Copy-Neutral LOH can be detected by means of a LRR value around zero
and only two bands in the BAF plot. In a CN-LOH region, an individual still has two copies of each
allele, but the alleles in the region consist solely of one of the two parents of the individual. Since
there are still two copies, the LRR will not change. However, since the individual is homozygous
in the region (AA or BB), the BAF values will be centered around 0 (AA) and 1 (BB). This can also
be seen in Figure 2.9.

The LRR and BAF values together thus give an overview of the copy number changes that have oc-
curred in the genome. In this thesis, the objective is to investigate how the degree of clonality between a
pair of tumors can be determined based on their genomic features. Two tumors share similar genomic
features if the gain, loss and CN-LOH regions have a large overlap. The LRR and BAF plots may
give an indication where certain aberrant events occur, but they do not state exactly the boundaries of
these events which are needed to determine the amount of overlap in the genomic profiles. In order to
quantify the clonal relatedness of a tumor pair, the following two steps need to be taken:

1. Given the LRR and/or BAF data of the two tumors, a segmentation algorithm is applied to discover
what has happened to the genomes.

2. After the aberrant regions on the genomes are determined, a statistical method is employed to
evaluate the degree of similarity between the two tumors.






Segmentation algorithms

Segmentation algorithms are capable of, given the LRR and/or BAF data of the SNP array, estimating
the regions where aberrant events, also known as Copy Number Alterations (CNAs), have occurred
in the DNA. A wide variety of segmentation algorithms exist such as Hidden Markov Models [12, 45,
53, 57], algorithms that are derived from change point detection algorithms [32, 33, 49] and threshold
based algorithms [19, 22]. In order to quantify the clonal relatedness between two tumors, it is of impor-
tance that the segmentation algorithm estimates the CNAs of the two tumors as accurate as possible.
However, a big challenge in the estimation of CNAs are the presence of confounding variables which
may limit the performance of a segmentation algorithm.

Section 3.1 gives an introduction to the confounding variables and how these influence the resulting
LRR and BAF data. The second section, Section 3.2, presents an overview of different segmentation
algorithms. Given the results of the overview, two segmentation algorithms are chosen for this study,
which are explained in more detail in the final two sections of this chapter, Sections 3.3 and 3.4.

3.1. Confounding variables

Confounding variables are factors which occur either in the DNA of the tumor or when the DNA is pre-
pared for the SNP array. The confounding variables influence the LRR and BAF profiles in such a way
that CNAs are harder to determine by the segmentation algorithm thereby decreasing the sensitivity of
the latter. Three different confounding variables can be defined in this case: normal cell contamination,
aneuploidy and tumor heterogeneity.

3.1.1. Normal cell contamination

Normal cell contamination takes place when the DNA is prepared for the SNP array. When DNA is
extracted from the tumor tissue, a certain amount of normal cells present within the tumor or surround-
ing the tumor may be included leading to a mixture of DNA derived from normal and tumor cells. As a
consequence, the LRR and BAF profiles will reflect a combination of the tumor genome and the normal
genome. Figure 3.1 shows how the tumor percentage influences the LRR and BAF plots in case of a
deletion.

Figure 3.1 was created by mixing DNA from a cancer cell line (i.e. cells that can be kept grow-
ing/multiplying in laboratory conditions and that only contains cancer cells, without normal cells) and
matched normal DNA in different proportions and consequently evaluated by means of SNP arrays.
When the tumor percentage is equal to 100%, a loss can be seen in the plots (depicted by the red
square). For this region, the LRR values are lower and the BAF values center around 0 and 1. As the
percentage of normal cells present in the DNA mixture increases, the LRR values in the loss region go
up and the two bands in the BAF plot are coming closer together. The reason why the two bands are
coming closer together has to do with the fact that the DNA mixture consists of (A, AB) and (B, AB)
genotypes. When the tumor cellularity is equal to 0%, the tumor-specific loss is no longer present and
the BAF and LRR plots show the expected profile for a normal cell. In general, the larger the normal

15
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percentage, the less CNAs are apparent in the data. As a result, the segmentation algorithm may
struggle to correctly find the boundaries of the aberrant events.

Tumour cellularity
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Figure 3.1: BAF and LRR plots for different tumor percentages. Figure retrieved from [43].

3.1.2. Aneuploidy

Aneuploidy is the presence of an abnormal number of chromosomes in the cell. Normal cells are diploid,
meaning that there are 23 sets of two chromosomes. However, during cancer development, CNAs can
cause the cell to become non-diploid. The ploidy expresses the average number of chromosome sets
that a person has. For example, when a whole genome duplication occurs an individual has 4 copies
of each chromosome and the individual is considered to be tetraploid. A ploidy of 2.4 could imply that
60% of the chromosomes are diploid and the other 40% is triploid.

In the normalization procedure, the raw signal intensity values are normalized with respect to the overall
signal intensity value. In diploid samples SNPs have a LRR equal to zero. In non-diploid samples, on
the other hand, the normalization procedure assigns a LRR equal to zero to SNPs whose copy number
corresponds to the average copy number found in the sample [1]. As a result, SNPs with fewer copies
(i.e. a diploid SNP in a tri- or tetraploid sample) will have a negative LRR.

Figure 3.2 shows the LRR and BAF plots of two chromosomes from a near-triploid neuroblastoma
sample.
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Figure 3.2: BAF and LRR data of two chromosomes from a near-triploid neuroblastoma sample. Figure retrieved from [1].

As the sample is near-triploid, the normalization procedure causes the LRR values to be close to zero
for those SNPs whose copy number are three. This can be clearly seen in the LRR and BAF plots
of chromosome 1 where the LRR values lie around zero. If it is unknown that the sample is triploid,
three bands are expected to arise in the BAF plot. However, the BAF plot does not show three but four
bands corresponding to the four different genotypes (AAA, ABB, ABB, BBB) that can occur in case of
three copies. Hence, chromosome 1 has copy number three. In the right panel, the LRR values lie
below zero for chromosome 3 and, without knowing that the sample is triploid, two bands are expected
in the BAF plot. The BAF plot of chromosome 3 shows three bands instead of two, implying that this
chromosome has copy number two. In general, aneuploidy can only be detected if both the LRR and
BAF values are known.
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3.1.3. Tumor heterogeneity

Tumor heterogeneity refers to the case when the tumor consists of several so-called sub-clones. Tu-
mors are continuously mutating. As a consequence, it can happen that some cells within the tumor
harbor a certain mutation which is not present in other cells of the tumor. As the cells come from the
same origin but show different mutations, the tumor is said to have different subclones. Figure 3.3
shows a simplified example of a tumor consisting of three different subclones evaluated at 5 SNPs.
Next to that, the normal cell contamination in the DNA which is assayed on the SNP array is equal to
20%.

Proportion (of-1]]
of sample Type

1 2 3 4 5
20% Normal AA AB BB AB AB
30% Clone 1 A AB BB AABB ABB
30% Clone 2 AA AB BEB AABB AAB
20% Clone 3 AA B BBB AABB AB

Figure 3.3: Simplified example of a tumor consisting of three different subclones and normal cell contamination evaluated at 5
SNPs. Figure retrieved from [57].

Looking at, for instance, SNP 5 in Figure 3.3 it can be seen that the normal genotype is AB. In clone 1
a duplication of the B allele has occurred while clone 2 has an exira A allele. Clone 3 does not show
any gain or loss at SNP 5. In total it can be seen that of the DNA evaluated at the SNP array, 60% has
a gain at SNP 5 while 40% has no gain. As a result, a less pronounced gain will be present in the LRR
and BAF plot. In the same way as normal cell contamination, the LRR and BAF profiles will less clearly
reflect genomic aberrations in case of tumor heterogeneity.

3.2. An overview of the segmentation algorithms

As mentioned before, many segmentation algorithms exist which can, given the LRR and BAF data,
determine the regions where genomic aberrations have occurred. Table 3.1 gives an overview of sev-
eral segmentation algorithms. The table specifies for each algorithm which input variables are taken
into account (only the LRR or both the LRR and BAF), if CN-LOH can be detected, the type of output
of the segmentation algorithm (states or gain/loss) and if the algorithm corrects for any of the three
confounding variables. Note that, in case the segmentation algorithm outputs states, the number of
states is given in brackets. For instance, PennCNV outputs six different states. ASCAT, on the other
hand, outputs the copy number for each SNP.

In Table 3.1, it can be seen that many segmentation algorithms (CBS [33, 49], GLAD [19], BIC [56], L!
penalization [18], SaRa [32], CGHcall [47], CGHcall* [39], GISTIC [29]) only use the LRR as an input
variable. Since the BAF is not considered for these algorithms, CN-LOH cannot be detected by these
algorithms. As described in Section 2.3.3, CN-LOH is characterized by LRR values close to zero and
a BAF plot consisting of two bands corresponding to the AA and BB genotype. Being able to distin-
guish between the normal situation and CN-LOH is important when quantifying the clonal relatedness
between two tumors. For instance, consider the case where there are two tumors which both show
a relatively flat LRR profile, but one tumor has many CN-LOH events and the other tumor is mainly
normal. If the clonality between the two tumors is only based on the LRR, the pair will be erroneously
classified as very similar. Incorporating the BAF values in the segmentation algorithm will therefore
increase the sensitivity to distinguish clonality.
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LRR | BAF | CN-LOH | states/gain&loss | norm. cont. | aneuploidy | subclones
PennCNV X X X states (6) - - -
QuantiSNP X X X states (6) - - -
GenoCN X X X states (6 or 9) X - -
CBS X - - gain&loss - - -
cnvPartition X X X states (14) - - -
GLAD X - - gain&loss - - -
BIC X - - unknown - - -
L! pen. X - - unknown - - -
SaRa X - - gain&loss - - -
CGHcall X - - both - - -
CGHcall* X - - both - X -
ASCAT X X X states (CN) X X -
OncoSNP X X X states (21) X X X
GISTIC X - - gain&loss - - -

Table 3.1: An overview of different segmentation algorithms. A cross implies that the aspect is taken into account by the
segmentation algorithm while a bar entails that the aspect is not considered by the algorithm.

Given the overview of Table 3.1, ASCAT and OncoSNP appear to be the most sophisticated algorithms.
These two algorithms are capable to detect CN-LOH and also correct for at least two out of three con-
founding variables.

[39] has investigated the performance of GISTIC, GenoCN, CGHcall, CGHcall*, ASCAT and OncoSNP
on synthetic tumor data to see how well the algorithms were able to detect gains and losses. Of the
algorithms examined, OncoSNP proved to be one of the best algorithms in identifying both short and
long genomic aberrations. ASCAT performed less well, mainly having trouble in recognizing losses.
Therefore, OncoSNP seems like the most suitable candidate algorithm to use for the segmentation of
the profiles. However, OncoSNP is more computationally intensive than ASCAT and outputs multiple
models for each sample. Moreover OncoSNP is less detailed when it comes to estimating the ploidy
and normal cell fraction of the tumor. Hence, both algorithms were employed in this study.

The next two sections explain the two chosen segmentation algorithms in more detail.

3.3. ASCAT

The Allele-Specific Copy number Analysis of Tumors (ASCAT) algorithm takes into account both normal
cell contamination of the tumor as well as aneuploidy. Before the workings of the ASCAT algorithm can
be introduced, the following background information needs to be known. For a diploid individual whose
tumor does not have any normal cell contamination the LRR and BAF value at the i-th SNP, modeled
by ; and b; respectively, can be approximated as follows:

- 1 Ngi+Np;
no= ylog,(———),
Np,i
bl = - ’
Ny;+MNp;

where n,; and np; are the number of A and B alleles at SNP i and y is a constant depending on the
technology of the SNP array being used [48]. For lllumina arrays, y is usually set equal to 0.55.

Tumor aneuploidy causes a shift in the LRR while the BAF remains unaffected. If ¢ is the ploidy,
the LRR can be rewritten as:

ny;+ng;
n=ylog, | ———).

Note that if a person is diploid iy = 2 so that the previous equation is obtained.
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Moreover, the influence of normal (non-aberrant) cells on the total copy number at a SNP can be
modeled as follows:

Notal = PMtumor + (1 — P)Mnormals
where p is the percentage of tumor (aberrant) cells for p € [0, 1], nymor the copy number in the tumor

cells and noma the copy number in the normal cells. Using the fact that normal cells always have a
copy number of two, it follows that:

_ 2(1—p)+png; +ng;)
rn, = vylog, " )
P 1-p+png;
' 2(1—p) +p(nga; +ngy)’

where i is modeled as y = 2(1 — p) + py,, with ¢, the tumor ploidy. Note that the equation for b; as
stated above only holds for SNPs that are heterozygous (AB) in the normal cells as in that case there
is one B-allele present. Being heterozygous in the normal cells is also called germline heterozygous,
where germline implies that the genotype is hereditary.

In the ASCAT algorithm, germline homozygous SNPs are not informative, as they remain homozy-
gous when a duplication or deletion has occurred. For instance if a person is homozygous AA at a
SNP in the normal setting, then this person will remain of type A (for instance, A when deletion occurs,
AAA in a single duplication). The BAF value will remain around zero for this SNP. The same applies
when the person is germline homozygous BB. Therefore, the ASCAT algorithm focuses on only those
SNPs that are germline heterozygous in the normal cells to infer where copy number aberrant events
have occurred. Given the system of equations above, the copy numbers for the A and B allele can
be expressed in terms of the LRR value r;, BAF value b;, tumor ploidy v,, aberrant cell fraction p and
technology parameter y as follows:

p—1+27 (1= b2 p) + pipy)

i = P
. p—1+27 ;21— p) +py)
nB’l- = .

p

The ASCAT algorithm starts by applying the Allele-Specific Piecewise Constant Fitting (ASPCF) algo-
rithm to segment the data. The input for the algorithm are the LRR and the BAF data. SNPs where
the BAF is greater than 0.7 or smaller than 0.3 in the normal cells are excluded as for these SNPs the
individual is assumed to be homozygous AA or BB. Note that normal data of the individual is needed
for this step. If matched normal data is not available, ASCAT can predict the germline genotypes for
certain SNP arrays."

Once the germline homozygous SNPs are deleted from the data, the ASPCF algorithm is applied to
each chromosome arm separately. Before the change points are determined, the BAF values that lie
above 0.5 are replaced by 1 minus the BAF value, i.e. if b; > 0.5 for SNP i, b; is replaced by 1 — b;
in the ASPCF algorithm. The algorithm fits piecewise constant regression functions simultaneously to
the LRR and BAF values. Let (14, ...,1,) and (by, ..., b,,) be the LRR and BAF values at SNPs x4, ..., x,,.
The ASPCF algorithm seeks an optimal partitioning for each chromosome arm into segments Iy, ..., I
where @ is unknown [48]. The optimal number of segments Q and corresponding boundaries of the Q
segments are found by minimizing the following quantity:

Q
Z Z |w(r — ave({rsdser,)? + (1 = w)(b; — ave({bs}eer )?] + 20,

j=1 iEIj

where w = 0.5 for convenience, ave() is the average function and 4 the penalty parameter. Note that
in the expression, the minimization is done with respect to the number of segments Q as well as the

A list of supported SNP array platforms can be found at: https://www.crick.ac.uk/research/labs/peter-van-loo/software
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assignment of the SNPs to segments. For each value of Q, the optimal boundaries of the segments
1y, ..., I are determined by means of trying out all possible combinations of consecutive SNPs in @
segments. Once the optimal change points are determined, piecewise constant functions are fitted to
the segments where the function value equals the mean of the LRR and the BAF values in the segment.

The final step of the ASPCF algorithm consists of determining whether the segment shows allelic bias
(e.g. has genotype AAB, ABB etc.). If an allelic bias is present, the average BAF value in the segment
should be mirrored around 0.5 to reflect the different genotypes that occur in the segment. In order
to determine whether allelic bias is present, the mean deviation d and standard deviation s from 0.5
are computed for each BAF segment. For a given constant ¢ > 0, two values symmetric around 0.5
for the BAF segment are returned (implying allelic bias) if d > s, otherwise a single value of 0.5 is
returned. The default setting in the ASPCF algorithm is 2 = 50, T = v/3 and a minimal segment length
of 6. Figure 3.4 shows an example of the output of the ASPCF algorithm.
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Figure 3.4: Example of the output of the ASPCF algorithm. Figure retrieved from [48].

After the data is segmented, the tumor ploidy ¥, and tumor purity p are estimated. For this, the following
steps are taken:

1. A (p,y;) grid is defined for values p = (0.1,0.11, ..., 1) and ¢, = (1, 1.05, ..., 5.4).

2. For each parameter combination, the total distance to a whole-number solution is calculated by
summing over all SNPs:

d(p, ) = Z wi((fa,i(p, ) — round(fia i (p, Y))? + (g (p, ) — round (g ; (p,1)))?),

where w; = 1 if the SNP is in a segment showing allelic bias and w; = 0.05 if no allelic bias is
present. A larger weight is assigned to the segments showing allelic bias as these are deemed
more likely to be aberrant segments [48]. Once the distances d(p, ;) are computed for every
combination a sunrise plot can be constructed.
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Figure 3.5: Example of a sunrise plot. Figure retrieved from [48].
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Figure 3.5 shows an example of a sunrise plot where the ploidy is plotted on the x-axis and the
aberrant cell fraction on the y-axis. The color in the plot resembles the size of the distance: a
solution with a small distance is colored blue, while a solution with a large distance is colored in
red. The smaller the distance, the darker the blue color will be. The cross in the plot indicates
the optimal solution (see below).

3. Given the sunrise plot, a goodness of fit g is computed for all local minima using a linear rescaling:
g =100ifd =0and g = 0ifd = ¥, w;(2-0.25%). According to [48], the value 0.25 is selected as a
reasonable maximum distance (averaged over all SNPs), as the goodness of fit is only computed
for local minima.

4. After the goodness of fit values are computed for all local minima, ASCAT first attempts to find
an optimal local minimum in the internal values of the grid, i.e. p € (0,1) and ¥; € (1,5.4). The
local minima located at the borders are thus excluded from the analysis. For each local minima
within the internal grid, ASCAT excludes those which correspond to unlikely interpretations. For
this, the following exclusion criteria are used:

(a) A ploidy v, outside of the range (1.6, 4.8).
(b) A too low fraction of tumor cells p < 0.2.

(c) Floating solutions. Floating solutions are solutions that state that the tumor has a higher
ploidy while there is no evidence in the data of a higher ploidy. For instance, a local minima
may arise at ploidy 4, but if the LRR values are relatively low and the BAF plot mainly shows
three bands, the local minima at ploidy 4 is unlikely to be the optimal solution.

(d) A goodness of fit below 80 percent.

If one candidate is left after the exclusion procedure, the optimal solution (p, ;) is reported. If
multiple candidates are left, the solution with the highest goodness of fit is reported.

If no solution with a goodness of fit above 80% is found in the internal grid, the procedure above
is repeated including the local minima situated at the borders of the grid.

If including the boundaries still does not yield a solution with a goodness of fit above 80%, the
profile cannot be segmented by ASCAT. In that case, ASCAT considers the array to have failed.
This mainly happens with LRR and BAF data that is quite noisy and which consists of many short
segments. In [48], ASCAT was applied to 112 breast carcinomas. Of the 112 samples, a con-
siderable fraction (19%) does not fit the ASCAT model well enough to construct a segmentation
profile.

In Figure 3.5, three local minima can be seen. All local minima lie inside the internal grid. The optimal
solution states that the aberrant cell fraction is equal to 80% while the ploidy is estimated at 1.77.

Once the optimal tumor ploidy ¥, and tumor purity p are found, the estimated copy numbers for the A
and B allele in the segment can be estimated. Let r; be the mean of the LRR values in the segment
and b, the mean of the BAF value in the segment. The copy numbers for the A and B allele in segment
s are estimated as follows:

p—1+ 2r75(1 —bs)(2(1 = p) + pYy)

ASCAT = round ; ,
-1+ 27Sb 2(1—p) +
AASCAT = round p s(2(1—p) + pYy)

p

Figure 3.6 shows a plot of an ASCAT profile. In the plot, a red line and a green line are plotted. The

green line corresponds to the allele with the lowest copy number, min(A33°AT, A35°AT) while the red

line corresponds to the allele with the highest copy number, max(#43°AT, A55AT).
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Ploidy: 2.18, aberrant cell fraction: 59%, goodness of fit: 95.9%
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Figure 3.6: Example of an ASCAT profile. On the x-axis we have the chromosome position, on the y-axis the copy numbers.
Figure retrieved from [48].

If both the A and B allele have the same estimated copy number, the green and red line will be on the
same level. For instance, in the case of copy number two the red and green line will both lie at 1 as
can be seen in Figure 3.6. The ploidy number of the sample in Figure 3.6 is estimated at 2.18 and the
aberrant cell fraction estimated as 59%.

ASCAT is available as an R package and can be downloaded from Github. In order to install ASCAT
directly from R the package devtools is required.

3.4. OncoSNP

[57] has developed OncoSNP, which is a Hidden Markov Model (HMM) consisting of 21 states in to-
tal. Given the LRR and BAF data, the model tries to predict the most likely state, i.e. copy number,
at each SNP position. When predicting, the algorithm takes into account normal cell contamination,
tumor ploidy and tumor heterogeneity.

Figure 3.7 shows the 21 different states that occur in the OncoSNP model.

Table 1 OncoSNP tumor states

Tumor states

Tumor state Tumor copy number Allowable tumor-normal genotypes Description
1 0 ¢, AA), (- AB), (-, BB) Hemozygous deletion
2 1 (A, AA), (A, AB), (B, AB), (B, BB) Hemizygous deletion
3 2 (AA, AA), (BB, BB), (AB, AB) Normal
4 3 (AAA, AA), (AAB, AB), (ABB, AB), (BBB, BB) Single copy duplication
5 4 (AAAA, AA), (AAAB, AB), (ABBB, AB), (BBBB, BB) 4n monoallelic amplification
6 4 (AAAA, AA), (AABB, AB), (BBEE, BB) 4n balanced amplification
7 5 (AAAAA, AA), (AAAAB, AB), (ABBBB, AB), (BBBBB, BB) 5n monoallelic amplification
8 5 (AAAAA, AA), (AAABB, AB), (AABBEB, AB), (BBBEB, BB) 5n unbalanced amplification
9 6 (AAAAAA, AA), (AAAAAE, AB), (ABBBEB, AB), (BBEBEB, BB) én unbalanced amplification
10 6 (AAAAAA AA), (AAAABB, AB), (AABBBB, AB), (BBBBB, BB) 6n unbalanced amplification
n 6 (AAAAAA, AA), (AAABBE, AB), (BBBEB, BB) 6n unbalanced amplification
12 2 (AA, AA), (AA, AB), (BB, AB), (BB, BB) 2n somatic LOH
13 3 (AAA, AA), (AAA, AB), (BBB, AB), (BBB, EB) 3n somatic LOH
14 4 (AAAA, AA), (AAAA, AB), (BBBB, AB), (BEBE, BB) 4n somatic LOH
15 5 (AAAAA, AA), (AAAAA, AB), (BEBBB, AB), (BBBBB, BB) 5n somatic LOH
16 6 (AAAAAA, AA), (AAAAAA, AB), (BBBBEB, AB), (BBEBEB, BB) 6n somatic LOH
17 2 (AA, AA), (BB, BB) 2n germline LOH
18 2 (AAA, AA), (BBB, BB) 3n germline LOH
19 2 (AAAA, AA), (BEBB, BB) 4n germline LOH
20 2 (AAAAA, AA), (BBBBB, BB) 5n germline LOH
21 2 (AAAAAA AA), (BBBEBEB, BB) én germline LOH

Figure 3.7: Table of the 21 different states considered by OncoSNP. Figure retrieved from [57].

Let x; be the tumor state at SNP i and define (x;¢,x;,) as the copy numbers at the i-th SNP in the
tumor cells and normal cells respectively. For instance, (x;., x;,) = (1,2) would imply that a loss has
occurred at the i-th SNP since the copy number in the tumor tissue is equal to 1. Note that x; ,, is always
equal to 2. Moreover, define z; = (z;,,z;,) as the B allele count for the tumor and normal genotypes
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respectively.

The combination of (z; ,, x; ,) and (z; ., x; ;) define the normal and tumor genotypes at the i-th SNP. For
instance, if (z; 4, ;) = (1,2) and (z;¢, x;¢) = (2, 3), then the normal genotype corresponds to AB (2
copies, 1 B allele) and the tumor genotype to ABB (3 copies, 2 B alleles), so that a gain in the B allele
has occurred at the i-th SNP.

As can be seen in Figure 3.7, each tumor genotype is associated with one of the three normal geno-
type classes: AA, AB or BB. For instance, in tumor state 4, tumor genotype AAAB is associated with
normal genotype AB as AAAB can only occur if allele A is duplicated twice. The normal genotype class
at SNP i will be referred to as [;. The possible values of the genotype class [; are 1 (corresponding
to genotype AA), 2 (corresponding to genotype AB) or 3 (corresponding to genotype BB). Figure 3.8
shows an example of normal genotype classes for a small set of tumor states.

Tumour Alteration Genotypes Genotyvpe Class Description
Ty — J|—"."..'.-J"_‘.! |L | Li — {:I.ﬂ- -:l.:I' T 'l."
1— {2,0} 1— {0,0} 1 — HomA Homozygous deletion
2— {1,0} 2 — HetAB
3—{2,0} 3 — HomB
2—{2,1} 1— {0,0} HomA Hemizygous deletion
HetAB

Het AR
HomB
HomA Mormal copy number
Het AR
HomB
HomA Duplication
Het AR
Het AR
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HetAB
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Figure 3.8: Small subset of tumor alterations showing the different genotype classes I; which are possible for each alteration.
Figure retrieved from [57].

Let my denote the percentage of normal cell contamination and let «r;, i = 1, ..., n denote the proportion
of the tumor cells having the normal genotype at SNP i. Note that =; models the tumor heterogeneity.
The data {y;}}-, is a 2-dimensional vector: y; = [r;, b;]’, where 1; is the LRR value and b; the BAF value
at SNP i.

Define x = {x;}-,, z = {z;}]=; and m = {m;}]-,; as the vectors representing the tumor states, B al-
lele counts and tumor heterogeneity percentages at all the n SNPs respectively. Given (x,z, m, ), the
model assumes that y; is distributed according to a mixture of Student t-distributions consisting of K + 1
components. In other words:

St i M(Xj,Zj, TT; +6li.;zli,,v ] k = 1; ...;K’
yilxi, zi, kj,m, 8,2 = (vi; m(x;, 2, ;) ki» “k; ) i
St(yi; 0,2y, v), k; =0,

where k; denotes the k-th mixture component of SNP i and St(y;; m(x;, z;, ;) + 6,ljl,,2,lji,v) is the prob-

ability density function of the Student t-distribution with mean m(x;, z;, ;) + S,Z(ii, covariance matrix Efji
and v degrees of freedom associated with mixture component k; and genotype class [;. Moreover, an
outlier class is used which assumes that y; has a Student t-distribution with mean zero and a large
variance X,. Note that the genotype class [; at SNP i is uniquely defined given (x;, z;) and the label [;
is included for notational convenience [57].

In a mixture model, each component gets assigned a weight which reflects the probability that the
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distribution of the component is chosen. For instance, if a mixture model consists of three compo-

nents and the weights for each component are (1 L 1), then the distributions of components 1 and 3

4’2’4
are chosen with probability % and the distribution of component 2 is chosen with probability % In the
OncoSNP model, the mixture component k; is drawn from a multinomial distribution:

kilw; ~ Mn(wy),

where w; are the mixture weights of the [-th genotype class. As stated previously, given x; and z;,
the genotype class is uniquely defined. Hence, the mixture component is drawn from a multinomial
distribution where the weights depend on the genotype class. Note that w; is a vector consisting of
K + 1 elements as there are K + 1 components. A prior is assigned to the weights of the [-th genotype
class which will be introduced later in this section.

Given the tumor alteration state x;, the conditional distribution of z; given x; is assumed to follow a
multinomial distribution:

ZilXi =j,q~ Mn(qj)'
where ¢’ is a vector of genotype probabilities associated to the j-th tumor state.

Next to that, the mean parameter m of the Student t-distribution can be expressed as a two-dimensional
vector corresponding to the LRR and BAF data:

m(xj, 2, ;) = [my (X4, 71;), My (X4, 24, )],

where m,. is the mean parameter corresponding to the LRR data and m,;, the mean parameter corre-
sponding to the BAF data. It is assumed that:

my (X, ;) = [m;(1 — o) + o7y, + (1 — 1) (1 — )T, + Bo + Br9i,

where 7 is the average LRR value given that there are x; , copies in the tumor data and x;,, = 2 copies
in the normal data, B, is the baseline correction of the LRR (taking into account aneuploidy) and g; is
the local GC content (percentage of cytosine-guanine pairs that occur on average) at SNP i. The mean
parameter of the BAF data equals:

[ (1 —mo) + o)z + (1 — ) (1 — 10) 2 ¢
[ (1 —my) + molxip + (1 —m)(1 — 1o)X

my (X, 2j, ;) =

The other distribution parameters in the OncoSNP algorithm are modeled by a prior distribution. The
weights of the [-th genotype class are modeled by a Dirichlet distribution:

w! ~ Dir(a"),
where typically a¥ = (1, ..., 1) so that the prior is uniform.

The other parameters of the Student t-distribution are modeled as follows:

St 2t ~ N(O,7Zh), k=1,..,K, 1=1,23,
Ly, 2o ~ IWE,Z), k=1,..,K, 1=1,2,3,

where IW denotes the Inverse Wishart distribution with parameter y and covariance matrix X,.

The parameter S, used for the baseline correction of the LRR and g; for the local GC content are
modeled by a normal distribution. If 8 = (8, 81), then:

BlAg ~ N(0,2413),

where [, is the 2 x 2 identity matrix. Furthermore, the normal contamination percentage m, and per-
centage of cells having the normal genotype at SNP i, 7;, are both modeled by a Béta distribution:

0| Arys By ~ Be(@ny, Bry)s il Ay Py ~ Be(Ary, Bry), i =1, .,m
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The parameter n, used in the outlier class, is also modeled by a Béta distribution.

In the model, it is assumed that r is known for the normal and tumor cells. According to [57], these
values can be derived in practice.

The tumor states are assumed to form an inhomogeneous Markov Chain. Given the tumor state of
Xi_1, Say x;_1 = k, the probability that SNP i is in tumor state j is equal to:

P( | 0 1-p, ifj=k
X; = Xi 4 = =
1 =i o} ifj #k

where

1 1
p=5|1—exp| o7 (5i—si-1)
and s; is the physical position of the i-th SNP and L is a characteristic length (set to 2.000.000 in [57]).

The unknown model parameters are estimated by means of an Expectation Conditional Maximization
(ECM) algorithm. OncoSNP uses multiple restarts to explore different baselines to correct for aneu-
ploidy and the baseline with the greatest likelihood is reported and used for the calculation of the states
of the tumors. Given the optimal parameters, the Viterbi algorithm [50] is used to determine the most
likely sequence of tumor states. Next to that, OncoSNP also records the Maximum A Posteriori (MAP)
estimates of the LRR baseline adjustment g, and normal cell contamination .

OncoSNP is an algorithm which can only run on 64-bit Linux systems running glibc version 2.6 or
higher. The minimal requirements for running OncoSNP is a computer with a dual-core processor and
4 GB of memory, while a multi-core processor and 32 GB of memory is recommended.

During the fitting process OncoSNP considers two initial baseline ploidy assumptions: 1) the data
comes from a tumor which is near-diploid and 2) the data comes from a triploid tumor. In the first case,
the LRR values are not shifted, whilst in the latter case OncoSNP assumes that the measured LRR val-
ues are smaller than in reality (assuming a ploidy above 2) and need to be shifted upwards. Note that
OncoSNP implicitly assumes that gains are generally more common than losses. A clear reason on
why this assumption is made has not been given by [57]. Figure 3.9 shows the two different settings.?
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Figure 3.9: Depiction of the two different settings considered by OncoSNP.

In part a) of Figure 3.9, the LRR values of a diploid sample are shown and the LRR values are not
shifted. On the other hand, part b) shows a triploid sample and the LRR values are shifted upwards.

2https://sites.google.com/site/oncosnp/user-guide/ploidy
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During the training phase of the algorithm, OncoSNP will start from each of the two configurations
separately and adaptively adjusts the estimates for the normal cell contamination and LRR baseline
adjustment until the solution has converged. Therefore, two different solutions will arise. Given the two
solutions, two different scenarios may occur at the end of the training phase: the solutions converge
to the same solution or the solutions do not converge to the same solution. Figure 3.10 displays the
two different scenarios that may occur.? In part a) of the plot, the two solutions converge to the same
solution, i.e. there is a uniqgue combination of normal cell contamination and LRR baseline adjustment
that best explains the data regardless of the ploidy assumption. In other words, the algorithm converges
to a unique solution after training the data. This implies that the SNP data encompasses sufficient
information to deduce the ploidy and normal cell contamination. In part b) of the plot, the two solutions
do not converge and the SNP data cannot uniquely determine the LRR adjustment value and normal
cell contamination.

(a) Convergence to a unique solution (b) Multiple solutions

A A

Initial Triploid Configuration

Initial Tri p\ oid Conﬁguration
A

'"“""A

e

Log R Shift Adjustment
Log R Shift Adjustment

* Initial Diploid Configuration * Initial Diploid Configuration
.

Mormal Cell Contamination Normal Cell Contamination

A
A 4

Figure 3.10: Two different scenarios which may occur during the training phase of OncoSNP.

For each setting, OncoSNP computes the likelihood of the model and marks the model with the highest
likelihood as Ploidy No 1. The model with the lower likelihood is defined as Ploidy No 2. If the two
settings converge to the same solution as in part a) of Figure 3.10, the copy number calls made by
OncoSNP are similar. When the two settings lead to different solutions, the user can decide which
model to use. A possible way to do this is to go for the model with the highest likelihood. However,
[57] notes that the model with the highest likelihood is not the best model per se as there may be extra
factors present in the data which are not considered by OncoSNP.

Next to the two different model configurations considered by OncoSNP, the algorithm also defines
a rank for each copy number call. In other words, each copy number call which is outputted belongs
to a specific rank. In OncoSNP, five different ranks are used in total: the higher the rank, the more
detailed the genomic profile becomes. Rank 1 gives a coarse representation of what has happened
on the genome, while rank 5 gives the most detailed representation. Figure 3.11 gives an example of
how the rank influences the degree of detail of the genomic profile.*

In Figure 3.11 it can be clearly seen that the profile becomes more detailed as the rank increases.
Which rank is most appropriate to use depends on the research question. Rank 1 would be sufficient
to determine whether an entire chromosome has been deleted or not. On the other hand, if a gain
or loss at a certain gene is of interest higher ranked calls are more appropriate. According to [57],
the suggestion is to be prudent with incorporating higher ranked calls. In general, higher ranked calls
include smaller alterations which have a higher classification error rate.

Shttps://sites.google.com/site/oncosnp/user-guide/ploidy
“https://sites.google.com/site/oncosnp/user-guide/oncosnpranking
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Figure 3.11: An example of how the rank influences the degree of detail of the segmentation profile.






Comparison methods

Both ASCAT and OncoSNP give a segmented profile as output: each SNP position belongs to a seg-
ment which is assigned a certain copy number. As stated in Section 2.3.3, a statistical method, also
called a comparison method, will be applied on the segmented profiles to quantify the degree of clon-
ality in a tumor pair. Many comparison methods exist that can be used to assess the clonality between
two tumors. Some methods measure the similarity of two segmented profiles based on their overlap-
ping breakpoints [6, 26], e.g. at which SNP positions do the profiles go from say a normal copy number
to a gain copy number. A downside of breakpoint methods is that the similarity is based on the exact
breakpoints. When noise is present in the raw data, the segmentation algorithm may not assign the
breakpoints at the same SNP positions even though the aberrant regions detected by the segmentation
algorithm are similar. As a result, the number of exact matches decreases leading in an underestima-
tion of the degree of clonality.

Other comparison methods evaluate clonal relatedness based on the number of concordant events
in the two tumors [31, 36, 52], i.e. how many SNPs are labeled as concordant by the segmentation
algorithm. In contrast to breakpoint methods, concordant events do not underestimate the degree of
clonality. However, they can be time consuming as the number of comparisons can be quite large.

Each comparison method outputs a score for each pair reflecting the degree of clonal relatedness
for which a p-value can be computed using permutation methods.

Next to the methods explained above, hierarchical clustering is also a possible candidate that can
be employed. Given a defined distance, which measures the closeness of two genomic profiles based
on either the raw data or the segmentation profile, hierarchical clustering is applied on the set of all
distances of the data. A pair is considered to be clonal if the two tumors of the same pair occur in the
leaves of the resulting dendogram. According to [35], hierarchical clustering is not a suitable method
to use when the clonality of two tumors is to be assessed. In hierarchical clustering, all the tumor pairs
are taken into account in the algorithm. However, [35] states that clonality should primarily be based
on the similarity of the tumors from one patient, instead of the relationships they have with the other
tumor pairs. Moreover, the more tumors are present in the dataset, the less likely it will become that
two clonal tumors will cluster together in a terminal branch. As the size of the dataset increases, the
clonal pair has to beat more competitors in order to be classified as clonal. Therefore, the sensitivity of
the method decreases as the sample size increases.

This chapter introduces the two comparison methods that will be used in this research. Note that
the comparison methods presented in this chapter are methods that are based on the degree of con-
cordance in the segmentation profiles as these give an overall picture of the degree of clonality on the
entire genome. Section 4.1 explains how the segmentation output is preprocessed in order to optimize
the sensitivity and computational efficiency of the comparison methods. Sections 4.2 and 4.3 describe
the two different comparison methods that are going to be used in this thesis. In Section 4.4, alterna-
tive comparison methods that have been investigated are introduced and an elaboration on why these

29
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methods are not applied for this purpose are given.

4.1. Preprocessing the segmentation output

When comparing the segmented profiles, a coarsening of the copy numbers is needed in order to im-
prove the sensitivity of the comparison method. For instance, if the first tumor has copy number 3 in a
certain region and the second tumor, which is a clone of the first, has copy number 5, then copy number
5 has arisen from copy number 3 by means of two extra duplications. If the profiles were compared
based on the copy numbers alone (i.e. only when the copy numbers coincide, the aberrant events are
called concordant), important information may be missed and the degree of clonality will be underesti-
mated. Moreover, CN-LOH can not be detected when the copy numbers are used in the comparison
methods as the copy number in a CN-LOH event is the same as in the normal setting. In clonal tumor
pairs, a gain in the primary tumor will remain with a high probability a gain in the secondary tumor and
the same applies for losses. The reason for this has to do with the fact that gains and losses are bene-
ficial for a tumor: once a gain or loss has occurred, the copy number will likely remain a gain or loss and
may even further increase or decrease. In other words, aberrant events are not easily reversed. There-
fore, coarsening the copy numbers into states increases the sensitivity of the comparison method. Next
to that, a coarsening of the output also enables CN-LOH events to be distinguished from normal events.

The copy numbers will be coarsened into the following four different states:
1. loss: copy number 1 or smaller.
2. normal: copy number 2.
3. CN-LOH: copy number 2, but only AA or BB genotypes.
4. gain: copy number 3 or higher.

As a normal cell is diploid, it makes sense to use copy number two as a baseline and refer to this as the
normal state. A loss is defined when the copy number is equal to one or zero, while a gain is defined
when the copy number is three or higher. CN-LOH is defined when the segmented profile outputs
copy number two but only the A or B allele is present in the region, i.e. AB genotypes do not occur in
the segment. For example, in the output of ASCAT a CN-LOH region is characterized by a segment

having a maximal copy number of 2, i.e. max(?}5AT, A35CAT) = 2, and a minimal copy number of 0,

i.e. min(A,SCAT, A55CAT) = 0. Every SNP is assigned to one of the four different states. For instance,
if a SNP lies in a segment having copy number one, it gets assigned to state 1. The output of the
segmentation algorithm is changed from copy numbers, which range from 0 to possibly very large, to
states which range from 1 to 4. This discretization approach is similar to [36], where in this case an

extra state for CN-LOH events is included.

After the SNPs are coarsened into the four different states, each tumor pair can be compared SNP
by SNP to see if the assigned states match. However, since the number of SNPs on a SNP array
is large (in the order of 10%), comparing the profiles SNP by SNP may not be very computationally
efficient. Moreover, a segmentation algorithm may also make errors in the boundaries of the aberrant
regions as noise can be present in the LRR and BAF data. The amount of noise is especially large when
the DNA is extracted from so-called Formalin-Fixed Paraffin Embedded (FFPE) tumor tissues. FFPE
is a preservation method which can be used to store tissue for long periods of time. Analyzing the DNA
derived from FFPE samples can be quite challenging due to the fact that the DNA is often degraded and
chemically modified during the formalin fixation [4]. In other words, the quality of the DNA decreases
in FFPE samples introducing extra noise in the LRR and BAF plots. As the calls of the SNPs may be
uncertain, comparing SNP by SNP can also underestimate the degree of clonality between two tumors.

In order to solve both problems, the SNPs can be binned together to give a general overview of what
has happened in certain regions on the genome. This smooths out the possible noise and also makes
the comparison method less computationally expensive. Note that the binning takes place per chro-
mosome arm. There are two different ways that SNPs can be grouped together in bins:



4.1. Preprocessing the segmentation output 31

» The SNPs can be binned together using a fixed bin size. For example, we can choose 500 as a
fixed bin size. This implies that SNP 1 to 500 are put together in bin 1, SNPs 501 to 1000 in bin
2 etc.

» Another possibility is to use distance based bins. For this way of binning, the positions of the
SNPs on the chromosome arm are taken into account and SNPs that are sufficiently close to one
another are binned together. Once a distance is chosen, all SNPs that lie within that distance of
the first SNP are binned together. For instance, a distance of 1 Megabases = 1,000,000 bases
(abbreviated to 1 MB) can be chosen. One starts with SNP 1 and looks at which SNPs are located
within 1 MB of SNP 1. These SNPs are then binned together in bin 1. The first SNP that will be
in bin 2 will be the first SNP that is located more than 1 MB from SNP 1 in bin 1. The SNPs in bin
2 are those SNPs that are less than 1 MB away from the first SNP in bin 2 etc.

In general, using distance based bins is more realistic as these bins are located closely together and
reflect the state of a certain part at the chromosome quite well. In this study a distance of 1 MB is
applied for the distance based bins.

In the same way as the individual SNPs, each bin gets assigned to one of the four states introduced
before. As all SNPs in a certain bin are assigned to one of the four states, the state of the bin is defined
as the most common state occurring in the bin. For example, if there are 100 SNPs in a bin of which
80 are gains and 20 are normal, then the bin is labeled as a gain. The most common state is easy to
determine if there is a true mode, but what if there are ties in the common state? Say that there are 50
gains and 50 normal SNPs in a bin: which state is then assigned to the bin? The following has been
decided in case of a tie:

» Gain and normal are tied: assign the gain state to the bin.

* Gain and CH LOH are tied: assign the gain state to the bin.

* Normal and CN-LOH are tied: assign the CN-LOH state to the bin.
* Normal and loss are tied: assign the loss state to the bin.

* CN-LOH and loss are tied: assign the loss state to the bin.

» Gain and loss are tied: assign with probability 0.5 the loss state and with probability 0.5 the gain
state to the bin.

» Gain, normal and CN-LOH are tied: assign the gain state to the bin.

» Gain, normal and loss are tied: assign with probability 0.5 the loss state and with probability 0.5
the gain state to the bin.

* Loss, normal and CN-LOH are tied: assign the loss state to the bin.

» Gain, CN-LOH and loss are tied: assign with probability 0.5 the loss state and with probability 0.5
the gain state to the bin.

« All four are tied: assign with probability 0.5 the loss state and with probability 0.5 the gain state
to the bin.

In this case, loss and gain states are preferred over the normal and CN-LOH states in case of ties.
Moreover, note that when a profile has a bin in which a gain and loss are tied, the final state assigned
to the bin is randomized. As a consequence, if a profile has many gain and loss ties in the bins, running
the profile several times using the procedure described above gives different outcomes. However, the
samples used in this thesis did not show any gain or loss ties in the bins. Therefore, it can be concluded
that the randomization process for gain and loss ties is allowed as it has almost no influence on the
resulting binned profiles.

Once all the bins are assigned to one of the four different states, bins consisting of less than 10 SNPs
are removed from the comparison analysis as these do not yield sufficient information about what has
happened on the genomic region in question. The input given to the comparison methods are the states
of the bins, where each bin consists of at least 10 SNPs. As the samples are segmented on the same
SNPs, the number of bins on which each pair is evaluated in the comparison methods will be the same.
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4.2. Log Likelihood Ratio

The Log Likelihood Ratio (Log LR) method is an adapted version of the Likelihood Ratio (LR) method
developed by [36]. The LR method is introduced in Section 4.2.1. Section 4.2.2 explains how the Log
LR method can be derived from the LR method.

4.2.1. The Likelihood Ratio

The LR method is implemented in the clonality package in R. Given the LRR values of the samples,
the profiles are segmented using one step of the Circular Binary Segmentation (CBS) [33, 49] algo-
rithm. The CBS algorithm iteratively searches for change points in sequential data until no significant
differences can be detected. By using one step of the CBS algorithm, a maximum of one change is
assigned to each chromosome arm. In other words, only one gain or loss per chromosome arm is
allowed. If no aberrant event is found on the chromosome arm, the arm is considered to be normal.
After the segmentation of the profiles is complete, i.e. each chromosome arm is assigned to a gain,
normal or loss state, a likelihood ratio approach will be used where the following two hypotheses will
be tested against one another:

Hy : the two tumors arose independently.
Hy: the two tumors are clonally related, i.e. one is a metastasis of the other.

The Likelihood Ratio in [36] is defined as:

_L(c>0)

T L(c=0)
where ¢ denotes the percentage of aberrant events that originate from the clonal cell if two tumors are
clonal. In the ratio, L(c = 0), corresponds to the null hypothesis assuming independence and L(c > 0)
to the metastasis hypothesis. A LR above 1 would imply that the observed genomic aberrations are

more likely to occur under the hypothesis of clonality, while a LR below 1 indicates that the observed
data is more likely to occur under the hypothesis of independence.

The likelihood L(c) is defined as follows:
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The first part of the likelihood is a multinomial component which characterizes the correlation of the
gains and losses that occur on the different chromosome arms. The following indicators are used in
the first part of the likelihood:

» 111; = 1 if the i-th chromosome arm is a gain for both tumors.

* 1,5; = 1 if the i-th chromosome arm is a loss for both tumors.

* 133; = 1 if the i-th chromosome arm is normal for both tumors.

* 112; = 1 if the i-th chromosome arm is a gain for one tumor and a loss for the other tumor.
* 113; = 1 if the i-th chromosome arm is a gain for one tumor and normal for the other tumor.

* 1ry3; = 1 if the i-th chromosome arm is a loss for one tumor and normal for the other tumor.

Let ; = [m11, 1221, 1330, 120, 131> T23: ] 1he quantity ; summarizes what has happened on the i-th chro-
mosome arm for the two tumors, i.e. only one indicator in r; will be equal to 1. Next to that, p,; is
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the probability that a gain occurs on the i-th chromosome arm, p,; the probability of a loss on the i-th
chromosome arm and ps; the probability that the i-th chromosome arm is assigned as normal. The
probabilities py;, for k = 1,2, 3, in the likelihood L(c) are computed for each pair separately. First, the
empirical frequencies of a gain, loss and normal event are determined from the entire cohort. Given
these empirical frequencies, the marginal probabilities are rescaled to reflect the overall frequencies of
gains and losses that occur in the tumor pair. Hence, each pair in the dataset gets assigned different
probabilities for a gain, loss and normal event in the likelihood computations. More information on how
the probabilities are computed can be found in the appendix of [36].

The probability that a concordant gain occurs on the i-th chromosome arm (i.e. r;;; = 1) is by the
law of total probability equal to the probability of a clonal gain on the i-th chromosome arm added to
the probability that the gains arose independently on the i-th chromosome arm.

The probability of a clonal gain on the i-th chromosome arm is equal to the clonality proportion c times
the probability that a gain occurs on the i-th chromosome arm, i.e. cpy;.

The probability that the two gains arose independently on the i-th chromosome arm is equal to:

P(gains arose indep. on chr. arm i) = [P(gains arose indep. on chr. arm i|clonal event)P(clonal event)
+ [P(gains arose indep. on chr. arm i|no clonal event)P(no clonal event).

As the first term is equal to zero (two gains can not arise independently given a clonal event), the
probability simplifies to:

P(gains arose indep. on chr. arm i) = [P(gains arose indep. on chr. arm i|no clonal event)P(no clonal event).

The probability of no clonal event is equal to 1 minus the probability of a clonal event. By the law of
total probability, this is equal to:

P(no clonal event on chr. arm i)

1 — P(clonal event on chr. arm i)
= 1 —P(clonal gain on chr. arm i) — P(clonal loss on chr. arm i)
= 1—cpy; —cpai
Given this result, the probability of two gains arising independently given no clonal event becomes
equal to:

P(gains arose indep. on chr. arm i|no clonal event) P(indep. gain on chr. arm i|no clonal event)?

_ (P(indep. gain on chr. arm i N no clonal event) ?
- P(no clonal event)

2
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Putting all the elements together, it follows that the probability of a concordant gain at chromosome
arm i equals:

(1—-0)py;
1 —cpi —cpz
(1-0)*pi;
1—cpy —cpai

P(concordant gain on chromosome arm i)

2
cpy; t < ) (1 =1 — cp2i)

= cput

The probability for a concordant loss event is derived similarly. The derivation of the other probabilities
in the first part of the likelihood can be found in Appendix A.

The second part of the likelihood only focuses on the chromosome arms where concordant gains and
losses have occurred. For this, y,, is defined as all the arms on which concordant gains have occurred
and i, as all the arms having concordant losses. The quantity ¢; is a closeness statistic which reflects
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the discrepancy between the start and end points of the concordant gains and losses. Figure 4.1 shows
an example of a concordant loss on chromosome arm 10q with different endpoints.

0 20 40 60 a0

Figure 4.1: A concordant loss on chromosome arm 10q with different endpoints. Figure retrieved from [36].

Let l,"( and mfc be the start and end points of the copy number change on the i-th chromosome arm of
the k-th tumor in the pair. The closeness statistic ¢; is defined as

ti = |li = 3| + [mj —my|.

The closeness statistic is evaluated in fy, and f;,, which are the probability density functions of the
closeness statistic t; when the concordant events have occurred in the clonal and independent situation
respectively. Empirical estimates of the probability density functions are generated using a simulation
procedure. See the appendix of [36] for a detailed description on how this is done. Next to that, by; is
the conditional probability that an individual gain on the i-th chromosome arm is a clonal gain. Similarly,
b,; is the conditional probability that an individual loss is a clonal loss.

Once the LR score has been computed for each pair, a reference distribution assuming independence
is constructed by means of permutation. Permutation methods were originally invented by Fisher [15]
and Pitman [40]. The idea behind permutation methods is that since the labels of the observations are
exchangeable under the null hypothesis, the distribution of the test statistic under the null hypothesis
can be derived by means of looking into every possible permutation of the labels. In other words, the
significance of a test statistic T, which can be used to test the null hypothesis against the alternative
hypothesis, can be determined by computing the test statistics T* for each possible permutation of the
data. Given the test statistics T* of the permutation distribution, a p-value for the test statistic T can
be derived by looking at the proportion of observations T* which are smaller or larger (depending on
whether smaller or larger values of the test statistic T point into the direction of the alternative hypoth-
esis) than the test statistic T. For example, let's assume that a small value of the test statistic T gives
evidence for the alternative hypothesis. Let the value of the test statistic be equal to t, i.e. T = t, and
define t7, i = 1, ..., N, as the values of the permutation test statistics of all the possible N permutations
that can be made of the data. The p-value for the test statistic T is defined as:

N
1
P=w z Lier<ep
i=1

where 1 is the indicator function which is equal to 1 only if t; is smaller than t. Note that when a large
value of the test statistic T points towards the alternative hypothesis, the p-value is defined as the pro-
portion of permutation test statistics which are larger than the test statistic. Given a defined significance
level a, the null hypothesis is rejected, i.e. the p-value is found to be significant, if p < a. In practice,
the significance level a is mostly set to 0.05 or 0.01. In other words, the null hypothesis is rejected if
less than 5 or 1 percent of the permutation test statistics is smaller (or larger, depending on the test
statistic) than the test statistic T.
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A permutation test is a type of non-parametric test which makes no assumption about the theoreti-
cal underlying distribution of the test statistic under the null hypothesis. The underlying distribution
under the null hypothesis is constructed by means of computing the test statistics for all possible per-
mutations of the data. However, a major drawback of permutation tests are that they can become
computationally quite intensive when the number of observations increases. This has to do with the
fact that the number of possible permutations increases when the data size increases. As a result,
more test statistics need to be computed in order to construct the distribution under the null hypothesis
which increases the computation time. When the dataset is large, a different technique, such as boot-
strapping, can be used instead of permutation to reduce the computation time. The datasets used in
this study are relatively small so that this problem is not encountered.

In order to test the significance of the LR scores, the distribution under the null hypothesis will be
constructed by means of computing the LR scores for independent pairs. For this, each primary tumor
of a patient is paired with a secondary tumor of another patient, which are by definition independent,
and the LR score of this artificial pair is computed. If there are n pairs, a total of n(n — 1) permutations
between different patients can be made. The reference distribution will then be used to assess the
significance of the LR scores of the true pairs. For a defined significance level a, the null hypothesis
assuming that the two tumors arose independently is rejected if the p-value of the LR score of a pair
falls below the significance level a, where the p-value is defined as the proportion of observations in
the independence distribution that are greater than or equal to the observed LR score. In other words,
the pair is considered as clonal by the LR method if the LR score of the pair falls above the (1 — a)-th
percentile of the reference distribution.

Note that the resulting p-values depend on the sample size that is being used. Given n pairs, the
minimal p-value which is larger than zero is equal to e If the dataset is too small, the minimal

non-zero p-value will be larger than the defined significance level a so that the null hypothesis will
never be rejected. Therefore, the number of pairs needs to be sufficiently large in order for the permu-
tation method to reject the null hypothesis. The most commonly chosen significance levels are a = 0.05
and a = 0.01. When 20 pairs are involved, the minimal non-zero p-value is sufficiently small so that
clonality can be detected at both significance levels. Next to that, the resulting p-values are also influ-
enced by the similarity of the profiles of two independent tumors. When many independent pairs have
similar characteristics, the LR scores for these pairs will be quite large. As a result, the p-values of the
pairs may increase as more observations in the reference distribution are larger than the LR score of
the pairs.

Figure 4.2 shows an example of a reference distribution consisting of all the LR scores of the per-
muted independent pairs (black histogram) and distribution of the LR scores of the tumor pairs (red
histogram).
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Figure 4.2: LR scores of the independent pairs (black histogram) and the LR scores of the true pairs (red histogram). Figure
retrieved from [36].
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In Figure 4.2, the 95% and 99% quantiles of the independence distribution are marked by the two
arrows. All the pairs whose LR score lies above these two arrows are significant at a 5 and 1% signifi-
cance level respectively.

The LR method is an intuitive method which can be used to detect clonality in tumor pairs. However,
the method has two shortcomings:

» The LR method uses one step of the CBS algorithm to segment the profiles. As a consequence,
only one gain or loss per chromosome arm is allowed which is very restrictive. In reality, gains
and losses can occur simultaneously on the same chromosome arm.

» The LR method only takes into account the LRR values as input so that CN-LOH can not be
detected.

4.2.2. Deriving the Log LR method

As mentioned in Section 4.1, the input that is used for the comparison method are the states of the
bins, where each bin consists of at least 10 SNPs. Once the states of the bins are known, the LR
method can be modified so that the two genomic profiles of the tumors can be compared bin by bin.
Note that, as the profiles are compared bin-wise, different aberrant events can occur simultaneously
on the same chromosome arm. Since more than one aberrant event can occur on a chromosome arm,
the second part of the likelihood in the LR method, measuring the closeness of the aberrant events on
the concordant arms, is removed. The first part of the likelihood is maintained and adapted in order to
include the extra CN-LOH state that can occur in a bin. It should be noted that the extended method
has not been used in literature before.

In order to extend the existing LR method, the following probabilities are defined:

p1; = P(loss occurs in the i-th bin),

p2i = P(i-th bin is normal),

p3; = [P(CN-LOH occurs in the i-th bin),
psi = [P(gain occurs in the i-th bin),

where py; + p2; + p3; + pai = 1. Note that the same encoding as introduced in Section 4.1 is used (i.e.
aloss is encoded as a 1, a normal as a 2 etc.). In contrast to the original LR method, the probabilities
for one of the four events are the same for each pair. When the approach of [36] was used for deriving
the probabilities, problems arose in the computation of the Log LR scores. Therefore, we decided that
the empirical frequencies in the cohort will be used for the probabilities of a loss, normal, CN-LOH and
gain event.

Define r;4; as the indicator which equals 1 if both tumors have a loss in the i-th bin, r,,; is equal to
1 if both profiles are normal in the i-th bin etc. In other words:

i = (M40 To2is 330 Taais T12i 1130 T14i 1230 Toais T340)

denotes all the possible combinations that can occur at the i-th bin and only 1 entry in r; is equal to
1. Let ¢ again be the proportion of mutations that originate from the same cell in case two tumors are
clonal. For bin i, the likelihood can be defined as follows:
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The probabilities of the different events, e.g. a concordant loss, one bin is normal and the other bin a
gain etc., are derived similarly as the probabilities in the original LR method.
If there are N bins in total, the likelihood equals:

N

T11i T22i
L) = l_[ <cp + (1= 9P ) ’ ( 1 > :
- CP1i — CP3i — CPai 1 —cp1; — cp3i — CPai

i=1
1 — ¢)2p2. 7330 1 = c)2p2. T44i
<Cp3i n ( )p3; ) (Cp4i n ( )“Pii >
1 —cpyi — cp3i — CPai 1 —cp1; — cp3i — CPai
T12i T13i
< 2(1 = o)p1ip2i > 12 ( 2(1- C)2p1ip3i ) e
1 —cp1; — cp3i — CPai 1 —cpyi —cp3i — CPai

T14i T23i
< 2(1- C)2P1ip4i > " ( 2(1 = o)p2ipsi ) “

1 —cpqi — cp3i — CPai 1 —cp1i — cp3i — CPai

i T34
< 2(1 — c)p2iPai >r24 ( 2(1 = ¢)*p3iPai ) >

1 —cp1; — cp3i — CPai 1 —cp1i — cp3i — CPai

In the same way as the original Likelihood Ratio, the hypothesis of independence is tested against
the hypothesis of clonality. The probabilities in the likelihood depend on the constant c, which reflects
the probability that a concordant event is of clonal origin, so that the adapted Likelihood Ratio is again
equal to:
L(c>0)
T L(c=0)

However, note that a problem arises if the Likelihood Ratio is defined as above. In contrast to the
original Likelihood Ratio, a comparison is not made per chromosome arm, but per bin. This entails that
more comparisons are made and since the probabilities are all below 1, an underflow in the likelihood
can occur if the number of comparisons becomes large. For instance, 0.1%° is already in the order of
10~*° which will give an underflow on most computers. Therefore, looking at the likelihood is not a
good idea in this case. In order to prevent an underflow, the logarithm of the likelihood can be used
instead. The log likelihood is defined as:
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and the Log Likelihood Ratio becomes equal to:

log(L(c > 0))
log(L(c = 0))’

By taking the log likelihood, all terms in the sum become negative since the probabilities lie between 0
and 1. If the observed events are more likely to occur under the clonality hypothesis, the log likelihood

logLR =
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under the clonality hypothesis becomes less negative than the log likelihood under the independence
hypothesis. This is because of the fact that the closer the probability is to 1, i.e. the more likely it is
that an event occurs, the less negative the logarithm of the probability becomes. For two probabilities
p and g, with 0 < p < g < 1, the following inequality holds:

log(p) < log(q).

Hence, if the data is more likely to occur under the clonality hypothesis, the Log LR will be below 1.
The log likelihood does not give an underflow and thus solves the problem previously mentioned.

Given the Log Likelihood Ratio score for a pair, the significance of the score can be computed by
means of constructing an independence distribution in the same way as the Likelihood Ratio. All the
scores together form a reference distribution which can be used to assess the significance of the score.
The null hypothesis assuming independence is rejected if the p-value of the Log LR score falls below
the significance level a, where the p-value of the Log LR score is defined as the proportion of obser-
vations in the independence distribution which are smaller than or equal to the Log LR score. In other
words, the pair is considered as clonal if the Log LR score of the pair falls below the a-th percentile of
the reference distribution assuming independence. Note that the Log LR score needs to fall below the
a-th percentile as a lower score implies that the clonality hypothesis is being favored.

[36] has shown that the outcome of the LR is insensitive when the clonality proportion c is within the
interval [0.25, 0.75]. For simplicity, ¢ is chosen equal to 0.5 in the rest of this report.

In order to show how the Log LR scores vary with different degrees of clonality, a simple example con-
sisting of three pairs has been constructed. Each pair consists of 20 bins in total, where the similarity
between the primary and secondary tumor varies per pair. Pair 1 is very similar, having 19 concordant
bins (e.g. both bins are a gain, both bins are a loss etc.) and only 1 discordant bin. Pair 2 is somewhat
similar, the states of 10 bins are concordant while the other 10 bins have a discordant state. Pair 3, on
the other hand, is far from being similar having only 1 concordant bin and 19 discordant bins. Figure
4.3 shows the states of the bins of the three pairs by means of barplots. Note that the height of the bar
in the barplot reflects the state of the bin, i.e. a bin of height 1 displays a loss, a bin of height 2 a normal
state etc. Moreover, the color of the bin reflects whether the bin is concordant (green) or discordant
(red) with the bin of the other tumor in the pair.
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Figure 4.3: Barplots of the states of the bins for three pairs having a varying degree of clonality. The color of each bin reflects
whether the bin is concordant (green) or discordant (red) with the bin of the other tumor in the pair.
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The Log LR scores for the three pairs are as follows: pair 1 has a score of 0.781, pair 2 has a score
of 1.069 and pair 3 has a score of 1.251. From the Log LR scores it can be seen that the larger the
number of concordant bins, the smaller the Log LR score becomes. In other words, a larger number
of concordant bins implies that the pair is more likely to be of clonal origin. When the pair has 50% of
matching bins, the Log LR score is close to 1: the data is equally likely to occur under both hypotheses.
Note that for this example, the score is not exactly equal to 1, but slightly above 1. This has to do with
the fact that the probabilities of the different events influence the Log LR score as well.

4.3. Adapted Similarity Index

[31] developed the Similarity Index (Sl) as a comparison method to identify whether two tumors are of
clonal origin. The SI measures the degree of concordance in the aberrant events that are present in the
genomic profiles of the two tumors. Note that the SI was originally invented to compare the genomic
profiles SNP by SNP, but it can also be applied in our setting. Given the N bins for which the states are
determined, define Ny as the number of bins for which the aberrant states coincide, i.e. both bins are
losses or gains, N, as the number of bins for which the outcome is opposite, i.e. one bin is a gain while
the other bin is a loss, and Ny as the number of bins for which an unique gain or loss occurs, i.e. one
bin is a gain or loss, the other bin is normal. Figure 4.4 taken from [31] shows all possible combinations
that may occur in the primary and secondary tumor.
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Figure 4.4: All possible combinations that may occur in the primary and secondary tumor. Figure retrieved from [31].

The Sl is defined as:

" Ng+ Ny + Ny’

In other words, the S| measures the fraction of aberrant events that is shared between two tumors.
Note that the bins which are normal for both tumors are not included in the measure as these are not
of interest for determining the degree of clonality. The Sl is equal to 1 in case all the aberrant events
on the two genomic profiles are shared and 0 if two profiles do not share any aberrant events. The Si
tests the same two hypotheses as the Log LR method:

S

H, : the two tumors arose independently.
Hy: the two tumors are clonally related, i.e. one is a metastasis of the other.

The significance of the Sl score can be determined by means of constructing a reference distribution
assuming independence as described in Section 4.2. Given the significance level a, the null hypothesis
assuming independence is rejected if the p-value of the Sl score falls below the significance level,
where the p-value is defined as the proportion of observations in the independence distribution which
are greater than or equal to the Sl score. In other words, the pair is considered as clonal if the Sl score
falls above the (1 — a)-th percentile of the reference distribution as a larger Sl score implies that the
pair is more likely to be clonal.
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4.3.1. Extending the Similarity Index

In [31] a distinction is made only between gains, losses and normal states. In this research, however,
a fourth state, CN-LOH, is also included in the analysis. The Sl can be easily extended so that all four
states are incorporated in the measure. For this, define:

* N as the number of shared aberrant bins, i.e. both bins are losses, gains or CN-LOH.
* N, as the number of opposite aberrant bins, i.e. gain-CN-LOH, gain-loss or loss-CN-LOH.

» Ny as the number of unique aberrant bins, i.e. one bin is in one of the three aberrant states and
the other bin is normal.

Given these three quantities, the Sl score of a pair and the significance of the latter can be computed
in the same way as described above.

4.3.2. The adapted Similarity Index

The Similarity Index measures the degree of concordance in the aberrant events that occur in the two
genomic profiles of the tumors. The quantities N, and Ny, are the number of opposite and unique events
that occur in the bins respectively. However, the quantity N;; does not make any distinction between
whether the bin in the first tumor is normal and the bin in the second tumor is aberrant or vice versa.
These two events are weighted similarly in the Sl. It may be questioned whether this is realistic: sec-
ondary tumors often have, in case of a metastasis, more aberrant events than the primary tumor as the
tumor cells keep on mutating. Therefore, a lower weight for this event should be applied. On the other
hand, a bin going from aberrant in the primary to normal in the secondary tumor may be a sign that the
two tumors are not of clonal origin as the mutation is lost. Next to that, no distinction is being made in
the number of opposite events as well: a gain-loss is weighted the same in the Sl as a gain-CN-LOH
or loss-CN-LOH. As a gain-loss is less likely to occur in case of a clonal pair than a gain-CN-LOH or
loss-CN-LOH event, a gain-loss should be penalized heavier than the other two events.

An adapted Similarity Index can be constructed by means of making a distinction between the sev-
eral sub events that may occur within each event. For this, define:

* N as the number of shared aberrant bins.

* N} as the number of bins which are aberrant in the primary tumor and normal in the secondary
tumor.

* N% as the number of bins which are normal in the primary tumor and aberrant in the secondary
tumor.

« N} as the number of bins which are gain-CN-LOH or loss-CN-LOH.
* N3 as the number of bins which are a gain-loss.
The adapted Sl can be defined as:

Ng

Sadapted _
Ng + ¢y N} + ¢; N2 + d{N} + d,N3’

for ¢q,c,,dq,d, = 0. The constants in the adapted Sl can be chosen freely.
In this thesis, the following constants are used in the adapted Sl: ¢; =1, ¢, =0.5,d; =1and d, = 2.
Given this choice of constants, the adapted S| becomes equal to:

N
Ng + N} + 0.5N7 + N} + 2N3°

sjadapted —

By choosing the constants this way, the adapted Sl puts a larger penalization on bins which are aber-
rant in the primary and normal in the secondary tumor compared to bins which are normal in the primary
and aberrant in the secondary tumor as the former implies that an aberrant region is lost, which rarely
occurs in case of clonality. Next to that, bins that are a gain-loss combination get a twice as heavier
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weight in the ratio than bins that are gain-CN-LOH or loss-CN-LOH since a gain may become CN-LOH
but it is uncommon for a gain to become a loss or vice versa when two tumors are of clonal origin.

Similar to the original Sl, the significance of the scores can be determined by means of construct-
ing a reference distribution assuming independence. Given the significance level «a, the adapted Sl
score is considered to be significant if the p-value of the adapted Sl score falls below the significance
level, where the p-value is defined as the proportion of observations in the independence distribution
which are greater than or equal to the adapted Sl score.

In order to investigate how the adapted S| score changes for different degrees of clonality, the same
three pairs, plotted in Figure 4.3, which were used to study the behavior of the Log LR were employed.
As explained in Section 4.2.2, pair 1 is very similar, pair 2 is somewhat similar and pair 3 is not similar
at all. The adapted Sl scores for the three pairs are as follows: pair 1 has a score of 0.933, pair 2 has a
score of 0.5 and pair 3 has a score of 0.057. As expected, a larger number of concordant bins implies a
larger adapted Sl score. Pair 2, whose bins match in 50% of the cases, has an adapted Sl score which
is exactly equal to 0.5. However, note that an adapted Sl score of 0.5 does not always occur when the
bin match percentage is equal to 50%. In the computation of the adapted SI, the concordant normal
bins are excluded from the analysis and some discordant events are penalized more than others.

4.4. Alternative comparison methods

The comparison methods introduced in the previous two sections are both quite complicated methods
which are extended and adapted from already existing comparison methods. As the comparison meth-
ods are fairly sophisticated, it is of interest to see if a simpler comparison method, which measures the
similarity of two segmentation profiles solely on the states of the bins, would perform equally well. In
other words, the comparison of the segmentation profiles can be seen as a mathematical problem that
is application independent: is there a mathematical method that can be applied on this data so that
the more complex comparison methods may be outperformed? In the next three subsections, different
candidate methods are introduced and the applicability of the methods investigated.

4.4.1. Histogram difference

The first method which was attempted is the histogram difference method. For this method, the states
of the bins are converted into histograms. As explained in Section 4.1, the segmentation output for a
pair of tumors consists of two vectors of length N (number of bins) existing of the integers 1, 2, 3 and
4, where each number corresponds to one of the four discretized states, i.e.:

50 = (509,589, ., s), k=12,

(

i

") is the state at bin i for tumor k, s e {1,2,3,4}.

where s ;

Given the vectors s for k = 1,2, a histogram can be constructed for each tumor consisting of N
bars where each bar corresponds to a bin and the height of each bar reflects the state of the bin.
Figure 4.5 shows an example of two sequences consisting of six bins.

Sequence 1 Sequence 2

Figure 4.5: Two histograms reflecting the states (1,2,3,4) at N = 6 bins.
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The histogram difference method computes the absolute difference between the two histograms. Let
A and B be two histograms each consisting of N bins that display the states of tumor A and tumor B
respectively. Define 4; as the height of the i-th bar in histogram A (reflecting the state of the i-th bin in
tumor A) and B; as the height of the i-th bar in histogram B (reflecting the state of the i-th bin in tumor
B). The difference measure D is defined as:

N

D =Z|Ai—Bi|.

i=1
The difference measure of the two histograms in Figure 4.5 is equal to:
D=14—-4|+12-1|+|3=-3|+|1-2|+|2=2|+|3—4]| =3.

If the two histograms coincide, the difference measure is equal to zero. In general, the smaller the
difference measure, the more likely it is that the tumors are clonal. The histogram difference method is
a relatively simple method that can be used to measure the degree of clonal relatedness between two
tumors.

However, looking more closely at the histogram difference method it can be seen that the method
is not completely fair for this purpose as the penalization of discordant events is unevenly distributed.
For instance, if for one tumor the bin is a loss (state 1) and for the other tumor the bin is CN-LOH (state
3), then this combination is penalized more than when one tumor has a gain bin (state 4) and the other
tumor a CN-LOH bin (state 3). In other words, a gain and CN-LOH combination is regarded as more
clonal than a loss and CN-LOH combination which is not correct. A CN-LOH region has copy number
two and is therefore equally close in copy number to a gain (copy number larger than three) and loss
(copy number smaller than one) region. Therefore, the histogram difference method is not fair. Note
that, if the CN-LOH state was excluded from the analysis and a gain would have been encoded as a
3, the histogram difference method would have produced fair comparison scores. However, as men-
tioned in Section 3.2, being able to distinguish CN-LOH events from normal events is important when
determining the clonality status of a tumor pair. Hence, the histogram difference method is not suitable
for this problem.

4.4.2. Corrected histogram difference

In order to solve the problem mentioned in the previous subsection, the histogram difference method
is slightly modified. Instead of taking the absolute differences of the states, a different scoring system
is applied:

« If the i-th bar in both histograms have the same height, the i-th bin is concordant. A concordant
event (e.g. both gains, both normal etc.) gets score 0.

« If the i-th bar in one histogram is equal to 1 and in the other histogram equal to 4, a gain-loss
combination occurs. A discordant event that is a gain-loss combination gets score 2.

« If the i-th bar in the histograms do not have equal height and are not a gain-loss combination, the
i-th bin gets score 1.

Define Ngain-ioss @s the number of bins that are a gain-loss combination and Nother discordant @8 the number
of bins that are discordant but not a gain-loss combination. The corrected difference measure Dgyrected
is defined as:

Dcorrected = 2Ngain-loss + Nother discordant-

The scoring system defined above penalizes a gain-loss discordant event more than any other discor-
dant event as gain-loss combinations are not common to occur when two tumors are of clonal origin.
The smaller the corrected difference score, the more similar the two tumors are.

Given the corrected difference scores, the significance of the scores can be determined by means
of constructing a reference distribution assuming independence as described in Section 4.2. If the p-
value of the corrected difference score falls below the significance level a, where the p-value is defined
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as the proportion of observations in the independence distribution which are smaller than or equal to
the corrected difference score, the null hypothesis assuming independence is rejected. In other words,
the pair is considered to be clonal if the corrected difference score falls below the a-th percentile of the
independence distribution.

The corrected histogram difference method is a simple comparison method that may serve as an alter-
native. However, in this study, the corrected histogram difference method performed worse than the
Log LR and adapted S| method. The method is more conservative in detecting clonal pairs than the
other two comparison methods: if a pair was correctly labeled as clonal by the corrected histogram
difference method, it was also outputted as clonal by at least one of the two other comparison meth-
ods. In other words, the method did not contribute much to the overall results. Therefore, the corrected
histogram difference method was not included as a comparison method in the model.

4.4.3. Wasserstein distance

Another metric that has been examined is the Wasserstein distance. This metric describes the distance
between two probability distributions, i.e. how easily can a density function be rearranged to obtain
another density function. In order to apply the Wasserstein distance in this setting, the segmentation
profiles, consisting of the states of the bins, need to be converted into a probability distribution. This
was attempted by transforming the states of the bins into a histogram, where the height of the i-th
bar reflects the state of the i-th bin. A cumulative distribution function was constructed by means of
taking the cumulative sum of the states of the bins. Given the vectors of states s) for k = 1,2, the
Wasserstein distance is set equal to the sum of the absolute differences in the cumulative sums:

N
W= Z |cumsumi(s(1)) — Cumsumi(s(z))l.
i=1

where cumsum; is the cumulative sum until element i in the sequence. The lower the Wasserstein
distance score, the more similar the two tumors are.

However, a problem arises with the Wasserstein distance as more differences sometimes yield a
smaller score. In other words, the Wasserstein distance interprets a pair with more changes as more
clonal. For this, consider the following example of two pairs consisting of 4 bins:

+ Pair 1: primary tumor has sequence (4,2,3,1), the secondary tumor has sequence (4,1,2,3). There
are two differences between the primary and secondary tumor. The cumulative sum of the primary
tumor is (4,6,9,10) and the cumulative sum of the secondary tumor is (4,5,8,10). The sum of the
absolute difference in the cumulative sums is equal to 2.

* Pair 2: primary tumor has sequence (4,2,3,1), the secondary tumor has sequence (4,3,3,1). There
is one difference between the primary and secondary tumor. The cumulative sum of the primary
tumor is (4,6,9,10) and the cumulative sum of the secondary tumor is (4,7,10,11). The sum of the
absolute difference in the cumulative sums is equal to 3.

In the example above it can be seen that the second pair has a larger score, even though there are
less differences between the states of the samples. This is not desirable in this setting as a larger
concordance in states should yield a smaller score. The reason why this phenomenon occurs has to
do with the fact that the cumulative sum is not truly a cumulative distribution as the states of the bins
do not always add up to the same number. In other words, the amount of mass differs per tumor so
that the Wasserstein distance can not be employed for this purpose. A more detailed description about
the workings of the Wasserstein distance and why it can not be used in this setting can be found in
Appendix B.

Nevertheless, the Wasserstein distance method has been tested and similar results as the corrected
histogram difference method were obtained. In conclusion, it can be stated that the more complex com-
parison methods perform considerably better than the simpler proposed alternatives. In the remainder
of this thesis, the Log LR and adapted Sl will be used as the two comparison methods.






Simulations

This chapter investigates the workings of the comparison methods introduced in Chapter 4 by means
of simulations in which artificial pairs are constructed. For instance, how does the distribution of a
sample influence the resulting p-value of the comparison method? Section 5.1 describes the data that
will be used in the simulations and how the data is preprocessed before it is given as input to the
segmentation algorithm. Section 5.2 examines the distribution of the aberrant events in the dataset
as assigned by the two segmentation algorithms. Are gains or losses more likely to occur in breast
cancer? Finally, Section 5.3 explains how the artificial pairs used in the simulations are created from
the data and elaborates on the results of the simulations.

5.1. Data description

The dataset that is being used in the simulations consists of 50 sporadic unilateral breast cancer pa-
tients. In sporadic cancer, the gene mutations that cause the cancer to develop are acquired and not
inherited. It is estimated that approximately 90-95% of breast cancers are sporadic [7]. The tumor
material of the 50 patients were fresh frozen, which means that the tumor was frozen in liquid nitrogen
within 30 to 60 minutes after surgery excision. The DNA of the 50 samples was extracted from the
tumor material and analyzed on a customized lllumina Infinium Global Screening Array (GSA) V3 chip
to which extra SNP positions were added. The total number of SNPs on the chip is equal to 730,059.

It should be noted that the 50 samples that are being used in the simulations are a subset of a larger
GenomeStudio project consisting of 283 sporadic unilateral breast cancer patients. As the number of
SNPs that are being analyzed is quite large and the comparison methods use permutation techniques
to determine the significance of the comparison scores, using all 283 samples would make the simu-
lations computationally very intensive. In order to reduce the computation load of the simulations, a
subset of 50 samples is used instead. [31] and [36] have successfully applied comparison methods on
24 and 22 pairs respectively. Therefore, a sample size of 50, resulting in 50 artificial pairs, is sufficient
to produce reliable simulation results.

5.1.1. Preprocessing the raw data
Before the LRR and BAF values are given as input to the segmentation algorithms, the data first needs
to be preprocessed. The preprocessing procedure consists of the following steps:

1. SNPs that are present on the Y or mitochondrial chromosome are removed from the analysis. As
all patients are female, the Y chromosome is not present in females. The mitochondrial chromo-
some is excluded from the analysis as it is not considered in both segmentation algorithms, i.e.
SNPs on the mitochondrial chromosome are not segmented. Hence, the chromosomes included
in the comparison analysis consist of the chromosomes 1-22 and X.

2. Some SNPs may not be scanned properly resulting in missing values for the LRR and BAF values.
SNPs which have a NA for either the LRR or BAF value for at least one of the samples are
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removed. In other words, only SNPs which have a known LRR and BAF value for all samples are
included.

3. Some SNPs in the data occur at the same position at the same chromosome. These double SNPs
capture two variations, for instance an A/C and an A/G variation. Keeping the double SNPs in the
analysis may introduce a bias in the result of the segmentation algorithm. Therefore, only SNPs
with a unique location are considered by the segmentation algorithm.

After following the preprocessing steps, 692,101 SNPs (94.8% of all the SNPs on the chip) remain and
are given as input to the segmentation algorithms.

5.2. Distribution of the data

The segmentation algorithms divide the raw data into segments, where each segment has its own copy
number. Given the segmented profiles, each SNP is assigned to one of the four states and the SNPs
are binned together as described in Section 4.1. Using distance based bins with a distance of 1 MB,
2841 bins are defined in total. Figure 5.1 shows the first six bins of the dataframe.

chr startpos endpos nprobes chrarm

1 1 565433 1561051 282 1
2 1 1586842 2583272 300 1
3 1 2700215 3698166 360 1
B 1 3700639 4698677 306 1
5 1 4701258 5695978 325 1
6 1 5701323 6699327 3653 1

Figure 5.1: First six bins of the dataframe.

For each bin, the chromosome and chromosome arm (coded a 1 fot the p-arm and a 2 for the g-arm)
on which the bin is located as well as the start position, end position and the number of SNPs in the
bin are reported in the dataframe. As mentioned in Section 4.1, bins that are comprised of less than
10 SNPs are excluded from the comparison analysis, which leaves 2828 bins for analyses. Figure 5.2
shows a histogram of the number of SNPs for the 2828 bins.

Histogram of number of SNPs per bin
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Figure 5.2: Number of SNPs in the 2828 bins taken into account in the analyses.

Of the 2828 bins, 2740 bins (96.9%) consist of more than 100 SNPs. Once the states of the bins
are determined, the distribution of gains, losses, normal and CN-LOH states can be derived for each
sample.

5.2.1. ASCAT
Of the 50 samples fitted by ASCAT, (total runtime ~ 40 minutes), two samples had a goodness of fit
below 80% so that a segmentation profile could not be constructed. Looking at the raw data plots of
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the failed samples, a larger amount of noise appeared to be present compared to other samples. As
a result, ASCAT had difficulties segmenting the data resulting in a lower goodness of fit. Figure 5.3
shows the raw data of sample 2393, which ASCAT failed to fit, and the raw data of sample 563 which
had a goodness of fit of 90.9%.

In order to also obtain a segmentation profile for the two samples which ASCAT failed to fit, the minimal
goodness of fit threshold was lowered in the ASCAT source code to 50% after which ASCAT gave a
goodness of fit for the previously failed samples of 75.5% (sample 2393) and 76.2% (sample 2328)
respectively. Since the goodness of fit of both samples is still quite close to the default threshold of
80%, we decided that the two samples would be included in the analysis of the distribution of the data.

§

i ki Sk

X2393.LogRRatio, tumor data, LogR X563.LogRRatio, tumor data, LogR
2 1 2 3 4 5 6T 8 8 10 11 12 13 41536 17 181920282 X ¥ 2 E] 3 4 5 6 7 8 8 10 11 12 13 4 15 16 17 18 1920282 X ¥
@ W { { o "
- -

X2393.LogRRatio, tumor data, BAF X563.LogRRatio, tumor data, BAF
B T———— R T Y T T T ST B - S ————— T T T ST TR Y
: % b W% pEsE b M s i o
3 ﬁ "r ‘*"ﬂ“ L1 \W| U o ¢ B i i 7 ™ ». % uﬁ‘*im i b, ¢ |
o i | AELT |--=;‘i i = ehia ol ok 98 g il
z ﬁf!"rﬁ ” mm,m h h L MM L a o My wnﬁ‘wm“&mﬁﬁ O w:“ *"‘"., o sss"a i Lt Y
o W m % #OH oy N o il ’ ol

Figure 5.3: Raw data of sample 2393 (left), which ASCAT failed to fit, and sample 563 (right) which ASCAT successfully fitted
with a goodness of fit of 90.9%.

For all 50 samples the percentage of bins which are a gain, loss, CN-LOH and normal were determined
and summarized in the barplot in Figure 5.4. Each bar in the barplot corresponds to one sample and
is colored according the frequencies of the states.

Distribution of the bins using ASCAT
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Figure 5.4: Distribution of the bins for all 50 samples fitted by ASCAT.

In Figure 5.4 it can be seen that gains are very common to occur in the 50 samples. 5 out of 50 samples
solely consist of bins which are a gain. Moreover, for 26 out of 50 samples the percentage of bins that
are a gain is above 50%. Losses, on the other hand, are more rare. 17 out of 50 samples do not have
any loss bins and the maximal percentage of loss bins that occur in a sample is equal to 39.2%. Next
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to that, there are 22 samples for which the percentage of normal bins is above 50%.

Figure 5.5 shows the histograms of the percentages of bins that are a loss, normal, CN-LOH and
gain in all samples. The histograms clearly show that losses are the most rare as there is a peak close
to zero. Moreover, gains are even more common to occur than normal states as 18 samples have at
least 75% gain bins while only 14 samples have more than 75% normal bins. Next to that, a larger
number of samples has no normal states than no gain states. Regarding CN-LOH, the percentages
range between 0 and 30%. Comparing the histogram of the CN-LOH percentages with the histogram of
the loss percentages, it can be concluded that losses are more rare to occur than copy-neutral states.
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Figure 5.5: Histograms of the loss, normal, CN-LOH and gain percentages.

In general, it can be concluded that if the 50 samples are segmented with ASCAT, gains are most
common. This is also reflected in the estimated ploidy numbers: 26 out of 50 samples have a ploidy
above 2.5. Figure 5.6 shows the distribution of the ploidy estimates of the 50 samples.

Histogram of the ploidy of the 50 breast cancer samples
estimated by ASCAT
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Figure 5.6: Ploidy estimated by ASCAT.

In Figure 5.6, two clear peaks at ploidy 2 and ploidy 3 can be seen. The peak at ploidy 2 is to be
expected as not all tumors will show many aberrations and will thus be diploid. The peak at ploidy
3 and the maijority of samples having a ploidy above 2 explains why gains are so prevalent. When
the ploidy number is above 2, the average copy number lies above two so that, if copy number two is
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chosen as a baseline, the majority of the bins will be a gain. As the number of samples with a ploidy
number below 2 is quite small, losses do not occur that often.

5.2.2. OncoSNP

In contrast to ASCAT, OncoSNP takes into account all three confounding variables introduced in Sec-
tion 3.1. However, a downside of using both the normal cell contamination and tumor heterogeneity
mode in OncoSNP is that the segmentation can be computationally demanding. When both modes are
switched on, OncoSNP takes around 4-6 hours to analyze one sample compared to 10 minutes when
only the normal cell contamination mode is used.

In order to investigate if it is worth the additional runtine with regards to the obtained results, the first
10 samples of the 50 samples are run in both instances. As OncoSNP fits 10 different models (two
ploidy baselines and five different ranks), the difference in the states of the bins is investigated for both
ploidy models and all ranks. Figure 5.7 shows a plot of the match percentage in the bin states per chro-
mosome for the model with the highest likelihood (Ploidy No 1) for sample 530. Each line in the plot
corresponds to a rank. The x-axis represents the 23 chromosomes (1-22 and X) which are analyzed
by OncoSNP. In the plot, it can be seen that the match percentage is 100% (i.e. all bin states in the
two settings coincide) for ranks 1-3 and that slight differences in the states of the bins are present for
ranks 4 and 5. Nevertheless, the match percentage is also quite high for ranks 4 and 5.
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Figure 5.7: Match percentage of the bin states in the two settings for sample 530.

A large concordance was found in the states of the bins in both settings: the mean concordance over
all ranks and samples was equal to 97.2% for Ploidy No 1 and 99.8% for Ploidy No 2. Therefore, as a
means to reduce the computation time of OncoSNP, we decided that only the aneuploidy and normal
cell contamination mode will be used in the analysis. Furthermore, by using only the aneuploidy and
normal cell contamination mode for OncoSNP the results can be compared with the output of ASCAT
as the latter also corrects for the same confounding variables.

Since OncoSNP fits 10 different models, the question remains which ploidy baseline and rank should
be chosen. In this thesis, the model with the highest likelihood (Ploidy No 1) is chosen together with
rank 3. As mentioned in Section 3.4, the higher the rank the more detailed the segmentation profile
becomes. However, a higher rank also yields smaller segments in the profile which may result in a
higher error rate. For that reason, we decided that rank 3 would be used for the segmentation profiles:
rank 3 gives a relatively detailed profile while at the same time not including too many small segments
in the profile. Figure 5.8 shows the percentage of bins that are a gain, loss, CN-LOH and normal state
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for each sample when OncoSNP is used as segmentation algorithm.

Distribution of the bins using OncoSNP
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Figure 5.8: Distribution of the bins for all 50 samples fitted by OncoSNP.

Looking at Figure 5.8, it can be seen that the majority of samples mainly consist of normal states: 37 out
of 50 samples consist of more than 50% of normal bins. When it comes to the aberrant events, gains
appear to be more common than losses. There are 8 samples whose bins consist of more than 50%
of gains, while there are no samples with more than 50% losses. Figure 5.9 displays the histograms of
the loss, normal, CN-LOH and gain percentages for all samples.
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Figure 5.9: Histograms of the loss, normal, CN-LOH and gain percentages in all samples.

The histograms of Figure 5.9 show that the most common state in the 50 samples is the normal state.
This has to do with the fact that for most of the samples (45 out of 50) the model with the highest likeli-
hood is the model assuming that the sample is diploid. In the diploid model, the average copy number
is assumed to be two so that many SNPs and consequently bins will be assigned as normal. For the
other 5 samples, 4 samples have a unique solution, i.e. the diploid and triploid model converge to the
same values for the Log R adjustment and normal cell contamination. The converged samples all have
a ploidy number close to three. Next to that, there is one sample for which the triploid model is the best
fitting model. If copy number two is used as a baseline, the converged samples and the sample whose
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best fitting model is the triploid model will mainly consist of gains. As a result, similar to ASCAT, losses
do not happen that often as gains.

As mentioned in Section 3.4, when the two models converge to the same solution the SNP data con-
tains sufficient information to deduce the normal cell contamination and necessary Log R adjustment
without making any assumption on the ploidy configuration. The normal cell contamination percent-
ages and ploidy numbers for the converged samples as estimated by ASCAT and OncoSNP were very
similar, see Table 5.1.

Sample | Normal cell % ASCAT | Normal cell % OncoSNP | Ploidy ASCAT | Ploidy OncoSNP
507 37% 30% 3.19 3.2
514 48% 50% 2.98 3.2
571 13% 10% 2.85 29
2393 47% 50% 3.09 3.1

Table 5.1: Normal cell contamination percentages and ploidy estimated by ASCAT and OncoSNP for the converged samples in
OncoSNP.

This entails that ASCAT manages to detect the same features in the data as OncoSNP leading to similar
estimates. However, for the samples that did not converge in OncoSNP, the ASCAT and OncoSNP
estimates are not necessarily close to one another: the ASCAT and OncoSNP estimates may be similar
but can also be drastically different.

5.2.3. Prevalence of gains

Comparing the results of ASCAT and OncoSNP with one another, gains are more prevalent in the pro-
files fitted by ASCAT. The reason for this has to do with the fact that the ploidy estimates of ASCAT
are higher than the ploidy estimates of OncoSNP. As the maijority of samples is fitted by the model
assuming diploidy in OncoSNP, the estimated ploidy for these samples will also be around 2.

Nevertheless, the output of both ASCAT and OncoSNP show that duplications in the DNA are more
likely to happen than deletions. The question that arises is: are gains generally the most common
aberrant event in breast cancer tumors? Figure 5.10 taken from [48] shows the frequencies of gains
(red) and losses (green) in 91 breast cancer patients analyzed by ASCAT where copy number two is
taken as a baseline.

ASCAT, relative tt

!4

AZ

50 100

Frequency (%)
0
T -

100 50

Figure 5.10: Gain and loss frequencies determined by ASCAT for each SNP position for 91 breast cancer patients.

The SNP chip used for this case is the lllumina 109K SNP array. Figure 5.10 shows that, similar to the
50 sporadic breast cancer patients, gains are more common to occur than losses. Moreover, specific
gain and loss regions can be defined: gains are likely to occur on chromosome 1q, 8q and 16p, while
losses are mostly present on chromosome 8p and 16q.

A possible hypothesis which explains why gains are more common than losses might be that gains
can keep on gaining whereas losses can more easily be turned into a copy-neutral or (very rarely) a
gain state. If a gain occurs in the DNA and this gain is beneficial for the tumor, then it can keep on
acquiring additional gains in subsequent cell divisions to for example copy number four or five. Once it
has reached a relatively high copy number, it will remain a gain with a high probability. Losses, on the
other hand, consist of copy numbers one and zero. If the copy number is one and the tumor cell does
not benefit from this loss, the loss might relatively easy return to a higher copy humber during later cell
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divisions. For regions having copy number zero, the copy number will remain zero as all alleles within
the region are lost.

The hypothesis stated above describes a possible cause why gains are more common than losses.
However, it is unknown whether losses are indeed more easily reversed than gains. Hence, the preva-
lence of gains may also be a characteristic of breast cancer tumors in general.

5.3. Creating artificial pairs

In this section the behavior of the comparison methods will be examined by means of simulating artificial
pairs. Given the segmentation profiles of the 50 sporadic breast cancer patients, changes are made to
the segmentation profiles. By doing this, artificial pairs are constructed which can be used to test how
the output of the comparison methods are influenced. In other words, to which extent can mutations
be added to a sample so that the comparison method still detects the artificial pair as clonal and which
distribution characteristics may influence this? Note that the objective of the simulations is to discover
certain features of the comparison methods and not to compare the two comparison methods in terms
of sensitivity.

5.3.1. Workflow description

First, adding mutations means that normal bins go to an aberrant state but aberrant events can also
be changed back to a normal state or another aberrant state. In other words, a mutation can be seen
as a state change that occurs in a bin.

In order to add the mutations to the samples as realistic as possible, the probability of being in a
particular state in a bin are being derived from a larger dataset consisting of copy number data from
201 ER-positive sporadic breast cancer patients. The tumor DNA of the patients was examined on an
Affymetrix 100K SNP chip which consists of approximately 100,000 SNP positions. For each sample,
only the SNP positions for which both the copy number and BAF value are known are taken into ac-
count. The latter is needed to discriminate the normal state from the CN-LOH state. The copy number
for each SNP is determined by means of applying a threshold on the LRR data. Given a threshold
a, the copy number for a SNP is larger than two if the LRR value lies above a and smaller than two
if it is below a. For each sample, the most common state in each bin is determined in a similar way
as in Section 4.1. Once the bin states are determined for all 201 samples, the frequency that a gain,
loss, normal or CN-LOH state occurs in a bin can be computed. These frequencies can be used as
the probabilities of being in a particular state in a certain bin. Figure 5.11 shows part of the probability
matrix that is derived from the 201 samples.

Chr start end Gain Neutral CN.LOH LOSS est.nr.SNPs
1 chrl 2700215 3698166 0.9104478 0.000000000 0.014925373 0.074626866 18
2 chrl 3700639 4698677 0.6965174 0.000000000 0.059701493 0.243781095 23
3 chrl 4701258 5695978 0.6865672 0.000000000 0.019900498 0.293532338 38

Figure 5.11: Part of the probability matrix consisting of the frequencies of a gain, loss, normal and CN-LOH state for each bin in
the Affymetrix dataset.

Note that the normal state is called neutral in the probability matrix. Figure 5.12 shows the histograms of
the loss, normal, CN-LOH and gain probabilities of the Affymetrix dataset. The y-axis of the histograms
reflect the frequency with which the probabilities occur in the Affymetrix dataset for the different states.
Figure 5.12 clearly shows that normal and CN-LOH states are less likely to occur than gain and loss
states. The probabilities of the gains and losses look evenly distributed: the probabilities of both states
are spread uniformly over the interval [0,1]. This is not in line with the observations of Section 5.2
where gains were found to be more common than losses for both segmentation algorithms. Next to
that, the probabilities of the normal states in the Affymetrix dataset are centered around zero which is
not the case for the distribution of the 50 sporadic samples. The reason why the results are different for
the Affymetrix dataset has to do with the fact that the segmentation is done differently. The distinction
between a gain, loss and normal state for the Affymetrix dataset is made based on the LRR values of
the SNPs, where each SNP is considered separately. As there is noise present in the LRR data, this
may result in different states for consecutive SNPs. For instance, a gain SNP may be followed by a



5.3. Creating artificial pairs 53

SNP that is assigned as normal and then followed by a loss SNP. The output of ASCAT and OncoSNP,
on the other hand, divide the genome into segments where all the SNPs in the segment have the
same copy number. As a result, the most common states in the bins are different for the Affymetrix
segmentation approach than for the other segmentation approaches. Even though the probabilities of
the Affymetrix dataset are not similar to the distributions found for the 50 sporadic samples, they can
still be employed in the simulations to discover the workings of the comparison methods. However, it
should be noted that the way in which mutations are added to the samples may not be realistic.
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Figure 5.12: Histogram of loss, normal, CN-LOH and gain probabilities of the derived from the Affymetrix dataset.

Since the number of SNPs on the Affymetrix chip is significantly lower than the SNP chip of the 50
sporadic breast cancer patients, some bins defined in Section 5.2 will not contain any SNPs. As a con-
sequence, the probabilities for these bins can not be derived. Next to that, for some bins the number
of SNPs within the bin may be very small, so that the probabilities are not accurate enough to be used
in the simulations. For this reason, bins which contain less than 10 SNPs in the Affymetrix data are
excluded from the simulations. Given the 2828 bins defined in Section 5.2, only 2546 bins will be taken
into account in the simulation procedure. The other 282 bins are not considered by the comparison
methods in the simulations, i.e. the artificial pairs are only compared on the 2546 bins for which the
probabilities of being in a certain state can be accurately derived.

Mutations will be added to the segmentation profiles of the samples using a specific workflow. The
workflow of the simulation is as follows:

» For each percentage x € (0,1, 2, ...,99,100):

— For each simulation i in 1,..., N, where N is the total number of simulations to be conducted
for each percentage x:

o For each sample in the cohort, add mutations to the states as follows:
- Take a subset of x% of the bins at random, where the subset is uniformly sampled.
- For each bin that is within the subset, look at the state of the bin.
1. If the state of the bin is a loss, the state of the bin changes with a certain per-
centage a, % which are defined below. If the loss state is changed, it can only go
a CN-LOH state (state 3). Note that a loss region can not go back to a normal
state: a loss can only go back to copy number two if the remaining allele is copied
yielding either AA or BB genotypes. Next to that, it is assumed that a loss can not
become a gain in the case of clonal tumors.
2. If the state of the bin is normal, the state of the bin changes with probability
1 — P(bin is in state 2), where P(bin is in state 2) is the probability that the bin
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is normal taken from the Affymetrix dataset. If the state is changed, it can goto a
loss (state 1), CN-LOH (state 3) or a gain (state 4). The probabilities of going to
either state 1, 3 or 4 is determined by the probabilities resulting from the Affymetrix
chip where rescaling is used so that the probabilities add up to 1. For instance, if
for a certain bin the probabilities are as follows:

P(loss) = 0.1,
P(CN-LOH) = 0.1,
P(gain) = 0.3,

the probabilities will be rescaled to:

P(loss) = 0.2,
P(CN-LOH) = 0.2,
P(gain) = 0.6.

3. If the state of the bin is CN-LOH, the state of the bin changes with probability
1 — P(bin is in state 3), where P(bin is in state 3) is the probability that a bin is
CN-LOH in the Affymetrix dataset. If the state is changed, it can go to either
a loss (state 1) or a gain (state 4). Note that a CN-LOH region can never go
back to normal as the other allele is lost in the case of a CN-LOH event. The
probabilities of going to a loss or a gain state are determined by the probabilities
of the Affymetrix dataset where the probabilities are rescaled.

4. If the state of the bin is a gain, the state of the bin changes with a certain percent-
age a,% which are defined below. If the state is changed, it can either go to a
normal (state 2) or a CN-LOH state (state 3). The probabilities of going to one of
the two states is derived from the Affymetrix dataset where the probabilities are
rescaled. It is assumed that a gain never turns into a loss when two tumors are
of clonal origin.
o Once the mutations are added to the states for each sample, the corresponding Log LR
and adapted Sl scores are computed for each artificial pair.
o The significance (i.e. the corresponding p-value) of the scores are computed by means
of constructing a reference distribution assuming independence.

The segmentation profiles used in the simulations will be the profiles fitted by ASCAT. Note that the
chosen segmentation algorithm has a minor influence on the simulation results as we are mainly inter-
ested in how the distribution of a sample influences the results of the comparison methods. Therefore,
even though ASCAT and OncoSNP may yield different profiles, the behavior of the comparison meth-
ods will be similar when artificial clonal pairs are created. Hence, only the ASCAT profiles are used as
input for the simulations.

As described in the simulation workflow, if a bin is a loss or a gain the state changes with probabil-
ity a; and a, percent respectively. In the simulations, three different settings are used:

» Setting 1: a; = a, = 10%. This setting implicitly assumes that gains and losses are beneficial
for a tumor: a gain or loss will not be easily reverted and remains with a high probability (90%) a
gain or a loss.

» Setting 2: a; = a4 = 50%. In this setting, the gains and losses are more easily changed to other
states.

» Setting 3: a; = 1 — P(binis in state 1) and a, = 1 — P(bin is in state 4), where the probabilities
are derived from the Affymetrix dataset. In contrast to the previous two settings, the change
probability differs per bin.

Next to the p-values, which determine whether the null hypothesis stating that the two tumors are in-
dependent can be rejected or not, the number of bin changes for each sample and each percentage x
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is also recorded in the simulations. For example, if 25 percent of the bins are taken into consideration
and almost all bins are a gain (state 4), then the total number of bins that change will be less than 25
percent on average as the states only change with a certain probability.

Once the p-values are computed for each percentage x, the average p-value can be determined for
each comparison method, artificial pair and percentage x to see how mutations affect the results of the
comparison methods. In other words, the evolution of the p-value can be examined for samples with
different distributions. It should be noted that the workflow description above describes a possible way
how a secondary clonal tumor may evolve from a primary tumor but it is unsure whether this generally
holds for all clonal pairs. As discussed previously, the probabilities coming from the Affymetrix dataset
do not mirror the distributions of the 50 sporadic samples. Therefore, it may be questioned whether
the way in which mutations are added to the samples are realistic. Nevertheless, the main objective
of the simulations is to discover certain characteristics of the comparison methods, e.g. how is the
distribution of a sample of influence on the resulting p-value? As the distribution of the sample is al-
ready determined before the simulations, the way in which mutations are added to the sample do not
necessarily have to be realistic.

As 50 artificial pairs are simulated, 50 - 49 = 2450 comparisons between independent pairs need
to be made in order to construct the independence distribution in each simulation. Since this number is
quite large, the runtime of the simulations may become fairly long. In order to make the runtime of the
simulations feasible, N = 50 simulations are done for each percentage x. This number of simulations
had a total runtime between 16 and 24 hours depending on which setting was used.

The results of the third setting, where the change probabilities for the gain and loss states are de-
rived from the Affymetrix dataset, were very similar to the results of the second setting. Investigating
this, it appeared that the probability that a certain bin is in a gain or loss state are close to 50% on av-
erage: 46.1% and 50.6% for the average probability for a loss and gain, respectively. As a result, the
simulation results of the third setting are similar to the results of the second setting and are therefore
not included in the result sections.

In the next two subsections, the results of the simulations for the two comparison methods and two
settings are discussed in more detail. For each comparison method and each setting the influence of
the distribution of the sample on the resulting p-value is examined. A summary of the simulation results
is given in Section 5.3.4.

5.3.2. Results Log LR

Figure 5.13 shows the evolution of the average p-values by the Log LR for the two different settings.
The x-axis in the plots correspond to the fraction of bins taken into account in the simulation and the
y-axis represents the average p-value. Note that the fraction of bins taken into account do not reflect
how many changes have truly occurred within an artificial pair as these depend on the states of the bins.

In the left panel of Figure 5.13, where the gain and loss states change with probability 10%, it can
be seen that for some samples the average p-value of the artificial pair remains close to zero, even
if all bins are taken into consideration, while for other samples the average p-value sharply increases
when the percentage of bins considered increases. Samples with a relatively high p-value are mainly
samples that consist of many normal and CN-LOH states as these states generally change with a larger
probability than gain and loss states. As described in the workflow description, the change probability of
a normal and CN-LOH state is defined as 1 minus the probability that the bin is in a normal or CN-LOH
state which are derived from the Affymetrix dataset. In Figure 5.12, it can be seen that the probability
of being in a normal or CN-LOH state is generally quite small for the Affymetrix dataset resulting in
more changes for samples having many normal and CN-LOH states. As more changes are applied
to samples with a large number of normal and CN-LOH states, the number of concordant bins within
these artificial pairs will decrease leading to a lower Log LR score and hence a higher p-value.
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Figure 5.13: Evolution of the average p-values of the 50 artificial pairs for the Log LR method for the first (left panel) and
second (right panel) setting.

The right panel of Figure 5.13 shows the average p-values of the artificial pairs when the change prob-
ability of a gain or loss is equal to 50%. Comparing this plot to the results of the first setting, it can be
seen that the p-values for all artificial pairs remain close to zero for a larger percentage of bins than
in setting 1. This is unexpected: as more mutations are added to the samples a higher p-value would
be expected. However, when more than 50% of bins are taken into account the p-value suddenly
increases even leading to p-values close to 1 for some samples when all bins are considered. The dif-
ference in p-values can be explained by the fact that a permutation method is being used to establish
the independence distribution. In other words, the reported p-values depend on the distribution of the
entire cohort. As mutations are added differently to the samples as in setting 1, the distribution of the
simulated pairs will also vary resulting in different p-values. Note that this fact does not only hold for
the Log LR method, but for permutation methods in general. It thus appears that for this setting, until a
certain threshold of bins the p-value remains low after which there is a steep increase for most p-values.
The lowest p-values correspond to samples which have many losses. Since losses also change with
a larger probability, losses are even more rare to occur in the entire cohort. As a consequence, the
Log LR score becomes even lower for samples with many concordant losses. The highest p-values
correspond to samples which consist of more than 50% of gains. Since gains are the most common
state, a concordant gain will not contribute that much to the clonality hypothesis resulting in a relatively
high Log LR score and consequently high p-value.

In general, it is expected that a larger number of bin changes would yield a relatively higher p-value.
Figure 5.14 shows the average p-value of the Log LR method for all percentages x (i.e. for each sam-
ple the average of all the average p-values for all percentages x is plotted) taken into consideration
against the average of the average number of changes applied to the bins in all percentages x for the
two different settings.
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The left panel in Figure 5.14, corresponding to the setting where gains and losses change with probabil-
ity 10%, shows a positive correlation between the average number of changes and the average p-value.
Pearson’s correlation coefficient is estimated at 0.8309, with a corresponding p-value of 8.183 - 10714,
The samples with the lowest p-values are the samples that either completely consist of gains or samples
which have relatively many losses. Samples whose profiles are solely comprised of gains undergo the
smallest number of mutations leading to a higher degree of concordance in the profiles of the artificial
pairs and thus a lower p-value. Profiles which contain many losses, on the other hand, are subjected to
more state changes in the bins as a significant percentage of the bins are normal states. However, as
losses are rare to occur in the data the probability of a double loss is quite small and will with a higher
likelihood occur in the clonal setting. When an artificial pair has many concordant losses, the Log LR
score will be in favor of the clonality hypothesis resulting in a relatively low p-value.

When the gain and loss states change with probability 50%, a negative correlation seems to be present
between the two variables: Pearson’s correlation coefficient is equal to -0.7022 with a corresponding
p-value of 1.322-10~8. However, looking at the right panel in Figure 5.14 more closely, two groups can
be detected by drawing a horizontal line at y = 900. The first group (group 1) involves artificial pairs
which contain many concordant bins (less than 900 changes on average) but have a high p-value. The
second group (group 2), on the other hand, consists of samples which generally undergo many mu-
tations during the simulations (more than 900 changes on average), yet have a relatively low average
p-value.

Figure 5.15 displays the histograms of the percentages of bins that are a gain in the samples of group
1 and group 2. The histograms clearly show that the samples in group 1 mainly consists of gains, while
the distributions of the samples in group 2 have less gains. When gains and losses are changed with
probability 50%, samples with many gains have the highest p-values even though these samples do not
undergo many mutations. As stated before, the Log LR method is sensitive to the rarity of an aberrant
event. Because of the fact that gains are quite common, a concordant gain will contribute less to the
clonality hypothesis than a concordant loss. Moreover, as more mutations are added in comparison to
the first setting for samples with many gains, the Log LR score and consequently p-value will increase
for these samples.
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Figure 5.15: Distribution of the percentages of bins that are a gain in group 1 and group 2.

For the Log LR, there seems to be a change point present in the data. Once gains and losses change
with a certain probability in the workflow the positive correlation between the average p-value and the
average number of changes diminishes. The reason why the positive correlation disappears has to do
with the fact that mutations are added to all samples simultaneously: the Log LR uses the probabilities
within the cohort to compute the Log LR score for each artificial pair. For each simulation setting and
percentage of bins, the state frequencies of the entire cohort differ leading to different Log LR scores.
As the positive correlation between the average p-value and average number of state changes is lost
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when gains and losses are changed with probability 50%, it may be questioned whether this change
probability is realistic.

5.3.3. Results adapted SI

Figure 5.16 shows the evolution of the average p-values outputted by the adapted Sl for the two different
settings. The left and right panel in Figure 5.16 display very similar results. In both settings, samples
which consist of many normal states generally have the highest p-values. For example, the p-value
of sample 1331 quickly increases in both cases when only a small percentage of bins is taken into
account. This has to do with the fact that sample 1331 consist of more than 99% of normal bins. As the
adapted Sl only takes into account concordant aberrant events, the adapted Sl score of this sample
without adding mutations is already relatively low. When mutations are added, the adapted Sl score
will quickly go towards zero resulting in a very high p-value for this sample. Generally, the larger the
number of normal states a sample has, the quicker the p-value increases. Even though both settings
show similar results, the p-values of the second setting seem to increase a bit faster than the p-values
of the first setting. This makes sense as the change probabilities in the second setting are larger than
in the first setting. As a consequence, more changes are applied in the second setting resulting in
a smaller adapted Sl score and consequently higher p-value. Moreover, for both settings, a larger
number of gains implies a smaller number of changes and thus a lower p-value. However, in contrast
to the Log LR, samples with many losses have a relatively high p-value. As samples with losses also
have many normal states, extra discordant aberrant events are introduced in the artificial pair resulting
in a smaller adapted Sl score.
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Figure 5.16: Evolution of the average p-values of the 50 artificial pairs for the adapted SI method for the first (left panel) and
second (right panel) setting.
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Figure 5.17 displays the relationship between the average p-value of the adapted S| method averaged
over all percentages x and the average of the average number of changes applied to the bins in all
percentages x for the two different settings. When gains and losses are changed with probability 10%,
Pearson’s correlation coefficient shows a correlation of 0.8568 with a p-value of 2.076 - 107>, In the
second setting, Pearson’s correlation coefficient is estimated at 0.8969, with a corresponding p-value
below 2.2 - 10716, which is the lower bound for p-values in R. However, looking at the plots in Figure
5.17 more closely, a clear logarithmic relation can be seen between the average p-value and average
number of changes. Until the overall average p-value equals 0.1, a linear relationship can be seen in
the plots. These points correspond to the samples consisting of many gains as these generally undergo
the least number of changes and thus have the lowest p-values. After this point, the curve becomes
less steep and starts taking a logarithmic form.

In contrast to the Log LR, a significant positive correlation was found between the average p-value
of the adapted Sl and the average number of changes averaged over all percentages of bins in both
settings. Moreover, the artificial pairs with the highest p-values correspond to the samples having many
normal states. In conclusion, the outcome of the adapted Sl seems to be insensitive to the way that
mutations are added: samples with many normal states have the highest p-values and samples with
many gains the lowest, irrespective of the probability that gains and losses change.

5.3.4. Conclusion

The main objective of this section is to investigate the behavior of the comparison methods by means
of simulating artificial clonal pairs. A specific workflow was constructed with which mutations would be
added and two different settings of the workflow were examined. For each comparison method and
setting, the average p-values and the relationship of the average p-values with the average number
of bin changes were explored. Note that the way in which the mutations were added to the samples
do not necessarily reflect how clonal secondary tumors arise in reality. Nevertheless, the constructed
artificial pairs still give a good overview of the workings of the comparison methods.

For the Log LR method, it was found that samples with many gain and loss states have the lowest
p-values when losses and gains are changed with probability 10% due to the fact that gains and losses
change with a smaller probability than the other two states. However, when the change probability of
gains and losses are increased to 50%, samples with many gains suddenly have the highest p-values.
Samples with many losses, on the other hand, still have the lowest p-values on average even though
many changes occur in the profiles due to the fact that there are also many normal bins. In general, the
Log LR assigns a smaller score to pairs which have many concordant events that are rare to occur. The
rarity of an aberrant event thus has a large impact on the Log LR method. Furthermore, the positive
relationship between the average p-value and average number of changes, which was present in the
first setting, disappears for the second setting.

The adapted S| method has the highest p-values for samples which consist of many normal states
regardless of the probability with which gains and losses are changed. Adding mutations to the profiles
of these samples gives many discordant aberrant bins which decrease the score quite drastically even
when the number of bins taken into account for adding mutations is relatively small. Samples which
have many gains, on the other hand, have the lowest p-values since the number of concordant aberrant
bins remains quite large. This is also partially due to the fact that samples with many gains do not have
many normal states which increase the number of discordant aberrant events within an artificial pair.
Unlike the Log LR, a positive correlation between the average p-value and average number of bins
remained present. The adapted Sl is thus not sensitive to the change probability of gains and losses.
However, even though the correlation is positive, the relationship between the two variables does not
look entirely linear but more like a logarithm.

In conclusion, it can be stated that there are overlapping characteristics between the two compari-
son methods, but each comparison method also has its unique features. When the gains and losses
change with probability 10%, the average p-value and average number of changes are positively corre-
lated for both comparison methods. This entails that with an increasing number of changes it becomes
less likely that the methods will consider the pair of samples as clonal. However, when the change
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probability is increased to 50%, the positive correlation disappears for the Log LR, while it remains
present for the adapted SI. Samples with many losses have a relatively low p-value for the Log LR
as losses are rare to occur, so clonality is quickly assigned to such a pair. On the other hand, the
adapted Sl assigns a relatively high p-value to samples with many losses as these samples also have
relatively many normal states that upon adding mutations, decreases the adapted Sl score. Hence,
samples with many losses will be called clonal by the Log LR method but not clonal by the adaptive Sl
method. The reverse is true for samples with many gains. The Log LR assigns relatively high p-values
to samples with many gains since gains are quite common to occur so that a concordant gain does
not contribute that much to the clonality hypothesis as a concordant loss or CN-LOH event. For the
adapted Sl, samples with many gains have a relatively low p-value as these samples do not have many
normal states.
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This chapter examines how the segmentation algorithms and comparison methods introduced in Chap-
ters 3 and 4 perform on 23 contralateral breast cancer pairs whose tumor tissue was preserved as fresh
frozen material. Section 6.1 gives an overview of the characteristics of the 23 fresh frozen pairs and
gives more information about how the data was obtained and preprocessed. Sections 6.2 and 6.3
present the results of the comparison methods where ASCAT and OncoSNP were used as segmenta-
tion algorithms respectively. In Section 6.4, the influence of the choice of the independence distribution
on the comparison results are investigated. Given the comparison results, Section 6.5, explores the
possibility of combining the comparison results to come to a final verdict for each pair. For this, both
expert judgment as well as a general approach are suggested. The chapter concludes with Section
6.6 in which a prototype of the final model is described.

6.1. Data description

The data consists of 23 fresh frozen (abbreviated to FF) contralateral breast tumor pairs. It should
be noted that there is one patient (encoded as FF-31 by the lab) who has had three tumors. For this
patient, two pairs can be formed which are encoded as FF-31A and FF-31B respectively. The total
dataset consists of 45 breast tumors.

The surgery dates of the 45 tumors range from 1986 until 2008. Looking at the time interval between
the two tumors from a patient, 11 pairs are synchronous meaning that the secondary tumor was discov-
ered less than six months after the first tumor was diagnosed. Of these 11 pairs, seven pairs had the
same date of surgery. For the other 12 pairs, which are metachronous, the median time between the
diagnosis of the primary and secondary tumor is 861 days (approximately 2.3 years). For each tumor,
the percentage of tumor cells present in the fresh frozen material is estimated by the lab. The tumor
cell percentage estimates range between 30 and 90%, with a median value of 63%.

The Estrogen Receptor (ER) status (positive or negative) was also determined for each tumor. As
explained in Section 1.2, if the ER status of a tumor is positive the tumor cells depend on the hormone
estrogen to grow. Two methods were used to assess the ER status: ELISA (enzyme-linked immunoas-
say) and immunohistochemistry (IHC) which is performed in a pathology lab. If there is a discordance
between the outcome of the ELISA and the IHC test, the IHC test result will determine the final ER
status of the tumor. For five tumors, the ER status was unknown as both ELISA and IHC results were
missing. As a result, the concordance in ER status could only be determined for 18 out of the 23 pairs.
Of these 18 pairs, only 2 pairs had a discordant ER status. For the other 16 pairs, 12 pairs were found
to be concordant ER positive, while only four pairs were concordant ER negative.

The SNP array used to investigate the DNA of the tumors is the extended lllumina Infinium GSA V3
chip containing 730,059 SNPs. The raw data resulting from the SNP chip is preprocessed using the
approach described in Section 5.1.1. After excluding the SNPs on the Y and mitochondrial chromo-
some, SNPs that have a double genotype and SNPs which have an unknown LRR or BAF for at least
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one sample, a total of 695,670 SNPs (95.3% of all the SNPs on the chip) remain and are given as input
to the two segmentation algorithms.

For each segmentation algorithm output, copy number two is used as a baseline to determine if a
SNP belongs to a gain, loss, CN-LOH or normal state. Once each SNP is assigned to one of the four
states, the SNPs are binned together using the distance based bin approach described in Section 4.1.
Since the SNP chip is the same as in Chapter 5, the distance based bins which are employed are the
same as in Figure 5.1. After removing the bins which consist of less than 10 SNPs, 2828 bins are
considered in the comparison methods.

6.2. Results using ASCAT

This section presents the results of the model when ASCAT is being used as the segmentation algorithm
for the raw data. In the first subsection, the distribution of the 45 samples are discussed. The second
subsection examines the performance of the comparison methods when the segmentation profiles are
fitted by ASCAT and moreover shines a light on a problem which may occur when the data is fitted
by ASCAT. The last two subsections describe possible solutions which may be used to resolve the
problem.

6.2.1. Distribution of the data

The segmented profiles of the 45 samples all have a goodness of fit above 80% (range 80.49-99.41%).
Hence, the results of the comparison methods can be deemed as reliable. If, for instance, one of the
two samples in a pair has a goodness of fit below 80%, the reliability of the outcome of the comparison
methods may be questioned as it is uncertain whether the profile of the sample with the lower goodness
of fit is correct.

Figure 6.1 shows the ploidy numbers of the 45 tumor samples estimated by ASCAT. Similar to the

50 sporadic breast cancer patients investigated in Chapter 5, the ploidy numbers have a long right tail.
Of the 45 samples, 18 have an estimated ploidy greater than 2.5.

Histogram of the ploidy of the first 23 fresh frozen pairs
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Figure 6.1: Ploidy estimated by ASCAT for the 45 tumor samples.

Since the ploidy is skewed to the right, copy numbers above two are more prevalent than copy numbers
below two. Consequently, as copy number two is chosen as a baseline, gains are more common to
occur than losses. The dominance of the gain states are clearly reflected in Figure 6.2 which shows the
histograms of the percentages of bins that are a loss, normal, CN-LOH and gain state in all samples.
There are 5 samples which have profiles that solely consist of gains, i.e. the distributions of these
samples are identical. Of these 5 samples, none are coming from the same patient. Moreover, losses
and CN-LOH states appear to be equally rare, even though some samples consist of fairly many CN-
LOH states.
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Figure 6.2: Histograms of loss, normal, CN-LOH and gain percentages of the 45 samples fitted by ASCAT.

Next to the goodness of fit values and ploidy, ASCAT also estimates the tumor cell percentage for each
sample. Comparing the ASCAT estimates to the lab estimates, which were done by a pathology-trained
technician, the lab estimates for the tumor cell percentage were larger than the ASCAT estimate for 27
samples. Moreover, for 20 out of these 27 samples, the difference in the estimate was more than 10%.
However, as the lab is also an estimate based on visual inspection of tissue cell slices, it is uncertain
which of the two estimates the tumor cell percentage correctly.

6.2.2. Comparison results

As explained in Chapter 4, the significance of the comparison scores is determined by means of con-
structing a reference distribution assuming independence. Given a significance level a, the null hypoth-
esis assuming independence is rejected if the corresponding p-value of the pair is below the significance
level a. In this report, the significance level « is set equal to 0.05. A pair is considered to be on the
border of being clonal if the p-value is in between the interval (0.05,0.1).

In order to validate the output of the comparison methods, two experts from the Erasmus MC in Rot-
terdam, who are experienced in interpreting SNP array data, have examined the raw data profiles of
the 23 pairs. For each pair, the experts have tried to determine whether the pair is clonal or not based
on the patterns of the genomic profiles of the two tumors. One of the characteristics the experts have
looked at are the regions having very high and low LRR values. When a region has very low LRR val-
ues, a double loss has occurred in this region. If the primary tumor has copy number zero in a certain
region, the same copy number zero region must also be present in a clonal tumor as a double loss can
not be recovered. Once all the genetic information is lost, it will remain lost. Therefore, if the primary
tumor has very low LRR values but the secondary tumor has relatively normal LRR values, it is likely
that the two tumors are not of clonal origin. A similar approach is used for very high LRR values which
indicate high copy numbers. As a high copy number might be beneficial for a tumor, concordant high
peaks in the LRR data of the primary and secondary tumor are expected when the two tumors are of
clonal origin. Of the 23 fresh frozen pairs, 6 pairs were labeled as clonal and 17 pairs were labeled as
independent by the experts. Although the true clonal status is not known, the expert-calls were used
as a surrogate ground-truth in the results below.

Table 6.1 shows the results of the comparison methods when ASCAT is used as segmentation al-
gorithm. If the pair is colored green in the table, the pair was labeled as clonal by the experts. A red
pair, on the other hand, implies that the pair is judged as independent by the experts. The fourth column
in Table 6.1 shows how many clonal (c) and independent (i) labeled pairs had a p-value higher than
0.1. For example, 3 clonal pairs and 14 independent pairs had a p-value above 0.1 for the Log LR.
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Comparison method Clonal p-value € (0.05,0.1) | p-value > 0.1 (c/i)
Log LR FF-10, FF-20, FF-31A | FF-6, FF-19, FF-35 3/14
Sl FF-20 FF-31A 4/17
Adapted Sl FF-20 FF-10, FF-31A 317

Table 6.1: Results of the comparison methods when ASCAT is used as a segmentation algorithm with green and red indicated
pairs labeled as clonal/independent by expert-judgment.

The Log LR method detects 3 out of 6 pairs correctly as clonal: FF-10, FF-20 and FF-31A. The raw
data profiles of these 3 pairs show a clear clonality pattern. An example can be seen in Figure 6.3.
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b) Raw data profile (LRR and BAF values) of the secondary tumor of
pair FF-20.

(a) Raw data profile (LRR and BAF values) of the primary tumor of pair
FF-20.

Figure 6.3: Raw data plots of the two tumors of pair FF-20.

Each raw data plot consists of two panels: the upper panel corresponds to the LRR values, the lower
panel to the BAF values. Pair FF-20 is correctly labeled as clonal by the adapted SI. Pairs FF-10 and
FF-31A, on the other hand, only have a borderline significant p-value for the adapted SI. Next to that,
there are 3 pairs, FF-6, FF-19 and FF-35, which have borderline significant p-values for the Log LR
but are judged as independent by the experts. The probable reason why these samples are labeled as
close to clonal for the Log LR may be that the samples within the 3 pairs consist of many concordant
normal states. Since the number of concordant bins for these samples is high, the Log LR yields a
relatively low p-value for these pairs. However, the number of concordant aberrant bins is relatively
low so that these pairs do not have a low p-value for the adapted Sl. Figure 6.4 shows the ASCAT
profiles of the primary and secondary tumor of pair FF-6.

Ploidy: 2.13, aberrant cell fraction: 54%, goodness of fit: 93.5% Ploidy: 2.40, aberrant cell fraction: 100%, goodness of fit: 88.0%
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(a) ASCAT profile of the primary tumor of pair FF-6. (b) ASCAT profile of the secondary tumor of pair FF-6.

Figure 6.4: ASCAT profiles of the primary and secondary tumor of pair FF-6.

The results of the comparison methods where ASCAT is used as segmentation algorithm show that only
3 out of 6 clonal pairs are correctly detected as clonal. Investigating the raw data and corresponding
ASCAT profiles of the three clonal pairs that are not detected as clonal by any of the comparison
methods more thoroughly it was discovered that ASCAT sometimes incorrectly estimates the ploidy for
one of the two samples. As a result, the pair is not classified as clonal by the comparison methods
even though the raw data profiles are similar. This occurred to pair FF-25, see Figure 6.5.
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(a) Raw data profile (LRR and BAF values) and corresponding ASCAT  (b) Raw data profile (LRR and BAF values) and corresponding ASCAT
profile of the primary tumor of pair FF-25. profile of the secondary tumor of pair FF-25.

Figure 6.5: Raw data and ASCAT profiles of the primary and secondary tumor of pair FF-25.

The raw data profiles of pair FF-25 look very similar, but the ploidy estimate of the primary tumor is
almost two times larger than the ploidy estimate of the secondary tumor. As a result, the ASCAT profile
of the primary tumor will show almost the same pattern as the ASCAT profile of the secondary tumor,
but the primary profile has shifted upward with copy number two. This can be seen in Figure 6.5. The
ploidy of the secondary tumor (right panel) is around 2, so that the red and green line (corresponding
to the maximum and minimum copy number respectively) mainly lie around copy number one. For the
primary tumor (left panel), which has an estimated ploidy of 4.19, the red and green line are both at
copy number two, but the pattern of the profile is extremely similar to the profile of the secondary tumor.
When copy number two is used as a baseline, the primary tumor consists mainly of gains, while the
secondary tumor consists of mostly normal states. As a consequence, the comparison methods do
not detect that the pair is clonal even though the raw data shows otherwise. The next two subsections
provide possible solutions which can overcome this problem.

6.2.3. Baseline corrections

The first solution which can be applied is a baseline correction. Instead of taking copy number two as a
baseline for all samples, each sample has a baseline equal to its estimated ploidy. Note that by using
the ploidy of each sample as a baseline, the influence of aneuploidy is not taken into account in the
output of the segmentation algorithm. Given the output of the raw or rounded copy numbers, the state
of a segment is determined based on whether the sum of the raw or rounded copy numbers are within
or outside of a defined interval around the estimated ploidy. Three different baseline corrections are
considered:

1. The segment is defined as a gain when the sum of the raw copy numbers is 0.5 above the esti-
mated ploidy and a loss when the sum of the raw copy numbers is 0.5 below the estimated ploidy.
When the sum of the raw copy numbers is within the interval around the estimated ploidy, the
segment is considered to be normal if the rounded copy numbers of both alleles are equal to one
another. Otherwise, the segment is defined as CN-LOH.

2. Same as the first baseline correction, but the margin is increased to 0.6.

3. Instead of the raw copy numbers, the rounded copy numbers and a margin of 0.6 around the
estimated ploidy is being used similar as in [48]. A gain and loss is defined when the sum of
the rounded copy numbers are 0.6 above or below the estimated ploidy. When the sum of the
rounded copy numbers falls within the interval defined around the estimated ploidy, a normal state
occurs when the rounded copy numbers of both alleles are equal to one another. If this is not the
case, the segment is considered to be CN-LOH.

The segmentation output of each sample is re-evaluated using all three baseline corrections. Tables
6.2, 6.3 and 6.4 show the output of the comparison methods when the samples are corrected using the
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three baseline corrections. A green pair indicates that the pair is judged as clonal by the experts, while
a red pair implies that the pair is seen as independent by the experts. The last column of each table
states how many clonal and independent pairs had a p-value higher than 0.1.

Comparison method Clonal p-value € (0.05,0.1) | p-value > 0.1 (c/i)
Log LR FF-6, FF-19, , 3/14
, FF-35
Sl FF-2, FF-11, , FF-27 4/12
, FF-29, FF-35
Adapted Sl FF-2, FF-11, , , FF-29 3/12
, FF-27, FF-35

Table 6.2: Results of the comparison methods when the first baseline correction is used for ASCAT.

Comparison method Clonal p-value € (0.05,0.1) | p-value > 0.1 (c/i)
Log LR FF-6, FF-19, . , , FF-30, 2/13
FF-35
Si FF-2, , FF-11, , FF-29 2/13
, FF-27,
Adapted Sl FF-2, , FF-11, , FF-29 2/13
, FF-27,

Table 6.3: Results of the comparison methods when the second baseline correction is used for ASCAT.

Comparison method Clonal p-value € (0.05,0.1) | p-value > 0.1 (c/i)
Log LR FF-6, FF-19, . , FF-36 3112
, FF-30, FF-35
Sl FF-2, , . FF-11 314
FF-29,
Adapted SI FF-2, , . FF-11 3/14
FF-29,

Table 6.4: Results of the comparison methods when the third baseline correction is used for ASCAT.

Using the first and third baseline correction, pair FF-25 is now correctly seen as clonal by the com-
parison methods. For the second baseline correction, pair FF-25 has a borderline significant p-value.
However, when including baseline corrections it can be seen that pairs FF-10 and FF-31A are some-
times not detected as clonal anymore when the ploidy is used as a baseline. The reason why these
pairs are not considered clonal anymore has to do with rounding errors. For each sample the ploidy is
used as a baseline. The state of each segment is determined by means of looking whether the sum
of the raw or rounded copy numbers lie above, below or within a certain interval around the ploidy.
As the copy numbers and estimated ploidy are slightly different for each sample, the sum of the copy
numbers of both samples may lead to different states. For this, consider a pair that has similar copy
numbers and a shared segment, i.e. the boundaries of the two segments are similar. The sum of the
copy numbers for one sample may lie slightly below the interval defined around the ploidy, while for the
other sample the sum of the copy numbers fall within the interval. As a consequence, the two segments
will be assigned to different states even though the boundaries and copy numbers are almost identical.
Since the states of the SNPs are binned, a discrepancy in the segment states also leads to a higher
number of discordant bins which in result causes a lower comparison score and consequently higher
p-value. Lastly, the results after baseline correction also show many pairs labeled as independent now
being scored as clonal by the comparison methods.

In conclusion, using the ploidy as a baseline is not the most ideal solution to identify pairs with a similar
profile that are erroneously identified as independent due to incorrect estimation of the ploidy as the
sensitivity to detect truly clonal pairs decreases.
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6.2.4. Correcting the segmentation output

Instead of using a baseline correction, the segmentation output of one of the two samples can be
modified if the absolute difference in the ploidy numbers of a pair is greater than a certain threshold.
As can be seen in Figure 6.5, the difference in ploidy numbers is approximately equal to 2. Based on
this, a correction is applied to the segmentation output of a pair if the difference in ploidy numbers is
greater than 1.5. The following correction steps are taken:

» For each pair having an absolute difference in estimated ploidy greater than 1.5, the segmentation
output of the sample with the largest ploidy in the pair is corrected while leaving the other sample
constant. In the segmentation frame of the sample with the largest ploidy, the following is done:

— If both the major (red line) and minor (green line) copy number are greater than zero, one is
subtracted from both.

— If the major copy number is greater than zero and the minor copy number is equal to zero,
two is subtracted from the major copy number.

— If both major and minor copy number are equal to zero (homozygous deletion), the copy
numbers remain zero.

Once the pairs are corrected, the states are determined for all pairs using copy number two as a
baseline. After this, the states are binned and given as input to the comparison methods. Of the 23
pairs, 7 pairs had an absolute ploidy number difference greater than 1.5 and were corrected. Table 6.5
shows the results of the comparison methods.

Comparison method Clonal p-value € (0.05,0.1) | p-value > 0.1 (c/i)
Log LR FF-6, , FF-19, FF-30 2/13
FF-35
SI FF-2, , FF-11, FF-29, FF-32 2/13
Adapted Sl FF-2, , FF-11, FF-29 2/13
FF-32

Table 6.5: Results of the comparison methods after correcting the ASCAT segmentation output.

In Table 6.5 it can be seen that all comparison methods detect pairs FF-10, FF-20, FF-25 and FF-31A
correctly as clonal. In contrast to the baseline correction approach of Section 6.2.3, the pairs which
are judged as clonal are not influenced by rounding errors. However, comparing Table 6.5 with Table
6.1 more pairs are labeled as clonal when the segmentation output is modified. An explanation for
this may be that the samples with relatively many gains are corrected downwards. In the dataset, 5
samples which are part of distinct pairs, consist solely of gains. As a consequence, the comparison
scores between these samples are maximal as all the states are gains, e.g. the adapted Sl is equal to
1. Since there are many observations in the independence distribution pointing towards clonality, the
p-values of the pairs increase. When the samples with a larger ploidy are corrected downwards, less
extreme scores arise in the independence distribution which in turn yield lower p-values. Even though
more false positives are introduced, the intersection of the pairs labeled as clonal by the Log LR and
adapted Sl do not contain any false positives.

In summary, it can be concluded that correcting the segmentation output works better than the base-
line corrections of the previous section since pair FF-25 is now correctly detected as clonal without
missing the other clonal pairs. However, two pairs which were judged as clonal by the experts, FF-7
and FF-31B, are still not identified as clonal after correcting the segmentation output. Evaluating the
segmentation profiles of the samples in these two pairs, it became apparent that the number of con-
cordant events was too small to be significant. In the remainder of this thesis, the segmentation output
of ASCAT will be corrected using the steps described above.



68 6. Results fresh frozen pairs

6.3. Results using OncoSNP

This section presents the results of the comparison methods when OncoSNP is used as segmentation
algorithm. In the first subsection, the distribution of the data is investigated including ploidy numbers and
aberrant cell fraction estimates. The second subsection shows the results of the comparison methods.

6.3.1. Distribution of the data

Section 5.2.2 showed that the tumor heterogeneity mode in OncoSNP did not contribute much to the
model output compared to the results of the model incorporating only normal cell contamination. There-
fore, in order to reduce the computation time, the samples of the 23 pairs are fitted in OncoSNP using
only the normal cell contamination mode.

For each sample, the model with the highest likelihood and rank 3 were chosen to construct the seg-
mentation profile. The model assuming diploidy was the best fitting model for 38 out of 45 samples.
One sample has the triploid model as the model with the highest likelihood and for 6 samples the results
of the diploid and triploid model converged to the same values. For these samples, the ploidy number
and tumor cell percentage estimates were also relatively close to the ASCAT estimates, see Table 6.6.

Sample | Lab TC% | ASCAT TC% | OncoSNP TC% | ASCAT ploidy | OncoSNP ploidy
A3779 63 71 70 2.39 3.1

1507 80 61 60 2.75 2.8

4187 90 66 70 2.84 2.9

4197 63 77 50 2.69 3.1

4210 77 75 80 2.97 3.1

4243 80 66 60 2.56 2.7

Table 6.6: Tumor cell percentage (TC%) and ploidy estimates of the 6 samples that converged in OncoSNP.

As the tumor cell percentages and ploidy numbers estimated by ASCAT and OncoSNP are relatively
close to one another for most samples, it can be concluded that the raw data contains sufficient infor-
mation to derive the tumor cell percentage and ploidy number.

Figure 6.6 shows the histogram of the ploidy numbers estimated by OncoSNP. The histogram again
shows a skew to the right, though less extreme than the ASCAT estimates. This has to do with the fact
that for most of the samples the OncoSNP model assumes that the sample is diploid. However, of the
45 samples, 15 samples still have a ploidy above 2.5. Hence, gains are more common to occur than
losses if copy number two is used as a baseline (see Figure 6.7).

Histogram of the ploidy of the first 23 fresh frozen pairs

10

Frequency

| T

T T T T
15 20 25 3.0 35 40

Ploidy estimated by OncoSNP

Figure 6.6: Ploidy numbers by OncoSNP for the 45 tumor samples.
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Figure 6.7: Histograms of loss, normal, CN-LOH and gain percentages of the 45 samples fitted by OncoSNP.

Comparing the distribution results of OncoSNP with those of ASCAT (see Figure 6.2), gains are less
common to occur when the profiles are fitted using OncoSNP. In contrast to the results of ASCAT, there
are no samples that solely consist of gains. Moreover, losses also occur more often in the segmented
profiles of OncoSNP. However, gains are still more prevalent than losses.

Next to the ploidy numbers and distribution of the samples, the tumor cell percentage estimates of
OncoSNP range between 10 and 90% and is generally lower than the lab estimate: only 7 samples
have an OncoSNP tumor cell percentage estimate that is larger than the lab estimate. Of the other 38
samples, 30 have an OncoSNP estimate that is more than 10% smaller than the lab estimate. Next
to that, the estimated tumor cell percentages of OncoSNP are also generally smaller than that of AS-
CAT: only 16 out of 45 samples had a higher tumor cell percentage for OncoSNP than for ASCAT. The
mean estimated tumor cell percentage of ASCAT is equal to 60.57, while it is only equal to 45.11 for
OncoSNP.

6.3.2. Comparison results

Table 6.7 shows the results of the comparison methods when OncoSNP is used as a segmentation
algorithm and a = 0.05 is used as significance level. A green/red color indicates that the pair is judged
as clonal/independent by the experts. The last column in the table states how many clonal (c) and
independent (i) labeled pairs had a p-value higher than 0.1.

Comparison method Clonal p-value € (0.05,0.1) | p-value > 0.1 (c/i)
Log LR FF-6, FF-19, . FF-17 3/13
. , FF-36
Si , , FF-27, | FF-5, , FF-11 2/13
FF-29,
Adapted Sl , FF-11, . FF-5, FF-36 2/12
, FF-27, FF-29,

Table 6.7: Results of the comparison methods when OncoSNP is used as segmentation algorithm.

Pairs FF-20, FF-25 and FF-31A are correctly detected as clonal by all the comparison methods. Next
to that, more pairs are wrongly detected as clonal when compared to the ASCAT results of Table 6.1.
This can be explained by the fact that gains are less common in the OncoSNP output. As described in
Section 6.2.4, the many gains that occur in the ASCAT output causes more scores in the independence
distribution to become small which in turn yields higher p-values for the pairs under investigation. Since
the segmented profiles of OncoSNP have more balanced distributions, the scores in the independence
distribution become less extreme resulting in lower p-values and consequently more pairs which are
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detected as clonal by the comparison method.

Pair FF-10, who is judged as clonal by the experts, is only recognized as clonal by the adapted SI.
Looking at the ploidy number and tumor percentage content estimates, the tumor percentage esti-
mates are similar, but there is a 0.5 difference in the ploidy number estimate. As a result, the pair will
consist of less concordant bins and will not be detected as clonal by the Log LR. This shows that the
sensitivity of the comparison methods highly depends on the output of the segmentation algorithm. If
the segmentation algorithm makes a mistake for one of the two samples in a pair that have similar ge-
nomic profiles, the comparison method will fail to recognize the high degree of clonality that is present
within the pair.

Pairs FF-7 and FF-31B, which were judged as clonal by the experts, are again not labeled as clonal
by the comparison methods when OncoSNP is used as segmentation algorithm. In order to verify the
judgment of the two experts, three additional experts from the Erasmus MC were asked to judge the
two discordant pairs in terms of clonality. However, the opinion of the three experts for the two pairs
varied as well. Both pairs were labeled as clonal by three out of five experts. One expert stated that a
final judgment for pair FF-7 was not possible as the raw data plot of the primary tumor did not provide
enough information, i.e. did not show enough aberrant events, to conclude if the secondary tumor is
clonal or not. Next to that, one of the two original experts changed the call to independent after re-
evaluating pair FF-31B. The two discordant pairs appear to be in a grey area: the clonality status of
these pairs can not be reliably determined. As a result, the two ambiguous pairs were excluded for the
final evaluation of the comparison methods.

From the findings in this section and Section 6.2, it can be concluded that the performance of the
proposed model depends on two factors:

1. The correctness of the output of the segmentation algorithm. If the segmentation algorithm strug-
gles to fit one of the two samples in an apparent clonal pair accurately, the comparison method
will not detect the clonal features of the pair.

2. The distribution of the samples in the pairings that are used in the independence distribution. If
many samples consist mostly of a particular state, e.g. a gain, more scores in the independence
distribution will be relatively small (i.e. pointing towards clonality) yielding higher p-values for
the pairs that are examined. The less similar samples from different pairs are, the better the
independence distribution will be and consequently the more reliable the p-values will become.

6.4. The composition of pairings in the independence distribution

For each comparison method introduced in Chapter 4, the significance of the comparison scores are
determined by means of a permutation method. An independence distribution is constructed for which
the comparison scores of independent pairs, consisting of a primary tumor of one pair and secondary
tumor of another pair, are computed. When there are n pairs, the independence distribution consists of
n(n — 1) observations. When there are 23 pairs, the total number of observations is equal to 23 - 22 =
506. However, in our case, the number of unique independent pairings between primary and secondary
tumors which can be made is less than 506 as there are two pairs that correspond to the same patient.
As a consequence, the independence distribution consists of 21 double scores and 2 scores which are
not independent as they are coming from the same pair. In order to prevent double and dependent
observations in the independence distribution, 483 observations are included in the independence
distribution. However, the number of observations in the independence distribution can be increased
to 2n(n — 1) if all pairings (primary-primary, secondary-secondary and primary-secondary) are used.
This section investigates how including all the pairings in the independence distribution affects the
results of the comparison methods.

6.4.1. Downward bias

According to [31], secondary tumors from two different patients should not be paired as this may result
in a possible downward biased reference value in the independence distribution. [20] and [23] have
shown that secondary tumors frequently possess distinct aberrant events compared to their primary tu-
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mors, which are possibly caused by radiation therapy and chemotherapy given between the two events.
In other words, if the patient receives radiation therapy or chemotherapy after surgery of the primary
tumor, the secondary tumor, if clonally derived from the primary tumor, may encompass additional gain
and loss events. If the secondary tumors are paired, the comparison scores in the independence dis-
tribution will increase as there are many different non-matching events. As a result, the p-values will
be lower than they actually are, i.e. a downward bias is introduced in the p-values of the pairs. Next
to the secondary tumors, [31] argues that pairings of independent primary tumors should also not be
included in the independence distribution, but a clear reason for this has not been given by [31].

The influence of radiation therapy and chemotherapy on the resulting p-values are investigated using
the 23 fresh frozen pairs. Of the 23 patients, 11 patients received some kind of therapy between the pri-
mary and secondary tumor: 10 patients received radiation therapy, six patients were given chemother-
apy and two patients received anti-hormonal therapy. As almost half of the fresh frozen pairs either
received radiation therapy or chemotherapy, it is of interest to see how the resulting p-values are af-
fected by the choice of the independence distribution.

Histogram of primary: ry indep 1ce pari for Histogram of secondary-secondary independence comparisons for
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Figure 6.8: Histograms of the independence scores of the primary-secondary (left panel) and secondary-secondary (right
panel) pairings for the Log LR, where the profiles are fitted by ASCAT using copy number two as a baseline.

The significance of the scores of the comparison methods are computed using three different indepen-
dence distributions: the secondary-secondary pairings, the primary-primary pairings and the primary-
secondary pairings. Figure 6.8 shows the histograms of the scores of the primary-secondary and
secondary-secondary pairings for the Log LR where the profiles are fitted by ASCAT using copy num-
ber two as a baseline. Looking at the histograms, smaller Log LR scores are present in the primary-
secondary pairings. When the primary-secondary pairings are used, only three pairs are labeled as
clonal, while for the secondary-secondary pairings six pairs have a p-value below 0.05. The three extra
pairs which are labeled as clonal when the secondary-secondary pairings are all judged as independent
by the experts. The fact that more pairs are labeled as clonal is a sign that there is indeed a downward
bias present in the p-values when the secondary-secondary pairings are used. Similar results were
found for the other comparison method, also in combination with OncoSNP.

However, if all the pairings are used together in the independence distribution (primary-secondary,
secondary-secondary and primary-primary), no differences are found in the results of the comparison
methods. This has to do with the fact that if the primary-primary pairings are used in the independence
distribution, the resulting p-values are higher than the p-values where the primary-secondary pairings
are employed as the independence distribution. If all pairings are put together, the primary-primary and
secondary-secondary pairings balance each other out yielding similar results.

For this dataset, the primary-primary pairings mitigate the downward bias caused by the secondary-
secondary pairings as the results of all the pairings together are similar to the output of the compar-
ison methods when only the primary-secondary pairings are used in the independence distribution.
However, the primary-primary pairings may not always balance out the downward bias effect of the
secondary-secondary pairings. The mitigating effect occurs for this dataset, but it is unknown whether
this generally occurs for all datasets. Therefore, it is advised to only use the comparison scores of the
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primary-secondary pairings in the independence distribution.

6.5. Combining the results of the comparison methods

The goal of the model is to determine if a secondary tumor is a metastasis of the primary tumor or a
new independent tumor. For this, each comparison method in the model calculates a p-value for each
pair. As explained in Section 4.2, the p-value of a pair is derived by means of comparing the com-
parison score of the pair to the scores in the independence distribution. The p-value is defined as the
proportion of observations in the independence distribution which are larger or smaller (depending on
the comparison method) than the comparison score. In other words, the p-value of a pair resembles
the probability that the two tumors are of independent origin. If the p-value is below the significance
level a, the null hypothesis assuming independence is rejected and the pair is considered to be clonal.
For the 23 fresh frozen pairs, a significance level of « = 0.05 was chosen. Moreover, if the p-value of
a pair is within the range (0.05, 0.1) there is evidence that the pair might be clonal. As two comparison
methods are employed in the model, each pair gets assigned two p-values that may differ in terms of
significance. For instance, a pair may be labeled as clonal by one comparison method, while the other
comparison method states that the pair is not clonal.

In the most ideal setting, the oncologist gets to see only one judgment stating that the pair is clonal or
not clonal. In order to realize this, the p-values of the comparison methods may be combined into one
single p-value reflecting the overall probability that the pair is independent. By combining the p-values,
the discordance problem of the comparison methods is solved. Note that the segmentation algorithm
is assumed to be fixed when combining the p-values, i.e. the segmentation profiles on which the com-
parison methods are applied are constructed by either ASCAT or OncoSNP.

Several methods exist in literature that are capable to combine multiple p-values into one summa-
rizing p-value. The most well-known method is Fisher’s method [16], which aggregates the p-values of
K independent hypothesis tests into a single test statistic y# as follows:

K
X =-2 Z Inp;,
i=1

where p; is the p-value of the i-th hypothesis test and 1n is the natural logarithm. If all the null hypothe-
ses are true, the test statistic y2 will follow a y? distribution with 2K degrees of freedom. The goal of the
hypothesis test, according to Fisher, is to discover whether accumulation of information among tests
on similar null hypotheses can reject the shared null hypothesis [54]. Next to Fisher’'s method, there
are also other methods that can combine p-values such as the Z-transform test [44] and the weighted
Z-method [27, 30]. However, a downside of all the methods mentioned so far is that the p-values are
assumed to be independent, i.e. the tests are conducted on different datasets. In this research, each
comparison method is applied on the same dataset which makes the p-values dependent. A positive
correlation is mostly present between the p-values of the comparison methods: if a pair is similar, the
p-values will be low for (most of) the comparison methods. As the p-values are dependent, a different
combining function needs to be employed.

[51] gives an overview of several combining functions that can be used to merge dependent p-values
into one p-value. In this research the weighted harmonic mean p-value, introduced by [55], will be
employed. The weighted harmonic mean p-value, p, is defined as follows:

p=

where K is the number of p-values, w; is the weighted of the i-th p-value, p;, and Zle w, = 1. If
the weights are chosen as w; = % fori = 1,..., K, the unweighted harmonic mean p-value arises.

The significance of the weighted harmonic mean p-value can be asymptotically determined using the
Landau distribution. Given the value of 3, the corresponding p-value of the weighted harmonic mean
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p-value, p;, can be calculated as:
® T
Py = fl fiandau (x| logK + 0.874, E) dx,
b
where K is the number of p-values and the density function of the Landau distribution is defined as:

1 (% _xm_2
fLandau (x|u, 0) = 5] et Tmtlost sin(2t)dt.
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The p-value ps becomes exact for large K. In order to use the weighted harmonic mean p-value,
weights need to be determined for each comparison method. The next two subsections explain two
different ways in which these weights can be established: via expert judgment or by means of using a
power curve simulation.

6.5.1. Expert judgment

A first way to determine the weights of the comparison methods is by means of using expert judgment.
Given the judgments of the experts, the weight of each comparison method can be determined by
means of looking at how many pairs the comparison method has correctly classified. Different scoring
functions can be applied for this purpose. For instance, a pair can be assigned score 1 if the compar-
ison method and expert judgment agree (both state that the pair is clonal or both state the pair is not
clonal) and -1 if there is disagreement. The total score for a comparison method is equal to the sum
of all the individual scores of the pairs. If, for instance, 18 pairs are correctly labeled by a comparison
method and 5 are incorrectly labeled, the total score will be equal to 18 — 5 = 13. An overview of the
different scoring functions which were investigated in this thesis can be found in Appendix C.

Given a scoring function and segmentation algorithm, the results of the comparison methods can be
evaluated using expert opinion: the larger the total score of a comparison method, the larger the weight
becomes in the weighted harmonic mean p-value. In other words, if s; is the total score for comparison
method i and if there are K comparison methods taken into consideration in the analysis, the weight
for comparison method i will be equal to:

Si
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For example, if the scoring function introduced above is applied on the 23 fresh frozen pairs (i.e. a
score of 1 is applied when the pair is correctly classified and -1 otherwise) where the samples are
segmented using OncoSNP as segmentation algorithm, a total score of 10 was found for the Log LR
and a total score of 13 for the adapted Sl. Given these total scores, the weight for each comparison
method can be determined as follows:

10 10 13 13
MoglR = 9113 ~ 23' MaderedSI T 1913 T 23
In this case, the p-values of the Log LR get assigned a weight of % while the p-values of the adapted
Sl get a weight equal to g When OncoSNP is used to segment the profiles, the adapted Sl thus
outperforms the Log LR in terms of expert judgment. Note that the two ambiguous pairs, FF-7 and
FF-31B, are included in the computation of the total scores. It is also possible to compute the total
scores only considering the pairs for which the experts were certain.

Next to determining the weights, a scoring function may also be utilized to discover the best performing
comparison method. Note that this corresponds to the situation where one comparison method is as-
signed weight 1 in the weighted harmonic mean p-value while the other comparison methods are given
weight 0. The best performing comparison method is the method with the largest total score. The best
performing comparison method for the 23 pairs when OncoSNP was used as segmentation algorithm
is the adapted SI.

Expert judgment can thus be used as a means to determine the weights in the weighted harmonic mean
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p-value. Given a scoring function, the weights for the comparison methods can be derived by means
of normalizing the total scores. However, a downside of using expert judgment is that the weights
are derived in a data-driven way: the weights are proportional to the performance of the comparison
methods for this dataset consisting of 23 pairs. If a different dataset would have been used, different
weights may have been obtained for the comparison methods. The derived weights thus only apply for
this dataset and are not valid per se for other datasets. Expert judgment can therefore not be gener-
ally applied: expert opinion is required for each new dataset in order to derive the weights. This may
become quite time consuming when the number of pairs is large. The next subsection describes a
possible general approach that can be used for deriving the weights of the comparison methods.

6.5.2. Power curve simulation
Instead of using expert judgment, which is a data-driven approach, a general method for determining
the weights can be constructed using a power curve simulation. [27] and [30] already used the power of
each study to determine the weights in the weighted Z-transform method. For the weighted harmonic
mean p-value, the weights for the comparison methods can also be derived using the power of the
comparison methods. The higher the power of the method, the higher the weight of the comparison
method becomes. If P, is the power of comparison method i and if there are K comparison methods
considered, the weight for comparison method i will be equal to:
w i
;= .
Iy

In order to determine the power of each comparison method, a power curve simulation can be con-
ducted. The power of a statistical test is the probability that the test correctly rejects the null hypothesis
when the alternative hypothesis is true. The null hypothesis states that the two tumors arose indepen-
dently of one another, while the alternative hypothesis declares that the two tumors are of clonal origin.
For the simulation of the power curve, the set of 50 sporadic breast cancer patients of Chapter 5 will
be used where the samples are fitted using ASCAT. Similar to the simulations of Chapter 5, the states
of the bins will be changed creating artificial clonal pairs. These artificial clonal pairs will then be used
to determine the power of each comparison method. The workflow of the power curve simulation will
be as follows:

* For each percentage of bins x € (0,1, 2, ...,99,100):

— Foreach sample i € (1, 2, ...,49,50):

o Mutations are added to sample i 50 times with the other samples being held constant.
This gives one artificial clonal pair.

o Of the remaining 49 samples, one sample is randomly removed yielding 48 samples in
total. The remaining 48 samples are then randomly paired giving 24 independent pairs.

o Given the artificial pair and 24 independent pairs, the comparison method scores are
computed for the artificial pair and the corresponding p-value determined by means of
constructing an independence distribution.

— For each percentage of bins x and each sample i, 50 p-values are obtained for each com-
parison method. In order to determine the power of a comparison method for a given per-
centage x, the number of instances that the method correctly rejected the null hypothesis of
independence can be calculated. For each percentage x, there are 50 - 50 = 2500 p-values
which range from 0 to 1. Given the significance level «a, the number of times the p-values
are below the significance level can be computed. The significance level in the power curve
simulation is chosen equal to 0.05, similar to Sections 6.2 and 6.3. If, for instance, 1800

p-values are below 0.05 for a comparison method when x = 50, the power at x = 50 will be
equal to % = 0.72, i.e. with 72% probability the comparison method correctly detects that

the pair is clonal and the null hypothesis of independence will be rejected.

* Plotting all the powers for all percentages x yields the power curve for a comparison method.
Note that, as the null hypothesis corresponds to the two tumors being independent and the arti-
ficial pairs are simulated under the hypothesis of clonality, the power curve will be a decreasing
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function. As more bins are taken into account, more changes will be applied to the bins on aver-
age resulting in higher p-values and thus less pairs that are detected as clonal. The total power
of each comparison method is the surface of the curve which is in this case defined as the sum
of all powers evaluated at all percentages x, i.e. the power P, of comparison method i is equal to:

P=) P
x=0

where P is the power of comparison method i at percentage x.

At first glance, the power curve simulation appears to be a suitable method to derive general weights
for the comparison methods. However, a problem arises with this approach as well. In order to derive
the power of a comparison method, state changes need to be applied to the bins of the samples. Sec-
tion 5.3.1 describes an example of how mutations can be added to the samples. Specific assumptions
about how a secondary clonal tumor may evolve from its primary tumor need to be made before the
power curve simulation can be started. If the way in which state changes are applied in the simula-
tions are not reflecting reality, the resulting weights of the power curve simulation will not be realistic as
well. In the power curve simulation approach, there are actually two unknowns that accompany each
other: the goal of the simulation is to discover the power of a comparison method, which is unknown, by
means of adding mutations to the samples of which it is unknown how these occur in reality. Therefore,
the results of the power curve simulation should be interpreted with care. Given a mutation scheme,
the results of the simulations only give an indication of the power of the comparison methods if sec-
ondary clonal tumors indeed arise as described by the mutation scheme. Hence, as it is unknown how
secondary clonal tumors evolve from their primary tumors in reality, a general model for combining the
methods can not yet be derived.

Nevertheless, an attempt was made to construct a relatively realistic mutation scheme. This muta-
tion scheme was then given as input to the power curve simulation procedure. The developed scheme
is similar to the scheme introduced in Section 5.3.1, with slight adaptations made to the change prob-
abilities of gains and losses. This was done to make the mutation scheme a bit more realistic. In the
simulations of Chapter 5, 3 different settings regarding the change probability of a gain or loss were
investigated: 10%, 50% and a varying probability, where the change probability is equal to 1 minus the
probability that a gain or loss occurs in the bin coming from the Affymetrix dataset. The results of the
simulations showed that when the change probability equals 50%, the positive correlation between the
number of changes in the bins and the corresponding p-value disappears for the Log LR method. A
change probability of 50% for gains and losses seems to be too large when the secondary tumor is of
clonal origin. Therefore, the change probability of a gain and loss in the mutation scheme is chosen
smaller than 50%. For a gain, the change probability is drawn from a uniform distribution on the interval
(0,0.3), while the change probability for a loss comes from a uniform distribution on the interval (0, 0.2).
The change probability of a loss is on average slightly smaller than the change probability of a gain. A
loss thus remains with a higher probability a loss than a gain remains a gain. This decision was made
based on several factors. First, losses have a finite endpoint: once copy number zero is obtained, there
is nothing left. Gains, on the other hand, have an infinite endpoint and can theoretically always go back
to copy number two. A gain can thus always be recovered which is not the case for a loss. Moreover,
if a loss occurs in the DNA during the cell division process and the loss is not detected by the DNA
repair mechanisms, the loss will remain present in the DNA. During the next cell division the loss in
the DNA will be regarded as "normal” and the DNA repair mechanisms are not activated. Next to that,
cells with many losses contain less genetic material that needs to be copied and are thus energetically
more attractive to copy than cells having more gains.

In summary, the mutation scheme is as follows:

« If the state of the bin is a loss, the change probability is drawn from a uniform distribution on the
interval (0,0.2). The average change probability is equal to 10%. Note that for each bin and
each simulation, the change probability differs: a random process is mimicked. If the loss state
is changed, it can only go to a CN-LOH state.
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+ If the state of the bin is normal, the state of the bin changes with probability 1—P(bin is in state 2),
where P(bin is in state 2) is the probability that the bin is normal taken from the Affymetrix dataset
introduced in Chapter 5. If the state is changed, it can go to all three other states. The transition
probabilities of going to a loss, CN-LOH or gain state are determined by the frequencies of the
Affymetrix dataset where rescaling is used so that the probabilities add up to 1.

« Ifthe state of the bin is CN-LOH, the state of the bin changes with probability 1—P(bin is in state 3),
where P(bin is in state 3) is the probability that the bin is CN-LOH taken from the Affymetrix
dataset. Ifthe state is changed, it can go to either a gain or a loss state. The transition probabilities
of going to a gain or a loss are given by the rescaled frequencies of the Affymetrix dataset.

« If the state of the bin is a gain, the change probability is drawn from a uniform distribution on the
interval (0, 0.3). The average change probability is equal to 15%. If the gain state is changed, it
can go to a normal or CN-LOH state. The transition probabilities of going to a normal or CN-LOH
state are derived from the Affymetrix dataset where rescaling is used.

Note that the decision to make the change probability of a loss smaller than that of a gain is based
purely on biological reasoning. Therefore, the results of the power curve simulation should be inter-
preted with care. The power curve simulation was performed on the same hardware as in Chapter 5
and took approximately 60 hours.

Figure 6.9 shows the power curves of both comparison methods using the mutation scheme described
above. For a small number of mutations, the Log LR has a higher power while the adapted Sl performs
better when more mutations are added to the bins. The two power curves seem to intersect one an-
other at 0.4, i.e. when 40% of bins are taken into account. At this point, the comparison methods have
equal power. As mentioned earlier, the total power of a comparison method is defined as the sum of
powers evaluated at all percentages of bins. Table 6.8 shows the total power and the resulting weights
for each comparison method.

Power curves of the Log LR and adapted SI
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Figure 6.9: Power curve simulation results for the Log LR and adapted S| method.

Comparison method | Log LR | Adapted SI
Total power 40.4764 39.8540
Weight 0.5039 0.4961

Table 6.8: Total power and resulting weights from the power curve simulation.

According to the power curve simulations, the weights should be approximately 50/50. This can also
be seen in the plot of the power curve simulations as the surface of both power curves are similar in
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size. Given the weights, the p-values of the comparison methods can be combined using the weighted
harmonic mean p-value. Table 6.9 shows the pairs with a significant weighted harmonic mean p-value,
i.e. the p-value ps of p was below 0.05, when OncoSNP is used as a segmentation algorithm. The
coloring of the pairs again reflects whether the pair was judged as clonal (green) or independent (red)
by the experts. Note that the two ambiguous pairs, FF-7 and FF-31B, are not considered in the results.

Clonal p-value € (0.05,0.1) | p-value > 0.1 (c/i)
FF-6, FF-11, FF-19, , FF-29 0712
FF-36

Table 6.9: Results of the weighted harmonic mean p-value when OncoSNP is used as segmentation algorithm and the weights
are derived by means of the power curve simulation.

Comparing Tables 6.7 and 6.9, it can be seen that a pair can be considered significant by the weighted
harmonic mean p-value when only one of the two comparison methods has a significant p-value for a
pair. For instance, pair FF-11 is considered significant by the weighted harmonic mean p-value, while
the Log LR does not label this pair as clonal. However, looking more closely at the individual p-values
an undesirable effect seems to be present in the weighted harmonic mean p-value. For example, pair
FF-11, which is not considered as clonal by the experts, has a combined p-value of 0.0198. The in-
dividual p-values of this pair are 0.21 for the Log LR and 0.01 for the adapted SlI. Pair FF-10, which
is labeled as clonal by the experts, is not labeled as clonal by the weighted harmonic mean p-value.
However, looking at the individual p-values of pair FF-10, the Log LR vyields a p-value of 0.13, while
the adapted Sl states a p-value of 0.039. On average, pair FF-10 has a lower p-value than pair FF-11,
but pair FF-11 is labeled as clonal by the weighted harmonic mean p-value. Since the weights for both
comparison methods are approximately equal, a very low p-value for one of the two methods results in
a very low weighted harmonic mean p-value. Similar results were found for the results when ASCAT
is used as a segmentation algorithm. The weighted harmonic mean p-value sharply decreases if one
of the two p-values is very low even when the other p-value is quite high. As a consequence, more
samples which are judged as independent by the experts are labeled as clonal using the weighted
harmonic mean. This effect also works the other way around: pairs which are judged as clonal may not
be detected as clonal by the weighted harmonic mean p-value when only one of the two comparison
methods has a significant p-value. The suitability of the weighted harmonic mean p-value can there-
fore be questioned. For this objective, another merging function may prove more suitable such as the
weighted mean. A downside, however, is that the significance of the combined p-values can not be
explicitly derived for many merging functions including the weighted mean [51].

In conclusion, combining the comparison methods by means of using a merging function for the p-
values appeared not successful yet. The weighted harmonic mean p-value is a possible candidate
which can be used, but has a downside that it may introduce many false positives as the weighted
harmonic mean p-value decreases if one of the two p-values is very low. Similarly, clonal pairs may
also be missed when only one of the two p-values is significant. Other merging functions, such as the
weighted mean, can be used as an alternative but the significance of the resulting combined p-value
can not be derived in many instances. Moreover, many merging functions require a weight for each
p-value. In order to be able to apply the weights resulting from a power curve simulation, the best way
forward is obtaining more knowledge on the copy numbers changes that occur in a metastasis com-
pared to the primary tumor. That way, reliable mutation schemes can be used to ultimately get better
weights for the comparison methods.

6.6. The final model

In the previous section, it became apparent that combining the results of the comparison methods into
one p-value is not possible yet. Given this result, this section will describe a prototype of the final model
that may be applied in practice. In the first subsection, an overview of the advantages and downsides
of ASCAT and OncoSNP are given. The second subsection describes a decision tree which can be
used to come to a final conclusion about the clonality status of a pair. The decision tree is applied
on the results of the 23 fresh frozen pairs in the third subsection. The last subsection compares the
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outcome of the decision tree to the clinical assessments.

6.6.1. ASCAT versus OncoSNP

In Chapter 3, the decision was made to incorporate two segmentation algorithms in the study: On-
coSNP, which is a Hidden Markov model that considers all three confounding variables of Section 3.1
and ASCAT, which is available as a package in R and takes into account normal cell contamination
and aneuploidy. The output of the segmentation algorithms was binned and given as input to the com-
parison methods which in turn determined if a pair was clonal or not. In Section 6.5, the segmentation
algorithm was assumed to be fixed when combining the p-values of the comparison methods, i.e. either
ASCAT or OncoSNP was used to segment the profiles of the samples. Before the decision tree can
be designed, it is of importance to compare ASCAT and OncoSNP and determine whether one of the
two algorithms is to be preferred or not. Table 6.10 shows the advantages and disadvantages of both
segmentation algorithms.

ASCAT OncoSNP
Advantages Easily obtained R package. Better in detecting losses.
Detailed aberrant cell fraction and ploidy. Not prone to making errors in ploidy.
Output is 1 model. Applicable for all SNP arrays.
Disadvantages Prone to making errors in the ploidy. Not easily obtained.
Has troubles detecting losses. Coarse ploidy and aberrant cell fraction.
Applicable only for specific SNP arrays. Outputs multiple models.

Table 6.10: Advantages and disadvantages of ASCAT and OncoSNP.

ASCAT is an R package which can be easily downloaded from Github. A new version of ASCAT is
released every few months. OncoSNP, on the other hand, is harder to obtain: an e-mail had to be sent
to the developer as the download link on the OncoSNP website was removed. OncoSNP is a research
project from Oxford University and the developer moved to a different university. As a result, the down-
load links were not available from the website. Next to that, OncoSNP is not actively maintained as the
most recent version dates from 2014.

Regarding the applicability of the segmentation algorithms, if normal data is not available ASCAT can
only be used for specific SNP arrays. As explained in Section 3.3, when normal data is not available
ASCAT can predict the germline genotypes only for certain SNP arrays. If the tumor tissue is evaluated
on a SNP array which is not supported by ASCAT, the algorithm can not be run unless normal data is
available. OncoSNP can always be applied without normal data, but it is optimized for lllumina SNP
arrays.

The output of ASCAT yields a detailed aberrant cell fraction and ploidy estimate of the tumor tissue.
The aberrant cell fraction is taken with steps of 1% and the ploidy is rounded to two decimals. The
ploidy and aberrant cell fraction estimates of OncoSNP, conversely, are coarse, with the aberrant cell
fraction taken in steps of 10% and the ploidy rounded to only one decimal. More detail about the ploidy
and aberrant cell fraction is thus given in the output of ASCAT.

Given the aberrant cell fraction and ploidy estimate, ASCAT produces one segmentation profile for
a sample. OncoSNP outputs multiple models for a sample: two different baselines (diploid and triploid)
and five different ranks are considered in the fitting process. As a consequence, a decision about which
of the 10 models to use needs to be made. In this study, the model with the highest likelihood and rank
3 was chosen. It must be noted that the choice of the OncoSNP model influences the performance of
the comparison methods. For example, consider a pair that has similar patterns in the raw data profiles.
If for one sample in the pair, the likelihoods of the two baseline models are close to one another, it may
occur that the model with the slightly lower likelihood is similar to the model with the higher likelihood for
the other sample in the pair. As the model with the highest likelihood is chosen, the clonality pattern is
not detected by the comparison methods. In the study involving the 23 fresh frozen pairs, this problem
was not encountered.
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OncoSNP seems to perform slightly better than ASCAT when it comes to detecting losses [39]. This
was also visible in the 23 fresh frozen pairs: more gains were encountered when the tumor data was
segmented using ASCAT than OncoSNP. Some samples fitted by ASCAT even solely consisted of
gains. As a result, the independence distribution will consist of many scores favoring clonality which
in turn increase the p-values of the pairs. Hence, less pairs are detected as clonal when ASCAT was
used. Furthermore, ASCAT is more prone to incorrectly estimating the ploidy leading to clonal pairs
not being recognized even though the two profiles look similar. Nevertheless, both problems can be
solved with the correction approach introduced in Section 6.2.4. OncoSNP seems to be less prone
to making mistakes in the ploidy estimates, but does make mistakes as well. There was one pair,
pair FF-10, which, given the output of OncoSNP, was not identified as clonal by the comparison meth-
ods even though the raw data profiles showed otherwise. For this pair, the diploid model was the best
fitting model for both samples and the discrepancy was caused by the difference in the estimated ploidy.

In summary, both segmentation algorithms have specific advantages and disadvantages. The ob-
jective of the final model is to detect as many true clonal pairs as possible. As both segmentation
algorithms have imperfections regarding the fitting of the profiles, using only one of the two algorithms
will lead to a less sensitive model. Therefore, in order to increase the performance of the final model,
both segmentation algorithms will be applied on the raw data.

6.6.2. Decision tree

This subsection describes how, given the results of the comparison methods, a final verdict about the
clonality status of the pair can be obtained by means of a decision tree. As two comparison methods
are employed, four p-values will be computed for each pair:

» A p-value for the Log LR method, using ASCAT where the segmentation output is corrected as
described in Section 6.2.4.

* A p-value for the Log LR method, using OncoSNP.

» A p-value for the adapted S| method, using ASCAT where the segmentation output is corrected
as described in Section 6.2.4.

* A p-value for the adapted S| method, using OncoSNP.

Given the four p-values, a decision tree has been designed which can be used by the oncologist. The
decision tree divides the pairs into six different categories and states for each category if additional
expert opinion is needed or not:

» Category 1: If three or all four p-values are significant, the pair is with high probability of clonal
origin. An extra check is not required for these pairs.

» Category 2: If significant p-values are obtained for the Log LR but not for the adapted SI, the pair
has many concordant normal states. For these pairs, the number of matching concordant normal
bins is given as well. As not many aberrant events are present on both genomes, a conclusion
about whether the pair is of clonal origin or not can not be easily made.

» Category 3: If the p-values are significant for the adapted Sl but not for the Log LR, many of the
bins that are concordant have an aberrant state. The raw data profiles of these pairs need be
manually checked by an expert in order to conclude whether the pair is clonal or not.

» Category 4: If the p-values are significant for only one of the two segmentation algorithms, the
other segmentation algorithm may have made an error in the fitting of the segmentation profile for
one of the two samples. Extra expert opinion regarding the clonality status is required for these
pairs.

» Category 5: If only one of the four p-values is significant, the pair is with high likelihood a false
positive. In order to confirm this, an extra check of the raw data profiles needs to be performed
by an expert.

» Category 6: If no p-values are significant, the two tumors in the pair are, with high likelihood,
independent of one another.
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For categories 3, 4 and 5, extra manual checks of the raw data are required in order to conclude if a pair
is clonal or not. These manual checks should be done by experts who are experienced in interpreting
the data coming from a SNP array. The human in the loop (HITL) thus plays a significant role in the
decision tree.

6.6.3. Applying the decision tree on the 23 fresh frozen pairs

Table 6.11 displays how the 23 fresh frozen pairs are divided into the six categories defined by the
decision tree. The scores and corresponding p-values of the comparison methods and segmentation
algorithms used as input for the decision tree can be found in Appendix D. Note that the color of the pair
reflects the judgment of the experts: a green pair implies that the pair is seen as clonal by the experts,
while a red pair indicates that the pair is labeled as independent by the experts. The two ambiguous
pairs, FF-7 and FF-31B, are colored in black.

Category 1 Category 2 | Category 3 | Category 4 Category 5 Category 6
Pair , , | FF-6, FF-19 FF-11 - FF-2, FF-27, FF-5, FF-7,
, FF-29, FF-32, | FF-13, FF-14,
FF-35, FF-36 | FF-17, FF-18,
FF-23, FF-30,
FF-31B, FF-33

Table 6.11: Division of the 23 fresh frozen pairs into the six categories defined by the decision tree.

Four pairs are in category 1, all of which were judged as clonal by the experts. The seven pairs in
categories 3, 4 and 5, all of which were labeled as independent by the experts, need extra expert
opinion in order to derive a conclusion about whether the pair is truly clonal or not. Finally, ten pairs
are never labeled as clonal by any of the comparison methods. Of these ten pairs, eight are labeled as
independent and two pairs are ambiguous. As explained in Section 6.3, pairs FF-7 and FF-31B belong
to a grey area: opinions about the clonality status differed when extra experts were asked to judge the
two discordant pairs. The reason why the experts struggled with these pairs has to do with the fact that
the raw data plots showed some overlap in the aberrant events, but also plenty of discordant events
making it hard to determine if the overlapping events are indeed coming from the primary tumor or if
they arose independently. Figure 6.10 shows the raw data plots of pair FF-7 for which the time span
between the diagnosis of the primary and secondary tumor is equal to 10 years.
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b) Raw data profile (LRR and BAF values) of the secondary tumor of
pair FF-7.

(a) Raw data profile (LRR and BAF values) of the primary tumor of pair
FF-7.

Figure 6.10: Raw data plots of the two tumors of pair FF-7.

In Figure 6.10 it can be seen that the aberrant events in the primary tumor, present on chromosomes
1q, 8p, 17 and 19, also occur in the secondary tumor. Compared to the primary tumor, the secondary
tumor shows many extra aberrant events. As the time span between the two tumors is 10 years, many
extra events can be expected in the case of a metastasis. However, of the four concordant aberrant
events, two occur at a so-called hotspot location: chromosomes 1q and 8p are commonly aberrant in
breast tumors. This is supported by Figure 5.10. It proved hard to give a concrete judgment for this pair.
The reason why pair FF-7 was not detected as clonal by the comparison methods has to do with the
fact that many more aberrant events arose in the secondary tumor. As a consequence, the comparison
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methods did not detect the four concordant aberrant events as the overall number of concordant bins
was small.

In conclusion, it can be stated that the decision tree performs quite well as all the unambiguous clonal
pairs (as assessed by the experts) are assigned to category 1. If the 2 ambiguous cases are truly
clonal, then further additional branches or alternate criteria for the decision tree are necessary to reli-
ably identify the patients having clonal tumors and thus who would benefit from a change in therapy.

6.6.4. Comparing the decision tree results with the clinical assessments

As mentioned in Section 1.2, the outcome between the molecular and clinical assessment of a pair
does not always match. In this section, the degree of concordance between the results of the decision
tree and the clinical assessments of the 23 fresh frozen pairs is examined. For this, only the pairs
of category 1 are defined as clonal. The two pairs from category 2 were considered as 'missing’, i.e.
without clonal/independent call and were therefore not included in the comparison analysis. The seven
pairs belonging to categories 3 to 5, for which extra expert opinion is needed, are all judged as inde-
pendent by the experts.

The clinical assessments of the fresh frozen pairs were retrieved from the patient records available
at the Erasmus MC. There were three pairs, FF-30, FF-35 and FF-36, for which the clinical data was
not available since they have been treated in a different hospital. As a consequence, these pairs will be
excluded from the comparison analysis. The two pairs for which the decision tree could not determine
the clonality status were clinically evaluated as independent. Of the 18 pairs for which both assess-
ments were available, 15 were regarded as independent and three pairs were assigned as clonal by
the clinic. Table 6.12 shows the pairs which were classified as clonal and independent by the decision
tree and by the clinic. Note that the color of the pair reflects whether the pair is validated as clonal
(green), independent (red) or ambiguous (black) by the experts.

Decision tree Clinical assessment
Clonal , , , FF-7, ,
Independent FF-2, FF-5, FF-7, FF-11, FF-13, FF-2, FF-5, , FF-11, FF-13,

FF-14, FF-17, FF-18, FF-23, FF-27, | FF-14, FF-17, FF-18, FF-23, ,
FF-29, FF-30, FF-31B, FF-32, FF-33, | FF-27, FF-29, FF-30, FF-31B, FF-32,
FF-35, FF-36 FF-33, FF-35, FF-36

Table 6.12: Clonal and independent pairs classified by the decision tree and by the clinic.

Comparing the results of the decision tree with the clinical assessments, it can be seen that the decision
tree has a higher sensitivity: all clonal pairs are labeled as such by the decision tree, while only two of
the four clonal pairs are regarded as a metastasis by the clinic. This shows that clonality in contralateral
breast cancer pairs can not be based on clinical assessment alone. A discordance between the clinical
assessment and output of the decision tree is present for three out of 18 pairs, which is 16.7%. This is
lower than the 35% discordance found in [5]. In order to quantify the degree of concordance between
the two methods, Cohen’s kappa (k) coefficient has been computed. Cohen’s kappa is defined as
follows:

Po — Pe

1_pe‘

where p, is the observed agreement between the two methods and p, is the expected agreement be-
tween the two methods that would have arisen by chance [11]. If the two methods are in complete
agreement, k = 1. If the level of agreement between the two methods is equal to the expected agree-
ment that would be expected by chance, k = 0. Note that the coefficient can also be negative, implying
that the concordance between the two methods is worse than random or there is no effective agree-
ment between the two methods. Table 6.13 shows the number of pairs which were labeled as clonal
and independent by the decision tree and the clinic.
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Clonal clinic | Independent clinic | Total
Clonal decision tree 2 2 4
Independent decision tree 1 13 14
Total 3 15 18

Table 6.13: Number of pairs which were labeled as clonal and independent by the decision tree and the clinic.

The observed agreement, p,, and the agreement occurring by chance, p,, are equal to:
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This implies that there is a moderate agreement between the results of the decision tree and the clinical
assessment.

Even though the decision tree has a higher sensitivity, the clinical assessment showed that pair FF-7,
which is an ambiguous pair, is judged as clonal by the treating oncologist. It was described that the
patient had multiple distant metastases in the time between the diagnosis of the primary and secondary
tumor. As a result, the secondary tumor in the contralateral breast was also reported as a metastasis.
As stated in Section 6.6.3, the reason why pair FF-7 is not labeled as clonal by the decision tree has to
do with the fact that the secondary tumor shows many more aberrant events than the primary tumor so
that the overall degree of concordance in states of the bins is quite small. This is a general shortcoming
of the model. Nevertheless, the fact that pair FF-7 is also judged as clonal by the clinic supports the
clonality judgments of some of the experts.

In summary, a moderate agreement is present between the decision tree and clinical assessments,
with only two pairs labeled as clonal by both methods. Of the three discordant pairs, two clonal pairs
were labeled as clonal by the model but not by the clinic and one ambiguous pair was clinically judged
as clonal but seen as independent by the model. This shows that it is of importance to always take into
account both the clinical results and the DNA profiles of two tumors when determining if a pair is clonal
or not. When the molecular features of a pair are not considered, a pair may be labeled as independent,
while the secondary tumor shows a very similar copy number profile, thus likely being a metastasis of
the primary tumor. Conversely, if only the DNA profiles of the tumors are considered, the model may
not be able to detect the pair as clonal as the secondary tumor may display significantly more aberrant
events than the primary tumor even though the two tumors share the same aberrant events. Until these
hard to judge DNA profiles can be reliably categorized, it is therefore advised to incorporate both the
clinical judgments as well as the decision tree results when determining the clonality status of a pair.



Summary

Unilateral breast cancer patients have an increased risk to develop a secondary tumor in the con-
tralateral breast. When a secondary tumor arises, it is of importance to determine whether this tumor
is a new independent tumor or a metastasis of the first tumor as this is of influence on the therapy
plan. In most cases, a second tumor is regarded as a new independent tumor. Only when there is
clinical suspicion that the tumor may be a metastasis, clinico-pathological characteristics, such as the
histological subtype and hormone receptor status, of the two tumors are used to assess whether the
second tumor is clonal. However, using clinico-pathological characteristics to determine clonality is not
desirable as the majority of breast cancers have similar characteristics. Moreover, it is possible that
some pathological characteristics change in case of a metastasis so that determining clonality based
on pathological features leads to a lower sensitivity. This demonstrates that it is of importance to also
consider the molecular features when determining if a pair is of clonal origin or independent. Recent
studies have developed classification models that can determine the clonality status of a pair based on
the DNA profiles of the two tumors. These studies have also shown that the judgment based on the
molecular features is not always in concordance with the judgment based on the clinical characteristics.

The aim of this thesis was to develop a more advanced classification model that can determine if a
secondary tumor is a metastasis of the primary tumor or a new independent tumor based on the SNP
array profiles of the two tumors. In order to quantify the degree of clonal relatedness between the
DNA profiles of the two tumors, two steps were taken. In the first step, a segmentation algorithm was
applied to the SNP array data to determine the copy number aberrant regions on the genomes. After
this, a statistical method, i.e. comparison method, was applied on the resulting segmentation profiles
to determine the clonality status of the pair.

In Chapter 3 several segmentation algorithms have been investigated. Given the overview of the seg-
mentation algorithms, ASCAT and OncoSNP appeared to be the most sophisticated algorithms and
were therefore chosen for this study. The two chosen algorithms use both the LRR and BAF data
as input. Taking both the LRR and BAF data into account is important as it enables us to distinguish
normal regions from CN-LOH regions. Moreover, ASCAT and OncoSNP correct for at least two out of
three confounding variables such as normal cell contamination and aneuploidy. When a segmentation
algorithm does not consider the confounding variables when fitting the raw data, the algorithm may
incorrectly define the aberrant regions on the genome which in turn will decrease the sensitivity of the
comparison methods.

After the samples are segmented by the segmentation algorithm, the copy numbers of the SNPs are
coarsened into four different states: loss, normal, CN-LOH and gain. This is done to increase the sen-
sitivity of the comparison methods. As a sample is diploid in the normal setting, copy number two is
used as a baseline. A loss is defined when the copy number is one or smaller, while a gain implies that
the copy number is three or higher. The number of SNPs on a SNP array are generally quite large.
Therefore, comparing the states SNP by SNP can be quite time consuming. Moreover, the segmen-
tation algorithms may also make errors in determining the boundaries of the aberrant regions due to
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noise being present in the raw data. In order to solve both problems, the SNPs are binned together
using distance based bins (1 Megabases distance) where no overlap is present between the bins. The
state of a bin is equal to the most common state of the SNPs in the bin.

Chapter 4 introduced the two comparison methods which were developed for this study. Both com-
parison methods have not been used in literature before. The first comparison method that has been
invented is the Log Likelihood Ratio method. This comparison method is an adapted and extended ver-
sion of the Likelihood Ratio method created by [36]. The original LR method can be used to determine
if a pair is clonal, but it has two major shortcomings: the method can not distinguish normal from CN-
LOH events and moreover only allows one aberrant event, i.e. gain or loss, per chromosome arm. The
Log LR method allows all four aberrant states to occur and moreover allows multiple aberrant events
per chromosome arm. The second comparison method that has been applied is the adapted Similarity
Index method. This comparison method is a modified version of the Similarity Index method invented
by [31]. In contrast to the original SI, the adapted Sl penalizes certain combinations of states in the
primary and secondary tumor more than others. For instance, a gain-loss combination in the primary
and secondary tumor is penalized more than a gain-normal combination. Both comparison methods
are permutation tests where the null hypothesis states that the two tumors arose independently. Each
comparison method computes a score for each pair which reflects the degree of concordance in the
states of the bins. Given the comparison scores of the pairs, the p-values of the scores can be de-
termined by means of constructing an independence distribution for which the comparison scores of
primary and secondary tumors coming from different pairs are computed. If the p-value falls below the
significance level «, the null hypothesis is rejected and the pair is labeled as clonal.

Chapter 5 has investigated the characteristics of the two comparison methods by means of simulating
artificial pairs. For this, a dataset of 50 sporadic breast cancer patients has been used. Artificial pairs
were constructed by means of applying state changes to the bins of the 50 samples. A specific workflow
has been designed for this purpose, where the change probabilities of a gain and loss were varied. An
external dataset consisting of 201 patients has been used to determine the transition probabilities of
the states. It should be noted that the distribution of the samples in this dataset, i.e. how many gains,
losses etc. have occurred, was completely different than the distribution of the 50 breast cancer sam-
ples. This had to do with the fact that the 201 samples of the external dataset were segmented using
a different segmentation algorithm. However, even though the way in which the state changes were
applied were not fully realistic, the simulations still gave an indication of the workings of the compari-
son methods. The simulation results showed that the Log LR method outputs relatively small p-values
for samples which consist of many losses as these states are rare to occur. The adapted SI, on the
other hand, assigned relatively high p-values to samples with many losses as these samples consist of
many normal states which undergo many changes in the simulations. For samples with many normal
states, the adapted Sl yielded very high p-values. This had to do with the fact that samples with many
normal states undergo many changes in the simulations and moreover do not have many aberrant
events before mutations are added. The Log LR method did not yield very high p-values for samples
with many normal states as these samples also consist of relatively many loss states which decrease
the p-value. The adapted S| mainly assigned low p-values for samples which consist of many gains
as these samples undergo the least number of changes. For the Log LR, samples with many gains
had relatively high p-values since concordant gains do not contribute much to the clonality hypothesis
as gains are already quite common to occur. Comparing the behavior of the Log LR and adapted Sl
with one another, it can be concluded that the adapted S| mainly focuses on the number of concordant
events between the primary and secondary tumor, while the Log LR focuses more on the rarity of a
concordant event.

In Chapter 6, the segmentation algorithms and comparison methods were tested on 23 fresh frozen
pairs. The DNA of the 23 pairs was analyzed on an lllumina GSA v3 SNP array. In order to validate the
performance of the model, two experts from the Erasmus MC in Rotterdam have looked at the raw data
of the pairs and stated for each pair whether it is of clonal origin or not. Of the 23 pairs, 6 were judged as
clonal and 17 were seen as independent. The significance level @ was set equal to 0.05. When the 23
pairs were fitted with ASCAT, it became apparent that a correction is needed for some pairs as ASCAT
sometimes erroneously estimates the ploidy number of one of the two samples in a pair. The raw data
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profiles of two samples may look similar, but the ploidy numbers are estimated differently for the two
samples. This leads to two different ASCAT profiles and the pair is not detected as clonal by the com-
parison methods. In order to solve this, a correction has been applied to the ASCAT output as follows:
if the difference in the estimated ploidy numbers of a pair is larger than 1.5, the sample with the largest
ploidy number is corrected downwards. This way of correcting gave satisfactory results as four out of
six validated clonal pairs were also classified as clonal by the comparison methods. No correction was
needed for the output of OncoSNP. However, the results showed that two pairs which were validated
as clonal, pairs FF-7 and FF-31B, were never recognized as clonal by any of the comparison methods
for both segmentation algorithms. Three additional experts were asked to judge these two pairs and
opinions regarding the clonality status varied. Therefore, these pairs appear to belong to a grey area:
the clonality status can not be reliably determined. The performance of the segmentation algorithms
and comparison methods were found to depend on two factors: the accuracy of the segmentation al-
gorithms and the distribution of the samples which are used in the independence distribution.

Given one of the two segmentation algorithms, each comparison method outputs a p-value for each
pair. In other words, two p-values are obtained for each pair. An attempt was made to combine the re-
sults of the comparison methods by means of using the harmonic mean p-value. The harmonic mean
p-value requires that each p-value gets assigned a specific weight. Two different approaches were
investigated for deriving the weights of the comparison methods: expert judgment and a power curve
simulation. However, both approaches did not produce satisfactory results. When expert judgment is
used to obtain the weights, the weights only hold for this dataset and can not be generally applied. If a
new dataset arises, expert judgment is again needed to derive the weights. The power curve simulation
is a general approach, but uses artificial pairs to determine the power of the comparison methods. As
long as the way in which the artificial pairs are constructed does not reflect reality, the weights resulting
from the power curve simulation are not realistic as well. Moreover, the choice of the harmonic mean
p-value may also be questioned as a downward effect is present: if one of the two p-values is small and
the other fairly large, the harmonic mean p-value is also small. This may result in more false positives
being included in the final output. Hence, the harmonic mean p-value did not seem like an appropriate
candidate.

Instead of choosing one segmentation algorithm and combining the results of the comparison methods
by means of a merging function, both segmentation algorithms are considered in the final model. This
is done to increase the sensitivity: if one segmentation algorithm makes a mistake in the segmentation
process, the other algorithm can still be used as a back-up. In order to come to a final verdict for each
pair, a decision tree has been designed which can be used by the oncologist. In the decision tree, all
four p-values resulting from the two segmentation algorithms and comparison methods are taken into
account. Each pair is assigned to one of the six different categories dependent on which p-values are
found to be significant. If, for example, all four p-values of a pair are significant, the pair is with high like-
lihood of clonal origin. For some categories in the decision tree extra expert opinion is required before
a final verdict can be made. The decision tree was tested on the 23 fresh frozen pairs and satisfactory
results were found. The four pairs for which a concordant clonal judgment was obtained also belong to
the clonal category of the decision tree. Next to that, there are two pairs for which the clonality status
can not be determined by the decision tree as the primary and secondary tumor both contain too many
normal states. As the number of aberrant events is small for both tumors, a conclusion about whether
the pair is clonal or not can not be derived. Of the 23 pairs, seven belonged to a category for which
extra expert opinion is required. These seven pairs were all judged as independent by the experts.
The two ambiguous pairs, FF-7 and FF-31B, belonged to the independent category.

For 18 of the 23 pairs, both the decision tree results and clinical assessments were available. A discor-
dance between the clinical judgment and the decision tree was found in three of the 18 pairs (16.7%),
which is lower than the 35% discordance found in [5]. Cohen’s kappa coefficient showed that the re-
sults of the decision tree were in moderate agreement with the clinical assessments (k = 0.47). The
decision tree proved to have a higher sensitivity than the clinical evaluation. However, a downside of
the decision tree is that the model is not capable to detect clonality when the secondary tumor shows
many more aberrant events than the primary tumor even though the aberrant events in the primary
tumor are also present in the secondary tumor. This occurred for one of the two ambiguous pairs: FF-7
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was labeled as independent by the decision tree, while the clinic regarded the pair as clonal. Therefore,
until the ambiguous pairs can be accurately classified, both clinical assessment and molecular features
need to be taken into account when determining if a secondary tumor is of clonal origin or not.



Conclusion and discussion

This chapter concludes the thesis and gives recommendations for future research.

8.1. Conclusion

The objective of this thesis is to develop a more advanced classification model that can identify whether
a contralateral breast cancer pair is of clonal origin or independent based on the DNA profiles of the two
tumors. In this research, the DNA profiles were generated by means of SNP arrays. Given this data,
two segmentation algorithms and two comparison methods have been investigated. Both comparison
methods are permutation methods which test the hypothesis of independence against the clonality
hypothesis. A p-value, which reflects the probability that the pair is clonal, is computed by means of
comparing the comparison score to the scores in the independence distribution. If the p-value of the
comparison score is below a defined significance level, the pair is labeled as clonal by the comparison
method.

The final model, where a decision tree is applied on the four p-values to come to a definite conclu-
sion about the clonal status of a pair, demonstrated promising results for the 23 fresh frozen pairs.
All of the four pairs unanimously validated as clonal by the experts were assigned to category 1. For
seven out of 23 fresh frozen pairs, expert opinion is needed for a final call, two pairs showed too few
events to make a call, while the remaining 14 pairs would not need additional input. If the expert calls
reflect the true clonal status, four patients would receive a different therapy than was given for their
primary tumor. If the current results hold for larger cohorts, it may be that only category 1 pairs would
be a candidate for alternate therapy while the oncologist can use standard-of-care criteria to treat the
patients with tumors in the other categories.

The decision tree showed to have a higher sensitivity than the clinical assessments of the 23 pairs.
Moreover, the model is more advanced than already existing models. Since both the LRR and BAF
data are considered in the segmentation process, CN-LOH events can be discriminated from normal
regions. Next to that, gain and loss regions are allowed to occur on the same chromosome arm so that
a more comprehensive comparison of what has happened on the genome can be performed. Binning
the SNPs together smooths out possible errors made by the segmentation algorithm. In summary, the
final model appears to be suitable to use in practice. Furthermore, the model is not restricted to con-
tralateral breast cancer pairs: it is also applicable when the secondary tumor arose in a different organ
such as the lungs or the brain. However, as the model struggles to detect clonality in the ambiguous
pairs, it is advised, until more clarity regarding the clonal status of the ambiguous pairs is obtained,
to incorporate both the decision tree results and clinical assessments when determining the clonality
status of a pair.

8.2. Recommendations for future research

The model has been tested on 23 fresh frozen pairs, but not yet on FFPE pairs. The performance of
the model highly depends on the DNA quality of the samples. The DNA extracted from fresh frozen
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material is generally of high quality so that the segmentation algorithms can accurately determine the
aberrant copy number regions. As explained in Section 4.1, the DNA quality of FFPE tumor tissues
is generally lower than that of fresh frozen tumors due to formalin fixation. Since the DNA quality of
FFPE samples is lower, more noise is present in the raw data. As a consequence, the segmentation
algorithms may also struggle to determine the copy number aberrant regions. An experiment was con-
ducted with a small set of FFPE samples consisting of three tumors coming from the years 1996, 2003
and 2010 to investigate how the segmentation algorithms perform on FFPE data. The results of the
experiment showed that the segmentation algorithms perform decently on the FFPE samples, provided
that the DNA of the samples is restored using the correct DNA restoration kit before being analyzed on
the SNP array. A complete description of the experiment can be found in Appendix E. Unfortunately,
the set of FFPE samples was too small to assess the performance of the comparison methods. It is
therefore advised that the final model is also tested on a sufficiently large set of FFPE pairs. In the near
future, the Erasmus MC is planning to test the model on 24 FFPE pairs.

When more pairs are evaluated by the model, it has to be decided whether the set of new pairs is
to be defined as a new cohort or if the set of pairs is added to the already existing database. In the
latter case, more observations will be added to the independence distribution yielding more refined
p-values. Note that the probabilities in the Log LR need to be updated when the pairs are added to
the existing cohort as the Log LR may otherwise not be defined. For instance, if in the set of 23 pairs
the frequency of a loss in a certain bin is zero and if a loss occurs in this specific bin for a new pair,
using the frequencies of the 23 pairs would yield a logarithm of zero for this bin, which is equal to minus
infinity. As a consequence, the total log likelihood under both hypotheses will be minus infinity resulting
in a non-existent Log LR. Therefore, it is of importance to always update the frequencies of the different
events when extra pairs are included in the database. A downside of extending the existing database
is that the choice of the SNP array could cause problems. ASCAT can only be run without data of
matched normal tissue for specific SNP arrays, while OncoSNP is optimized for lllumina SNP arrays.
Next to that, some SNP arrays are constituted of less SNP positions. Since the SNPs are binned after
segmentation, the number of SNPs in each bin may be considerably less if a different array is used.
As explained in Section 4.1, a bin is only taken into account in the comparison methods if the number
of SNPs in the bin is at least 10. If a different SNP array is used for the additional pairs, the number of
bins on which the comparison is made may decrease. Even though the number of bins may be smaller,
the corresponding p-values of the extra pairs can still be computed. For this, the independence dis-
tribution needs to be evaluated only on the bins for which the extra pairs have more than 10 SNPs.
Nevertheless, as the comparison is done on less bins, the comparison scores may be less reliable.
Therefore, if the decision is made to add the new pairs to the already existing cohort, the SNP array
should be carefully chosen. In the most ideal case, additional samples are run on the same SNP array
as the existing samples in the database. If this is not possible, it is better to regard the set of pairs as a
new cohort. Another possibility would be to re-run the existing pairs on the new SNP chip but this can
only be done if the tissue samples of the existing pairs are available. More research about what would
be the most ideal decision regarding the extension of the model is required.

The possibility to combine the results of the comparison methods has been investigated by means
of applying the harmonic mean p-value. For this, the segmentation algorithm was assumed to be fixed,
i.e. either ASCAT or OncoSNP was used to segment the raw data profiles. The harmonic mean p-
value did not perform as desired since small p-values decreased the harmonic mean p-value leading
to more false positives being called by the model. Moreover, in Section 6.6.1 it became clear that the
sensitivity of the model is increased when both segmentation algorithms are incorporated in the model.
A suggestion for future research is to examine whether other merging functions can be applied on all
the four p-values together. In order to apply a merging function, each comparison method needs a
different weight. A power curve simulation can be employed to derive the weights for each comparison
method. However, the power curve simulation only produces reliable results if the way in which artifi-
cial pairs are constructed reflect reality. As long as this is unknown, the power curve simulation results
can not be applied. It is therefore desired that more research is conducted on how mutations arise in
secondary clonal tumors. How does a metastasis mutate from its primary tumor and at what rate?

Next to that, the current workflow in the power curve simulation makes use of an external dataset
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to determine the transition probabilities of going from one state to another. However, the distribution of
this external dataset does not match the distribution determined by the segmentation algorithms. This
is caused by the fact that the external dataset is segmented using a different segmentation algorithm
than the samples to which the mutations are applied. A more realistic power curve simulation result
may be obtained if the same segmentation algorithm is applied to both the external dataset as well as
the data to which the mutations are applied. More research to what extent this will contribute to a more
realistic output is needed.

Instead of combining the p-values of the comparison methods into one p-value, a decision tree has
been designed consisting of six categories. Each pair was assigned to one of the six categories de-
pendent on which p-values were found to be significant. The decision tree only took into account
when a pair had a p-value below 0.05, but not when the p-value was close to being significant, i.e.
p € (0.05,0.1). An idea for future research would be to extend the decision tree by also incorporating
whether a pair has a p-value that is close to being significant.

Currently, the model does not really incorporate prior knowledge regarding specific mutation regions
when computing the comparison scores. The entire genome is treated equally regarding the penal-
ization of discordant events. In breast cancer, specific chromosome arms are so-called hotspots for
copy number alterations, i.e. an aberrant event commonly arises on these arms. If, for example, a gain
occurs on a certain chromosome arm which is specific for breast cancer then this gain will, in case of
a metastasis, remain a gain with a high probability. If this is not the case, the discordant event should
be penalized more than discordant events on other chromosome arms. It is advised to examine how
prior knowledge can be included in the model.

The human in the loop plays a significant role in the decision tree. For three out of six categories,
additional expert opinion is required to come to a final conclusion. Next to that, the performance of
the current model depends on both the accuracy of the segmentation algorithms and the distribution
of the other samples in the cohort. In order to overcome both problems, it is recommended to explore
whether clonality can also be detected by means of artificial intelligence, such as deep learning models.
Given the raw data plots of the pairs, deep learning models may be capable to autonomously determine
whether a pair is of clonal origin, provided that they are trained on a sufficiently large training set. An
advantage of a deep learning model is that the classification of a pair does not depend on the distribu-
tion of the samples in the other cohort. Given a decent training set, the model attempts to find similar
features in the raw data of the two tumors. Deep learning models have been applied before on SNP
array data: [13] has developed a neural network that can detect copy number aberrant regions from
the LRR and BAF data. However, the reliability of this neural network can be questioned as it has been
trained on only 12 samples so far. A problem that arises when applying a deep learning model for this
purpose is the training set. How large should the training set be chosen to ensure that a reliable pre-
diction is obtained? The optimal size may depend on the type of deep learning model, i.e. structure of
the model, that is being chosen. Moreover, each pair in the training set should be validated as clonal or
independent. The reliability of the labels can be questioned if expert judgment has been used to assess
the clonality status of the pairs. Are the opinions of the experts trustworthy or not? More research re-
garding the applicability of deep learning models and how to obtain an adequate training set is required.

The experts have used the raw SNP array data to label the 23 fresh frozen pairs as either clonal or
independent. However, the clonality status of two pairs remained ambiguous: are these pairs clonal or
not? This shows that experts can not always validate a contralateral pair based on copy number data
alone. For future research it might be an idea to also incorporate additional information, such as the
somatic mutations occurring in the tumor driver genes of the two tumors. This might give the experts
more confidence in their judgment whether a pair is of clonal origin or not.

The final model considers only the copy number variations that have occurred on the genomes of
the two tumors to determine if a pair is clonal or not. In the same way as the experts, the model may be
extended by including additional molecular features of the two tumors such as the somatic mutations
that appear at specific tumor driver genes. Further research about which tumor driver genes to include
is needed.
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Both ambiguous pairs, pairs FF-7 and FF-31B, were not detected as clonal by any of the comparison
methods and thus assigned to the independence category by the decision tree. The reason why pair
FF-7 was not detected as clonal had to do with the fact that the raw data plot of the secondary tumor
showed more aberrant events than the primary tumor. However, the four aberrant events on the pri-
mary tumor did also occur in the secondary tumor which is a sign that the pair may be clonal. In order to
prevent pairs with many more aberrant events in the secondary tumor from falling in the independence
category, the model may be improved by using a smaller penalization in the comparison scores for
normal events in the primary and aberrant events in the secondary tumor. For instance, the penaliza-
tion factor for this combination of events can be lowered or not even penalized at all. The adapted Sl
can be easily modified to accomplish this. The penalization factor may also be dependent on the time
between the diagnosis of the primary and secondary tumor: the larger the time span, the smaller the
penalization factor. More sample pairs with such profiles are needed to determine the most optimal
penalization factor for the adapted Sl and to investigate how to properly penalize these events for the
Log LR.

The current model coarsens the copy numbers into four different states: loss, normal, CN-LOH and
gain. However, a distinction between a single loss and a double loss is not made in the model. If the
primary tumor has a double loss in a certain region and the secondary tumor has copy nhumber one in
the same region, the model states that this is a clonal event while in reality a double loss can never
go back to a single loss. A similar argument can be made for gain events: if the primary tumor has a
relatively high copy number, say 10, in a specific region and the secondary tumor has copy number 3
in the same region the model assigns this as a concordant event even though it is unlikely that copy
number 10 will go back to copy number 3 in case of a metastasis. Therefore, in order to improve the
sensitivity of the model it may be an idea to extend the number of states from four to six: double loss,
single loss, normal, CN-LOH, gain and high copy number gain. In order to make a distinction between
a gain and high copy number gain, a specific threshold x needs to be determined. If the copy number
of a SNP is larger than two but below x, the SNP is assigned as a gain, while for a copy number larger
than or equal to x, the SNP is a high copy number gain. The optimal value for x should be further
examined. When determining the optimal value for x, the maximum copy numbers that can arise in the
segmentation profiles need to be taken into account. In Section 3.4 it can be seen that the maximal
copy number which can be assigned by OncoSNP is equal to six. Therefore, if the threshold x is set to
seven or larger, a high copy number gain will never occur in the segmentation profiles of OncoSNP. It is
therefore advised that the threshold x is set smaller than or equal to six. Next to that, when the model is
expanded to six states, the comparison methods also need to be adapted so that certain combinations
of events are penalized more than others. For instance, a larger penalization in the adapted Sl should
be applied to discordant events for which a double loss occurs in the primary tumor as these are a sign
that the tumor is not of clonal origin.
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Derivation of the probabilities in the LR

The report has derived the probability of a concordant gain or loss used in the LR method. In this
appendix, the probabilities of the other indicators in the likelihood of the LR method are derived.

A.1. Two different events of which one is aberrant and one is nor-

mal

Two different events can by definition not be clonal. Therefore the probability of two different events of
which one is a normal and the other an aberrant event can only arise independently of one another.

Let's examine the probability that one tumor has a gain at chromosome arm i and the other tumor
is normal at the i-th chromosome arm. The other probabilities for this event are derived similarly.

The probability of a gain and normal occurring at chromosome arm i are by the law of total proba-
bility:

P(gain and normal at chr. arm i) P(gain and normal at chr. arm i|no clonal event)[P(no clonal event)
P(gain and normal at chr. arm i|clonal event)P(clonal event)

P(gain and normal at chr. arm i|no clonal event)P(no clonal event).

—+

The probability of no clonal event is equal to:

P(no clonal event on chr. arm i) = 1 — P(clonal event on chr. arm i)
= 1 —P(clonal gain on chr. arm i) — P(clonal loss on chr. arm i)
= 1—cpy; —cpai

This probability of a normal and a gain event on chromosome arm i given no clonal event is equal to:

P(gain and normal at pos. i|no clonal event) = 2P(gain at pos i|no clonal event) -
P(normal at pos i|no clonal event)
2(1 = c)pupsi
(1= cp1i — cp2i)?
Note that the 2 comes from the fact that a gain and normal can occur in two different ways: a gain in

the primary and a normal in the secondary or vice versa. This needs to be taken into account in the
probabilities as well. Putting everything together, it follows that:

2(1 — c)p1ipsi (
(1 —cpyi — cp2i)?
2(1 = c)p1ipsi
1—cpy —cpai

P(gain and normal at chromosome arm i) 1—cy; —cpyi)
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A.2. Two different aberrant events

The only possibility in which two different aberrant events can arise is when one tumor has a gain and
the other tumor a loss on chromosome arm i. The probability of a gain and a loss at chromosome arm
i is equal to the probability that the two aberrant events arose independently given no clonal event. In
other words:

P(gain and loss at chr. arm i|no clonal event)P(no clonal event).

The probability of a gain and a loss given no clonal event is equal to:

P(gain and a loss at chr. arm i|no clonal event) = 2P(indep. gain at pos i|no clonal event)
P(indep. loss at pos i|no clonal event)
2(1 = ¢)?pyip2i
(1 —cpy — cp2)?

Note again the factor 2 which is used in the probability as the loss and gain can occur in two different
settings as mentioned before. Putting everything together, the total probability equals

2(1 = ¢)*p1ip2i

P(gain and loss at chr. arm i) d—cp Do)’ (1 =i —cpyi)
— CP1i — CP2i

2(1- C)Zpu'pzi
1—cpy—cpyi

A.3. Two normal events

By the law of total probability, the probability of a concordant normal event is equal to the probability of
a clonal normal event plus the conditional probability that the two normal events arose independently
given that there was no initial clonal event.

Note that a concordant normal event is by definition not clonal, as only aberrant events are consid-
ered as possible clonal events. Therefore, the probability of a clonal normal event is equal to zero.

Next to that, the probability that two normal events arose independently at chromosome arm i given
that there was no clonal event is equal to:

P(concordant normal arose indep. at chr. arm i|no clonal event)P(no clonal event)

The first probability in the equation above is equal to:

P(indep. conc. normal at chr. arm i|no clonal event) = P(indep. normal|no clonal event)?
P(ind. normal at chr. arm i n no clonal event)
B P(no clonal event)

2
( D3i )
1—cpyi—cp2i)

2

D3i
—_— 1—cqy; —cpy;
<1 —cpy; — szi) ( 1i le)

P%i
1 —cpqi — cpa;

Putting everything together, it follows that:

P(concordant normal at chr. arm i)

>2



Wasserstein distance

The Wasserstein distance is a metric that describes the distance between two probability distributions P
and Q on a given metric space. Figure B.1 shows the probability density functions of three normal ran-
dom variables. In Figure B.1a, a normal distribution with mean -1 and variance 1 (black line) is plotted
together with a normal distribution having mean 0 and variance 1 (red line). Figure B.1b shows a nor-
mal distribution with mean -1 and variance 1 (black line) and a normal distribution having mean 4 and
variance 1 (blue line). Each probability distribution can be seen as a heap of dirt. The Wasserstein dis-
tance computes the distance between two probability distributions by intuitively answering the following
question: what is the minimal energy needed to turn one heap into the other? In other words, the metric
is the minimum so-called cost of turning one heap into the other which is defined as the amount of earth
that needs to be moved times the mean distance with which the earth has to be moved. Therefore, the
Wasserstein distance is also known as the Earth Mover’s distance.

Density
02
Density
02

0.1

0.0

(a) Two probability density functions: the black line corresponds to a (b) Two probability density functions: the black line corresponds to a
normal distribution with mean 1 and variance 1, the red line to a normal normal distribution with mean 1 and variance 1, the blue line to a normal
distribution with mean 0 and variance 1. distribution with mean 4 and variance 1.

Figure B.1: Three probability density functions of normal random variables.

Looking at Figure B.1, the black and the red line plotted in the left panel are located closer to one an-
other than the black and the blue line in the right panel. As a consequence, moving the black heap to the
red heap requires less energy than moving the black heap to the blue heap. Hence, the Wasserstein
distance between the distributions in Figure B.1a is smaller than the Wasserstein distance between the
distributions of Figure B.1b.

Let P and Q be two one-dimensional probability distributions defined on the same metric space. Define

I'(P, Q) as the set of all possible couplings (mappings) between P and Q, i.e. T'(P, Q) defines all possi-
bilities with which the masses between P and Q can be moved. The first order Wasserstein distance is
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defined as follows [37]:

WP,Q = dnf [ x=yldyGey)

jR 1B () — Fy ()| dx

1
fo 105 () = Qo (0)ld,

where F is the cumulative distribution function and Q the quantile function of the probability distribution.
Note that Q, (x) denotes the quantile function of the probability distribution Q.

In general, the p-th order Wasserstein distance is defined as:

1

p
= i - p
w0 = ot ([ w-srare)

1

( |15 —FQ(x)de)p

1

1 p
(fo 106 () — QQ(x)de) .

Note that the distributions P and Q are assumed to be continuous, but the Wasserstein distance can
also be defined for discrete distributions. In that case the Wasserstein distance becomes a sum over
all the possible values that the distributions P and Q can take:

1

WP, Q) = ) 1B - R |

XEX

where X is the union of the values on which P and Q are defined and F the cumulative distribution
function. The Wasserstein metric thus measures the distance between two probability distributions.

In order to apply the Wasserstein distance on the output of the segmentation algorithm, the output
needs to be converted into a probability distribution. The output for a pair of tumors consists of two
vectors of length N (number of bins) existing of the integers 1, 2, 3 and 4, where each number corre-
sponds to one of the four discretized states, i.e.:

50 = (509,589, ., s), k=12,

where si(k) is the state at bin i for tumor k, si(k) €{1,2,3,4}.

Given the vectors s for k = 1,2 the Wasserstein distance can be employed by constructing his-
tograms consisting of N bars where each bar corresponds to a bin and the height of each bar reflects
the state of the bin. Figure B.2 shows an example of two sequences consisting of six bins.
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Sequence 1 Sequence 2

Figure B.2: Two histograms reflecting the states (1,2,3,4) at N = 6 bins.

In Figure B.2 it can be seen that the first sequence consists of states (4,2, 3, 1, 2, 3), while the second
sequence equals (4,1,3,2,2,4). For each histogram, a cumulative distribution can be generated by
taking the cumulative sums of the states at the bins. Given the cumulative distributions, the Wasserstein
distance is defined as the sum of the absolute difference in the cumulative sums of the two sequences.

N
w = Z |cumsumi(s(1)) — Cumsumi(s(z))|,
i=1

where cumsum; is the cumulative sum until element i in the sequence. Note that this definition co-
incides with the definition of the discrete Wasserstein distance introduced above, where the set X is
equal to the N bins on which the two tumors are compared and the cumulative distributions are the
cumulative sums of the states at the bins.

In the example of Figure B.2, the cumulative sum of sequence 1 equals (4,6,9,10,12,15) and the
cumulative sum of sequence 2 equals (4,5, 8,10, 12, 16) so that the Wasserstein distance is equal to:

W =|4—4|+|6—5|+]|9—8|+|10— 10| + |12 — 12| + |15 — 16| = |0] + 1] + 1| + [0] + 0] + | — 1] = 3.

The Wasserstein distance thus computes the discrepancy in the two profiles by means of taking the
sum of the absolute difference in the cumulative sum of the two histograms which reflect the states of
the bins. It should be noted, however, that not all bins on the genome should be compared simultane-
ously as this could possibly give a misleading outcome. Instead, the Wasserstein distance needs to be
applied on the output per chromosome arm as the copy number changes between chromosome arms
are assumed to appear independently from one another. If the Wasserstein distance would be applied
on all the bins together, not taking into account the different chromosome arms, a larger Wasserstein
distance could arise even though the profiles might be quite similar therefore decreasing the perfor-
mance of the comparison method. Define

Nj
w; = Z [cumsum; (s™) — cumsum; (s®))|
i=1

as the Wasserstein distance for the comparison of two samples on chromosome arm j which consists
of N; bins. The total Wasserstein distance evaluated at all chromosome arms equals:

M
W= ZW,-,
=1

where M is the number of chromosome arms on which the two tumors are compared.

The Wasserstein distance is applied on this problem by means of transforming the states of the bins
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into a cumulative distribution, where the cumulative distribution is constructed by taking the cumulative
sum of the states. Note that, as explained in Section 4.4.3, the Wasserstein distance sometimes incor-
rectly assigns a lower score to a pair that has more differences. This has to do with the fact that the
total sum of the states is not the same for each tumor. In other words, the cumulative distribution is not
truly a cumulative distribution. In the example in Figure B.2, the total sum of sequence 1 is equal to
15, while the second sequence has a total sum of 16. As the Wasserstein distance demands that each
distribution has the same amount of mass, the Wasserstein distance as introduced above is not cor-
rectly defined. As a consequence, it incorrectly states that a pair with more differences is more clonal.
In order to solve this, a normalization may be applied. For this, the cumulative sums are divided by the
total sum of all the states. As a consequence, each vector will add up to 1 after normalization. How-
ever, normalizing the states is not a clever idea as the Wasserstein distance can produce misleading
outcomes. For example, consider the following two sequences:

(2,4,4,4,2) and (1,2,2,2,1).

When the sequences are normalized, i.e. each element is divided by the total sum of the states, the

following sequences occur:
2 4 4 4 2 12221
_l _I _) _l_ and _l _I _l _I_ .
<16 16" 16" 16 16) (8 8°8'8 8)

Applying the Wasserstein distance on these two sequences would result in a distance of zero, while
the sequences are obviously different from one another. Therefore, normalization is not recommended
for the Wasserstein distance.

Since the states do not add up to the same number for each tumor and normalization can not be
applied as well, it can be concluded that a true cumulative distribution can not be constructed. Hence,
the Wasserstein distance can not be applied for this purpose.



Scoring functions

This appendix introduces several scoring functions that may be applied to determine the performance
of the comparison methods. For each judgment, the experts also provided a certainty quantification,
i.e. how certain are they that their judgment is correct. If, for example, the certainty quantification of
a pair is equal to 0.8 and the pair is labeled as clonal, then the expert is 80% certain that this pair is
clonal. As each expert provides a certainty quantification for each pair, the certainty quantifications are
averaged to come to a final estimate. Five different scoring functions have been investigated:

1.

Score 1: equals 1 for a pair if the comparison method and expert judgment agree (both state that
the pair is clonal or both state the pair is not clonal) and -1 if there is disagreement.

Score 2: is a weighted average of score 1. The certainty quantifications of the two experts are
averaged and incorporated in the score as follows: if ¢; is the average certainty of the judgment
of pair j, then score 2 of pair j, scoref equals: score? = cjscore}. For example, if the average
certainty for a pair is equal to 0.7 and the pair is incorrectly labeled, score 2 will equal -0.7.

Score 3: is similar to score 1, but also considers if a p-value is close to being significant. If a pair
is incorrectly classified as not clonal, but the p-value is below 0.1 the score of the pair increases
from -1 to -0.5. On the other hand, if a pair is correctly classified as not clonal but the p-value is
below 0.1 the score decreases from 1 to 0.5.

Score 4 is a weighted average of score 3 in the same way as score 2 where the average certainty
quantification is incorporated as well. For example, if a pair with certainty quantification 0.8 is
incorrectly labeled as not clonal but the p-value is below 0.1, the score of the pair is equal to
—-0.5-0.8=-04.

Score 5: is equal to the total number of clonal pairs correctly detected by the comparison method.
If the p-value of a clonal pair is below 0.05, a score of 1 is applied. If the p-value of a clonal pair is
within the interval (0.05, 0.1), the pair is assigned a score of 0.5. A score of 0 is given to a clonal
pair if the p-value is above 0.1. The correctness of the classification of the non-clonal pairs are
not considered in score 5.
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Scores of the 23 fresh frozen pairs

This appendix shows the scores and p-values of the comparison methods for the 23 fresh frozen pairs
which were used as input for the decision tree. The coloring of the pairs reflects whether the pair was
judged as clonal (green), independent (red) or ambiguous (black) by the experts. If the p-value of the

comparison score is below 0.05, the cell is colored green.

Pair Log LR | p-value Log LR | Adapted S| | p-value Adapted SlI
FF-2 | 0.9352 0.1180 0.6462 i
FF-5 | 1.1674 0.6128 0.2939 0.2029
FF-6 | 0.8445 0.0757 0.7495
FF-7 | 1.0666 0.3575 0.1408
FF-10 ] 0.8162 0.6949
FF-11 | 0.9642
FF-13 | 1.0273 0.2961 0.2493 0.2588
FF-14 | 1.1593 0.5983 0.1082 0.6211
FF-17 ] 0.9478 0.1325 0.2150 0.3292
FF-18 | 1.1803 0.6418 0.2818 0.2153
FF-19 | 0.8549
FF-20 | 0.6455 0.9954
FF-23 | 1.1607
FF-25 ] 0.7807
FF-27 | 1.0127
FF-29 | 1.0472 0.3478 0.4882 0.0642
FF-30 | 0.9041 0.0807 0.2023 0.3582
FF-37A7[0.8002 0.8412
FF-31B | 1.2487 0.8841 0.1285
FF-32 | 0.9621 0.1594 0.6188
FF-33 | 1.2555 0.9068 0.0022 0.9752
FF-35 | 0.8727 0.1233 0.5756
FF-36 | 0.9354 0.1180 0.3170 0.1636

Table D.1: Scores and p-values of the comparison methods using ASCAT where the segmentation output is corrected as
described in Section 6.2.4.
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100 D. Scores of the 23 fresh frozen pairs
Pair Log LR | p-value Log LR | Adapted S| | p-value Adapted Sl
FF-2 1.1928 0.6687 0.1983 0.3478
FF-5 1.0545 0.3395 0.4280 0.0745
FF-6 0.8647 0.1538 0.4617
FF-7 1.1468 0.5445 0.1717 0.4182

FF-10 | 0.9377 0.1284 0.4775

FF-11 | 0.9815 0.2153 0.5292

FF-13 | 0.9615 0.1698 0.1687 0.4244

FF-14 | 1.0854 0.4120 0.3766 0.1180

FF-17 | 0.9193 0.0932 0.1047 0.6211

FF-18 | 1.2078 0.7122 0.2546 0.2505

FF-19 | 0.8406 0.1549 0.4555

FF-20 | 0.6621 1.0000

FF-23_| 10750
FF-25 | 0.8627

FF-27 | 1.0142

FF-29 | 1.0448

FF-30_| 0.9398
FF-31A | 0.7812 0.8404

FF-31B | 1.2429 0.8923 0.1159 0.5797

FF-32 | 1.1239 0.4824 0.3427 0.1408

FF-33 | 1.1557 0.5673 0.0033 0.9296

FF-35 | 0.9620 0.1698 0.1120 0.5921

FF-36 | 0.8621 [/ 700166 | 0.4159 0.0911

Table D.2: Scores and p-values of the comparison methods using OncoSNP.



Formalin-Fixed Paraffin-Embedded data

An experiment with a small set of FFPE samples was conducted to discover whether the segmentation
algorithms can also be applied on FFPE data. For this, three different tumors coming from the years
1996, 2003 and 2010 were used. The DNA of each tumor was isolated using three different isolation
methods which are encoded as 3, 5 and 8 respectively. For instance, tumor 310 corresponds to the
tumor from 2010 where the DNA isolation method encoded as 3 was used to isolate the DNA. The
FFPE dataset consists of 9 samples in total.

Before the DNA is run on the SNP chip, the quality of the DNA is increased using a DNA restora-
tion kit. It is important to choose the correct DNA restoration kit to ensure that the data is of sufficient
quality. The first restoration kit which was applied to the DNA of the samples was the NEBNext restora-
tion kit. This kit unfortunately did not produce desirable results: the LRR and BAF plots still showed too
much noise. In other words, the profiles were still too noisy making it impossible for the segmentation
algorithms to determine the copy number aberrant regions. In order to solve this, a second, more ex-
pensive DNA restoration kit, the lllumina FFPE QC and DNA kit, was used on the DNA of the samples.
This restoration kit improved the DNA quality of the samples significantly as the resulting raw data pro-
files were less noisy and showed more clear patterns. Note that the 9 FFPE samples were analyzed
on the lllumina GSA v3 chip for both restoration kits.

Figure E.1 shows the raw data plots of tumor 510 before and after DNA restoration, where the DNA
was restored with the lllumina kit. Tumor 510 comes from 2010 and its DNA is isolated using the DNA
isolation method which is encoded as 5.
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(b) Raw data profile (LRR and BAF values) of tumor 510 (tumor coming
from 2010, DNA isolation method encoded as 5) whose DNA was
restored using the lllumina FFPE QC and DNA restoration kit.

(a) Raw data profile (LRR and BAF values) of tumor 510 (tumor coming
from 2010, DNA isolation method encoded as 5) before DNA restoration.

Figure E.1: Raw data plots of tumor 510 (tumor coming from 2010, DNA isolation method encoded as 5) whose DNA was
restored with the NEBNext (left panel) and the lllumina FFPE QC and DNA (right panel) restoration kits.

Comparing the two plots in Figure E.1, it can be seen that after DNA restoration, a clearer pattern be-
comes visible in the BAF plot and less noise appears to be present in the LRR data. However, even
after DNA restoration, the raw data profiles of the FFPE data still show much more noise than the raw
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data profiles of fresh frozen samples. Nevertheless, by means of applying the correct DNA restoration
kit the amount of noise in the raw data can be significantly reduced so that the segmentation algorithms
may still be applied.

Even though the Illumina restoration kit improves the DNA quality, the LRR data does not show clear
peaks in Figure E.1b. It may therefore be questioned whether the segmentation algorithms are capable
to reliably determine aberrant copy number events from the raw data. Gains are generally discernible
from the BAF plots: if a region has more than three bands in the BAF plot, then it is highly likely that
a gain has occurred in the region. The main problem for the segmentation algorithms lies in discrimi-
nating loss regions from CN-LOH regions [17]. For both events, the BAF values center around 0 and
1, but for a loss region the LRR data lies significantly lower than for a CN-LOH region. If the LRR data
shows a flat profile, the segmentation algorithm may incorrectly detect a loss as a CN-LOH region or
the other way around.

ASCAT was applied on the 9 lllumina restored FFPE samples. Of the 9 samples, 4 samples had a
goodness of fit below 80%. These samples included all three samples from 1996 and sample 310.
Note that sample 310 had one of the highest genotype call rates in GenomeStudio. This shows that a
high call rate does not necessarily imply that ASCAT can construct a segmentation profile. When the
minimal goodness of fit was lowered to 70%, an ASCAT profile could be constructed for all the failed
samples. However, the sunrise plots of the samples coming from 1996 did not show clear minima. As a
result, the estimated ploidies of the three samples from 1996 were completely different: a ploidy of 1.68
was found for sample 396, a ploidy of 3.82 for sample 596 and sample 896 had a ploidy of 2.49. In the
most ideal case, the three ploidy numbers coming from the same tumor are similar. For instance, the
estimated ploidy numbers for samples 303, 503 and 803 are 2.13, 2.18 and 2.11 respectively. Note that
the estimated ploidy number of sample 310 was completely different than the estimated ploidy numbers
of samples 510 and 810. This indicates that the segmentation profiles of samples with a goodness of
below 80% are less reliable and should therefore be interpreted with care.

As the LRR data shows a relatively flat profile, it can be questioned whether ASCAT can detect copy
number aberrant events from the raw data. In order to examine this, the LRR data was smoothed using
a moving average approach. For each chromosome arm, a window containing 25 SNPs was moved
over the LRR data and the average of each window computed, i.e. the first window consists of SNPs
1 to 25, the second window of SNPs 2 to 26 etc. Note that the BAF data can not be smoothed using a
moving average approach as the structure will be lost. By means of smoothing the LRR data, gain and
loss peaks will become more apparent and can be used to determine whether ASCAT can recognize
copy number aberrant events from the data. Figure E.2 shows the LRR data of tumor 510 before and
after smoothing.
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Figure E.2: LRR data of tumor 510 before (top) and after (bottom) smoothing by means of using a moving average window
approach.
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Given the smoothed LRR data and original BAF data, the performance of ASCAT can be examined for
each sample by means of testing whether the algorithm can detect copy number zero and high copy
number regions. Copy number zero regions are characterized by very low LRR values and BAF data
that can range anywhere from 0 to 1. For example, the smoothed LRR data of tumor 510 in Figure
E.2 shows that a double loss occurs at chromosomes 13 and 17. High copy number regions can be
detected by high LRR values and multiple bands in the BAF plot. The smoothed LRR data of tumor
510 shows high copy number regions on chromosomes 2, 3, 15 and 19.

The copy number zero and high copy number regions are used as a guideline to determine the perfor-
mance of ASCAT. For this, only the FFPE samples which have a goodness of fit above 80% are used.
Mixed performances were found: for some samples the copy number zero and high copy number re-
gions were almost always detected by ASCAT while for other samples ASCAT sometimes failed to
recognize these regions. Figure E.3 shows the smoothed LRR data, original BAF data and the ASCAT
profile of sample 810 for which the performance of ASCAT was not that good.
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Figure E.3: LRR data (smoothed), BAF data and ASCAT profile of sample 810.

The raw data of tumor 810 shows that there are two clear copy number zero regions: one at chro-
mosome 13 and one at chromosome 17. ASCAT manages to detect the copy number zero region at
chromosome 17, but assigns copy number one for the region on chromosome 13. Next to that, the
high copy number region on chromosome 15 is not observed by ASCAT. For other samples, on the
other hand, ASCAT performed very well. Similar results were obtained for OncoSNP. However, the
raw data may be misleading as well: smoothing the LRR gives an indication of where gains and losses
have occurred but this is not always the ground truth. Therefore, we should be careful with judging the
performances of the segmentation algorithms.

As mentioned in [17], the main problem when segmenting the profiles of FFPE samples lies in the
fact that loss and CN-LOH regions are hard to differentiate from one another. In this dataset, both loss
and CN-LOH events did not occur that often. As aresult, it is hard to tell whether ASCAT or OncoSNP is
capable to discern between the two events. Hence, a conclusion about this matter can not be derived.
Nevertheless, this fact should be taken into account when the model is being tested on real FFPE pairs.

In order to test the comparison methods, two “pairs” can be constructed by means of pairing sam-
ples coming from the same tumor. For example, tumors 303 and 503 and 510 and 810 can be paired
with one another. Moreover, two independent pairs can also be constructed by pairing different tumors
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from the same DNA isolation method with one another, e.g. tumor 310 and 396 can be paired. A small
test was run with 4 pairs of which two were “clonal’, i.e. coming from the same tumor, and two were
independent. The clonal pairs were found to have the smallest scores for both comparison methods,
but the p-values were far from significant using a 0.05 significance level. This has to do with the fact
that the sample size is just too small to get a significant p-value. Next to that, the small sample size also
causes dependent observations to be introduced in the independence distribution as samples coming
from the same patients are compared. For instance, the comparison score of samples 510 and 310
can be included in the independence distribution, even though the two samples are coming from the
same tumor. This yields more extreme observations in the independence distribution so that the p-
value increases as well.

In conclusion, the segmentation algorithms appear to perform decently on the FFPE samples pro-
vided that the correct DNA restoration kit is used. As the dataset does not consist of any pairs and is
too small to form artificial pairs, the performance of the comparison methods remains to be tested.
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