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Glossary of Key Terms

Resilience Resilience refers to the capacity of a transport system to withstand disruptions and recover
functionality afterward, understood as an evolving trajectory spanning disruption and recovery
stages[1].

Disaster A disaster refers to a natural hazard event, such as an earthquake, flood, or landslide, that
causes physical damage to road infrastructure and disrupts road network functionality[2].

Road Recovery Practice Road recovery practice refers to the practical methods, processes, and judg-
ments adopted by practitioners in post-disaster road recovery decision-making contexts[3].

Road Recovery Decision Road recovery decisions refer to the judgments and choices made by re-
sponsible road authorities to assess damage, prioritise repair actions, and allocate resources for
the reconstruction of damaged road infrastructure following a disaster event[3].

Recovery Strategies Recovery strategies refer to alternative approaches for restoring failed road seg-
ments that reflect different prioritisation principles, such as targeting highly connected nodes or
restoring globally central links[1]. In this research, these strategies are predefined and adopted
without modification.

Recovery Planning Recovery planning is defined as the process of determining the sequence in which
damaged road links are restored under resource and time constraints[1].

Restoration Schedules Restoration schedules refer to the sequencing and timing plans that deter-
mine the order and allocation of resources for repairing damaged road infrastructure following a
disaster.

Road Recovery Implementation Road recovery implementation refers to the actual execution of post-
disaster road recovery plans by operational actors and responsible authorities to restore road
network accessibility.

Recovery Process The recovery process refers to the dynamic, stage-by-stage restoration of a road
network’s functionality following a disaster, in which priorities, resources, and network conditions
evolve over time[1][4].

Performance metric A performance metric expresses the value of a network measure in a given re-
covery state as a fraction of its pre-disruption value (P = M(G(t))/M(G)), so that it ranges
over [0, 1], with 1 denoting full pre-disruption performance. Each of the four simulation criteria
(operational efficiency, accessibility, spatial equity, and connectivity) is expressed in this relative,
dimensionless form so that they share a common scale.

Recovery trajectory The sequence of performance-metric values P (t) traced by a criterion as the
network is progressively restored, from the disrupted state toward full recovery.

Deviation score A cost-type summary of a recovery trajectory within a recovery stage, computed as
the area between the trajectory and the line of full recovery, normalised by the width of the stage
window (area-above-the-curve, AAC) and clipped to [0, 1]. Clipping bounds the small fraction of
values that fall outside this range, which can arise when a metric temporarily exceeds its pre-
disruption level. Lower values indicate faster and more complete recovery within that stage.

Normalised score A deviation score rescaled across the competing strategies within a given sce-
nario using max–min cost normalisation, giving a benefit-type score in [0, 1] where 1 is the best-
performing strategy on that criterion.

Decision matrix The table that serves as the input to the SAW aggregation, with the six recovery
strategies as rows and the four criteria as columns. Its entries are the normalised scores rij , and
a separate decision matrix is formed for each city, damage level, and recovery stage.

vi
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Composite score The Simple AdditiveWeighting (SAW) sum of a strategy’s normalised scores across
the criteria, weighted by the stakeholder criterion weights (Sj =

∑
i wi rij). Higher composite

scores indicate more preferred strategies.

Relationship between key terms. The terms above are closely related but refer to different aspects
of post-disaster road recovery in this thesis. Road recovery practice describes the broader practi-
cal context in which recovery takes place. Within this context, road recovery decisions concern the
choices made by responsible actors when assessing damage, setting priorities, and allocating re-
sources. These decisions inform recovery planning, which leads to restoration schedules that spec-
ify the sequence and timing of repair actions. Recovery strategies provide the prioritisation principles
used to guide these schedules. The execution of these schedules is referred to as road recovery imple-
mentation, while the overall dynamic development of restoration over time is described as the recovery
process.

Relationship between the evaluation measures. These measures form a single pipeline that con-
verts simulated network behaviour into a strategy ranking. For each criterion, the raw network measure
is first expressed relative to its pre-disruption value as a performance metric P (x), where x denotes
restoration progress. Tracking this metric over the restoration process forms a recovery trajectory.
Each trajectory is then summarised within a recovery window by a deviation score: the average gap
between the trajectory and the pre-disruption performance baseline, where this baseline corresponds
to P (x) = 1. The resulting deviation-score values are clipped to [0, 1] to handle occasional values
outside this range. Values below 0 can occur when a metric briefly exceeds its pre-disruption level,
while values above 1 can occur when the trajectory deviates more than the window range allows. This
is a cost-type quantity, so lower values are better. The deviation scores are then converted to nor-
malised scores through max–min cost normalisation across strategies, which reverses the direction
so that higher values are better. For each city, damage level, and recovery stage, these normalised
scores are arranged into a decision matrix with strategies as rows and criteria as columns. Finally, the
stakeholder weights are applied to this matrix to give a composite score per strategy, which is used
to rank the strategies. The single change of preference direction, from cost-type deviation scores to
benefit-type normalised scores, occurs at the normalisation step.



Summary

After a disaster, disruptions to the road network can slow emergency response, cut access to essential
services, and disrupt daily mobility, logistics, and the recovery of other infrastructure sectors. Because
resources, time, equipment, and personnel are limited, damaged roads cannot all be restored at once,
and decision-makers must decide which roads, or which type of recovery strategy, to prioritise. This
prioritisation is difficult, because recovery involves several competing objectives, different stakeholder
groupsmay hold different priorities, and these priorities may differ between the short-term and long-term
recovery contexts.

This study develops a stage-specific MCDA framework for comparing post-disaster road recovery
strategies. Road recovery has been studied through recovery sequencing, resilience indicators, stage-
dependent needs, stakeholder involvement, and MCDA-based decision support, but these strands are
rarely combined to compare recovery strategies. In particular, stakeholder priorities are seldom trans-
lated into criterion weights that rank predefined strategies, and short-term and long-term priorities are
seldom weighted separately. The framework closes this gap by deriving criterion weights separately for
each stakeholder group and recovery stage, and combining them with simulated strategy performance.

The framework has two streams that are developed separately and then combined. The stakeholder
stream uses the Best-Worst Method (BWM) to convert stakeholder judgements into criterion weights.
Respondents compared five resilience criteria, operational efficiency, access to critical facilities, access
to routine facilities, spatial equity, and connectivity, separately for a short-term temporary-repair context
and a long-term reconstruction context. Individual weights were aggregated within each stakeholder
group, and the eight groups were then combined with equal weight to obtain overall weights.

The simulation stream evaluates how each strategy performs. Five predefined centrality-based strate-
gies and one random baseline are compared under controlled 10% and 30% random link-failure sce-
narios. For every road network, a fixed share of road links is removed at random, and the damaged
links are then restored in the order defined by each strategy. Network performance is recalculated after
each restoration step, producing a recovery trajectory for every strategy and criterion. Each trajectory
is summarised into an area-above-curve deviation score, measured separately for a short-term and a
long-term recovery window, where lower values indicate smaller losses relative to the pre-disruption
baseline. Simple Additive Weighting (SAW) then combines the BWM criterion weights with the nor-
malised deviation scores, producing a composite score and a strategy ranking for each road network,
damage level, recovery-stage context, and stakeholder profile. The framework is demonstrated through
two applications: a cross-city, system-level analysis across many road networks, and a city-level appli-
cation in Delft that represents accessibility through facility-based measures.

The survey collected 115 responses, of which 61 were complete. After stage-specific consistency
screening, 56 valid short-term responses and 56 valid long-term responses were retained, and 51 re-
spondents provided valid weights in both contexts. The BWM results show a clear stage-dependent
pattern. In the short-term context, the three main stakeholder groups all place the highest weight on
access to critical facilities, at 0.442 for road users, 0.501 for the local community, and 0.374 for technical
experts. This points to a shared emphasis on critical access during temporary repair. In the long-term
context, the weights flatten and the highest-weighted criterion diverges across groups: access to crit-
ical facilities for road users (0.279), connectivity for the local community (0.227), and spatial equity for
technical experts (0.244). These long-term leads are small, since the weights are much more evenly
spread across the five criteria. Short-term priorities therefore concentrate on urgent access, while
long-term priorities are more evenly distributed and differ across groups, with no single criterion clearly
dominating.

A respondent-level analysis reinforces this pattern, using the 51 respondents with valid weights in both
contexts. Long-term top priorities are not simply the short-term second priority moved up: only 17.2% of
long-term first-ranked criteria were ranked second in the short-term context, while 67.2% were ranked
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third, fourth, or fifth. The long-term criterion rankings were therefore generally not simple continuations
of the short-term rankings.

In the cross-city, system-level analysis, betweenness is the most frequent first-ranked strategy for al-
most all stakeholder groups and both recovery contexts under the 10% damage level. Closeness
becomes most competitive under 30% damage, particularly in some long-term contexts. For techni-
cal experts in this condition, betweenness still leads at 48.4% of cities but closeness rises to 43.0%.
For the emergency-responder group, which has only two valid long-term responses and is reported
as exploratory, closeness has the largest first-ranked share. Betweenness is therefore the most fre-
quently first-ranked system-level strategy, while closeness becomes a conditional alternative in some
higher-damage, long-term contexts.

The influence of stakeholder-group differences on the rankings is moderate. A within-network compar-
ison shows that all eight stakeholder profiles produce the same first-ranked strategy in about 50% to
65% of cases. Stakeholder weights therefore do not always change the first-ranked strategy, but they
do change how far it leads.

The Delft case study applies the same framework at the city level. It separates accessibility into ac-
cess to critical facilities and access to routine facilities, using 58 mapped critical-facility nodes and 364
routine-facility nodes, whereas the cross-city analysis uses a single aggregate measure. Under this
more detailed representation, betweenness ranks first across the three main stakeholder groups, both
damage levels, and both recovery contexts, while closeness consistently ranks second.

The supplementary local checks in Delft show that the system-level ranking does not by itself describe
the selected origin-to-service outcomes examined in the local analysis. In a travel-time test from se-
lected residential origins to the nearest critical services, closeness produces shorter median travel
times than betweenness for all four service categories, emergency, medical, food, and water, under
30% damage at 30% restoration progress. These checks provide a road-user perspective rather than a
second five-criterion ranking. The first-ranked aggregate strategy may therefore not provide the short-
est travel times for every selected local trip.

The main contribution of this study is a stage-specific MCDA framework that brings stakeholder priori-
ties, recovery-stage contexts, and simulation-based recovery performance into a single procedure for
comparing recovery strategies, using BWM for stage- and group-specific weights and SAW to com-
bine them with strategy performance. As an early-stage decision-support layer, it lets decision-makers
compare different recovery-priority logics and see the trade-offs between competing objectives. More
broadly, the findings support evaluating short-term and long-term recovery contexts separately and
considering multiple stakeholder perspectives, because the relative importance of the criteria can differ
across contexts and groups.



1
Introduction

1.1. Background and problem context
Disasters can have lasting and cumulative impacts on infrastructure systems. According to UNDRR
and CRED, 7,348 major disaster events were recorded worldwide between 2000 and 2019, causing
approximately 1.23 million deaths, affecting 4.2 billion people, and generating about USD 2.97 trillion
in economic losses [5]. These impacts are shaped not only by the direct damage caused by a disaster,
but also by how quickly infrastructure systems can recover afterwards. Transport systems are central
to this process, because people, goods, repair crews, and emergency responders all depend on them
to move. As a result, how quickly transport is restored shapes the pace of the wider recovery [6].

Road networks are particularly important within this broader transport context. They connect residents
to work, schools, health care, food, and shelter, and they also support logistics, maintenance, and
emergency response [7], [8], [9]. At the same time, road infrastructure is spread widely across space
and is therefore exposed to natural hazards. A global multi-hazard risk assessment by Koks et al.
estimates that around 27% of global road and railway infrastructure is exposed to at least one natural
hazard [10]. When roads are damaged or blocked, the effects reach past the road network itself. The
recovery of other infrastructure sectors, including water and energy supply, can also slow down [6].

Restoring road networks repairs damaged infrastructure and re-establishes access between affected
communities and the services they depend on. The longer key road links stay out of service, the more
the costs build up through delayed trips and lost business activity [6], [11], [12]. Road recovery that
is both fast and well planned can therefore limit the wider social and economic impacts of a disaster.
However, recognising the importance of road recovery does not by itself determine where recovery
should begin.

1.2. Problem statement
A central challenge in post-disaster road recovery is deciding how repairs should be prioritised when
it is not possible to restore all damaged road links at once. This is especially important after disasters,
when several road links may be damaged or blocked while repair crews, equipment, budgets, and
reliable damage information are limited. Transport recovery guidance therefore stresses the need to
prioritise locations, damaged assets, and repair or reconstruction activities under limited resources [6].

For example, after a flood, a road authority may need to choose between reopening a major arterial
road and repairing a smaller local access road. Reopening the arterial may improve network-wide
traffic and freight movement, while repairing the local road may reconnect an isolated community to
a hospital or emergency shelter. Emergency responders may favour the local road in the short term,
whereas infrastructure managers may prefer the arterial because of its role in the wider network. This
example reflects a broader question in recovery planning, which is what should guide the order in
which damaged road links are restored. Which priority rule appears more suitable depends on the
criterion being emphasised, the recovery stage being considered, and the stakeholder perspective
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being represented.

Prioritisation is difficult because road recovery can pursue different objectives. One priority rule may be
preferred because it restores access to essential services quickly, while another may be preferred be-
cause it distributes recovery benefits more evenly across the network. These objectives do not always
lead to the same restoration order, so road recovery cannot be evaluated using a single performance
measure [1]. Recovery planning therefore involves trade-offs among several resilience criteria.

The prioritisation problem is also stage-dependent. In the short term, decisions focus on emergency
response, temporary access, evacuation, and the delivery of essential services. In the longer term, pri-
orities may shift towards durable reconstruction, routine accessibility, network efficiency, spatial equity,
and the recovery of normal travel patterns [13], [14]. The same priority rule may therefore be more
suitable in one recovery stage than in another.

Recovery priorities are also shaped by the stakeholders involved in, or affected by, the recovery pro-
cess. Post-disaster recovery usually involves several stakeholder groups with different responsibilities,
resources, and priorities, and coordinating actors with different objectives is a recurring practical chal-
lenge [15]. These differences matter because the same recovery objective may not carry equal impor-
tance for all groups. Emergency responders may place greater emphasis on access to critical facilities,
while infrastructure managers may focus more on the overall functioning of the road network.

Overall, post-disaster road recovery involves trade-offs among resilience criteria, recovery stages, and
stakeholder perspectives. In practice, these trade-offs are often handled through experience rather
than through formal decision-support tools [3]. In research, the importance of recovery criteria is often
predefined by researchers rather than elicited from stakeholders, and priorities are rarely elicited sepa-
rately for different recovery stages. As a result, existing evaluations rarely allow recovery strategies to
be compared transparently for a specific stakeholder group and recovery stage. Chapter 2 examines
this gap in more detail, and this thesis develops a framework to address it.

1.3. Research Aim and Questions
Building on this problem context, the aim of this thesis is to develop a stage-specific MCDA frame-
work for comparing post-disaster road recovery strategies. The Best-Worst Method is used to derive
stakeholder- and stage-specific criterion weights, and Simple Additive Weighting is used to combine
these weights with simulated strategy performance to produce recovery strategy rankings.

The main research question is:

How can post-disaster road recovery strategies be prioritised through a stage-specific MCDA
framework, given that resilience is multidimensional, stakeholders have different priorities,
and recovery decisions evolve over time?

This main question is addressed through four sub-questions:

1. How do stakeholder priorities for road-recovery resilience criteria differ across stakeholder groups
and recovery stages?

2. How can stakeholder-derived and stage-specific criterion weights be used to rank predefined road
recovery strategies based on simulated recovery performance?

3. How do the resulting strategy rankings vary across road networks, stakeholder groups, recovery
stages, and disruption levels in the cross-city, system-level analysis?

4. How do recovery strategies compare in a detailed city-level application, using Delft as a case
study?

Together, these sub-questions structure the framework developed in this thesis. The first establishes
the stakeholder-priority input by examining how criteria priorities differ across groups and recovery
stages. The second builds the core of the framework by combining these priorities with simulated
performance through BWM and SAW. The third applies the framework as a cross-city, system-level
analysis, and the fourth compares recovery strategies in a detailed city-level application, using Delft as
a case study.
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1.4. Research approach
This study follows a sequence that links stakeholder-priority elicitation to simulation-based strategy
evaluation. The literature review defines the decision context and supports the methodological choices
used in this setup, including the use of the Best-Worst Method for eliciting criterion weights, the distinc-
tion between stakeholder groups, and the definition of short-term and long-term recovery stages.

First, a stakeholder survey and the Best-Worst Method are used to derive criterion weights for differ-
ent stakeholder groups and recovery stages. Second, simulation-based indicators are used to mea-
sure how six predefined road recovery strategies perform on the resilience criteria. The weights are
then combined with the simulated performance indicators through Simple Additive Weighting to pro-
duce stakeholder- and stage-specific strategy rankings. Sensitivity and robustness analyses examine
whether the resulting weights and rankings depend on key methodological assumptions.

The framework is demonstrated through two applications at different spatial granularities. The cross-city
application examines how strategy rankings vary across road networks, disruption levels, stakeholder
groups, and recovery stages. The Delft application applies the same evaluation logic within one urban
network, where accessibility is represented through explicit facility destinations and supplemented by
local accessibility checks. Table 1.1 summarises the method and the output for each sub-question.

Table 1.1: Method and output for each sub-question.

Sub-question Method Output

SQ1. How do stakeholder priorities for road-
recovery resilience criteria differ across stake-
holder groups and recovery stages?

Stakeholder survey and
BWM

Stage- and group-
specific criterion weights
and their differences

SQ2. How can stakeholder-derived and stage-
specific criterion weights be used to rank pre-
defined road recovery strategies based on sim-
ulated recovery performance?

Simulation-based perfor-
mance evaluation and
SAW

A BWM-SAW procedure
for ranking recovery
strategies, forming the
core of the framework

SQ3. How do the resulting strategy rankings
vary across road networks, stakeholder groups,
recovery stages, and disruption levels in the
cross-city, system-level analysis?

Simulation and SAW
(cross-city)

Cross-city, system-level
ranking patterns

SQ4. How do recovery strategies compare in a
detailed city-level application, using Delft as a
case study?

Simulation, SAW, and
supplementary local
checks (Delft)

City-level strategy com-
parison, including local
accessibility differences

1.5. Research scope
Post-disaster road recovery can be studied at different levels of detail. Some studies represent it as
a scheduling or optimisation problem, sequencing damaged links or recovery projects under practical
constraints such as budget, crew capacity, and traffic assignment effects [16], [17]. This thesis works
at the level of strategy comparison.

The thesis does not model the governance process of post-disaster reconstruction, and it does not
produce an implementable repair schedule with costs, crews, and construction durations. Recovery
strategies are compared using simulated network performance together with stakeholder- and stage-
specific criterion weights. Stakeholders provide importance weights for the evaluation criteria, and they
do not evaluate or select the recovery strategies directly.

Six predefined road recovery strategies are used as controlled inputs to demonstrate the framework.
Five of them are centrality-based and one is a random baseline. They are adopted from the recovery
strategy set of Balakrishnan and Stokkink [1], and the reasons for using structure-based rules are set out
in Section 3.2.2. The framework itself does not depend on this particular set. Another set of candidate
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strategies could be compared in the same way, as long as their performance can be measured on the
same criteria. These strategies are fixed restoration rules for damaged road links, and the restoration
order does not change during a recovery simulation.

Short-term and long-term recovery are treated as two evaluation contexts. The study examines how
criterion weights and strategy rankings differ between them, and it does not model a decision process
that updates continuously over calendar time.

The framework is demonstrated through two applications at different spatial granularities:

• Cross-city application: multiple city networks are compared across disruption levels, stake-
holder groups, and recovery stages to identify broad ranking patterns.

• Delft application: a single urban network is examined in greater detail, with facility-based acces-
sibility measures used to examine more local recovery patterns.

The Delft case study complements the cross-city analysis with local detail. It is not a basis for drawing
general conclusions from a single city.

Within this scope, the simulated 10% and 30% disruption levels provide controlled conditions for com-
paring recovery strategies. They represent specified network disturbance settings rather than specific
hazard events. The cross-city findings should be interpreted within the city networks analysed here,
and under the disruption conditions and modelling assumptions of this study.

1.6. Scientific and practical relevance
Scientific relevance. The scientific contribution of this study is a stage-specific MCDA framework
for comparing predefined post-disaster road recovery strategies. Existing studies on road recovery
and transport resilience have often treated stakeholder priorities, recovery stages, and strategy com-
parison separately. This framework uses BWM to derive criterion weights by stakeholder group and
recovery stage, and uses SAW to combine these weights with simulation-based strategy performance.
Stakeholder priorities and recovery stages therefore become direct inputs to the quantitative evalua-
tion, allowing recovery strategies to be compared from the perspective of a given stakeholder group at
a given stage of recovery.

Practical relevance. In practical terms, this study supports the early comparison of post-disaster road
recovery strategies. It allows stakeholder priorities to be elicited separately for short-term and long-
term recovery, so that strategy evaluation does not rely on one fixed set of criterion weights across
the whole recovery process. The resulting rankings can help decision-makers screen and compare
different recovery-priority logics before more detailed planning is undertaken. The framework should
be used as a decision-support layer, and its results should be considered together with local accessibility
information and the actual damage conditions of the city concerned.

1.7. Thesis outline
The remainder of this thesis is organised as follows.

Chapter 2 reviews the literature on post-disaster road recovery, transport resilience, recovery stages,
stakeholder involvement, and MCDA methods, and identifies the gap that this study addresses.

Chapter 3 presents the stage-specific MCDA framework, including the definition of the decision prob-
lem, the stakeholder survey and BWM weight elicitation, the simulation-based evaluation of recovery
performance, the SAW aggregation, and the implementation of the framework at the cross-city and
Delft scales.

Chapter 4 presents the stakeholder-priority results and the cross-city, system-level strategy ranking
results, covering differences across stakeholder groups, recovery stages, and damage levels.

Chapter 5 presents the Delft city-level case study, which compares the recovery strategies in a single
urban network using a more detailed facility-based representation of accessibility and a set of supple-
mentary local checks.
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Chapter 6 discusses the meaning of the main findings, including the stage-dependent stakeholder pri-
orities, the strategy ranking patterns, and the relationship between system-level and local accessibility.

Chapter 7 answers the research questions, summarises the scientific and practical contributions of the
study, discusses the limitations, and outlines directions for future research.



2
Literature Review

2.1. Road recovery as a sequencing and prioritisation problem
Studies on post-disaster road and transportation-network recovery can be understood through two
related modelling logics. Bhatia et al. [18] distinguish between optimisation-based approaches, which
derive recovery sequences by optimising a specified objective function, and centrality-based recovery
approaches, which use network-topological measures to prioritise components. Positioned against this
distinction, the recovery strategies evaluated in this thesis are predefined centrality-based restoration
rules.

2.1.1. Optimisation-based recovery scheduling
Optimisation-based recovery studies formulate post-disaster road recovery as a scheduling, sequenc-
ing, or routing problem. In these models, the recovery order is derived by optimising a specified objec-
tive function under constraints such as repair resources, crew availability, damaged-link conditions, or
travel demand. The review by Almeida et al. [14] shows that this literature focuses mainly on models
for road repair and restoration activities, including the scheduling of restoration tasks and the routing
of repair crews.

Representative studies differ in their specific objectives and modelling assumptions. Zhang et al. [4]
model road-bridge network recovery by optimising restoration sequences with respect to resilience-
related performance indicators such as total recovery time and recovery rapidity. Kaviani et al. [19]
develop a multi-objective scheduling model for regional road networks, incorporating passenger and
freight traffic through indicators such as travel time and demand satisfaction. These studies show how
optimisation models can translate network disruption into a recovery schedule that is evaluated through
time-dependent network performance.

Other studies extend this optimisation logic by adding operational or contextual detail. Some models
focus on specific disruption contexts, such as snow-related road disruption [20], while others integrate
road recovery with emergency activities such as relief distribution [21]. Uncertainty in recovery times
or system conditions has also been incorporated into road recovery models [22].

2.1.2. Topology- and centrality-based recovery strategies
A second modelling logic uses network structure to define recovery priorities. Instead of deriving a
repair schedule through an optimisation model, topology- and centrality-based approaches rank dam-
aged components according to their structural importance in the network. Bhatia et al. [18] describe
this as a centrality-based recovery logic, in which measures such as degree, closeness, between-
ness, and eigenvector centrality are used to generate prioritisation sequences. They also note that
centrality-based approaches are intuitive and computationally efficient, but relatively static compared
with optimisation-based approaches that can be adjusted to specific objectives or damage patterns.

This centrality-based logic appears in road-network recovery studies as a way to generate repair se-
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quences from graph importance. Fan et al. [23] use a betweenness-centrality-based repair sequence as
a baseline method for post-disaster road network recovery. More directly, Balakrishnan and Stokkink [1]
define centrality-based recovery strategies by assigning priority scores to disrupted road links and
restoring them according to the resulting order.

The present thesis is positioned within this topology- and centrality-based branch. It evaluates a fixed
set of predefined recovery strategies instead of generating a new optimal repair schedule for each
disruption scenario. Its contribution lies in combining these simulated strategy performances with
stakeholder-derived criterion weights, so that the resulting rankings can be compared across stake-
holder groups, recovery stages, city networks, and disruption levels.

2.2. Resilience indicators for evaluating road recovery
Resilience indicators provide a way to quantify how transport networks are affected by disruption and
how they recover afterwards. In transport-infrastructure resilience literature, resilience metrics are used
to assess the capacity of transport networks to withstand and absorb damage, recover after disruption,
and adapt to future changes [24]. Such assessment requires a measure of infrastructure performance
and its recovery over a defined time horizon, because disruption is commonly represented as a loss of
functionality followed by gradual restoration [24]. In road-network recovery studies, this performance
can be represented through indicators such as recovery time and recovery rapidity [4], travel-time-
based performance [25], accessibility and unmet demand [26], and resilience indices derived from
performance recovery curves [23].

These indicators play different roles depending on how the recovery problem is formulated. In optimisation-
based studies, performance or resilience measures often enter the model as objective functions against
which recovery sequences or restoration plans are optimised. Gokalp et al. [25], for example, identify
repair sequences by minimising total system travel time over the repair horizon. Zhao and Zhang [26]
formulate restoration planning using total travel time and unmet demand as resilience measures in a
bi-objective optimisation framework. In the present thesis, the recovery strategies are predefined rather
than generated through optimisation. The role of resilience indicators is therefore to evaluate and rank
simulated strategy performance after the recovery sequences have been produced.

A key issue in resilience assessment is that different indicators make different aspects of recovery
visible. A single-dimensional measure, such as efficiency or connectivity, describes only one part of
network performance. The literature responds to this limitation with a wide range of indicator types. Ser-
dar et al. [27] show that transportation resilience studies span a wide range of indicator types, including
performance-based, connectivity, cost-based, statistical, and qualitative indicators. This variety points
to something broader than measurement choice alone. Road-infrastructure resilience itself involves
multiple dimensions, as Nickdoost et al. [28] show by representing it through technical, socioeconomic,
and geospatial factors. The choice of indicator therefore shapes which aspect of resilience is assessed
and which recovery outcomes are emphasised. For recovery strategy evaluation, this means that the
same strategy may appear more or less effective depending on the indicator used. For example, a
strategy assessed mainly through an aggregate efficiency indicator may be ranked highly because it
restores overall network performance quickly, while still leaving some areas with poor access, unevenly
distributed benefits, or weaker network connectedness.

Balakrishnan and Stokkink [1] demonstrate this problem by evaluating post-disaster road recovery
strategies across operational efficiency, accessibility, spatial equity, and connectivity. They show that
no single strategy performs best across all dimensions. They note, for example, that strategies aimed
at improving efficiency may fail to guarantee equitable access, while strategies that improve connect-
edness may compromise overall system efficiency. The same strategy can therefore lead to different
performance interpretations depending on the resilience dimension considered.

For the present thesis, these findings provide the basis for evaluating predefined recovery strategies
through multiple resilience criteria rather than through a single aggregate performance measure. This
multi-dimensional perspective allows the analysis to examine how strategy rankings change when dif-
ferent criteria are emphasised, and prepares the ground for incorporating stakeholder-derived criterion
weights in the later evaluation framework.
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2.3. Stage-dependent recovery dynamics
Beyond multi-dimensionality, post-disaster road recovery is widely recognised as a staged and time-
dependent decision process, in which recovery objectives, constraints, and performance concerns may
change over time [14]. This temporal characteristic has been treated in different ways across the
recovery modelling literature, with studies differing in how they define recovery stages and how they
connect these stages to evaluation criteria.

One common approach is to distinguish recovery stages by time scale, decision context, and interven-
tion type. Kaviani et al. [16] describe post-event recovery as consisting of three sequential periods,
namely a response recovery period lasting one to seven days (involving road closures, debris removal,
and traffic diversions), a short-term recovery period of weeks to months, and a long-term recovery pe-
riod focused on long-lasting reconstruction. Rey and Bar-Gera also distinguish short-term, mid-term,
and long-term challenges, but apply a substantially longer time scale to long-term recovery, defining it
as reconstruction scheduling over a planning horizon of around 12 to 24 months [17]. Other frameworks
further introduce a pre-disaster mitigation stage to capture preparedness and robustness considera-
tions [13]. These differences show that even when studies use similar terminology such as “long-term
recovery,” the underlying time scales and intervention types are not consistently defined.

Studies also differ in how stages are linked to evaluation criteria. Some studies explicitly change the
evaluation approach between stages. Zhang et al., for instance, assign different performance metrics
to different stages, using robustness-related metrics for pre-disaster mitigation, emergency accessibil-
ity metrics for emergency response, and traffic-flow efficiency metrics for long-term recovery [13]. Other
models acknowledgemultiple recovery periods conceptually but apply a common set of indicators within
a single modelled stage. For example, Kaviani et al. distinguish three post-event recovery periods in
their conceptual background, but their optimisation model focuses on long-term recovery scheduling
and evaluates network performance using two indicators, travel time resilience and demand satisfac-
tion resilience, applied across vehicle classes rather than across stages [16]. Still others restrict the
modelling scope to a single stage, most often long-term reconstruction, and use a single network-level
objective such as total network travel time [17].

Despite these differences, the reviewed studies share a common limitation in how recovery priorities
are determined across stages. Whether the same indicators are applied throughout the recovery pro-
cess or different indicators are assigned to different stages, the choice of indicators and their relative
importance is usually decided in advance by the researchers themselves, rather than elicited from stake-
holders involved in or affected by the recovery process. As a result, when stage-dependent priorities
are considered, they remain researcher-defined rather than stakeholder-derived.

2.4. Stakeholder involvement in recovery decision-making
The previous sections show that road recovery can be evaluated through multiple resilience criteria and
that the relevance of these criteria may change across recovery stages. In practice, however, these
criteria are not weighted in isolation. Their relative importance depends on the stakeholders involved
in recovery decisions, the responsibilities they hold, and the groups affected by disruption.

Post-disaster recovery involves multiple stakeholder groups whose roles, priorities, and influence are
not equal. Puri et al. [15] show that stakeholder-related challenges in post-disaster recovery commonly
arise through organisational management problems and limited community engagement. In organi-
sational terms, recovery may be weakened by poor coordination among actors with different goals,
leading to duplicated work and inefficient resource use. At the community level, affected groups may
have limited opportunities to participate in recovery decisions, and the perspectives of marginalised
groups may be overlooked.

These participation and coordination issues are further complicated by the fragmented nature of post-
disaster governance. Recovery activities are often distributed across multiple institutions operating
under separate mandates, legal frameworks, and responsibilities [29]. In road recovery, this fragmen-
tation can be seen in the aftermath of the Great East Japan Earthquake, where roads were restored
through the uncoordinated efforts of national, prefectural, municipal, and private actors, resulting in
disconnected road structures [30].
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Decision-making practice also affects how recovery considerations are incorporated. Interviews with
Australian practitioners involved in post-disaster road reconstruction show that social, economic, and
environmental considerations are recognised in recovery decisions. However, these considerations
are often incorporated through tacit knowledge, professional experience, and local knowledge, with
limited use of systematic prioritisation methods [3]. The same study identifies a need for a framework
that can validate current decision-making processes and support project prioritisation, while noting that
such a framework should account for local conditions and input from multiple stakeholders.

2.5. MCDA-based decision-making approaches
The previous section shows that post-disaster road recovery decisions involve multiple stakeholders,
competing priorities, and trade-offs that are not always represented through systematic evaluationmeth-
ods. A decision-support approach is therefore needed that can connect recovery criteria, stakeholder
priorities, and the performance of recovery alternatives. MCDA provides such a structure because it
evaluates alternatives against multiple criteria and incorporates preference information into the ranking
or selection process [31].

2.5.1. Road recovery as a multi-criteria decision problem
Road recovery can be interpreted as a multi-criteria decision problem because recovery strategies may
perform differently depending on which objective is emphasised. Transport-sector recovery guidance
identifies multiple recovery principles, including efficiency, equity and inclusiveness, access and mo-
bility, and risk mitigation [6]. These objectives are not always aligned, since efficiency, equity, access,
and risk mitigation can pull recovery priorities in different directions.

This multi-criteria nature is reinforced by resource constraints. Road network reconstruction requires
limited budgets, work crews, equipment, and implementation capacity, so recovery projects or dam-
aged links must be prioritised rather than restored simultaneously [17]. Together with the stakeholder
considerations discussed in Section 2.4, this means that recovery evaluation requires clear criteria,
stakeholder-based preference information, and a transparent way to combine criterion weights with
strategy performance.

2.5.2. MCDA applications and limitations in road and transport resilience
MCDA offers a natural fit for these requirements, and has already been applied across several re-
lated post-disaster and infrastructure contexts. In a broader reconstruction setting, Mohammadnazari
et al. [32] combine BWM-derived weights with multiple ranking methods to prioritise candidate recon-
struction projects. This demonstrates the relevance of MCDA for post-disaster prioritisation, although
the focus is on general construction projects rather than road recovery strategies.

Within road and transport resilience research, MCDA-related studies have more often been used to
assess resilience conditions or prioritise resilience indicators. Morshed et al. [33] use AHP to vali-
date an 8R resilience model for transportation infrastructure. In the context of flood resilience, Xu et
al. [34] combine Delphi consultation, ISM, and ANP to identify and prioritise indicators influencing road
network resilience to flooding. AHP-MCE is used by Mukesh et al. [35] to construct a Road Network
Resilience Index. These studies show how expert or stakeholder judgement can be translated into
criterion weights, but their evaluation targets are resilience indicators or infrastructure conditions rather
than alternative road recovery strategies.

A more directly relevant contribution is provided by Zamanifar and Hartmann [36], who examine trans-
portation network disaster recovery planning. They argue that the reliability of disaster recovery plan-
ning models depends on well-defined decision attributes, yet insufficient attention has been paid to
establishing tenable attribute sets for transportation network recovery. Their study responds by devel-
oping a structured MCDA framework to identify a defensible set of decision attributes for transportation
network recovery.

Taken together, these applications show that MCDA can support structured evaluation in disaster re-
covery and transport resilience contexts, but they leave several issues open for the present thesis.
First, preference information is often elicited from experts or decision-makers and aggregated into a
single set of weights, which limits the ability to compare priorities across stakeholder groups. Sec-
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ond, weights are usually derived once and applied uniformly, even though recovery priorities may differ
between short-term and long-term recovery stages. Third, many applications evaluate resilience con-
ditions, indicators, or projects, while the ranking of predefined road recovery strategies remains less
directly addressed. Addressing these issues requires a weighting method that can capture stakeholder-
and stage-specific priorities, an aggregation method that links these weights to strategy performance,
and performance data for the predefined recovery strategies.

2.5.3. Weighting, aggregation, and simulation-based performance data
This section addresses these requirements in turn, starting with the derivation of criterion weights. A
central step in MCDA is deriving criterion weights that represent the relative importance of evaluation
criteria. AHP and ANP are commonly used in road and transport resilience assessment [33], [34], [35].
Thesemethods provide structured ways to translate judgement into weights, but standard AHP requires
comparisons across all pairs of criteria, while ANP introduces additional complexity by allowing depen-
dence and feedback among criteria [34], [37]. BWM offers a more manageable alternative because
respondents compare all criteria with the most important and least important criteria. Rezaei [38] shows
that BWM requires fewer comparison data and can lead to more consistent comparisons than AHP.

Deriving weights is not sufficient on its own, since these weights must also be combined with alterna-
tive performance. Aggregation methods differ in their decision logic. ELECTRE and PROMETHEE are
outranking methods, while SAW and TOPSIS are value-function-based methods that generate scores
for alternatives [39], [40]. SAW calculates the value of an alternative as the weighted sum of its eval-
uation ratings [39]. This provides a direct link between criterion weights, alternative performance, and
final scores. SAW is also compensatory, meaning that weaker performance on one criterion can be
offset by stronger performance on another [40]. For this reason, SAW rankings should be interpreted
as rankings of overall weighted performance, not as evidence that a highly ranked strategy performs
well on every individual criterion.

The final component is the performance data used to describe each recovery strategy. The resulting
weights and aggregation method still require criterion values that indicate how each strategy performs
across the selected recovery criteria. MCDA can incorporate quantitative, qualitative, model-based,
or simulation-based indicators when evaluating alternatives [41]. Simulation outputs have been used
as criteria values in decision-support contexts. Scholten et al. [42] combine modelled outcomes of
water network rehabilitation strategies with preference-based weights to rank strategies under different
future scenarios. Bellsolà Olba et al. [43] use simulation outputs as criteria values within a SAW-based
evaluation of vessel traffic scenarios. These studies support the use of simulation-based performance
values as MCDA input when alternatives need to be compared across multiple criteria.

2.6. Conclusion of the literature review and research gap
Overall, the reviewed literature shows that post-disaster road recovery has been studied from sev-
eral complementary perspectives. In recovery modelling, damaged road links or recovery projects are
sequenced through optimisation-based or topology-based approaches. Transport resilience research
broadens the evaluation problem by measuring recovery performance through multiple indicators, in-
cluding efficiency, accessibility, equity, and connectivity. Across stage-dependent recovery studies, re-
covery objectives and evaluation criteria may change over time. The stakeholder and recovery-practice
literature further shows that prioritisation decisions are shaped by institutional responsibilities, coordi-
nation problems, local knowledge, and the priorities of different stakeholder groups. MCDA-based
approaches provide a structured way to connect evaluation criteria, preference information, and alter-
native performance.

At the same time, these perspectives remain only partly connected. Existing road recovery and re-
silience evaluation methods do not consistently incorporate stakeholder priorities directly when com-
paring recovery strategies across multiple criteria. Stage-dependent studies recognise that recovery
priorities may change over time, although the relative importance of criteria is often defined by re-
searchers rather than elicited from stakeholders. MCDA studies offer tools for weighting and ranking,
but existing applications in road and transport resilience have more often assessed resilience condi-
tions, indicators, or projects.
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This thesis addresses this gap by developing a stage-specific MCDA-based evaluation framework for
predefined post-disaster road recovery strategies. The framework consists of two main steps. First,
stakeholder judgements are elicited separately for the short-term and long-term recovery stages and
converted into criterion weights using the Best-Worst Method. Second, Simple Additive Weighting is
used to combine these weights with simulation-based performance scores and rank the predefined
recovery strategies across multiple resilience criteria. The next chapter develops this framework in full
and explains how the stakeholder weights and simulation-based performance scores are produced and
combined.



3
Methodology

This chapter presents the stage-specific MCDA framework used to compare post-disaster road recovery
strategies, and explains how it is implemented in this study. It first gives an overview of the framework
and distinguishes the framework itself from the inputs and cases used to demonstrate it. It then devel-
ops each component in turn, from the decision problem and the stakeholder survey to the Best-Worst
Method, the simulation-based performance evaluation, and the SAW combination step, before setting
out the two applications and the sensitivity and robustness analysis.

3.1. Overview of the stage-specific MCDA framework
This study uses a stage-specific MCDA framework to rank six post-disaster road recovery strategies
separately for the short-term and long-term recovery stages. The framework combines stakeholder
priorities with simulated recovery performance through Simple Additive Weighting (SAW). It is designed
to show how recovery strategy rankings change across different resilience criteria, stakeholder groups,
and recovery stages.

The framework consists of two parallel streams that are developed separately and then combined
in the SAW stage, as shown in Figure 3.1. The stakeholder stream derives criterion weights from
stakeholder judgements using the Best-Worst Method (BWM). Stakeholders compare the relative im-
portance of five recovery criteria separately for the short-term and long-term recovery stages, using the
survey described in Section 3.4. Their responses are screened for consistency and aggregated into
stakeholder-group and overall weights, following the procedure set out in Section 3.3. The output of
this stream is a set of stage-specific criterion weights.

The simulation stream derives performance scores from road-network recovery simulations, and is
described in Section 3.5. For each network and recovery strategy, edge importance scores are first
calculated according to the strategy-specific priority rule. A disruption is then imposed by removing
a subset of road links. Recovery then proceeds by restoring the damaged links according to the
edge-importance order defined by each strategy. After each restoration step, network performance
is recalculated, producing recovery trajectories for each strategy and criterion. These trajectories are
summarised into area-above-curve (AAC) deviation scores for the short-term and long-term recovery
windows. The output of this stream is a set of stage-specific performance scores for each strategy and
criterion.

The two streams are combined through SAW to produce composite scores and stage-specific recovery-
strategy rankings, as set out in Section 3.6. The main outputs of the framework are therefore the stage-
specific criterion weights, the stage-specific performance scores, the SAW composite scores, and the
recovery-strategy rankings.

12
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Figure 3.1: The stage-specific MCDA framework.

A distinction runs through the rest of this study between the framework itself and the inputs used to
demonstrate it. The framework specifies how criterion weights, recovery stages, candidate strategies,
and criterion-level performance are combined and compared to produce recovery-strategy rankings,
and it does not depend on a particular set of candidate strategies or a particular spatial granularity. In
this study, it is demonstrated using six predefined centrality-based strategies and random 10% and 30%
disruption scenarios, which serve as controlled inputs that allow the strategies to be evaluated under
consistent and comparable conditions. The same evaluation logic is applied at two spatial granularities,
a cross-city system-level analysis that uses aggregate graph-based measures to identify broad ranking
patterns across many networks, and a Delft city-level case study that uses more local data and adds
a set of supplementary local checks. These strategies and applications are demonstration choices
rather than fixed components of the framework, and the same framework could be applied to other
strategies, other cities, or other spatial granularities. The implementation details of the two applications
are described in Section 3.7.
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Figure 3.2: The two applications of the framework, differing in how accessibility is represented: aggregated
across cities, and facility-based in Delft.

3.2. MCDA Decision Problem Formulation
3.2.1. Decision Objective and Analytical Contexts
This section defines the components of the recovery strategy prioritisation problem used in the MCDA
framework: the recovery stages, candidate recovery strategies, evaluation criteria, and stakeholder
groups. These components define the alternatives to be ranked, the criteria used to evaluate them,
and the stakeholder perspectives through which the rankings are interpreted.

3.2.2. Recovery Strategies
This study evaluates six road recovery strategies, consisting of five centrality-based strategies and one
random recovery baseline. These strategies are adopted from the recovery strategy set of Balakrishnan
and Stokkink [1] and are used here because they are simple, reproducible, and transferable across
many road networks.

Structure-based priority rules are suitable for this study because they can be applied under the infor-
mation constraints of cross-city comparison. In practical recovery settings, predefined rules are often
used to rank asset needs under limited resources and incomplete information [44]. Optimisation-based
sequencing serves a different purpose: it can generate a locally implementable repair schedule, but it
depends on detailed inputs such as repair costs, resource availability, and operational constraints [18].
Such information is not consistently available across the more than two hundred networks examined
in this study. Moreover, the objective here is to compare how different restoration logics perform under
common simulation settings, rather than to optimise a repair programme for any single city. Structure-
based priorities are therefore better suited to the comparative purpose of the analysis.

The five centrality-based strategies reflect this structure-based logic in practice, with each strategy
representing a different assumption about what makes a damaged road link important for recovery.
Together, they cover global through-movement, attachment to highly connected nodes, local neigh-
bourhood importance, proximity to the rest of the network, and connection to other important links. The
random recovery strategy is included as a baseline, so that the added value of using network structure
to guide restoration can be assessed. This random recovery baseline is distinct from the random edge-
failure procedure used to generate disruption scenarios in the simulation dataset, which is described
in Section 3.5.

In the simulations, each strategy is implemented as a rule for ordering damaged links. For every
disrupted arc, the strategy computes a priority score, and all disrupted arcs are then sorted and restored
according to that score [1]. The strategies therefore differ only in how they define restoration priority,
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which allows their recovery consequences to be compared under the same disruption and evaluation
settings.

Betweenness centrality (B) prioritises arcs that lie on a high proportion of shortest paths between
node pairs in the network. These are the arterial links that carry much of the network’s through-
traffic, so restoring them early tends to improve network-wide travel performance.

Weighted degree centrality (D) ranks arcs by the centrality of the nodes they connect. The centrality
of a node is the sum of its incoming and outgoing links, and the centrality of an arc is the product
of the outgoing centrality of its origin node and the incoming centrality of its destination node. This
prioritises links that connect highly connected nodes.

Nearest-neighbour edge centrality (NN) evaluates each arc using only the strength of its adjacent
nodes and its own travel time. Because it relies on local neighbourhood information rather than
global structure, it is computationally cheaper than the global measures and is suited to time-
sensitive situations.

Closeness centrality (C) scores an arc by the average shortest-path distance of its incident vertices
to all other vertices in the network. This prioritises links attached to nodes that are central, in the
sense of being close to the rest of the network.

Eigenvector centrality (EV) scores an arc by the centrality of its adjacent arcs, defined through the
dominant eigenvector of the weighted edge-adjacency matrix. It gives higher priority to arcs
connected to other highly central arcs.

Random baseline (R) restores damaged arcs in a random order. Unlike the centrality-based strate-
gies, it does not use network structure or any performance-related importance, and it is included
as a reference against which the centrality-based strategies can be compared.

The strategies and the resilience criteria are not in one-to-one correspondence. The criteria defined
in Section 3.2.3 measure how the network performs as restoration proceeds, while the strategies only
determine which disrupted arcs are restored first. Because each centrality measure favours a different
type of network structure, different strategies can improve different criteria at different rates. This moti-
vates the multi-criteria ranking developed in this chapter, which compares the strategies across several
resilience criteria.

3.2.3. Evaluation Criteria
The evaluation criteria define the recovery outcomes against which the six strategies are compared.
They are derived from the multidimensional road-network recovery framework of Balakrishnan and
Stokkink [1], which evaluates recovery across operational efficiency, accessibility, spatial equity, and
connectivity. Because the accessibility dimension is separated into two criteria in the stakeholder sur-
vey, the survey contains five criteria while the cross-city simulation provides four metrics. This mapping
is explained where the accessibility dimension is introduced below and in the SAW criterion mapping
in Section 3.6.2.

These four simulation dimensions can be organised along a logic that moves from the state of the
network itself, to what the network means for people, and finally to how that meaning is distributed.

Operational efficiency and connectivity are concerned with the performance of the network structure
itself, without yet addressing who benefits from that performance. These structural measures matter
because they capture the direct, physical consequence of a recovery strategy on the network.

Accessibility shifts the focus from the network itself to its practical use for people. The transport sys-
tem matters because it connects the built environment with key community functions and services,
and accessibility-based indicators can reveal how disruption consequences differ across geographical
areas [45].

Spatial equity goes one step further, asking whether this overall accessibility is equally good every-
where. Infrastructure disruption and recovery outcomes may be unevenly distributed across places
and social groups, a concern that has received growing attention in infrastructure resilience research
[46]. These four dimensions therefore capture complementary recovery concerns, moving from net-
work structure, to its overall usefulness to people, to how that usefulness is distributed, rather than
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offering alternative measures of the same outcome.

Criteria and performance metrics
Operational efficiency. Operational efficiency reflects the ability of the road network to support move-
ment between locations during recovery. Following Balakrishnan and Stokkink [1], it is measured as
network efficiency based on inverse shortest-path travel times between node pairs. This calculation
is used for two reasons. First, it fits what operational efficiency is meant to capture and reflects an
established way of measuring network efficiency [47]. Shortest-path travel time is a direct measure of
how hard it is to move between two locations, so it matches the concept being evaluated. Second, the
metric can be recalculated at every stage of restoration, which makes it possible to track how efficiency
changes as the network recovers and to compare this across different strategies. In this study, the
metric should therefore be interpreted as graph-level movement efficiency, not as observed traffic flow
or demand-weighted travel performance.

Accessibility. Accessibility refers to how easily destinations can be reached through the road network.
In the cross-city simulation, accessibility is represented by a single aggregate graph-based metric. Fol-
lowing Balakrishnan and Stokkink [1], it is calculated as a closeness-weighted reachability measure,
where each destination’s pre-disruption closeness centrality is used as a proxy for the opportunities
available at that location. This metric is suitable for the cross-city analysis because it can be calculated
consistently across all city networks using only road-network data, without requiring local information
on hospitals, schools, shops, or other facilities.

This simulation metric should be distinguished from the stakeholder survey criteria. In the survey, ac-
cessibility is separated into two criteria: access to critical services and access to routine activities. This
separation reflects the idea that stakeholders may value emergency-related access and routine ac-
cess differently, especially across short-term and long-term recovery stages. However, the cross-city
dataset does not contain facility-specific destination data, so these two survey criteria are mapped to
the same aggregate accessibility metric in the cross-city SAW analysis. The Delft case study addresses
this limitation by calculating access to critical facilities and access to routine facilities separately using
local facility data.

Spatial equity. Spatial equity captures whether accessibility losses are evenly distributed or spatially
concentrated across the road network. For each disrupted state, accessibility is first computed for every
network node, and the spatial autocorrelation of these node-level accessibility values is then measured
usingMoran’s I with inverse-distance spatial weights [1]. Moran’s I is used because the equity question
is not only how much accessibility remains on average, but also whether low-accessibility outcomes
cluster in particular parts of the network. Since the unit of analysis is the network node, the measure
reflects how evenly accessibility is distributed across the road network’s structural components, not
across the people who live near them.

Connectivity. Connectivity refers to the extent to which the local structure of the road network remains
interconnected after a disruption. It is measured as the average local directed clustering coefficient
across all nodes, following Fagiolo [48]. This measure is used because road networks in this study
are represented as directed graphs, and local clustering captures whether neighbouring links remain
mutually connected as damage and recovery progress. In this study, connectivity therefore reflects
how well small clusters of road links stay locally connected to each other during recovery.

Together, these evaluation dimensions and performance metrics define how the six recovery strategies
are assessed. The processing steps used to convert the simulation outputs into strategy-level perfor-
mance scores are described in Section 3.5. A worked example is provided in Section C.1 to illustrate
how operational efficiency, accessibility, spatial equity, and connectivity are calculated.

3.2.4. Recovery Stages
Post-disaster road network recovery is widely recognised as a staged process, because recovery pri-
orities, feasible interventions, and decision constraints change over time after a disaster. Reflecting
this dynamic nature, researchers and practitioners commonly distinguish between short-term and long-
term recovery phases [14], [49]. These phases involve different recovery objectives and constraints,
and therefore require different evaluation emphases to reflect the priorities of each stage [13].
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The short-term phase refers to the acute emergency response stage during or shortly after a hazard
event [13]. During this phase, recovery activities mainly involve unblocking roads and repairing impass-
able roads and bridges to a minimally operational state. The primary objective is to resume emergency
activities such as search-and-rescue, victim evacuation, and relief distribution [14]. Decision-making in
this phase is typically constrained by severe time pressure, and the phase usually lasts several days,
up to approximately seven days depending on the scale of the event [49], [50].

The long-term phase refers to the stage in which the impaired road network is gradually restored to-
wards its pre-disaster functionality through more systematic repair and reconstruction. This phase in-
cludes debris collection and disposal, permanent repair, and the complete reconstruction of damaged
infrastructure, and may extend over months or even years [14], [49]. Compared with the short-term
phase, the long-term phase places greater emphasis on restoring overall network functionality and
achieving a desirable recovery trajectory under resource constraints [13].

Based on this distinction, this study distinguishes between short-term and long-term recovery. In the
stakeholder survey, this distinction was presented in a simplified form: short-term recovery was de-
scribed as temporary repair within approximately seven days, while long-term recovery was described
as reconstruction over several weeks to months. The translation of this distinction into progress-based
simulation windows is described separately in the simulation processing section.

Table 3.1: Comparison of Short-term and Long-term Road Network Recovery

Short-term Phase Long-term Phase
Time Horizon A few days, up to seven days

depending on the scale of the event
Months or perhaps years

Operational
Activities

Unblocking roads by pushing
debris to the side and repairing
impassable roads and bridges to a
minimal operational state

Collection and transportation of
detritus to recycling sites and
disposal areas; complete
reconstruction of damaged
infrastructure

Primary Objective Resume emergency activities
using the road network, including
search-and-rescue, victim
evacuation, and relief distribution

Restore the impaired network
gradually to its pre-disaster
functionality level with the most
desirable recovery trajectory

Decision
Constraints

Severe time pressure Availability of reconstruction
resources

3.2.5. Stakeholder groups
Stakeholder identification is conducted to determine the key actors involved in road damage and post-
disaster recovery, and to define the stakeholder role types used in the survey and subsequent aggrega-
tion of BWM weights. An initial stakeholder list is developed based on a review of relevant literature on
post-disaster road recovery and road construction projects, where stakeholder involvement has been
widely examined [16], [51], [52], [53], [54].

In this study, stakeholders are defined as actors who are either directly involved in decision making and
implementation of post-disaster road recovery, or significantly affected by recovery outcomes. This in-
cludes decision-making authorities, infrastructuremanagers, technical experts, contractors, emergency
responders, transport and logistics operators, local communities, and road users whose accessibility
and socio-economic conditions depend on road network restoration.
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Table 3.2: Stakeholder role types involved in road damage and post-disaster recovery

Stakeholder role type Role in road recovery
Public authority / government agency Strategic planning, policy guidance, coordination,

and decision-making for post-disaster road recov-
ery

Infrastructure manager Management, inspection, maintenance, and
restoration of damaged road infrastructure

Technical expert / researcher Damage assessment, technical evaluation, risk as-
sessment, and assessment of recovery options

Contractor / construction company Physical repair, reconstruction, and on-site imple-
mentation of recovery measures

Emergency responder Emergency response, traffic safety management,
public safety, and access to critical services during
recovery

Transport / logistics operator Maintaining transport services, logistics operations,
supply chains, and economic activities during re-
covery

Local community Representing local accessibility needs, community
disruption, and social impacts of road recovery

Road users significantly affected by road
recovery

Experiencing direct impacts of road damage and
recovery outcomes in daily travel and accessibility

The eight stakeholder role types in Table 3.2 are used in the questionnaire to classify respondents
according to their primary relationship to post-disaster road recovery. An additional “Other” option is
included in the survey to allow respondents to specify roles that do not fit the predefined categories.
These responses can be reviewed during data processing and, where appropriate, reclassified into one
of the predefined stakeholder role types.

Table 3.3 maps the survey role types to representative Dutch institutions and functions, drawing on the
Rotterdam-Rijnmond Safety Region (VRR) Policy Plan 2023–2027 [55] as a concrete reference point.
These examples illustrate how the role types can be interpreted within the Dutch institutional context,
and are representative rather than comprehensive.

The stakeholder role types are validated by comparing academic literature with Dutch policy and practice-
oriented documents. The academic literature, reviewed at the start of this section, provides the basis
for identifying relevant stakeholder categories and their general roles. The Dutch policy and practice-
oriented sources are then used to examine whether these categories are also relevant in the Dutch
recovery governance context. This process helps ensure that the stakeholder role types are supported
by both literature and practical context. The list is not intended to include every possible organisation
involved in road recovery, but to provide a structured classification for survey design and stakeholder-
based weight aggregation.
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Table 3.3: Illustrative stakeholder examples in the Dutch context

Stakeholder role type Entities and institutional descriptions
Public authority / government agency

• Ministry of Infrastructure and Water: National policy and strategic over-
sight

• Province of South Holland: Regional governance and funding oversight
• Municipalities: Local governance, crisis coordination, and resident sup-
port

• General Board (AB): Budget approval and policy frameworks
• Public Prosecution Service: Legal oversight and incident investigation

Infrastructure manager
• Rijkswaterstaat: Management of highways and tunnels
• Water Boards: Recovery of water-related infrastructure and flood pro-
tection

• Municipalities: Management and restoration of local roads
Technical expert / researcher

• DCMR Environmental Service: Environmental and chemical safety
monitoring

• Multi Intelligence Center: Real-time data and operational intelligence
• KNMI: Weather-related risk assessment and early warnings
• Advisory Council (ARC): Specialist advice on risk and impact reduction

Emergency responder
• Safety Region (VRR): Multi-agency disaster coordination
• Police: Traffic control, site security, and investigation
• Fire Brigade: Rescue, scene clearance, and hazardous material re-
sponse

• GHOR: Health impact assessment and medical coordination
• USAR.NL: Technical rescue and collapsed-structure assessment
• Joint Fire Brigade: Emergency support in industrial and port areas

Transport / logistics operator
• RET: Public transport continuity and alternative transport plans
• Port Authority: Port accessibility and logistics continuity
• Deltalinqs: Industrial supply chain and economic recovery interests

Local community
• Population Care: Community support and crisis communication
• Local residents and businesses: Local accessibility, disruption, and re-
covery impacts

Road users significantly affected by
road recovery • Commuters and daily travellers: Delays, detours, and reduced reliability

• Public transport passengers: Service disruption and accessibility
changes

• Drivers, cyclists, and pedestrians: Closures, damaged links, and safety
risks
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The illustrative Dutch examples in Table 3.3 do not include a specific contractor or construction company,
as the table only lists stakeholder examples that could be clearly identified from the reviewed Dutch
policy and practice-oriented sources [55]. This role type is nevertheless retained in the questionnaire,
because contractors are directly involved in the physical implementation of road recovery measures,
such as repair, reconstruction, and temporary traffic management. They may therefore provide useful
insights into the feasibility, resource requirements, and implementation constraints of different recovery
strategies.

3.3. Best-Worst Method for Deriving Stakeholder Criterion Weights
This section describes how stakeholder judgements are converted into criterion weights for the multi-
criteria ranking procedure. The judgements are collected through a stakeholder survey, described in
Section 3.4, in which respondents compare the importance of the five recovery criteria separately for
the short-term and long-term recovery stages. This section focuses on the weighting method itself.
The judgements are transformed into individual criterion-weight vectors using the Best–Worst Method
(BWM), screened for consistency, and aggregated to produce stakeholder-group and overall weights
for each recovery stage.

3.3.1. BWM Formulations
The stakeholder weights are derived using the Best–Worst Method (BWM), a pairwise-comparison
method for eliciting criterion weights from decision-maker judgements [56]. In this study, the criteria
are predefined based on the recovery evaluation criteria introduced in Section 3.2.3, and respondents
evaluate the relative importance of the same five criteria separately for the short-term and long-term
recovery stages. Two formulations are used to convert these comparisons into criterion weights, a
linear formulation as the main method and an equivalent formulation as a robustness check.

For each respondent and recovery stage, the survey (see Section 3.4) provides a selected best criterion,
a selected worst criterion, a Best-to-Others comparison vector, and an Others-to-Worst comparison
vector. These inputs are converted into a five-element criterion-weight vector using the linear BWM
formulation, which is used as the main weight-estimation method because it provides a unique optimal
solution and avoids the multi-optimality issue associated with the original non-linear BWM model [56].

Alongside this main method, an equivalent BWM formulation is used as a supplementary calculation on
the same comparison data. It estimates how much the original comparison vectors need to be adjusted
to form a fully consistent BWM comparison system [57]. The equivalent BWM weights are used as a
robustness comparison with the linear BWM weights, while the correction magnitudes are used in the
consistency-screening procedure described in Section 3.3.2.

Linear BWM Formulation
This subsection defines the linear BWM formulation used to estimate the main individual criterion
weights. Following Rezaei [56], the procedure consists of the following steps, applied separately for
each respondent and recovery stage.

Step 1: Define the criteria. LetC = {c1, c2, . . . , cn} denote the predefined set of criteria, where n = 5
in this study and cj denotes criterion j. These are the five resilience criteria introduced in Section 3.2.3.

Step 2: Select the best andworst criteria. For each respondent and recovery stage, the respondent
selects the most important (best) criterion B ∈ C and the least important (worst) criterion W ∈ C.

Step 3: Construct the Best-to-Others comparison vector. The respondent rates the importance
of the best criterion B over each of the other criteria on a 1–9 scale, forming the Best-to-Others vector

AB = (aB1, aB2, . . . , aBn), (3.1)

where aBj denotes the stated importance of the best criterion B over criterion cj , and aBB = 1 because
the best criterion is compared with itself. On this scale, the defined preference levels correspond
to the odd integers: 1 for equal importance, 3 for moderate importance, 5 for strong importance, 7
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for very strong importance, and 9 for extreme importance. The even integers represent intermediate
judgements between these levels.

Step 4: Construct the Others-to-Worst comparison vector. The respondent rates the importance
of each criterion over the worst criterion W on the same 1–9 scale, forming the Others-to-Worst vector

AW = (a1W , a2W , . . . , anW )T, (3.2)

where ajW denotes the stated importance of criterion cj over the worst criterion W , T denotes the
transpose, and aWW = 1 because the worst criterion is compared with itself.

Step 5: Solve for the optimal weights. The optimal criterion weights are obtained by solving the
following optimisation problem:

min ξL (3.3)
s.t. |wB − aBjwj | ≤ ξL, j = 1, . . . , n, (3.4)

|wj − ajWwW | ≤ ξL, j = 1, . . . , n, (3.5)
n∑

j=1

wj = 1, (3.6)

wj ≥ 0, j = 1, . . . , n. (3.7)

Here, wj is the weight of criterion cj , while wB and wW are the weights assigned to the best and worst
criteria. The variable ξL represents the maximum absolute deviation from the linear BWM consistency
conditions wB = aBjwj and wj = ajWwW . A smaller ξL indicates that the stated comparisons are
more compatible with the estimated weight vector. Solving this model gives one weight vector for each
respondent and recovery stage. These individual weight vectors are later screened for consistency
and aggregated into stakeholder-group and overall weights.

This model was implemented in Python. The implementation was verified against BWM-Solver-4, the
Excel solver published on the Best-Worst Method website [58], which implements the same linear for-
mulation [56]. Both were given the same comparison vectors, and the resulting weights were compared
before the code was applied to the survey data.

Equivalent BWM Formulation
A respondent’s Best-to-Others and Others-to-Worst comparisons are not always mutually consistent.
The equivalent BWM, proposed by Wu et al. [57], reformulates the original nonlinear BWM in terms of
optimally modified comparison vectors. It finds modified Best-to-Others and Others-to-Worst vectors
that satisfy the full BWM consistency condition while minimising the largest modification from the re-
spondent’s original comparisons. In this sense, the equivalent BWM preserves the consistency logic
of the nonlinear BWM.

For problems with more than three criteria, the nonlinear BWM and the equivalent BWM may admit
multiple optimal weight solutions. Since this study uses five criteria, multiple optimal modified vectors
may exist. This study selects a single representative vector using the secondary objective function of
Wu et al., described below, and treats the resulting equivalent BWM weights as a robustness reference
alongside the primary linear BWM weights. The equivalent BWM is therefore used in two ways.

• First, the size of the modification is used as a consistency-related indicator for screening BWM
responses, since it measures how far a response is from full consistency (Section 3.3.2).

• Second, the modified-comparison weights are used as a robustness comparison with the pri-
mary linear BWM weights, so that the strategy rankings can be checked against an alternative
weight set derived from the consistency logic of the nonlinear BWM.

The notation from Section 3.3.1 is used here. LetAB = (aB1, . . . , aBn) andAW = (a1W , . . . , anW )T de-
note the respondent’s original comparison vectors, and let ÃB = (ãB1, . . . , ãBn) and ÃW = (ã1W , . . . , ãnW )T

denote the modified vectors, where a tilde marks a modified value.
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The modified vectors are found by solving the following problem, which minimises the largest modifica-
tion ξE applied to any single comparison:

min ξE (3.8)
s.t. |ãBj − aBj | ≤ ξE , j = 1, . . . , n, (3.9)

|ãjW − ajW | ≤ ξE , j = 1, . . . , n, (3.10)
ãBj ãjW = ãBW , j = 1, . . . , n, (3.11)
ãBj ≥ 1, j = 1, . . . , n, (3.12)
ãjW ≥ 1, j = 1, . . . , n. (3.13)

The constraints have the following roles:

• the first two keep each modified value within ξE of the original, so the modification stays as small
as possible;

• the third enforces full BWM consistency on the modified vectors, where ãBW is the modified
Best-to-Worst value;

• the last two keep the modified comparison values at least one, which preserves the BWM com-
parison direction where one represents equal importance.

The optimal value ξE is the size of the modification, and serves as the consistency measure used in
the screening.

For five criteria, more than one optimal modified vector may satisfy this problem. To select a single rep-
resentative vector, this study applies the secondary objective function proposed by Wu et al. [57], using
its analytical closed-form solution (Theorem 6 in their work). After the optimal modified Best-to-Worst
value is fixed, each non-best and non-worst criterion has its Best-to-Others and Others-to-Worst values
adjusted by the same perturbation, obtained in closed form, so that full cardinal consistency is satisfied.
The implementation additionally enforces a lower bound of one on the corrected comparison values,
and verifies full cardinal consistency after correction; responses that no longer satisfy this condition are
marked invalid and excluded.

The equivalent BWM weights are then computed from the resulting modified Others-to-Worst vector:

wE
j =

ãjW∑n
k=1 ãkW

, j = 1, . . . , n, (3.14)

where wE
j is the equivalent BWM weight of criterion cj and k is the summation index. The resulting

weights sum to one by construction.

3.3.2. Consistency Screening and Valid Weight Sets
This subsection explains how individual BWM responses are evaluated for internal consistency and
how the survey data are divided into a broader sample and a strict sample. Both samples are carried
forward to the stakeholder-weight aggregation step in Section 3.3.3. The screening procedure uses
the equivalent BWM described in Section 3.3.1, where the correction magnitudes indicate how far the
original response deviates from a fully consistent BWM structure.

Before the perturbation indicators are calculated, responses are checked for two technical data-quality
conditions. First, the corrected comparison vectors must satisfy the BWM consistency condition after
the equivalent BWM correction. Second, the Best-to-Others vector must not contain a value of 1 be-
tween the selected best criterion and another non-best criterion, because this would make the selected
best criterion indistinguishable from another criterion in the elicitation task. Responses that fail either
condition are excluded from both the broader and strict samples and are reported separately.

For each response that passes these validity checks, three perturbation indicators are computed from
the differences between the corrected and original comparison vectors.

• Average perturbation (avg_pert): the mean of the absolute corrections |ãBj − aBj | and |ãjW −
ajW | across all criteria.
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• Maximum perturbation (max_pert): the largest single correction across the same set.
• Best-to-Worst gap (a_BW_gap): the discrepancy between the Best-to-Worst value implied by
the Best-to-Others vector and that implied by the Others-to-Worst vector. A larger gap indicates
that the two reference comparisons are less compatible with each other.

The retained responses are then classified into three perturbation grades.

• Grade A: avg_pert < 1.5, max_pert < 2.0, and a_BW_gap < 4. The response requires only a
small correction to reach consistency.

• Grade B: avg_pert < 2.0, max_pert < 3.0, and a_BW_gap < 4. The response requires a
moderate correction.

• Grade C: all other retained responses, including those with a_BW_gap ≥ 4.

These three grades and their thresholds are specific to this study. They are not taken fromWu et al. [57]
or from any published consistency table. Instead, they are pragmatic cut-offs informed by the structure
of the BWM preference scale and by the distribution of the survey data.

The maximum-perturbation thresholds are anchored to the 1–9 BWM scale. On this scale, the defined
preference levels use the odd integers: 1 for equal importance, 3 for moderate importance, 5 for strong
importance, 7 for very strong importance, and 9 for extreme importance. Moving from one defined
preference level to the next, for example from 3 to 5 or from 5 to 7, changes the comparison value by two
scale points. Grade A requires max_pert < 2.0, meaning that no single comparison is shifted by more
than one full defined preference level and that the qualitative structure of the response is preserved.
Grade B relaxes this tomax_pert < 3.0, allowing the largest single correction to reach about one and a
half defined preference levels. The average-perturbation thresholds, 1.5 and 2.0, provide an additional
check on the overall size of the corrections. This prevents a response from receiving a high grade
when many of its comparison values require noticeable correction.

The a_BW_gap ≥ 4 condition is applied as a separate grading condition for responses whose two Best-
to-Worst reference comparisons are strongly incompatible. The largest possible discrepancy between
the Best-to-Worst value implied by the Best-to-Others vector and the value implied by the Others-to-
Worst vector is eight scale points, corresponding to a value of 1 against a value of 9. A gap of four is
therefore half of this maximum possible discrepancy. This means that the two reference comparisons
differ by half of the usable scale range. This cut-off is also consistent with the observed survey data:
over 80% of the retained responses fall at a gap of three or below in both recovery stages, with 82%
in the short-term stage and 84% in the long-term stage. Only a small upper tail remains at four and
above.

Because the precise location of these cut-offs involves a degree of researcher judgement, their effect on
the conclusions is addressed directly through the broader-versus-strict robustness comparison rather
than through the threshold values themselves. This classification does not filter the main analysis: the
main rankings are based on the broader sample, which includes all valid responses regardless of grade.
The grades are used only to form the stricter Grade A–B subsample, which serves as a robustness
reference to test whether excluding high-perturbation responses changes the rankings (Section 3.8.4).

Based on this classification, two samples are constructed for each recovery stage.

• The broader sample contains all responses that pass the validity checks, including Grades A, B,
and C. It is the primary sample for the main rankings.

• The strict sample is the subset containing only Grade A and Grade B responses. It serves as a
robustness reference for the main rankings.

The two samples are constructed separately for the short-term and long-term BWM data, because the
perturbation indicators are computed independently for each stage and a respondent may receive a
different grade in each stage.

The broader sample is used as the primary basis for two reasons. First, the survey targets a specialised
population of stakeholders involved in post-disaster road recovery, and some stakeholder groups are
small. Excluding Grade C responses could discard useful input and leave some groups with too few
responses for group-level aggregation. Second, using the broader sample as the primary basis and
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the strict sample as a robustness reference makes it possible to test directly whether high-perturbation
responses materially affect the final rankings. This comparison is reported in Section 3.8.

3.3.3. Aggregation of Individual, Group-Level, and Overall Weights
This subsection describes how individual stakeholder weight vectors are computed for the broader
and strict samples defined in Section 3.3.2, and how these individual weights are aggregated into
stakeholder-group weights and overall weights. Two BWM formulations are used: the linear BWM [56]
described in Section 3.3.1, and the equivalent BWM [57] described in Section 3.3.1.

The same five resilience criteria are evaluated in both recovery stages. Section C of the questionnaire
collects short-term BWM responses, and Section D collects long-term BWM responses. Responses
are processed at the individual level. For each respondent and recovery stage, the selected BWM
formulation is applied to produce a five-element weight vector over the criteria.

Combining the two BWM formulations with the two samples gives four analysis configurations, sum-
marised in Table 3.4. The linear–broader configuration applies the linear BWM formulation to the
broader sample and is the primary configuration reported in this study. The other three configura-
tions, linear–strict, equivalent–broader, and equivalent–strict, are reported as complementary analy-
ses. The pairwise comparisons used to assess the robustness of the main rankings are described in
Section 3.8.4.

Table 3.4: The four BWM weight-processing configurations used in this study.

Configuration BWM formulation Sample

linear–broader (primary) Linear BWM Broader sample (A + B + C)
linear–strict Linear BWM Strict sample (A + B only)
equivalent–broader Equivalent BWM Broader sample (A + B + C)
equivalent–strict Equivalent BWM Strict sample (A + B only)

The linear–broader configuration is the primary basis for the main rankings because it combines the
standard BWM formulation with the broader sample that preserves the full range of stakeholder re-
sponses (Section 3.3.2). For each configuration, the BWM model is solved independently for every
respondent and stage, yielding ws

ir, the weight that respondent r assigns to criterion i in stage s. The
four configurations differ only in which respondents are included (broader versus strict) and which solver
produces ws

ir. The aggregation procedure below is applied independently to each configuration.

Stakeholder groups are based on the eight role types in Section A of the questionnaire. Role types with
sufficient valid responses are used for the main group-level aggregation. Role types with very few valid
responses are retained only for exploratory descriptive analysis, because their group-level averages
are sensitive to individual responses. The final grouping and the role types treated as exploratory are
determined after data collection and reported in Chapter 4.

Group-level weights are obtained by aggregating individual BWM-derived weight vectors within each
stakeholder group, separately for each recovery stage. Following group BWM applications that ag-
gregate individual criteria weights using a weighted geometric mean method, this study uses the un-
weighted geometric mean because respondents within the same stakeholder group are treated as
equally important [59]. The resulting geometric-mean values are then divided by their sum, so that
the group-level criterion weights add up to one and can be combined with the simulation-based perfor-
mance scores in the SAW stage.

For stakeholder group g, recovery stage s, and criterion i, the geometric mean of the individual weights
is

GMs
ig =

 ∏
r∈Rs

g

ws
ir

1/Ns
g

, (3.15)

and the group-level weight is obtained by normalising across criteria:
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w̄s
ig =

GMs
ig∑n

k=1 GMs
kg

, (3.16)

where Rs
g is the set of valid respondents in stakeholder group g for stage s, Ns

g is the number of respon-
dents in Rs

g, and ws
ir is the individual criterion weight. The renormalisation step restores the unit-sum

property after aggregation.

Overall weights are then obtained by combining the group-level weights using stakeholder-group im-
portance weights λg. For recovery stage s and criterion i:

ws
i,overall =

G∑
g=1

λg w̄
s
ig, (3.17)

where G is the number of stakeholder groups and
∑G

g=1 λg = 1. Computing overall weights through
group-level values, rather than averaging individual responses directly, prevents groups with more
respondents from automatically dominating the overall result.

The values of λg are a research-design choice rather than a survey output, since the questionnaire does
not elicit stakeholder-group importance separately. As a baseline, this study assigns equal importance
to all groups, λg = 1/G. This provides a neutral reference point for interpreting the overall ranking
when there is no empirical basis for assigning different importance levels to different stakeholder groups.
Sensitivity to this choice is examined in Section 3.8.2.

3.3.4. Coding of Open-Ended Explanations
Alongside the closed weighting questions, the survey (see Section 3.4) asked each respondent to
explain, in their own words, why they chose their most-important and their least-important criterion.
These explanations were coded into themes to understand the reasoning behind the elicited weights.
The analysis is exploratory and is meant to help interpret the weights rather than to test a hypothesis,
and it is not part of the weight calculation itself. Responses were given in Mandarin and were translated
into English before coding.

The themes were developed inductively, following the logic of qualitative content analysis [60]. In this
approach, categories are derived from the material itself, and their frequencies can then be reported.
A large language model (ChatGPT 5.5, OpenAI) was first used to read the translated responses and
propose an initial set of themes. This AI-assisted step is consistent with recent applications of large
language models in qualitative content analysis and inductive thematic analysis, where models are
used to support the development of coding schemes, codes, or candidate themes from textual data
[61, 62].

On reviewing the initial theme proposal, it became clear that the most-important and least-important
answers needed to be treated differently, because a least-important answer explains why a criterion
can be deprioritised rather than why it matters. The coding scheme was therefore reorganised into
two separate families of codes, one for the most-important rationales (M1 to M8) and one for the least-
important rationales (L1 to L11), and the themes were named on this basis.

Each response was then assigned to a single theme. The initial assignment and a confidence rating
were produced by the model. The author reviewed every assignment against the original response
and changed those that did not fit, with particular attention to the least confident cases. Of the 244
assignments, 35 were changed. Responses that gave no usable reason, or whose reason did not relate
to the chosen criterion, were assigned to a separate category for unclear or unclassifiable responses.

The qualitative review also surfaced an unrelated but important issue in the closed-ended survey data.
During the author’s review of the individual theme assignments, the responses were also checked for
a possible wording ambiguity in the operational-efficiency criterion (C1). This criterion was intended
to represent network-level travel performance, consistent with the simulation metric based on inverse
shortest-path travel times. However, the Mandarin wording referred to travel time and could there-
fore be interpreted by some respondents as their own individual trip time rather than as network-level
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efficiency. Responses whose open-ended explanations clearly indicated this individual-trip-time inter-
pretation were flagged for a separate robustness check. These flagged responses were retained in
the main BWM sample and were only temporarily excluded in the sensitivity analysis described in Sec-
tion 3.8.1.

The model’s role was limited to supporting the initial organisation of themes and assignments. The
author reviewed and finalised every assignment, following common practice in AI-assisted qualitative
analysis, where large language models support human interpretation rather than replace it [62, 63].
However, the coding was conducted by a single coder, so the theme frequencies should be treated as
exploratory evidence that helps explain the BWM weights.

3.4. Stakeholder Survey Design
The criterion weights in Section 3.3 come from a stakeholder survey. This section sets out what the
survey had to achieve, the design choices made to achieve it, and the resulting questionnaire.

3.4.1. Design requirements
The survey had to meet four requirements.

First, it had to produce the comparisons that BWM needs for the five resilience criteria defined in
Section 3.2.3.

Second, the short-term and long-term recovery stages had to be elicited separately, using the same
five criteria in both, so that the resulting weights could be compared directly across stages.

Third, both stages had to be answered by the same respondent within one questionnaire, so that shifts
in priority could be traced at the individual level rather than only between samples.

Fourth, the survey had to be completable by respondents with no knowledge of the simulation model.
The stakeholder groups defined in Section 3.2.5 include road users and the local community, who are
not technical experts, but whose priorities are a required input to the framework.

The fourth requirement pulls against the first three. The BWM comparison structure is abstract, and
the division between short-term and long-term recovery is an analytical construct rather than everyday
language. The central design problem was therefore how to make the task manageable for non-experts
without weakening the elicitation itself.

3.4.2. How BWM shaped the questionnaire
The reasons for choosing BWM are set out in Section 2.5. Compared with AHP, BWM requires fewer
comparisons and tends to produce more consistent judgements [38].

This property determines the size of the questionnaire. A full pairwise comparison of five criteria re-
quires ten judgements. BWM requires only the best-to-others and others-to-worst vectors, which gives
seven judgements per stage. Across two stages, this reduces the elicitation from twenty comparisons
to fourteen. The reduction matters here because the intended respondents are practitioners and mem-
bers of the public with limited time, and because long comparison tasks tend to cause fatigue, which in
turn lowers the consistency of the judgements.

The BWM structure also fixes the order of the questions. Respondents first identify the most and the
least important criterion, and only then give the numerical comparisons. This ordering also serves a
methodological purpose. It fixes every later comparison to the two reference criteria that BWM requires,
and it lets respondents form an overall judgement before assigning numbers.

BWMalso yields a consistencymeasure for each response. Responses that fail the consistency checks
are excluded from weight estimation. The screening thresholds and their justification are given in
Section 3.3.2.

3.4.3. Pilot test
The questionnaire was piloted before the main distribution. Fourteen respondents took part, recruited
through friends (ten) and experts (four). They covered road users (seven), technical experts and re-
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searchers (four), and the local community (three), and were based in Taiwan, the Netherlands, China,
Cameroon, and Indonesia.

The pilot feedback concentrated on three issues, shown in Table 3.5.

Table 3.5: Pilot feedback by category

Feedback category Mentions

Distinction between short-term and long-term recovery 13
Clarity of the criterion definitions 6
Clarity of the recovery scenario 3

The three issues point to the same underlying problem. A definition can be correct and still be difficult to
use at the moment a respondent has to make a judgement. The definitions were correct. The problem
was where they appeared.

The questionnaire was revised in three ways.

First, the presentation of the two recovery stages was strengthened. Alongside the time horizon, the
questionnaire now states the focus of each stage and shows images of typical recovery work. This is
described in Section 3.4.4.

Second, the criterion definitions were moved. They were originally introduced once, in Section B. In
the revised questionnaire, a short definition of each criterion appears next to the options in every BWM
comparison, and a hint panel below the answer field explains what each rating level means. The
principle behind this change is to bring the definition to the point where the judgement is made, rather
than asking respondents to remember what they read in an earlier section.

Third, the wording of the recovery scenario was rewritten to make it easier to follow.

3.4.4. The evaluation context shown to respondents
Respondents need a clear context before they can make a BWM judgement. They have to know what
situation they are in, and which recovery stage they are ranking the criteria for. This creates a design
problem. The context has to be concrete enough for respondents to answer, but not so concrete that
it gives them the answer.

What the questionnaire provides. The questionnaire presents a hypothetical road disruption sce-
nario, so that all respondents answer with reference to the same concrete situation rather than in the
abstract.

The two recovery stages are presented in a simplified form. Relative to the full definition in Table 3.1,
the questionnaire keeps the time horizon and the focus of each stage, and adds images of typical
recovery work. Short-term recovery is described as temporary repair within about seven days, focused
on immediate needs, and is illustrated with steel plate road repair and a temporary bridge. Long-term
recovery is described as permanent reconstruction over several weeks to months, and is illustrated with
full resurfacing and reconstruction. Respondents can also expand a panel showing example recovery
tasks for each stage. Figure 3.3 shows this screen.
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Figure 3.3: How the two recovery stages were presented to respondents.

Note. The road recovery illustrations shown in the survey were generated using ChatGPT Images by OpenAI (2026) and
subsequently selected, combined, labelled, and edited by the author.

What the questionnaire deliberately withholds. The questionnaire does not show the primary ob-
jective or the decision constraints rows of Table 3.1.

This is a deliberate elicitation choice. The two rows describe what each recovery stage is trying to
achieve. In the short-term stage, for example, the stated objective is to resume search-and-rescue,
evacuation, and relief distribution. That objective points directly at one of the five criteria, access to
critical facilities (C2). A respondent who reads it before answering would be led towards C2 by the
questionnaire itself, and the resulting weight would reflect the wording of the questionnaire rather than
their own judgement. What each recovery stage should aim for is exactly what the BWM elicitation is
meant to measure, so the questionnaire does not state it.

The questionnaire therefore describes what each stage looks like, in terms of duration and the kind of
work involved, but not what each stage is for. This lets respondents distinguish between the two stages
while leaving the priority judgement to them.

The same reasoning applies to the scenario. It is used only as framing. It is not the damage input to
the simulation, which applies controlled disruption levels of 10% and 30% independently of the survey
(Chapter D).

3.4.5. Questionnaire structure
The questionnaire has four sections. The full version is provided in Chapter D.

Section A collects respondent background information, including demographic characteristics, stake-
holder role type, years of working experience, and country of practice. The stakeholder role type classi-
fies respondents by their main relationship to post-disaster road recovery, using the role types defined
in Section 3.2.5. This supports the stakeholder-group analysis.

Section B presents the evaluation context: the hypothetical disruption scenario, the five resilience
criteria, and the two recovery stages. As described in Section 3.4.4, the criterion definitions do not
appear only here. A short version of each definition is repeated in every BWM comparison that follows.

Section C elicits priorities for the short-term recovery stage. Respondents first select the most and
the least important criterion. They then compare the most important criterion against all others, and all
criteria against the least important one, on a 1–9 scale, where 1 means equal importance and 9 means
extreme importance. Figure 3.4 shows one of these comparison screens.

Section C also includes an open question asking respondents to explain briefly why they chose the
most and the least important criterion. These answers serve two purposes. They allow the numerical
weights to be read alongside the reasoning given for them, and they provide a check on whether the
stated reasoning is consistent with the elicited weights. They are used in Section 4.2 to interpret the
differences between stakeholder groups.
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(a) Task instructions and scaling guide.

(b) Extract from the comparison screen.

Figure 3.4: The best-to-others comparison for the short-term recovery stage.
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Section D repeats the same comparison tasks and the same open question for the long-term recovery
stage.

The short-term stage is always presented before the long-term stage. This order follows the tempo-
ral logic of recovery and avoids asking respondents to reason about reconstruction before they have
considered emergency repair. The order was not counterbalanced. The implications of this choice are
discussed in Section 7.4.

3.4.6. Administration and ethics
The survey was administered online using Qualtrics. It was distributed through community groups,
professional networks, professional email, and academic email. No quotas were set and no stratified
sampling was applied. The resulting respondent distribution is reported in Section 4.1.

The study was approved by the TU Delft Human Research Ethics Committee before data collection
began. The approval letter is included in Chapter A. Participation was voluntary and responses were
collected anonymously.

3.5. Simulation-Based Performance Evaluation Method
This section describes how road-network recovery simulations are converted into performance scores
for the six recovery strategies. The procedure has four steps:

1. simulate damage and strategy-based recovery;
2. convert raw network measures into recovery trajectories;
3. map restoration progress to short-term and long-term recovery windows;
4. summarise each recovery trajectory as an area-above-curve (AAC) deviation score.

The application of this procedure in the cross-city analysis and in the Delft facility-based case study is
described in Section 3.7.

3.5.1. Damage and Recovery Simulation Logic
The simulation procedure evaluates how each recovery strategy affects network performance after a
controlled disruption. It is used as a controlled comparison rather than as a prediction of a specific
disaster event. For each network, damage level, and recovery strategy, the simulation first creates a
disrupted network state and then restores the damaged links according to the priority order defined by
the strategy. The remainder of this subsection describes how the disruption is generated, how recovery
proceeds under each strategy, and how performance is measured and repeated across simulation runs.

The disruption scenarios are generated by randomly removing a fixed share of road links before re-
covery begins, following the design of Balakrishnan and Stokkink [1]. This represents a general level
of network damage, without assuming any particular cause, spatial pattern, or hazard type. Because
the same random-failure procedure is applied across all city networks, recovery strategies can be com-
pared under a consistent disruption condition rather than one tailored to a specific city or event.

Recovery then proceeds according to the selected strategy. Before any damage occurs, each strategy
calculates a priority score for every road link using the intact network. This score stays fixed throughout
the recovery process and determines the order in which damaged links are restored, with higher-priority
links restored first. The strategies therefore differ only in how they calculate this priority score, while
the disrupted network state, damage level, and performance-evaluation procedure are kept the same
across strategies.

After each restoration step, the network performance measures introduced in Section 3.2.3 are recal-
culated on the partially restored network. This produces a sequence of performance values for each
strategy and criterion as restoration progresses. Because the disrupted links are selected at random,
the simulation is repeated over 20 disruption iterations for each strategy and damage level. These
repeated runs reduce dependence on any single random damage pattern and provide the recovery
trajectories described in the next subsection.
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3.5.2. Recovery Trajectories and Performance Ratios
At each restoration step, the raw network measures are recalculated on the partially restored network.
Let Mi(x) denote the raw value of performance metric i at restoration progress x, where x is the
percentage of damaged links that has been restored. Let Mi(0

−) denote the value of the same metric
in the pre-disruption network. The performance ratio is defined as

fi(x) =
Mi(x)

Mi(0−)
. (3.18)

A value of fi(x) = 1 indicates that the network has reached its pre-disruption performance level for
metric i. For most metrics, values below one indicate performance below the pre-disruption baseline.
For spatial equity, the ratio is interpreted as a baseline-deviation measure, because the underlying
Moran’s I value can behave differently from direct performance measures. Expressing performance
in ratio form makes recovery trajectories comparable across cities and metrics with different absolute
scales.

Tracking fi(x) across successive restoration steps gives a recovery trajectory for each strategy, metric,
city, damage level, and disruption iteration. The trajectory shows how quickly a strategy restores a given
dimension of network performance as damaged links are progressively reinstated. These trajectories
are the basis for the stage-specific deviation scores defined in Section 3.5.4.

Figure 3.5 illustrates this logic for operational efficiency in Civita di Bagnoregio under the 30% damage
scenario. The horizontal axis shows restoration progress, and the vertical axis shows the efficiency per-
formance ratio. Each line represents the mean trajectory across disruption iterations, and the shaded
band shows the corresponding 95% confidence interval.

Figure 3.5: Mean efficiency recovery trajectories of the six recovery strategies for Civita di Bagnoregio under
30% damage. Each line is the mean over disruption iterations and the shaded band is its 95% confidence interval.

3.5.3. Mapping Restoration Progress to Short- and Long-Term Windows
The stakeholder survey defines short-term and long-term recovery using approximate calendar-time de-
scriptions, while the simulation records recovery as restoration progress from 0% to 100% of damaged
links restored. The simulation data do not include calendar-time information and do not distinguish
between temporary repair and permanent reconstruction. A progress-based mapping is therefore re-
quired before the simulated recovery trajectories can be evaluated using the two recovery stages used
in the survey.

In the main analysis, each recovery trajectory is divided into two windows using a 25% restoration-
progress boundary. The short-term window covers 0% to 25% of restoration progress, and the long-
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term window covers 25% to 100%. This boundary is used as a modelling approximation rather than as
a universal definition of recovery time.

A key issue in this mapping is that the simulation data and the stakeholder survey define recovery
stages in different ways. The simulation data are progress-based, because recovery is represented as
a sequence of restored road links, whereas the survey is time-based, because respondents distinguish
between short-term and long-term recovery using an approximate time horizon. Aydin et al. [64] is
used as a reference because it reports both recovery progress and recovery time in an empirical road-
recovery case.

The context and data used by Aydin et al. make it a useful reference for this mapping. Their study
examines the rural road network of Sindhupalchok District in Nepal after the 2015 Gorkha earthquake,
where earthquake-triggered landslides blocked road segments. The road network was modelled as a
weighted graph with 457 nodes and 557 edges. By overlaying the road network with landslide data, the
study identified 66 closed road segments, corresponding to approximately 12% of the network. This
provides a contextually grounded reference for the light-damage scenario used in the present study.
Recovery times in Aydin et al. are linked to landslide blockage severity, local and authority information,
operational capacity, and the assumption of one recovery team, and are used in their simulation to
calculate how long different recovery strategies take to reach 25%, 50%, 75%, and 100% recovery levels.

The most relevant reference point is Strategy 2 in Aydin et al., which restores road segments first by
road hierarchy and then by proximity to the main resource centre. This strategy is suitable because it
is not directly optimised by road-clearing time and is neither the fastest nor the slowest strategy in the
25% recovery results. In their results, Strategy 2 reaches the 25% recovery level in 144.51 hours, or ap-
proximately six days. This is close to the one-week short-term recovery horizon used in the stakeholder
survey. The 25% restoration-progress threshold is therefore used as an operational approximation of
the short-term recovery stage in the simulation. It is not treated as a universal rule that 25% recov-
ery always equals one week, but as a context-informed mapping between a progress-based recovery
measure and a time-based recovery horizon.

Because this mapping is based on a single empirical reference, and because recovery speed depends
on hazard type, terrain, resource availability, and operational conditions, the threshold is treated as a
modelling assumption. Its influence on the results is examined through the recovery-stage sensitivity
analysis described in Section 3.8.3.

3.5.4. Area-Above-Curve Deviation Scores
Within each recovery window, the recovery trajectory is summarised using an area-above-curve (AAC)
deviation score. The purpose of this score is to measure the average performance loss relative to the
pre-disruption baseline over the window. A trajectory that remains close to the baseline has a small
AAC deviation score, while a trajectory that stays far below the baseline has a larger score. Lower
values therefore indicate better recovery performance.

For a recovery window [a, b], the AAC deviation score is defined as

AACw =

∫ b

a

(
1− f(x)

)
dx

b− a
, (3.19)

where w indexes the recovery window, x denotes restoration progress, and f(x) is the performance
ratio at progress x, as defined in Section 3.5.2. The numerator measures the cumulative gap between
the recovery trajectory and the pre-disruption baseline f(x) = 1. Dividing by the window length b − a
converts this area into an average deviation within the window, so that short-term and long-term scores
can be compared despite their different window lengths.

In practice, f(x) is observed only at the discrete restoration steps of the simulation. The integral in
Equation (3.19) is therefore approximated using the trapezoidal rule between consecutive sampled
points. If a recovery-window boundary falls between two simulated restoration steps, the value of f(x)
at the boundary is obtained by linear interpolation between the adjacent sampled points.
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Most deviation scores fall within the expected range of [0, 1]. In the primary analysis, only 37 of 21,408
deviation scores, or about 0.17%, fall outside this range before clipping. These cases occur only for
spatial equity and connectivity. Negative deviation scores can occur when a performance metric tem-
porarily exceeds its pre-disruption baseline within a recovery window. Values above one occur only for
spatial equity, because Moran’s I is a spatial autocorrelation measure and can take negative values,
making the gap from the pre-disruption baseline larger than one.

Given that the out-of-range values are rare, each deviation score is clipped to [0, 1] before aggregation.
This keeps all criteria on a common bounded scale for the SAW procedure. The clipped deviation
scores are then averaged across disruption iterations for each strategy, city, damage level, criterion,
and recovery window. These mean deviation scores form the simulation-side performance inputs for
the SAW ranking procedure described in Section 3.6. Descriptive summaries of the clipped deviation
scores are reported in Section E.1.

Figure 3.6: Schematic of the area-above-curve (AAC) deviation score. The dashed line represents the
pre-disruption baseline f(x) = 1. The solid curve is an illustrative recovery trajectory. The shaded region is the
deviation from the baseline within a recovery window. Dividing this area by the window length gives the AAC

deviation score.

3.6. Simple Additive Weighting for Strategy Ranking
This section defines how stakeholder-derived criterion weights are combined with simulation-based
recovery performance scores to rank the six recovery strategies. The section first presents the general
Simple Additive Weighting (SAW) formulation and then explains how it is applied in this study.

3.6.1. General SAW Formulation
Simple Additive Weighting (SAW) is a value-function-based MCDA method in which each alternative
is evaluated by a weighted sum of its criterion scores [39]. Let A = {A1, A2, . . . , Am} denote the set of
alternatives and C = {C1, C2, . . . , Cn} the set of evaluation criteria.

Before the weighted sum is calculated, the raw criterion values must be converted into comparable
normalised scores. This step is necessary for two reasons. First, the criteria entering an MCDA prob-
lem are measured in different units and have different numerical ranges. Directly summing such raw
values would let criteria with larger numerical scales dominate the composite score, regardless of their
assigned weights, so normalisation places all criteria on a common scale. Second, criteria differ in their
preference direction. For benefit criteria, larger values already indicate better performance, whereas
for cost criteria, smaller raw values indicate better performance and must be transformed so that larger
normalised values consistently represent better performance. After this step, all rij values can be
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interpreted as benefit-oriented normalised scores.

After orientation and normalisation, the composite score of alternative Aj is

Sj =

n∑
i=1

wirij , (3.20)

where rij is the normalised benefit-oriented score of alternative Aj on criterion Ci, wi is the weight of
criterion Ci, and

∑n
i=1 wi = 1. Alternatives are ranked in descending order of Sj , with higher scores

indicating better overall weighted performance. Because SAW is compensatory, weaker performance
on one criterion can be partly offset by stronger performance on another criterion [40].

3.6.2. Application to Recovery Strategy Ranking
In this study, the alternatives Aj are the six recovery strategies. The normalised criterion scores rij are
derived from simulation-based AAC deviation scores, and the criterion weights wi are obtained from
the BWM stakeholder-weighting procedure. The SAW calculation is applied separately for each city,
damage level, recovery stage, stakeholder group, and weight-processing configuration.

Cost-Criterion Normalisation
The raw criterion scores used for SAW are the AAC deviation scores described in Section 3.5.4. Each
deviation score measures the average gap between a recovery trajectory and the pre-disruption perfor-
mance baseline within a recovery window. A higher deviation score therefore indicates worse recovery
performance, so all criteria are treated as cost criteria before they enter the SAW calculation.

Although the AAC deviation scores are dimensionless and clipped to [0, 1], different criteria may still
occupy different parts of this range. To make the criteria comparable within each decision matrix, devia-
tion scores are rescaled separately for each criterion across the six candidate strategies. The max–min
normalisation for cost criteria follows [65], in which the strategy with the smallest deviation on a criterion
receives a score of one and the largest receives zero:

rij =
maxk dik − dij

maxk dik −mink dik
, (3.21)

where dij is the deviation score of strategy j on criterion i, and the maximum and minimum are taken
over all candidate strategies k on that criterion. If all strategies have the same deviation score on a
criterion, they are all assigned rij = 1.

Decision Matrices
The main analysis is carried out separately for each city, damage level, and recovery stage. For each
combination, the simulation provides AAC deviation scores for each recovery strategy, criterion, and
disruption iteration. These scores are first averaged over the 20 disruption iterations, giving one mean
deviation score for each strategy on each of the four simulation criteria, operational efficiency, acces-
sibility, spatial equity, and connectivity.

The mean deviation scores are then normalised using the cost-criterion normalisation defined in Equa-
tion (3.21). For each city, damage level, and recovery stage, this process produces one 6× 4 decision
matrix. The six rows represent the recovery strategies, the four columns represent the simulation crite-
ria, and each entry rij is the normalised score of strategy j on criterion i. This 6×4matrix applies to the
cross-city analysis. In the Delft case study, the separation of critical and routine accessibility produces
a 6× 5 decision matrix, as described in Section 3.7.2.

Criterion Mapping
Before stakeholder weights can be applied, the five BWM survey criteria are mapped to the four sim-
ulation performance metrics, as summarised in Table 3.6. Operational efficiency, spatial equity, and
connectivity each map to their corresponding simulation metric. In the cross-city analysis, the simula-
tion provides a single aggregate accessibility metric. The weights for access to critical services and
access to routine activities are therefore both applied to this same accessibility metric, so only their sum
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affects the cross-city SAW score. This limitation is specific to the cross-city dataset and is addressed
in the Delft case study, where critical- and routine-facility accessibility are modelled separately.

For the cross-city analysis, the SAW score of strategy j is therefore calculated as

Sj = w1 reff,j + (w2 + w3) racc,j + w4 requity,j + w5 rconn,j , (3.22)

where w1 to w5 are the stakeholder weights for the five BWM criteria, and racc,j is the single aggregate
accessibility score. For the Delft case study, where critical and routine accessibility are calculated
separately, the SAW score is

Sj = w1 reff,j + w2 rcrit,j + w3 rrout,j + w4 requity,j + w5 rconn,j , (3.23)

where rcrit,j and rrout,j are the separate critical- and routine-accessibility scores.

Table 3.6: Mapping between BWM survey criteria and simulation performance metrics

BWM criterion Simulation metric Measurement
Operational efficiency Operational efficiency Inverse-shortest-path network

efficiency
Access to critical services Accessibility Closeness centrality-weighted

reachability based on shortest-path
travel times

Access to routine
activities
Spatial equity Spatial equity Spatial autocorrelation, measured

with Moran’s I, of node-level
accessibility

Connectivity Connectivity Average local directed clustering
coefficient

Ranking and Tie Handling
After criterion mapping, the stakeholder weights are combined with the normalised simulation scores
using the SAW formulation in Equation (3.20). For each decision matrix, the composite score Sj is
calculated for every recovery strategy, and strategies are ranked in descending order of Sj . The high-
est score indicates the best overall stakeholder-weighted performance within that city, damage level,
recovery stage, and stakeholder-weight configuration.

Tie handling follows the purpose of each analysis. When two or more strategies receive the same
highest composite score, the case is treated as a tied rank-one outcome. In descriptive summaries of
rank-one distributions, these ties are retained and reported as tied outcomes (Section 4.4). In analy-
ses that require a unique top-ranked strategy, such as within-city stakeholder agreement and short–
long stage switching, tied rank-one cases are excluded because no unambiguous preferred strategy
can be assigned. Cases in which all six strategies receive identical composite scores are treated as
non-differentiated cases and are also excluded from agreement-based comparisons. The number of
excluded cases is reported in the relevant results sections.

3.7. Implementation of the cross-city and Delft applications
This section describes how the framework is implemented at the two scales. The cross-city imple-
mentation applies the simulation-processing procedure to a dataset covering many city road networks.
The Delft implementation applies the same framework to a single urban network using more detailed
facility-based accessibility and a set of supplementary local checks.

3.7.1. Cross-City System-Level Implementation
The cross-city analysis applies the simulation-processing procedure described above to the road-network
recovery dataset of Balakrishnan and Stokkink [1]. The original dataset contains simulated recovery
trajectories for 224 city and town road networks, damage levels, recovery strategies, and performance
metrics.
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In this study, one city is excluded because complete valid performance data are not available for all
required combinations of strategy, damage level, criterion, and recovery stage. The final simulation-
side analysis therefore uses 223 cities.

The main analysis uses the 10% and 30% damage scenarios. The 10% scenario is used as the lower-
damage case because it is close to the empirical reference used for the recovery-stage mapping. Aydin
et al. [64] report a landslide-induced road disruption case in which approximately 12% of road segments
were disrupted, and restoring 25% of the disrupted segments under a moderate recovery strategy took
about six days. The 30% scenario is included as the higher-disruption case because it falls within
the moderate-disruption range where recovery-strategy effects are expected to become more visible.
Song et al. [66] examine damage levels from 5% to 50% and report an inflection in the recovery curves
around the 30%–40% damage range, where differences between recovery strategies become more
pronounced. Together, the two scenarios allow the ranking procedure to be examined under a lower-
disruption case connected to an empirical recovery reference and a higher-disruption case in which
strategy-dependent recovery patterns are more likely to emerge.

For each city, damage level, and recovery strategy, the simulation output is based on 20 random dam-
age iterations. In each iteration, a new set of damaged links is generated at the specified damage
level, and the six recovery strategies are evaluated on comparable disrupted network states. The AAC
deviation score is first calculated separately for each iteration and is then averaged across the 20 it-
erations. The resulting mean deviation score is used as the simulation-side performance value in the
SAW decision matrix.

The resulting cross-city simulation output consists of four criterion-level deviation scores for each strat-
egy: operational efficiency, accessibility, spatial equity, and connectivity. These scores form the
simulation-side input to the SAW decision matrices described in Section 3.6.

3.7.2. Delft Facility-Based Implementation
The Delft case study applies the same simulation-processing logic as the cross-city analysis to a locally
constructed Delft road network. The purpose is to test how the framework behaves when the aggregate
accessibility representation used in the cross-city analysis is replaced by facility-based accessibility
measures. In the cross-city analysis, access to critical services and access to routine activities are
both represented by the same aggregate accessibility metric. In the Delft case study, these two criteria
are calculated separately using local facility destinations.

The Delft implementation consists of six steps:

1. Construct the local road-networkmodel. TheDelft road network is derived fromOpenStreetMap
using the OSMnx package [67]. The drivable network is extracted with the drive filter, simplified
topologically, and restricted to the largest connected component. The network is projected to
a metric coordinate reference system and converted to a directed igraph object. Each edge is
assigned a travel time based on edge length and speed. When an OSM maxspeed value is un-
available, speed is imputed from other edges of the same road type, with a fallback speed of
30 kmh−1. Travel time is used as the edge weight in shortest-path calculations. The final Delft
road network contains 2441 nodes and 5717 directed edges.

2. Define facility destination sets. Facility locations are extracted from OpenStreetMap and linked
to their nearest road-network nodes. Two destination sets are constructed to match the two ac-
cessibility criteria used in the stakeholder survey. The critical-facility set represents services
that support emergency response and basic post-disaster needs. It includes police stations, fire
stations, hospitals, clinics, pharmacies, supermarkets, marketplaces, drinking-water points, and
wells[68], [69], [70]. The routine-facility set represents non-emergency everyday activities, in-
cluding schools and universities, workplaces represented by OSM office features, and retail
represented by OSM shop features. Supermarkets are excluded from the routine set because
they are already included in the critical-facility set. If multiple facilities from the same destination
set are linked to the same road-network node, that node is counted once within that set. In Delft,
65 critical facilities are linked to 58 distinct road-network nodes, and 895 routine facilities are linked
to 364 distinct road-network nodes. 32 nodes appear in both destination sets.

3. Generate damage scenarios. Damage is imposed by removing a fixed share of directed road
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edges. The two main damage levels are 10% and 30%. For each damage level, 20 random
damage realisations are generated with a fixed random seed and reused across all recovery
strategies.

4. Apply recovery strategies. Recovery proceeds in discrete steps of 10% of the removed edge
set. At each step, damaged edges are reinstated according to the priority order defined by the
recovery strategy. The same six strategies as in the cross-city analysis are used, and the random
recovery strategy also uses a fixed seed for reproducibility.

5. Recalculate performance metrics. Operational efficiency, spatial equity, and connectivity use
the same graph-based definitions as in the cross-city analysis. Accessibility is calculated sep-
arately for the two Delft destination sets, producing one trajectory for access to critical facilities
and one trajectory for access to routine facilities. Every road-network node is treated as an ori-
gin. Only the selected facility nodes are used as destinations, although other network nodes may
still appear as intermediate nodes along shortest paths. Destination weights are fixed using their
closeness centrality in the undisrupted Delft network.

6. Construct Delft SAW inputs. Each Delft recovery trajectory is converted into short-term and
long-term AAC deviation scores using the procedure described in Section 3.5.4. The boundary
between the short-term and long-term recovery stages is set at θ = 25% of restoration progress,
consistent with Section 3.2.4. The per-iteration deviation scores are averaged across the 20
damage realisations. The resulting matrix contains five criterion-level deviation scores for each
recovery strategy, damage level, and recovery stage. These scores are then combined using the
SAW procedure described in Section 3.6.

3.7.3. Delft Supplementary Local Checks
The Delft case study also includes three supplementary checks that use the local Delft network to
interpret the facility-based SAW ranking. These checks are not additional criteria in the SAW calculation.
Instead, they examine whether the ranking can be explained spatially, whether the centrality-based
restoration orders are sensitive to the selected network boundary, and whether the system-level ranking
is consistent with local critical-service access from a road-user perspective.

• Edge-priority maps. The edge-priority maps visualise the restoration order implied by each
recovery strategy across the Delft road network. They show which parts of the network each
strategy prioritises early in recovery, but they are not used as performance scores.

• Boundary sensitivity analysis. The boundary sensitivity analysis tests whether restoration pri-
ority patterns change when surrounding road-network context is added through buffer zones.
This check is included because centrality-based restoration orders can be affected by the spatial
boundary used to define the network. The detailed design is described in Section 3.8.5.

• Local critical-service travel-time test. The local travel-time test examines access from selected
residential origins to the nearest reachable emergency, medical, food, and water services. It
provides a road-user-side check on the two highest-ranked Delft strategies, but it does not replace
the system-level SAW ranking. The setup of this test, including the selected origins, service
groups, buffer network, and reachability calculation, is described in Section 3.7.3.

Local critical-service travel-time test
The local critical-service travel-time test provides a supplementary road-user-side check of the Delft
SAW ranking. The test focuses on the two highest-ranked Delft strategies, betweenness and closeness,
and examines whether they produce different travel-time outcomes from selected residential origins to
nearby critical services. This test is not included as an additional SAW criterion and does not replace
the system-level ranking.

The test uses the Delft plus 3 km buffer network selected from the boundary sensitivity analysis. Res-
idential origins are kept inside the Delft municipal boundary, while reachable critical-service facilities
within the selected buffer are included as possible destinations. This reflects a road-user perspec-
tive, because residents may use nearby services outside the municipal boundary if these services are
reachable through the road network.
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Thirty residential origins are selected from residential building locations inside Delft. Residential build-
ing features are converted to centroids and matched to their nearest road-network nodes. Duplicate
matched nodes are removed, and only candidate road nodes inside the original Delft municipality are
retained. From these candidates, 30 origins are selected using a greedy farthest-point method with a
fixed random seed. This produces a spatially balanced set of origins across Delft, rather than concen-
trating the test in areas with many residential buildings.

Critical-service facilities are grouped into four service categories. The emergency group includes fire
stations and police facilities. The medical group includes hospitals, clinics, and pharmacies. The food
group includes supermarkets and marketplaces. The water group includes drinking-water points and
wells. These facilities are extracted within the Delft plus 3 km buffer area and matched to their nearest
road-network nodes.

For each residential origin and each service group, the travel time is calculated as theminimum shortest-
path travel time to any reachable facility in that group. If no facility in the service group can be reached
from the origin under a damaged or partially restored network, the case is recorded as unreachable.
Median travel times are calculated only over reachable observations, while unreachable observations
are reported separately as the unreachable share.

The test follows the same 10% and 30% damage levels used in the Delft simulation. The corresponding
damaged networks and recovery sequences are reused, and travel-time outcomes are evaluated for
the betweenness and closeness strategies. The test should be interpreted as a nearest-service travel-
time analysis, not as a fixed-destination origin-destination analysis, because the nearest reachable
facility may change during recovery.

3.8. Sensitivity and Robustness Design
The methodology described in the previous sections relies on several design choices whose influence
on the results is examined here.

• Operational-efficiency criterion interpretation. The main analysis retains all valid BWM re-
sponses, including responses in which the open-ended explanation suggests a possible individual-
travel-time interpretation of operational efficiency. A temporary exclusion of these flagged re-
sponses is tested in Section 3.8.1.

• Stakeholder-group importance weights λg. Themain analysis uses equal weighting, λg = 1/G.
Alternative schemes that emphasise specific stakeholder groups are tested in Section 3.8.2.

• Short-term and long-term window boundary. The main analysis uses a 25% restoration-
progress boundary; a range of boundaries θ ∈ {15%, 20%, 25%, 30%, 35%} is tested in Sec-
tion 3.8.3.

• BWM configuration. The main analysis uses the linear–broader configuration; the remaining
configurations from Table 3.4 are compared in Section 3.8.4.

• Delft network boundary. The Delft-only network is compared with buffered network extents to
examine whether centrality-based restoration priority orders depend on the spatial boundary used
to define the road network (Section 3.8.5).

Each check produces an alternative set of outputs for the part of the analysis it affects, such as stake-
holder weights, composite scores, or strategy rankings. These outputs are then compared with the
corresponding main-analysis results.

3.8.1. Robustness check for operational-efficiency wording
The operational-efficiency criterion (C1) was intended to represent network-level travel performance,
consistent with the simulation metric based on inverse shortest-path travel times. The Mandarin word-
ing used in the questionnaire referred to travel time, which may have led some respondents to interpret
C1 as their own individual trip time.

To check whether this wording ambiguity affects the results, the open-ended explanations were re-
viewed to identify responses that clearly reflected an individual-trip-time interpretation. These responses
were flagged and retained in the main analysis. As a robustness check, the stakeholder-group weights
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were recomputed for the affected groups and recovery stages after temporarily excluding the flagged
responses. The SAW rankings were then recalculated using these alternative weights and compared
with the main-analysis rankings.

This check assesses whether the main strategy-ranking results depend on the inclusion of responses
affected by the C1 wording ambiguity.

3.8.2. Sensitivity to stakeholder-group importance weights
The baseline analysis uses equal stakeholder-group weighting, λg = 1/G, as motivated in Section 3.3.3.
This provides a transparent reference case, but it assumes that all stakeholder groups have the same
importance in the aggregation. To test whether the overall strategy rankings depend on this assumption,
the stakeholder-group aggregation is repeated under alternative group-weighting schemes.

In each alternative scheme, one stakeholder group with more than one valid response is assigned
a larger aggregation weight. Groups with only one valid response are not assigned a dominant role,
because increasing the weight of a single respondent would not provide a meaningful group-level sen-
sitivity check. However, these groups remain included in the residual aggregation weight. When one
group is assigned a dominance share p, the remaining weight 1 − p is distributed equally among the
other stakeholder groups.

The dominance share p is varied over 0.2, 0.3, 0.4, 0.5, and 0.6. For each value of p, the overall criterion
weights are recomputed and the SAW ranking is repeated for both recovery stages and for the 10%
and 30% damage levels. The resulting rankings are then compared with the equal-group baseline.

3.8.3. Sensitivity to the short-term and long-term window boundary
The main analysis sets the boundary between the short-term and long-term windows at 25% restoration
progress. To assess whether the results depend on this specific boundary, the deviation score calcula-
tion defined in equation (3.19) is repeated across a range of alternative boundaries, θ ∈ {15%, 20%, 25%, 30%, 35%}.
For each value of θ, the short-term window is defined as 0% to θ restoration and the long-term window
as θ to 100% restoration. The resulting clipped AAC deviation scores are then averaged by damage
level, recovery stage, criterion, and strategy. These mean deviation scores are compared across θ
values to assess whether the relative performance patterns are robust to the choice of recovery-stage
boundary. This sensitivity check focuses on the criterion-level deviation scores rather than the final
SAW ranks, because changing θ directly changes the recovery windows over which the AAC scores
are computed.

3.8.4. Robustness comparisons across BWM configurations
As described in Section 3.3.3, criteria weights are derived under four BWM configurations: linear–
broader, linear–strict, equivalent–broader, and equivalent–strict. The linear–broader configuration is
the primary basis for themain analysis, while the other three are reported as complementary robustness
analyses. Three pairwise comparisons assess the robustness of the derived criterion weights, each
isolating one specific methodological choice.

Comparison 1: linear–broader versus linear–strict. This comparison isolates the effect of the con-
sistency screening procedure under the linear BWM formulation. Both configurations use the same
linear BWM formulation, so differences in the derived criterion weights reflect the exclusion of Grade
C responses from the strict sample. If the criterion weight profiles are similar, the derived weights are
not materially affected by excluding responses that required larger corrections to satisfy the consis-
tency condition. A substantial divergence would instead suggest that including or excluding Grade C
responses meaningfully affects the derived weights.

Comparison 2: linear–broader versus equivalent–broader. This comparison isolates the effect
of the BWM formulation under the broader sample. Both configurations use the same set of valid
responses, so differences in the derived criterion weights reflect the choice between the linear BWM
formulation and the equivalent BWM formulation. If the criterion weight profiles are similar, the derived
weights are insensitive to the choice of formulation. A substantial divergence would instead suggest
that the formulation meaningfully affects the derived weights.
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Comparison 3: equivalent–broader versus equivalent–strict. This comparison provides a second
check on the consistency screening procedure, this time under the equivalent BWM formulation. Com-
paring it with Comparison 1 indicates whether the effect of the screening procedure is itself sensitive
to the BWM formulation. If the weight profiles are similar in both Comparison 1 and Comparison 3, the
screening procedure has a comparable effect under both formulations. If the two disagree, the impact
of the screening procedure depends on the formulation and should be reported with this qualification.

For these robustness comparisons, the weights are compared at the all-respondent level rather than
at the stakeholder-group level. For each configuration, individual criterion weights are first computed
from each valid respondent’s BWM responses, separately for the short-term and long-term recovery
stages. The individual weights are then aggregated directly across all valid respondents using the
geometric mean and renormalised to produce one overall criterion weight vector per configuration and
recovery stage. This differs from the main analysis, where respondent weights are first aggregated
within stakeholder groups and then combined using stakeholder-group importance weights. The all-
respondent comparison does not preserve stakeholder-group structure, but it provides a robustness
check that is not affected by uneven or small stakeholder-group sample sizes. The SAW rankings are
then recomputed using the all-respondent weight vector for each configuration and compared with the
main-analysis rankings.

3.8.5. Delft boundary sensitivity analysis
The boundary sensitivity analysis examines whether the Delft restoration priority patterns are sensitive
to the spatial extent of the network model. This check is included because network centrality measures
can be affected by the size and position of the model boundary [71]. This issue is relevant for the Delft
case study because several recovery strategies use centrality-based priority rules.

The Delft municipality is treated as the core study area. Three buffered networks are created by adding
1 km, 3 km, and 5 km buffers around the Delft boundary. Together with the Delft-only network, these
produce four network extents for comparison.

For each network extent, the relevant centrality scores and restoration priority orders are calculated
on the full network, including the buffer area. The comparison is then restricted to road edges located
inside the original Delft municipality. The buffer therefore provides computational context, while the
evaluated restoration order remains focused on Delft core edges.

To make the maps comparable across network extents, the restoration priority bands are assigned after
ranking only the Delft core edges within each extent. This means that each map shows the relative
restoration priority of roads inside Delft, while still allowing surrounding roads to influence the centrality
calculation. The results of this check are reported in Section 5.5.



4
Stakeholder Priorities and Cross-City

Strategy Rankings

This chapter presents the results of the main analysis. It first describes the survey response profile and
the construction of the valid analysis samples. It then reports the stakeholder priorities derived from
the Best–Worst Method (BWM), including both the criterion weights and the reasoning expressed in
the open-ended explanations. These stakeholder priorities are subsequently combined with simulated
recovery performance through Simple Additive Weighting (SAW) to rank recovery strategies across
many city road networks. The chapter closes with comparisons across stakeholder groups and recovery
stages, followed by sensitivity and robustness results.

4.1. Survey response profile and analysis samples
This section reports the survey responses used in the stakeholder-priority analysis. It describes the
filtering process from collected responses to valid BWM analysis samples, and summarises the distri-
bution of respondents by stakeholder role, country of practice, age group, and distribution channel.

4.1.1. Response filtering and valid BWM samples
A total of 115 survey responses were collected. Of these, 61 responses were completed and retained
for respondent-profile analysis. The BWM judgement data were then screened to identify responses
that could be converted into valid criterion weights. This produced 56 valid broader BWM responses.
The stricter BWM samples used for robustness checks are reported where those robustness results
are presented. The response filtering process is summarised in Figure 4.1.

41
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Figure 4.1: Filtering of survey responses from collection to the broader analysis sample. Of 115 collected
responses, 54 incomplete responses were removed and no test or internal responses were identified, leaving 61

completed responses. A further 5 responses failed the BWM validity checks, giving a broader sample of 56
responses used as the basis for the main analysis.

4.1.2. Respondent distribution by stakeholder group
The completed survey sample is dominated by road users and local community respondents, which to-
gether account for more than two thirds of the completed responses. Technical experts and researchers
form the third largest group, while emergency responders, transport and logistics operators, public
authorities, infrastructure managers, and other respondents are represented by smaller exploratory
samples. The distribution by stakeholder role type is shown in Table 4.1.

Table 4.1: Respondent distribution by stakeholder role type

Stakeholder role type Respondents Percentage
Road users significantly affected by road recovery 22 36.1%
Local community 19 31.1%
Technical expert / researcher 9 14.8%
Emergency responder 3 4.9%
Transport / logistics operator 3 4.9%
Public authority / government agency 3 4.9%
Infrastructure manager 1 1.6%
Other 1 1.6%
Total 61 100.0%

4.1.3. Respondent background and distribution channels
The respondents are predominantly based in Taiwan (40 responses, 66%), with smaller numbers from
the Netherlands (6), China (5), and several other countries. In terms of age, the sample is concentrated
in the middle and older age bands, with most respondents aged between 45 and 64. This geographic
concentration reflects the distribution channels used, as most responses were collected through local
community groups. The demographic distributions are summarised in Tables 4.2 and 4.3, and the
distribution by distribution channel is given in Table 4.4.
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Table 4.2: Distribution by country of practice

Country n %
Taiwan 40 65.6
Netherlands 6 9.8
China 5 8.2
United Kingdom 2 3.3
United States 2 3.3
Other 6 9.8
Total 61 100.0

Table 4.3: Distribution by age group

Age group n %
18–24 10 16.4
25–34 13 21.3
35–44 4 6.6
45–54 16 26.2
55–64 17 27.9
65 or above 1 1.6
Total 61 100.0

Table 4.4: Distribution by distribution channel

Distribution channel Respondents Percentage
Community groups 48 78.7%
Professional network 10 16.4%
Professional email 2 3.3%
Academic email 1 1.6%
Total 61 100.0%

4.2. Stakeholder priorities across recovery stages
This section addresses the first sub-question by presenting the stage-specific stakeholder priorities
obtained from the BWM survey. It compares how stakeholders prioritise the five resilience criteria
in the short-term and long-term recovery stages, and it uses the open-ended survey explanations to
interpret the main patterns in the elicited weights. These weights are later combined with simulated
strategy performance in the SAW step.

All weights reported in this section are group-level linear-broader weights, computed from the broader
sample of 56 responses that pass the BWM validity screening (Section 3.3.2). This sample is smaller
than the 61 completed questionnaires summarised in the response profile because responses failing
the validity checks are excluded from weight estimation. Since the screening is applied separately to
the short-term and long-term comparisons, the number of retained responses differs slightly between
stages within some groups, as reflected in the per-stage sample sizes.

4.2.1. Overall patterns across stakeholder groups
Across the stakeholder groups, C2 receives the highest weight in most groups during the short-term
recovery stage, showing the strong role of access to critical facilities in this stage. In the long-term
recovery stage, the weights are more evenly distributed across the five criteria. Although C2 remains
important in several groups, the relative weights of operational efficiency, access to routine facilities,
spatial equity, and connectivity increase compared with the short-term stage. These overall patterns
are reported in Table 4.5 and are followed by a more detailed stakeholder-specific comparison in the
next subsection.
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Figure 4.2: Group-level criterion weights for all eight stakeholder groups in the short-term stage (linear-broader
configuration). Value labels give each weight; group sample sizes are shown in the legend. Because the BWM

screening is applied separately by stage, the per-group sample sizes differ slightly from Figure 4.3.

Figure 4.3: Group-level criterion weights for all eight stakeholder groups in the long-term stage (linear-broader
configuration). Value labels give each weight; group sample sizes are shown in the legend. The

single-respondent infrastructure-manager and other groups produce the extreme single-criterion values noted in
the text.
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These group-level weights must be interpreted with the underlying sample sizes in mind. Five of the
eight stakeholder groups are based on three or fewer responses, and two groups, the infrastructure
manager and other groups, contain only one respondent each. Their weights therefore reflect individ-
ual preferences rather than robust group-level patterns. This helps explain some of the most extreme
values in Figure 4.3, such as the infrastructure manager’s long-term routine-access weight of 0.537.
For this reason, the detailed group-level interpretation focuses on the three stakeholder groups with
sufficient sample sizes: road users, the local community, and technical experts or researchers (Sec-
tion 3.2.5). The remaining groups are reported for completeness and treated as exploratory.

Table 4.5: Group-level criterion weights for the three main stakeholder groups (linear-broader configuration).
The largest weight in each row is shown in bold. Weights for all eight groups, including the five exploratory

groups, are shown in Figures 4.2 and 4.3. C1: operational efficiency; C2: accessibility to critical services; C3:
accessibility to routine activities; C4: spatial equity; C5: connectivity.

Stage Group C1 C2 C3 C4 C5
Short-term Road users (n = 21) 0.097 0.442 0.167 0.121 0.173
Short-term Local community (n = 17) 0.072 0.501 0.140 0.124 0.163
Short-term Technical experts (n = 8) 0.217 0.374 0.119 0.112 0.178

Long-term Road users (n = 20) 0.197 0.279 0.232 0.132 0.160
Long-term Local community (n = 19) 0.166 0.207 0.202 0.198 0.227
Long-term Technical experts (n = 7) 0.123 0.234 0.205 0.244 0.194

4.2.2. Stage-specific differences among the main stakeholder groups
Among the three main stakeholder groups, C2, access to critical facilities, receives the highest short-
term weight in all groups. The C2 weight is 0.442 for road users, 0.501 for the local community, and
0.374 for technical experts. For road users and the local community, this value is more than twice as
large as any other criterion. For technical experts, C2 is also the highest-weighted criterion, although
the gap between C2 and C1, operational efficiency, is smaller.

In the long-term stage, the C2 weight decreases in all three main groups, falling to 0.279 for road users,
0.207 for the local community, and 0.234 for technical experts. The long-term weight distributions are
also flatter than in the short-term stage. This is most visible for the local community, whose long-term
weights range from 0.166 to 0.227 across the five criteria.

The three main groups differ in their highest-weighted long-term criterion. Road users continue to
assign the highest weight to C2 (0.279), while C3, access to routine facilities, becomes the second-
highest criterion (0.232). The local community assigns its highest long-term weight to C5, connectivity
(0.227), although the difference from C2, C3, and C4 is small. Technical experts assign their highest
long-term weight to C4, spatial equity (0.244), followed by C2 (0.234).

Two group-level contrasts are particularly relevant. First, technical experts assign a higher short-term
weight to C1 than road users and the local community. For technical experts, C1 is the second-largest
short-term weight (0.217), compared with 0.097 for road users and 0.072 for the local community.

Second, the long-term weight assigned to C4 differs across the three main groups. Technical experts
assign C4 their highest long-term weight (0.244), while road users assign C4 their lowest long-term
weight (0.132). The local community lies between these two groups, with a long-term C4 weight of
0.198. The implications of this contrast are discussed further in the discussion chapter.
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Figure 4.4: Stakeholder criteria weight differences by group (long-term minus short-term).

4.2.3. Respondent-level priority changes
The group-level comparison shows how average criterion weights differ between the short-term and
long-term recovery stages. However, this aggregate comparison does not show whether respondents
retained a largely fixed priority list, shifted their priorities sequentially, or reconsidered the ranking more
broadly. To examine this, a paired respondent-level comparison was conducted using only respondents
with valid linear BWM weights in both recovery stages.

Of the 61 completed respondents, 56 had valid short-term linear BWM weights and 56 had valid long-
term linear BWM weights. These two valid sets were not identical. Five respondents were valid only in
the short-term stage, and another five were valid only in the long-term stage. The paired respondent-
level analysis is therefore based on 51 respondents.

For each respondent, the five criteria were ranked frommost to least important, separately for the short-
term and long-term stages. Where two or more criteria shared the same weight, the tied positions were
handled using fractional assignment across the tied ranks. Figure 4.5 shows, for each short-term rank,
how the corresponding criteria are distributed across the long-term ranks, expressed as row-normalised
percentages. For example, of the criteria ranked first in the short-term stage, only 15.7% stayed first
in the long-term stage, while 27.0% moved to second, 20.1% to third, and so on across the row. Each
row sums to 100%, apart from small rounding differences. Because each rank carries the same total
fractional weight in both stages, the columns also sum to approximately 100%, allowing the long-term
ranks to be traced back to their short-term positions.

Two simple explanations can be examined using the transition matrix. First, respondents may have one
fixed priority list that remains largely unchanged across the two recovery stages. If so, the percentages
should be concentrated along the diagonal. Second, the short-term ranking may work like a to-do
list. Once the first short-term priority is set aside, the second-ranked criterion would become the first
long-term priority, and the remaining criteria would move up in the same way.

The matrix does not strongly support either explanation. Only 15.7% of the criteria ranked first in
the short term remained first in the long term, and unchanged ranks were not consistently the most
common transitions across the rows. Support for the to-do-list explanation is also limited. Only 17.2%
of the long-term first-ranked cases came from criteria ranked second in the short term, while 67.2%
came from criteria previously ranked third, fourth, or fifth.

These results suggest that respondents did not simply keep one fixed ranking or move the remaining
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priorities up by one position. Instead, they reconsidered the relative importance of several criteria when
moving from short-term to long-term recovery. This provides respondent-level evidence that recovery
priorities are stage-dependent.

Figure 4.5: Transition matrix of respondent-level priority rankings from the short-term to the long-term recovery
stage. Each row shows how criteria assigned to a given short-term rank are distributed across long-term ranks.

Darker shading indicates a larger row-normalised percentage.

4.3. Reasoning behind stakeholder priorities
This section reports the open-ended explanations provided by respondents for their most-important
and least-important criteria. The coding procedure is described in the methodology chapter; here, the
focus is on the resulting themes and how they help interpret the elicited BWM weights. An overview of
the identified themes and their frequencies across the short-term and long-term recovery windows is
presented in Table 4.6.
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Table 4.6: Themes identified in the open-ended criterion rationales

Code Theme Count

Short-term window: most-important rationale (n = 61)
M1 Life and basic needs 45
M2 Emergency response and rescue access 7
M4 Return to normal daily life 4
M3 Connectivity and isolation prevention 3
M5 Network efficiency and public benefit 1
M6 Equity and inclusive recovery 1

Short-term window: least-important rationale (n = 55)
L1 Lower priority than survival or basic needs 18
L5 Equity is difficult, vague, or lower-benefit 12
L3 Acceptable delay or lower urgency 9
L10 Ambiguous or subjective rationale 6
L2 Minimum access is enough; efficiency can wait 6
L6 Efficiency or travel-condition improvements are lower priority 1
L4 Alternative access or redundancy exists 1
L7 Limited population or wider impact 1
L8 Already handled in another phase 1

Long-term window: most-important rationale (n = 61)
M4 Return to normal daily life 21
M5 Network efficiency and public benefit 10
M1 Life and basic needs 10
M3 Connectivity and isolation prevention 8
M6 Equity and inclusive recovery 6
M7 Resilience and long-term preparedness 3
M8 Ambiguous or unclear most-important rationale 2
M2 Emergency response and rescue access 1

Long-term window: least-important rationale (n = 58)
L5 Equity is difficult, vague, or lower-benefit 12
L3 Acceptable delay or lower urgency 11
L8 Already handled in another phase 7
L2 Minimum access is enough; efficiency can wait 7
L6 Efficiency or travel-condition improvements are lower priority 6
L10 Ambiguous or subjective rationale 5
L1 Lower priority than survival or basic needs 4
L11 Lower priority than returning to normal life 2
L9 Context or feasibility constraint 2
L4 Alternative access or redundancy exists 1
L7 Limited population or wider impact 1

Each response was assigned to a single theme, using separate sets of codes for the most-
important and least-important rationales. The themes were not fixed in advance but were
developed from the responses themselves. An initial set of themes and assignments was
drafted with the help of a large language model, and all assignments were then reviewed
by the author against the original responses. The least-important rationale counts exclude
responses flagged for the C1 wording issue. These responses are examined separately in
the robustness check. The coding is exploratory and is intended to help interpret the elicited
weights.
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4.3.1. Themes in most-important criterion explanations
The themes identified in the most-important criterion explanations show how respondents justified their
priorities in the short-term and long-term recovery windows. In the short-term window, life and basic
needs was the dominant theme (M1, 45 of 61). Most of these responses were associated with access
to critical facilities (C2, 42 of 45). The comments referred to basic physiological needs, food, water,
medicine, hospital access, injured disaster victims, and maintaining a minimum living standard during
the immediate recovery period. This indicates that respondents mainly understood short-term recovery
through the need to secure essential access for survival and basic welfare.

A further pattern is that emergency response and rescue access appeared as a smaller short-term
theme (M2, 7 of 61). Although this theme is closely related to the short-term disaster context, only a
limited number of respondents explicitly mentioned emergency response, rescue operations, or reach-
ing affected people. This pattern suggests that respondents more often described the goals of short-
term recovery than the actions used to achieve them. Most respondents described what needed to be
secured in the short term, such as life, basic needs, medical access, and survival. Fewer respondents
described the specific actions used to secure these needs.

Alongside these two themes, the absence of an ambiguous or unclear theme in the short-term most-
important rationales is also informative. It suggests that respondents found the most-important short-
term choice relatively easy to justify. In this stage, the reasoning was strongly centred on immediate
survival and essential access, which made the priority logic relatively explicit.

The long-term window shows a different pattern. The most frequent theme was return to normal daily
life (M4, 21 of 61), compared with only 4 occurrences in the short-term window. The comments referred
to restoring normal living order, returning to daily activity locations, supporting daily travel, and returning
to pre-disaster conditions. M4 appeared mainly in explanations for access to routine facilities (C3, 13
responses), but it also appeared in explanations for operational efficiency (C1), spatial equity (C4), and
connectivity (C5).

This shift from M1 to M4 as the dominant theme reflects a broader change in how respondents ex-
plained their priorities. Short-term priorities were mainly justified through access to critical facilities and
basic survival needs, whereas long-term priorities reflected a wider concern with daily routines, network
performance, connectivity, and fairness in recovery.

4.3.2. Themes in least-important criterion explanations
The patterns for the least-important criteria were interpreted from a slightly different angle, by first
identifying which criteria were most often selected as least important and then examining the themes
used to justify these choices.

Operational efficiency was frequently selected as the least-important criterion. In the short-term win-
dow, 28 respondents selected operational efficiency (C1) as the least-important criterion, and in the
long-term window this number was 26. The explanations commonly referred to basic access being
sufficient, efficiency being less urgent than access to critical facilities, or improvements in travel con-
ditions being something that could wait. These comments describe C1 as secondary to maintaining
minimum accessibility during recovery. A subset of C1-related comments also reflected the wording
issue around the Mandarin term for travel time; these responses are not interpreted further here and
are examined separately in the robustness check in Section 4.6.1.

For the reasons given for the least-important criterion, spatial equity was often described as difficult,
vague, or lower-benefit (L5). This theme appeared 12 times in the short-termwindow and 12 times in the
long-term window, mostly among respondents who selected spatial equity (C4) as the least-important
criterion. Across the two stages, respondents referred to urgent needs, regional differences, population
density, economic value, construction difficulty, different levels of disaster severity, and the difficulty of
achieving complete fairness. Some comments described fairness as perspective-dependent or less
urgent.

In the long-termwindow, another recurring reason was that some functions could be delayed or restored
gradually. Acceptable delay or lower urgency (L3, 11 of 61) appeared mainly among respondents who
selected connectivity (C5), operational efficiency (C1), or access to routine facilities (C3) as the least-
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important long-term criterion. For connectivity, respondents described full network reconnection or
broader connectivity improvements as something that could be restored gradually rather than immedi-
ately. For operational efficiency, the comments treated efficiency improvements as less urgent than
maintaining access to necessary activities. For access to routine facilities, respondents indicated that
some daily activities could be restored later in the recovery process.

4.4. Cross-city strategy ranking results
This section reports the SAW-based strategy rankings for the 223 cities included in the final simulation-
side analysis. Building on the city-network description in Section 4.4.1, the analysis compares how
the six recovery strategies perform across cities under different stakeholder-weight scenarios, damage
levels, and recovery stages. For each city, stakeholder group, damage level, and recovery stage, the
strategies are scored using the stage-specific BWM weights and the simulated recovery-performance
scores, and are then ranked from highest to lowest overall score.

4.4.1. Description of the analysed city networks
Before presenting the results, this subsection briefly describes the road-network sample used as the
basis for the simulation-side analysis. As described in Section 3.7.1, the original dataset contains 224
city and town road networks from Balakrishnan and Stokkink [1]. Kotor was excluded from the present
analysis because complete valid performance data were not available for all required combinations of
strategy, damage level, criterion, and recovery stage. The results in this chapter are therefore based
on 223 cities.

The descriptive statistics reported below are based on the original 224-network sample and are used to
provide context on the scale and diversity of the road networks. The original sample covers cities and
towns from 156 countries across six continents. The networks were extracted from OpenStreetMap
and were limited to at most 2500 road edges to manage computational complexity.

The analysed networks vary in size and topology. The number of road edges ranges from 14 to 2427,
with a mean of 799.08 and a median of 657.50. The networks also differ in density, average degree,
clustering, assortativity, average link length, and average link travel time. These differences are rele-
vant for this chapter because the simulated recovery outcomes and strategy rankings are partly shaped
by the structure of each city network.

Table 4.7 illustrates the variation in the original 224 road-network sample. In the strategy-ranking analy-
sis, the same stakeholder weights are applied to every city. This use of common stakeholder weights is
consistent with the survey design, which elicited general recovery priorities rather than city-specific pref-
erences. As a result, city-level differences in the rankings come from differences in simulated strategy
performance across networks. However, in practice, local priorities may vary with damage conditions,
past disaster experience, accessibility problems, and dependence on particular facilities. The rankings
should therefore be interpreted as results under a common set of stakeholder weights. This assumption
is discussed further as a limitation in Section 7.4.

Table 4.7: Descriptive statistics of the analysed road network sample

Variable Mean SD Minimum Median Maximum

Number of edges 799.08 637.01 14.00 657.50 2427.00
Density 0.02 0.03 0.00 0.01 0.21
Average degree 4.83 0.60 3.10 4.77 6.50
Global clustering coefficient 0.08 0.05 0.01 0.07 0.40
Average link length (m) 292.52 528.42 53.45 152.03 5397.43
Average link travel time (min) 30.93 57.76 4.66 16.32 647.69

4.4.2. Strategy rankings under 10% damage
This subsection reports the strategy-ranking results under the 10% damage scenario. This scenario
represents a relatively limited disruption, where only a small share of road links is initially removed. The
analysis examines whether the stakeholder-specific BWM weights lead to different preferred recovery
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strategies across cities, or whether one strategy remains dominant across stakeholder groups and
recovery stages.

Table 4.8: Rank-one strategy distribution across cities for 10% damage in the short-term window. Each cell
reports the share of cities in which the strategy is ranked first. The most frequently selected strategy in each

stakeholder column is shown in bold.

Strategy
Emergency
responder

Infrastructure
manager

Local
community

Public
authority

Road
users

Technical
experts

Transport
operator Other

Betweenness 70.0% 33.6% 68.6% 65.9% 69.1% 70.9% 70.4% 59.2%
Closeness 9.9% 34.1% 10.8% 13.0% 10.8% 9.9% 9.4% 17.5%
Degree 0.4% 0.9% 0.4% 0.4% 0.4% 0.0% 0.4% 0.4%
Eigenvector 2.2% 5.4% 2.7% 2.7% 2.2% 2.2% 2.2% 2.7%
Nearest-neighbour edge 0.0% 4.0% 0.0% 0.0% 0.0% 0.0% 0.0% 1.3%
Random 0.4% 4.9% 0.4% 0.9% 0.4% 0.0% 0.4% 1.8%

Table 4.9: Rank-one strategy distribution across cities for 10% damage in the long-term window. Each cell
reports the share of cities in which the strategy is ranked first. The most frequently selected strategy in each

stakeholder column is shown in bold.

Strategy
Emergency
responder

Infrastructure
manager

Local
community

Public
authority

Road
users

Technical
experts

Transport
operator Other

Betweenness 55.2% 84.8% 64.6% 64.6% 81.2% 59.6% 61.4% 60.1%
Closeness 30.9% 7.6% 24.7% 25.6% 11.2% 29.1% 27.8% 27.8%
Degree 0.4% 0.4% 0.4% 0.4% 0.4% 0.4% 0.4% 0.4%
Eigenvector 4.0% 1.3% 3.6% 2.7% 1.3% 3.6% 3.6% 4.0%
Nearest-neighbour edge 0.9% 0.0% 0.4% 0.0% 0.0% 0.0% 0.0% 0.4%
Random 2.7% 0.0% 0.4% 0.9% 0.0% 1.3% 0.9% 1.3%

At the 10% damage level, betweenness centrality is the plurality choice, defined here as the strategy with
the largest share of rank-first cities, for every stakeholder group in the long-term stage, and for all groups
except the single-respondent infrastructure-manager group in the short-term stage. This indicates that,
under limited disruption, differences in stakeholder weights do not lead to major differences in the most
frequently preferred strategy across cities. Although the exact share of cities differs between groups
and stages, betweenness remains the most common rank-first strategy throughout the 10% damage
scenario.

4.4.3. Strategy rankings under 30% damage
This subsection reports the strategy-ranking results under the 30% damage scenario. Compared with
the 10% damage scenario, this setting tests whether a larger initial disruption produces more variation
in the preferred recovery strategies across stakeholder groups and recovery stages.

Table 4.10: Rank-one strategy distribution across cities for 30% damage in the short-term window. Each cell
reports the share of cities in which the strategy is ranked first. The most frequently selected strategy in each

stakeholder column is shown in bold.

Strategy
Emergency
responder

Infrastructure
manager

Local
community

Public
authority

Road
users

Technical
experts

Transport
operator Other

Betweenness 74.0% 33.2% 73.5% 67.7% 72.6% 74.0% 73.5% 57.0%
Closeness 15.2% 45.3% 15.7% 21.1% 16.6% 15.2% 15.7% 29.1%
Degree 0.4% 1.8% 0.4% 0.4% 0.4% 0.4% 0.4% 1.8%
Eigenvector 1.8% 3.6% 1.8% 1.8% 1.8% 1.8% 2.2% 1.8%
Nearest-neighbour edge 0.0% 3.6% 0.0% 0.0% 0.0% 0.0% 0.0% 0.9%
Random 1.8% 5.4% 1.8% 1.8% 1.8% 1.8% 1.3% 2.2%
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Table 4.11: Rank-one strategy distribution across cities for 30% damage in the long-term window. Each cell
reports the share of cities in which the strategy is ranked first. The most frequently selected strategy in each

stakeholder column is shown in bold.

Strategy
Emergency
responder

Infrastructure
manager

Local
community

Public
authority

Road
users

Technical
experts

Transport
operator Other

Betweenness 39.0% 81.6% 51.6% 53.4% 73.1% 48.4% 51.6% 47.5%
Closeness 45.7% 15.2% 40.8% 40.8% 22.9% 43.0% 42.2% 43.0%
Degree 2.7% 0.0% 1.3% 0.9% 0.0% 1.3% 0.4% 1.3%
Eigenvector 4.9% 0.4% 2.7% 0.9% 0.9% 3.6% 2.2% 4.0%
Nearest-neighbour edge 1.8% 0.0% 0.4% 0.4% 0.0% 0.4% 0.4% 0.4%
Random 2.7% 0.0% 0.0% 0.4% 0.0% 0.0% 0.0% 0.4%

Overall, betweenness remains the most frequently preferred strategy across stakeholder groups, dam-
age levels, and recovery stages. The main departures from this pattern occur under the 30% damage
scenario, where closeness becomes more competitive for some stakeholder groups, especially in the
long-term stage. This is most visible in the 30% long-term disruption condition, as reported in Table 4.11.
In that condition, the emergency-responder group switches to closeness, which is consistent with its
high weight on spatial equity (C4), the criterion on which closeness performs best

The equal-group baseline weights introduced in Section 3.3.3 are also applied in the SAW step. Under
this profile, betweenness is the preferred strategy in 57 to 69% of cities across the short-term and long-
term recovery stages under 10% and 30% damage. This baseline is used as the reference case for the
sensitivity analysis in Section 4.6.4.

4.4.4. Overall ranking pattern
Across the four damage-stage scenarios, betweenness centrality is the most common plurality strategy.
Under 10% damage, it is the plurality choice for every stakeholder group in the long-term window and
for all groups except the single-respondent infrastructure-manager group in the short-term window.
Under 30% damage, betweenness also remains the most frequent plurality strategy for most groups.
The exceptions are the infrastructure-manager group in the short-term window and the emergency-
responder group in the long-term window, where closeness centrality is selected most often.

The main interpretation is therefore that betweenness provides the most stable rank-one pattern across
the city sample, while closeness is a conditional complementary alternative. The clearest closeness
case for the criterion-level interpretation occurs in the 30% long-term condition. In that setting, the
emergency-responder group selects closeness most often. This follows from the combined weight it
places on spatial equity (C4) and connectivity (C5), which together account for 50.7% of its long-term
weight and are the two criteria on which closeness records its smallest deviation scores (Table E.2).
Technical experts show a similar but weaker tendency in the same condition, where betweenness
remains first but closeness rises to 43.0% compared with 48.4% for betweenness.

4.4.5. Similarity between single-indicator strategy orderings
The overall ranking pattern identifies betweenness centrality as the most stable top-performing strategy
and closeness centrality as the main alternative. A related question is whether the single-indicator
strategies prioritise similar road links. If two strategies produce highly similar edge-priority orderings,
comparing them may provide limited additional information.

Following the method described in Section C.2, Table 4.12 reports the mean Spearman rank correlation
between the strategies’ intact-network edge-priority orderings across the road networks included in the
cross-city analysis. The city-level coefficients are averaged with equal weight for each city. The random
baseline is excluded because it does not generate a fixed priority ordering. These correlations compare
predefined priority rules rather than damage-specific restoration sequences.

Overall, the pairwise rank correlations are generally low, although one strategy pair shows substantial
overlap. The mean off-diagonal correlation is 0.22, indicating that the strategies are not redundant on
average and capture different notions of link importance. The strongest agreement is between nearest-
neighbour edge and weighted degree (ρ = 0.64), which is consistent with both strategies relying on
local, degree-related network properties. This result indicates substantial overlap between their intact-
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Table 4.12: Mean Spearman rank correlation between the strategies’ edge-priority orderings.

Betw. Near.-nb. Close. Eigen. Degree

Betweenness 1.00 0.29 0.35 0.08 0.23
Nearest-neighbour 0.29 1.00 0.17 0.09 0.64
Closeness 0.35 0.17 1.00 −0.01 0.22
Eigenvector 0.08 0.09 −0.01 1.00 0.12
Weighted degree 0.23 0.64 0.22 0.12 1.00

network edge-priority orderings.

Betweenness and closeness show a weak-to-moderate positive rank correlation (ρ = 0.35), indicating
limited overlap between their intact-network edge-priority orderings. This pattern is consistent with
their different criterion-level strengths. Betweenness prioritises links that lie on many shortest paths,
whereas closeness prioritises links connected to nodes with shorter travel-time distances to the rest of
the network. Eigenvector centrality shows almost no rank-order association with the other measures
(ρ between −0.01 and 0.12), although its distinct ordering does not translate into consistently better
recovery performance.

These results support treating the single-indicator strategies as distinct structural prioritisation rules in
the cross-city analysis. Most strategy pairs show limited overlap in their intact-network edge orderings.
Nearest-neighbour edge and weighted degree show the greatest overlap, but the correlation alone does
not establish that the two strategies are interchangeable. Betweenness and closeness provide a useful
contrast for interpreting different restoration logics because they combine relatively limited rank-order
overlap with different criterion-level strengths.

4.5. Differences in strategy rankings across stakeholder groups and
recovery stages

This section compares the rank-one strategy choices across stakeholder groups and between the short-
term and long-term recovery stages. The purpose is to assess whether different stakeholder priorities
and recovery stages lead to different preferred strategies.

4.5.1. Differences across stakeholder groups
Although the stakeholder groups assign different weights to the criteria, these differences rarely change
the top-ranked strategy. As Section 4.4 shows, betweenness centrality is the plurality choice for most
stakeholder groups across the four scenarios. The exceptions are the single-respondent infrastructure-
manager group in the short-term stage under both damage levels, and the emergency-responder group
in the long-term stage under 30% damage, where closeness is selected most often.

To examine agreement at the city level, the rank-one choices of the eight groups are compared within
each city for a given damage level and recovery stage. Cities in which the six strategies produced
identical SAW scores for all eight groups are excluded, because no rank-one strategy can be assigned
in those cases. The exclusion is applied separately for each recovery stage, leaving 185 and 211 cities
for the short- and long-term stages under 10% damage, and 208 and 217 cities under 30% damage. A
small number of cities also contain a tie between two strategies for an individual stakeholder group;
these affect at most one city per scenario and are retained. Table 4.13 reports the percentage of
remaining cities in which all eight groups select the same rank-one strategy. Agreement is moderate
across all four scenarios, ranging from 50% to 65%. Betweenness centrality is the most commonly
selected rank-one strategy in every scenario. Agreement is consistently higher in the long-term stage
than in the short-term stage, and the highest agreement is observed under 10% damage in the long-term
window, where almost two-thirds of cities have the same rank-one strategy across all eight stakeholder
groups.
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Table 4.13: Within-city comparison of stakeholder group choices across scenarios. Valid cities exclude,
separately for each recovery stage, cities in which the six strategies receive identical SAW scores for all eight

stakeholder groups.

Scenario Valid cities All groups same Most selected rank-one strategy

10% short-term 185 49.73% Betweenness
10% long-term 211 64.93% Betweenness
30% short-term 208 50.96% Betweenness, followed by closeness
30% long-term 217 55.30% Betweenness, followed by closeness

4.5.2. Differences between short- and long-term recovery stages
This section examines whether the preferred recovery strategy changes between the short-term and
long-term recovery stages. For each city and each stakeholder group, the strategy ranked first in the
short-term stage is compared with the strategy ranked first in the long-term stage. The unit of analysis
is therefore a city–stakeholder combination.

For each damage level, combinations with a tied first-ranked strategy in either stage are excluded,
because no unique transition can be assigned. The remaining combinations are used to calculate the
switching rate, defined as the share of city–stakeholder combinations for which the first-ranked strategy
changes between stages. A higher switching rate indicates stronger stage dependence, meaning that
the strategy preferred in the short-term stage is less likely to remain preferred in the long-term stage.
Table 4.14 reports the switching rate separately for each stakeholder group and damage level.

Table 4.14: Stage-dependent changes in rank-one strategy by stakeholder group. Each cell reports the number
and percentage of included city–stakeholder pairs for which the rank-one strategy differs between the short- and

long-term recovery stages. Cases with tied rank-one strategies in either stage are excluded.

Stakeholder group 10% damage 30% damage
Infrastructure manager 100/185 (54.1%) 119/207 (57.5%)
Emergency responder 65/185 (35.1%) 97/208 (46.6%)
Other 56/185 (30.3%) 73/207 (35.3%)
Technical expert / researcher 54/185 (29.2%) 78/208 (37.5%)
Transport/logistics operator 52/185 (28.1%) 79/208 (38.0%)
Public authority / government agency 50/185 (27.0%) 70/207 (33.8%)
Local community 47/185 (25.4%) 76/208 (36.5%)
Road users 27/185 (14.6%) 40/208 (19.2%)

The results show that stage-dependent switching differs across stakeholder groups. The infrastructure
manager group has the highest switching rate under both damage levels, with the first-ranked strategy
changing in 54.1% of included city–stakeholder combinations under 10% damage and 57.5% under
30% damage. This result should be interpreted cautiously, as both the infrastructure manager group
and the other category are represented by a single respondent. Among the multi-respondent groups,
emergency responders show the strongest stage dependence, with switching rates of 35.1% under 10%
damage and 46.6% under 30% damage. Road users are the most stable group, with switching rates of
14.6% and 19.2%, respectively.

For every stakeholder group, the switching rate is higher under 30% damage than under 10% dam-
age. This indicates that the difference between short- and long-term recovery stages becomes more
important as disruption severity increases.

4.5.3. Linking the rankings to criterion weights and strategy performance
These patterns follow from the interaction between the criterion weights in Section 4.2 and the per-
formance of each strategy on those criteria. Betweenness centrality is the lowest-deviation strategy
for accessibility (C2) and operational efficiency (C1) in both stages and at both damage levels (Sec-
tion 4.6.2). Since C2 carries the largest short-term weight in every main group (Table 4.5), betweenness
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remains the plurality choice for these groups regardless of the smaller differences in their other weights.
This explains the high short-term agreement in Table 4.13.

Betweenness loses ground only when weight moves towards spatial equity (C4), the criterion on which
closeness centrality performs best. This occurs mainly in the long-term stage under 30% damage,
where the group weights flatten. Technical experts, who give C4 their highest long-term weight (0.244),
shift furthest towards closeness, where betweenness falls to 48.4% and closeness rises to 43.0% (Ta-
ble 4.11). Road users keep C2 highest in both stages, stay with betweenness in 73.1% of cities in the
same scenario, and switch least often (Table 4.14).

4.6. Robustness and sensitivity checks
This section reports the robustness and sensitivity checks defined in the methodology chapter. The
checks examine whether the main results remain stable under selected methodological assumptions
and potential data interpretation issues. They are not intended as a formal MCDM sensitivity analysis
in which all criterion weights are systematically varied. Instead, each check targets a specific part
of the analysis: the interpretation of the operational-efficiency criterion, the short-term recovery-stage
boundary, the BWM weight-processing configuration, and the stakeholder-group aggregation weights.

The first and third checks are treated as robustness checks, because they test whether the results
change under alternative data screening or weight-processing choices. The second and fourth checks
are treated as sensitivity checks, because they vary a modelling boundary or aggregation-weight as-
sumption. The results are compared with themain analysis in terms of criterion weights, deviation-score
patterns, and strategy rankings.

4.6.1. Flagged operational-efficiency responses
As described in Section 3.8.1, a small number of responses were flagged because their open-ended
explanations suggested an individual-travel-time interpretation of the operational-efficiency criterion
(C1). Within the broader sample, six short-term responses were flagged, comprising three from the
local community, two from road users, and one from the public authority/government agency group.
Three long-term responses were also flagged, all from the local community. One further long-term
response indicated the same interpretation but fell outside the broader sample and was therefore not
included in the re-aggregation.

The top-ranked strategy did not change in any case. The betweenness centrality strategy remained
ranked above the closeness centrality strategy throughout the local-community and road-user checks.
For the public authority/government agency group in the short-term stage, excluding the flagged re-
sponse changed the weights from 0.064 to 0.059 for C1, from 0.410 to 0.397 for C2, from 0.163 to 0.186
for C3, from 0.212 to 0.240 for C4, and from 0.151 to 0.118 for C5. The overall weight pattern remained
similar, with C2 remaining the highest-weighted criterion. The numerical changes are larger than in
the other checks because this group contains only three valid short-term responses before exclusion.
Since temporarily excluding the flagged responses did not change the strategy rankings, all flagged
responses were retained in the final analysis.
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Table 4.15: Criterion weights before and after temporarily excluding
the flagged operational-efficiency responses.

Local community Local community Road users
(short-term) (long-term) (short-term)

Criterion Before After Before After Before After

C1 0.072 0.077 0.166 0.199 0.097 0.101
C2 0.501 0.494 0.207 0.213 0.442 0.428
C3 0.140 0.135 0.202 0.190 0.167 0.172
C4 0.124 0.126 0.198 0.185 0.121 0.120
C5 0.163 0.169 0.227 0.214 0.173 0.179

C1 denotes the operational-efficiency criterion. Weights are from the linear con-
figuration. Sample sizes are n = 17 → 14 for the local community in the short-
term stage, n = 19 → 16 for the local community in the long-term stage, and
n = 21 → 19 for road users in the short-term stage. The public authority/gov-
ernment agency check is reported in the text because it is based on only three
valid short-term responses before exclusion. Columns may not sum to exactly
one because of rounding.

4.6.2. Short-term recovery stage boundary
This sensitivity check examines whether the main findings depend on the 25% restoration boundary
used to separate the short- and long-term recovery stages. The full sensitivity plots are reported in
Section G.2.

Changing the boundary affects the magnitude of the mean deviation scores, but not the main criterion-
level strategy patterns. Across the tested boundary values, betweenness remains the lowest-deviation
strategy for operational efficiency and accessibility at both damage levels and in both recovery stages.
Closeness remains the lowest-deviation strategy for spatial equity across all tested boundaries, dam-
age levels, and recovery stages. For connectivity, closeness remains lowest in the short-term stage
at both damage levels and in the long-term stage under 10% damage, while random remains lowest in
the long-term stage under 30% damage.

Overall, the sensitivity check indicates that the 25% boundary affects the absolute size of the deviation
scores but does not change the lowest-deviation strategy within each criterion, damage level, and
recovery stage. This supports the use of the 25% boundary in the main analysis while acknowledging
that it is a modelling assumption.

4.6.3. BWM configuration
The fourth robustness check examines whether the strategy rankings depend on the BWMconfiguration
used to derive the criterion weights. Following the all-respondent comparison procedure described in
Section 3.8.4, the SAW rankings were recomputed under the four BWM configurations: linear–broader,
linear–strict, equivalent–broader, and equivalent–strict.

The all-respondent criterion weights vary only slightly across configurations. In the short-term stage, all
four configurations produce the same criterion ranking, C2 > C5 > C3 > C4 > C1. In the long-term stage,
the main difference is that linear–broader ranks C2 slightly above C3, whereas the other three config-
urations rank C3 slightly above C2. The largest pairwise criterion-weight difference is approximately
0.015 in the short-term stage and approximately 0.019 in the long-term stage.

These differences do not alter the main SAW ranking pattern. Across all four configurations, both re-
covery stages, and both damage levels, betweenness centrality remains the plurality rank-one strategy.
No configuration changes the plurality winner relative to the linear–broader primary configuration. The
share of cities in which betweenness centrality is the rank-one strategy ranges from 67.7% to 69.1% un-
der 10% short-term damage, from 70.4% to 71.3% under 10% long-term damage, from 71.3% to 71.7%
under 30% short-term damage, and from 58.3% to 59.6% under 30% long-term damage.

Overall, the main strategy-ranking result is stable across the tested BWM configurations. This suggests
that the dominance of betweenness centrality is not driven by the inclusion of Grade C responses or
by the choice between the linear and equivalent BWM formulations.
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4.6.4. Stakeholder weight aggregation
This final sensitivity check reports the sensitivity of the strategy rankings to the stakeholder-group impor-
tance weights. The procedure follows Section 3.8.2, where each stakeholder group with more than one
valid response is assigned a larger aggregation weight in turn. In this dataset, the single-respondent
groups are infrastructure managers and other ; these groups are therefore not tested as dominant
groups but remain included in the residual aggregation weight.

For each recovery stage and damage level, the rankings obtained under the alternative group-weighting
schemes are compared with the equal-group baseline.

The resulting overall criterion weights change gradually as the dominance share increases. The changes
are smaller in the short-term recovery stage, where most stakeholder groups place their highest weight
on access to critical facilities (C2). The changes are larger in the long-term recovery stage, where the
group-level weights are more diverse. Figure 4.6 illustrates this pattern for the public authority/govern-
ment agency group. As the aggregation share of this group increases, the overall criterion weights
move gradually away from the equal-group baseline, but no abrupt change in the weight profile is ob-
served.

Figure 4.6: Overall criterion weights under equal-group aggregation and under public authority/government
agency dominance shares of 0.3 and 0.6, for the short- and long-term recovery stages.

After examining how the aggregation weights affect the overall criterion weights, the sensitivity check
was extended to the resulting SAW rankings. The aim is to assess whether increasing the aggregation
weight of one stakeholder group changes the plurality rank-one strategy across cities.

The aggregation sensitivity results show that the main ranking pattern is stable across all tested stake-
holder weighting schemes. In every scenario, betweenness centrality remains the plurality rank-one
strategy for each of the six multi-respondent stakeholder groups tested as the dominant group, identical
to the equal-group baseline. The two single-respondent groups, infrastructure managers and the other
category, were not used as dominant groups in this check. The share of cities in which betweenness
centrality is the rank-one choice ranges from 47% to 77%.

The 30% damage long-term scenario is the most sensitive to stakeholder weighting: the betweenness
share ranges from 46.6% to 66.8% depending on which stakeholder group dominates and at what level.
When the emergency-responder group is assigned a dominance share of 0.6, the betweenness share
reaches its minimum of 46.6%, although closeness centrality does not overtake it as the plurality choice.
The other three scenarios show narrower betweenness ranges (65.9 to 69.5% for 10% short-term, 62.3
to 77.1% for 10% long-term, and 68.6 to 72.6% for 30% short-term).



5
Delft Case Study

This chapter presents the Delft case study, the city-level application of the framework introduced in
Chapter 3. The cross-city analysis in Chapter 4 compares recovery strategies across many city net-
works using aggregate performance metrics. The Delft case study applies the same stakeholder-
weighted evaluation logic to a single urban network, where accessibility can be represented in more
local detail. Its purpose is to examine how the recovery strategies compare at the city level when ac-
cessibility is modelled through explicit facility destinations and when selected local road-user outcomes
are examined.

The Delft case study has two complementary roles:

• Facility-based strategy ranking. The same recovery strategies, BWM-derived stakeholder
weights, AAC scoring logic, and SAW aggregation procedure are applied to the Delft road net-
work. The main difference from the cross-city analysis is that the aggregate accessibility proxy
is replaced by two facility-based measures. Access to critical facilities corresponds to C2, while
access to routine facilities corresponds to C3. This allows the case study to examine how the
strategies compare when accessibility is represented more explicitly.

• Supplementary local road-user checks. These checks are kept separate from the SAW criteria.
They examine restoration-order patterns, boundary sensitivity, and travel times from selected
residential origins to reachable emergency, medical, food, and water services. This provides a
road-user perspective on the Delft ranking results and helps assess whether the system-level
rankings remain meaningful for specific local accessibility outcomes.

The Delft results are therefore used to support local interpretation of the framework. They show how
the same evaluation logic works when more detailed local accessibility information is added to the Delft
network, and how the resulting rankings can be interpreted in a specific urban context

5.1. Facility-based separation of accessibility criteria
As described in Section 3.7.2, the Delft case study separates the two accessibility criteria used in the
stakeholder survey. Access to critical facilities corresponds to C2, while access to routine facilities
corresponds to C3. This differs from the cross-city analysis, where both criteria are represented by the
same aggregate accessibility metric.

In the Delft implementation, facility records are first linked to their nearest road-network nodes. The
mapped nodes are then used as destinations in the accessibility calculations. The points shown in
Figure 5.1 therefore represent mapped road-network nodes, rather than the original facility records.
Multiple facilities may be represented by the same network node. The Delft case study uses 58mapped
critical-facility nodes and 364 mapped routine-facility nodes.

Figure 5.1 provides a reference map for interpreting the Delft case study results. It shows the Delft road
network and the mapped facility nodes used to calculate the two facility-based accessibility criteria.

58
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Figure 5.1: Delft road network with mapped facility nodes used in the accessibility calculations. The figure
shows 58 critical-facility nodes and 364 routine-facility nodes after linking original facility records to the nearest

road-network nodes.
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5.2. Delft criterion-level recovery results
This section reports the Delft recovery results at the criterion level. The focus is on the two accessibility
criteria that are separated in the Delft case study: access to critical facilities (C2) and access to routine
facilities (C3). The aim is to compare how the six recovery strategies perform when these two accessi-
bility criteria are evaluated using separate facility destination sets. The other three criteria, operational
efficiency (C1), spatial equity (C4), and connectivity (C5), are also reported because they form part of
the SAW decision matrix.

Each recovery curve is summarised by its area-above-curve (AAC) deviation, as defined in Section 3.5.4.
The AAC deviation is calculated separately for the short-term and long-term recovery stages, with lower
values indicating faster recovery. The values reported in Tables 5.1 and 5.2 are mean AAC deviations
over 20 damage realisations. These criterion-level deviation values are later used as inputs for the SAW
ranking in Section 5.3. The corresponding recovery curves are shown in Figures 5.2 and 5.3, where
the lines show mean recovery ratios and the shaded bands show 95% confidence intervals across the
20 damage realisations.

5.2.1. AAC deviations under 10% damage
Table 5.1: Criterion-level AAC deviations under 10% damage in Delft. Lower values indicate faster recovery, and
the best mean value in each column is shown in bold. Values are means over 20 damage realisations. C2 and

C3 are calculated using facility-based destination sets.

Short-term Long-term
Strategy Eff. Crit. Rout. Equity Conn. Eff. Crit. Rout. Equity Conn.

Betweenness 0.235 0.232 0.182 0.291 0.068 0.040 0.038 0.028 0.074 0.026
Closeness 0.315 0.280 0.271 0.397 0.065 0.098 0.070 0.070 0.130 0.021
Weighted degree 0.383 0.391 0.346 0.340 0.083 0.188 0.200 0.187 0.269 0.050
Eigenvector 0.385 0.381 0.331 0.308 0.077 0.209 0.214 0.171 0.119 0.055
Nearest-neighbour 0.379 0.386 0.343 0.344 0.081 0.160 0.171 0.154 0.198 0.038
Random 0.357 0.356 0.314 0.352 0.074 0.142 0.130 0.130 0.180 0.029

Figure 5.2: Delft recovery curves under 10% damage, by criterion. Lines show mean recovery ratios over 20
damage realisations, with shaded bands indicating 95% confidence intervals. Higher values indicate better

recovery. The dashed line marks the θ = 25% boundary between the short-term and long-term recovery stages.
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5.2.2. AAC deviations under 30% damage
Table 5.2: Criterion-level AAC deviations under 30% damage in Delft. Lower values indicate faster recovery, and
the best mean value in each column is shown in bold. Values are means over 20 damage realisations. C2 and

C3 are calculated using facility-based destination sets.

Short-term Long-term
Strategy Eff. Crit. Rout. Equity Conn. Eff. Crit. Rout. Equity Conn.

Betweenness 0.621 0.622 0.563 0.547 0.252 0.127 0.124 0.096 0.181 0.085
Closeness 0.762 0.700 0.808 0.703 0.246 0.272 0.203 0.206 0.220 0.077
Weighted degree 0.877 0.899 0.916 0.712 0.312 0.486 0.514 0.580 0.492 0.176
Eigenvector 0.879 0.884 0.882 0.598 0.296 0.564 0.575 0.536 0.285 0.200
Nearest-neighbour 0.880 0.900 0.924 0.733 0.307 0.442 0.469 0.463 0.411 0.133
Random 0.869 0.887 0.905 0.703 0.290 0.435 0.422 0.487 0.402 0.118

Figure 5.3: Delft recovery curves under 30% damage, by criterion. Lines show mean recovery ratios over 20
damage realisations, with shaded bands indicating 95% confidence intervals. Higher values indicate better

recovery. The dashed line marks the θ = 25% boundary between the short-term and long-term recovery stages.

5.2.3. Comparison between critical and routine accessibility
For both access to critical facilities and access to routine facilities, betweenness centrality has the low-
est AAC deviation across both damage levels and both recovery stages. Closeness centrality is the
second-best strategy for the two accessibility criteria in all cases. The remaining strategies, namely
weighted degree, eigenvector, nearest-neighbour edge, and random, generally show higher accessi-
bility deviations.

Although the strategy ordering is similar for the two accessibility criteria, the deviation values differ be-
tween critical and routine accessibility. For betweenness, the short-term routine-accessibility deviation
is lower than the short-term critical-accessibility deviation under both damage levels. Under 10% dam-
age, the routine-accessibility deviation is 0.182, compared with 0.232 for critical accessibility. Under
30% damage, the routine-accessibility deviation is 0.563, compared with 0.622 for critical accessibility.
For closeness, the opposite pattern appears under 30% damage in the short-term stage, where the
critical-accessibility deviation is lower than the routine-accessibility deviation, with 0.700 compared with
0.808.

These results show that separating the two destination sets reveals differences between critical and
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routine accessibility that would not be visible if both criteria were represented by a single aggregate
accessibility measure. The other three criteria are included in Tables 5.1 and 5.2 because they are used
together with C2 and C3 in the SAW ranking. Since C1, C4, and C5 are calculated in the same way
as in the cross-city analysis, the interpretation in this section focuses mainly on the two facility-based
accessibility criteria.

5.3. SAW ranking results
This section combines the five Delft criterion-level deviation values with the BWM stakeholder weights
using the SAW procedure. Unlike Section 5.2, which focuses on criterion-level recovery patterns, this
section evaluates the six recovery strategies using all five criteria together. The aim is to examine
whether the Delft case study produces the same main ranking pattern as the cross-city analysis when
access to critical facilities and access to routine facilities are evaluated separately.

5.3.1. Main strategy rankings for key stakeholder groups
The main comparison focuses on the three stakeholder groups with sufficient responses: road users
(n = 22), the local community (n = 19), and technical experts and researchers (n = 9). The ranking
uses the linear–broader BWM weight configuration as the primary weight set, as described in Sec-
tion 3.3.3.

Because the SAW scores are normalised separately for each damage level, recovery stage, and stake-
holder group, they should be compared only between strategies within the same column of each table.
Higher scores indicate better relative performance within that specific scenario and stakeholder per-
spective.
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Table 5.3: SAW scores for baseline restoration strategies in Delft from the road users’ perspective. Scores are
shown by damage level and recovery stage. Higher values indicate better relative performance within each

column.

10% 30%

Strategy Short-term Long-term Short-term Long-term

Betweenness 0.97 0.98 0.99 0.99
Closeness 0.61 0.78 0.61 0.82
Weighted degree 0.07 0.07 0.02 0.10
Eigenvector 0.20 0.12 0.17 0.11
Nearest-neighbour edge 0.10 0.30 0.01 0.30
Random 0.28 0.47 0.11 0.34

Table 5.4: SAW scores for baseline restoration strategies in Delft from the local community perspective. Scores
are shown by damage level and recovery stage. Higher values indicate better relative performance within each

column.

10% 30%

Strategy Short-term Long-term Short-term Long-term

Betweenness 0.97 0.97 0.99 0.99
Closeness 0.61 0.80 0.62 0.84
Weighted degree 0.07 0.07 0.02 0.10
Eigenvector 0.20 0.17 0.17 0.15
Nearest-neighbour edge 0.10 0.33 0.01 0.32
Random 0.28 0.50 0.11 0.37

Table 5.5: SAW scores for baseline restoration strategies in Delft from the technical experts and researchers’
perspective. Scores are shown by damage level and recovery stage. Higher values indicate better relative

performance within each column.

10% 30%

Strategy Short-term Long-term Short-term Long-term

Betweenness 0.96 0.97 0.99 0.99
Closeness 0.60 0.79 0.60 0.84
Weighted degree 0.06 0.06 0.02 0.09
Eigenvector 0.19 0.21 0.16 0.18
Nearest-neighbour edge 0.10 0.32 0.01 0.31
Random 0.28 0.49 0.11 0.36
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Across all Delft SAW scenarios, betweenness centrality remains the top-ranked strategy. This holds for
both damage levels and both recovery stages across the three main stakeholder groups. Closeness
centrality consistently ranks second. The remaining strategies receive substantially lower scores, with
random and nearest-neighbour edge generally occupying the middle positions depending on the recov-
ery stage, while weighted degree and eigenvector are usually among the lowest-ranked strategies.

The dominance of betweenness centrality is also reflected in the score differences. Across the three
stakeholder groups, its SAW score is close to the maximum in every scenario, ranging from 0.96 to 0.99.
The gap between betweenness and the second-ranked closeness strategy is approximately 0.35–0.39
in the short-term stage and about 0.14–0.20 in the long-term stage. This suggests that betweenness-
based restoration is particularly advantageous during the early recovery phase, while its advantage
narrows later in the restoration process.

5.3.2. Ranking results across all stakeholder groups
The same ranking pattern is observed when all stakeholder groups are considered. Road users, the
local community, and technical experts and researchers all rank betweenness centrality first in every
damage level and recovery stage. Closeness centrality is also ranked second by each of these three
groups.

The five smaller stakeholder groups are treated as exploratory because they each include only one to
three respondents. Their results point in the same direction, with betweenness centrality ranked first
throughout. Some variation appears in the second-ranked strategy, but this variation is not interpreted
further because of the small group sizes.

5.3.3. Comparison with the cross-city ranking pattern
The Delft results are consistent with the main ranking pattern observed in the cross-city analysis. In
both analyses, betweenness centrality is the most stable top-ranked strategy across damage levels,
recovery stages, and stakeholder perspectives. The Delft case study therefore supports the interpre-
tation that betweenness-based restoration performs well under the stakeholder-weighted evaluation
framework.

The Delft results also show that closeness centrality remains the main alternative to betweenness. Its
SAW scores are clearly lower than those of betweenness in the short-term stage, but the gap becomes
smaller in the long-term stage. This pattern is consistent with the criterion-level results in Section 5.2,
where closeness performs well for connectivity and becomes more competitive later in the recovery
process.

The separation of access to critical facilities and access to routine facilities does not change the top-
ranked strategy in Delft. Betweenness remains first even when C2 and C3 are calculated using sepa-
rate facility destination sets. However, the separation improves the interpretation of the results because
it shows that critical and routine accessibility do not always recover in exactly the same way. The Delft
case study therefore arrives at the same first-ranked strategy as the cross-city analysis, while adding
local detail about how the accessibility criteria contribute to that ranking.

5.4. Spatial restoration patterns
The SAW ranking in Section 5.3 reports the weighted recovery performance of the six strategies. This
section provides a spatial interpretation of the strategy rules by showing how each strategy translates
into an edge priority order across the Delft road network. The purpose is to show which parts of the
network each strategy tends to prioritise early. This section supports the interpretation of the SAW
results and is not used as an additional performance measure. Because the priority orders are calcu-
lated before damage is imposed, this section also discusses how the static priority design affects the
interpretation of the Delft results.

5.4.1. Static edge priority order across strategies
A keymodelling choice is that the edge priority order is calculated on the intact Delft road network before
damage is imposed. Each strategy assigns an importance score to every link in the full network using
the strategy definitions in Section 3.2.2. These scores define a fixed priority order. In each damage
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realisation, only the damaged links are eligible for restoration, and these damaged links are restored
according to their position in the predefined priority order.

The same priority order is therefore kept across damage realisations. This design keeps the six strate-
gies comparable across random damage realisations and represents restoration rules that could be
prepared before a specific disruption is observed. It also avoids turning each damage realisation into a
separate adaptive optimisation problem. The Delft results should therefore be interpreted as a compar-
ison of static network-based restoration heuristics, rather than as damage-specific optimal restoration
plans.

Figure 5.4 visualises the fixed priority order by colouring all Delft links according to their priority band,
from the earliest-priority links (Band 1, dark red) to the latest-priority links (Band 8, blue). The bands
divide each strategy’s full edge priority ranking into eight equal groups. They should be read as a visual
summary of the precomputed priority order, not as the 10% restoration steps used in the simulation.
The black points mark the 58 mapped critical-facility nodes.

Figure 5.4: Static edge priority order in Delft by strategy. Links are coloured by priority band, from earliest priority
(Band 1, dark red) to latest priority (Band 8, blue). The bands divide each strategy’s full edge priority ranking into

eight equal groups. Black points mark the 58 mapped critical-facility nodes.

5.4.2. Spatial interpretation of the priority patterns
Figure 5.4 shows that the betweenness and closeness strategies produce different early-priority pat-
terns. Under the betweenness centrality strategy, early priority is given to links that connect different
parts of Delft, including links between the city centre and surrounding areas. This follows the definition
of edge betweenness, where links receive higher scores when they lie on many shortest paths between
node pairs.
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Under the closeness centrality strategy, early priority is more concentrated in the central part of the
network. This follows from the closeness-based rule, where links connected to nodes with shorter
average travel times to the rest of the network receive higher priority. The contrast between these two
strategies is useful because both strategies perform relatively well in the Delft SAW results, but they
do so through different spatial restoration patterns.

The other strategies show less network-wide early-priority patterns. Weighted degree and nearest-
neighbour edge give early priority to more local road fragments, while eigenvector centrality concen-
trates early priority in a dense part of the network. The random strategy does not produce a clear spatial
pattern.

These spatial patterns help interpret the SAW results in Section 5.3. Betweenness performs best in
the Delft SAW ranking, and its priority map shows that it restores links connecting different parts of
the network early. This pattern is consistent with its strong performance across the accessibility and
efficiency criteria, especially under higher damage levels. Closeness also performs well, particularly
in the long-term stage, and its more centralised early-priority pattern helps explain why it remains the
main alternative to betweenness.

5.4.3. Implications of the static priority order
The use of a static edge priority order is an important modelling assumption. It represents a predefined
restoration rule that is prepared from the intact network before a specific damage pattern is observed.
This can reflect pre-disaster planning, where transport agencies prepare priority corridors or restoration
rules before disruption occurs. However, actual post-disaster restoration is likely to include adaptive
decisions once the location and severity of damage are known.

Compared with an adaptive restoration strategy, the static approach has less information. An adaptive
strategy could recompute priorities after each damage realisation, or after each restoration step, and
could therefore target links that are most useful for the specific damaged network. The static approach
does not do this. It prioritises links according to their structural importance in the intact network and
then restores only those priority links that are damaged in a given realisation.

This assumption may influence the results. It may favour strategies such as betweenness and close-
ness when their intact-network priority order identifies links that remain important across many damage
realisations. At the same time, it may underestimate the performance of strategies that would benefit
from reacting to the realised damage pattern. For example, a static priority order may give high priority
to a link that is structurally important in the intact network but less critical in a particular damaged net-
work. An adaptive strategy could instead redirect restoration resources to links that reconnect isolated
areas or improve access to specific facilities.

The Delft results should therefore be interpreted as the performance of predefined network-based
restoration heuristics under repeated random damage. They do not represent the best possible restora-
tion sequence for each damage realisation. This design supports a controlled comparison between
strategies, because all strategies are evaluated under the same damage realisations and the same
predefined priority logic. The trade-off is that the results provide a benchmark for static planning rules
rather than a full representation of adaptive post-disaster decision-making. This limitation is returned
to in Section 7.4, where the implications of using predefined restoration rules are discussed.

5.5. Delft boundary sensitivity results
This section reports the boundary sensitivity results for the Delft case study. As described in Sec-
tion 3.8.5, the analysis examines whether the centrality-based restoration priority patterns within Delft
change when surrounding road-network context is added to the Delft municipal network. This check
is included because centrality measures can be affected by the spatial extent used to define the road-
network model.

Delft is kept as the core study area, while 1 km, 3 km, and 5 km buffers are used as additional computa-
tional context for the centrality calculations. For each network extent, centrality scores are calculated on
the full network, including the buffer area. The comparison then remains focused on road edges inside
the original Delft boundary. Only Delft core edges are visualised and ranked, so the maps show how
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the relative restoration priority within Delft changes when surrounding road-network context is included.

This section focuses on the road-network boundary effect. It does not test the inclusion of facilities within
the buffer zone, because the restoration priority orders examined here are based on network structure
rather than facility destinations. The facility-boundary issue is considered separately in Section 5.6,
where reachable facilities within the selected buffer are included from a road-user perspective.

5.5.1. Buffer-based network extent comparison
Figure 5.5 shows the four network extents used in the boundary sensitivity analysis: the Delft-only
network, the Delft network with a 1 km buffer, the Delft network with a 3 km buffer, and the Delft network
with a 5 km buffer. The Delft-only network represents the municipal study area used in the main Delft
case study. The buffered networks add surrounding road-network context while keeping Delft as the
area of comparison.

The purpose of this comparison is to examine whether the restoration priority order assigned to roads
inside Delft changes when roads outside the municipal boundary are included in the centrality calcu-
lation. A stable pattern across the four extents suggests that the priority order is not strongly affected
by the selected network boundary. A changing pattern suggests that the strategy is more sensitive to
surrounding road-network context.

Figure 5.5: Network extents used for the Delft boundary sensitivity analysis. Delft municipality is treated as the
core study area, while 1 km, 3 km, and 5 km buffers are added to provide surrounding road-network context for

the centrality calculations.
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5.5.2. Sensitivity of betweenness and closeness priority orders
The boundary sensitivity results show that the influence of the network boundary differs by strategy. The
betweenness-based restoration order changes less across the four network extents than the closeness-
based restoration order. As shown in Figure 5.6, the main high-priority roads inside Delft remain broadly
similar when the network is expanded from Delft only to the 1 km, 3 km, and 5 km buffer networks. This
suggests that, within the tested buffer range, the betweenness-based restoration pattern is relatively
stable with respect to the selected network boundary.

Figure 5.6: Boundary sensitivity of the betweenness-based restoration order. Centrality scores are calculated on
the full network extent, while only Delft core edges are shown and ranked.

The closeness-based restoration order shows stronger sensitivity to the boundary definition, as shown
in Figure 5.7. The Delft-only closeness pattern differs from the buffered patterns, especially when
moving from no buffer to the 1 km and 3 km buffer networks. This is expected because closeness
depends on the travel-time distance from a node to all other nodes in the analysed network. When
surrounding roads are added, the set of nodes used in the calculation changes, and the relative position
of Delft roads within the wider network also changes. The pattern changes less between the 3 km and
5 km buffers than between the Delft-only and smaller-buffer cases.

Figure 5.7: Boundary sensitivity of the closeness-based restoration order. Centrality scores are calculated on
the full network extent, while only Delft core edges are shown and ranked.

5.5.3. Sensitivity of the remaining strategies
The remaining strategies show lower to moderate boundary sensitivity. The weighted-degree and
nearest-neighbour edge strategies change mainly between the Delft-only network and the buffered
networks, but their patterns become more similar once a buffer is added. Eigenvector centrality shows
moderate sensitivity, although the main spatial structure remains visible across the tested network ex-
tents. The random strategy is not interpreted as a boundary-sensitive spatial pattern because its priority
order is not based on network centrality.
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These results indicate that the boundary effect is most relevant for strategies whose scores depend
on distances or paths across the wider network. Closeness is therefore more sensitive to the selected
network extent than betweenness. This matters for interpretation because a narrowly defined municipal
network may change the relative importance of some roads when the surrounding road context is
omitted.

5.5.4. Implications for boundary choices
The boundary sensitivity results show that the selected network extent affects restoration priority orders
differently across strategies. The betweenness-based priority order remains relatively stable across
the tested extents, while the closeness-based priority order changes more clearly when surrounding
road-network context is added. This indicates that the betweenness pattern observed in the Delft-only
network is less dependent on the municipal boundary. The closeness pattern requires more caution,
because closeness depends strongly on the set of nodes included in the network.

These results suggest that the network boundary should be selected according to the purpose of the
analysis. A Delft-only network provides a clear administrative study area and is useful when the analysis
needs to remain strictly within the municipal boundary. However, it can omit nearby roads that influence
shortest paths and centrality values inside Delft. A buffered network is more suitable when the analysis
depends on shortest-path relationships near the municipal edge or when Delft is interpreted as part of
a connected local road system.

Among the tested extents, the Delft plus 3 km buffer provides a practical balance. The priority patterns
change noticeably when moving from the Delft-only network to the buffered networks, especially for
closeness. The differences between the 3 km and 5 km buffer results are smaller. The 3 km buffer
therefore adds surrounding road-network context while keeping the analysis focused on the Delft urban
area and avoiding the higher computational cost and broader spatial scope of the 5 km network.

A similar boundary choice applies to facilities. If the analysis is interpreted as a municipal system-level
evaluation, restricting facilities to the Delft core keeps the destination set aligned with the Delft case-
study boundary. If the analysis is interpreted from a road-user perspective, facilities just outside the
municipal boundary may also be relevant, because residents can use nearby services beyond Delft
when these services are reachable. The appropriate facility boundary therefore depends on whether
the analysis represents administrative service provision or practical user access.

In this thesis, the boundary sensitivity analysis in this section is interpreted as a test of the road-network
boundary. It informs the choice of network extent by showing how centrality-based priority orders re-
spond to added surrounding road context. The use of the selected 3 km buffer in the subsequent local
critical-service travel-time test is consistent with the purpose of the supplementary local checks. These
checks are intended to provide a road-user-side interpretation of the five-criterion SAW ranking, so it
is reasonable to include reachable services just outside the municipal boundary when these services
may be relevant for Delft residents.

5.6. Local critical-service travel-time results
This section reports the local critical-service travel-time results from a road-user perspective. The test
is supplementary to the Delft SAW ranking. It does not replace the system-level ranking, because
it focuses only on selected residential origins and critical-service destinations. Instead, it examines
whether the two highest-ranked Delft strategies, betweenness and closeness, produce different local
access outcomes when travel time to nearby critical services is considered.

The analysis separates the aggregated critical-accessibility criterion (C2) into four service groups: emer-
gency, medical, food, and water services. For each residential origin and each service group, the travel
time is measured to the nearest reachable facility in that group. Median travel times are calculated over
reachable observations, while cases where no facility can be reached are reported separately as un-
reachable shares.

5.6.1. Test scope and facility boundary
The local access test uses the Delft plus 3 km buffer network selected in Section 5.5. The residential
origins remain inside the Delft municipal boundary, while reachable facilities within the selected buffer
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are included as possible destinations. This differs from the boundary sensitivity analysis in Section 5.5,
which only examined the effect of road-network extent on centrality-based restoration orders.

Including facilities within the selected buffer is appropriate for this road-user-side test because residents
may use nearby emergency, medical, food, or water services outside the municipal boundary if these
services are reachable. The test therefore treats the 3 km buffer as both surrounding road-network
context and a local service catchment. The comparison remains focused on Delft residents because
all origins are located inside Delft.

Figure 5.8a shows the selected residential origins used in the test, and Figure 5.8b shows the critical-
service facilities included within the Delft plus 3 km buffer.

(a) Thirty spatially balanced residential origins. (b) Critical facilities grouped into emergency, medical, food,
and water services.

Figure 5.8: Origins and destinations used in the Delft case study, matched to the Delft plus 3 km buffer road
network.

5.6.2. Service-group results under 30% damage
The detailed service-group results are first reported for the 30% damage level at 30% recovery progress.
This recovery progress value is used because it is the first available simulation output after the 25%
recovery-stage boundary defined in the main analysis.

Figure 5.9 shows the median travel time from the residential origins to the nearest reachable critical
facility within each service group. Across all four critical-service groups, the closeness-based strategy
produces lower median travel times than the betweenness-based strategy. The largest difference is
found for emergency services, where the median travel time is 3.548 minutes under betweenness and
3.022 minutes under closeness, a difference of 0.526 minutes.
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Figure 5.9: Median travel time to the nearest reachable critical facility by service group under the 30% damage
level when 30% of damaged links had been restored.

Figure 5.10 shows the unreachable share by critical-service group. The unreachable share represents
cases where no facility in the same service group can be reached from a residential origin under the
damaged and partially restored network. The difference between the two strategies is small for emer-
gency and food access. For medical and water access, the closeness-based strategy produces a lower
unreachable share. The clearest difference is found for water access, where the unreachable share is
26.3% under betweenness and 23.0% under closeness.

Figure 5.10: Share of unreachable residential-origin to critical-service-group cases when 30% of damaged links
had been restored.

5.6.3. Damage-level comparison
The 10% and 30% damage levels are compared using the same residential origins, critical-service
destinations, Delft plus 3 km buffer network, recovery strategies, and recovery progress step. This
comparison shows how the difference between betweenness and closeness changes when the initial
damage level increases.
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Table 5.6: Comparison of median local critical-service travel time and unreachable share at 30% recovery
progress under 10% and 30% damage levels.

Damage Service Median trip time (min) Unreachable share (%)
level group Betw. Close. Difference Betw. Close.

Betw. – Close.
10% Emergency 3.508 3.403 0.105 7.5 5.3
10% Food 1.728 1.578 0.150 7.5 5.3
10% Medical 1.914 1.742 0.172 7.3 5.3
10% Water 1.830 1.830 0.000 7.0 4.2
30% Emergency 3.548 3.022 0.526 27.8 27.5
30% Food 1.783 1.419 0.364 27.5 27.5
30% Medical 2.026 1.568 0.458 27.7 26.8
30% Water 2.160 1.874 0.286 26.3 23.0

Themedian travel-time differences between the two strategies are smaller under the 10% damage level
than under the 30% damage level. Under 30% damage, closeness produces lower median travel times
for all four critical-service groups. Under 10% damage, the differences are smaller, and both strategies
produce the same median travel time for water access. The unreachable share is also much lower
under 10% damage because fewer road links are initially damaged.

5.6.4. Interpretation relative to the SAW ranking
The local critical-service travel-time test gives a different view from the Delft SAW ranking. The SAW
ranking evaluates strategies using five weighted criteria and shows that betweenness performs best
overall in Delft. The local travel-time test focuses only on selected residential origins and nearest
reachable critical services. Under this narrower road-user perspective, closeness produces shorter
median travel times and, for some service groups, lower unreachable shares.

This result does not overturn the main SAW ranking. Instead, it shows that a strategy with the strongest
system-level performance may not always produce the shortest travel time for selected local origin-
service pairs. The Delft case study therefore illustrates why the supplementary local checks are useful:
they help interpret the system-level ranking from a road-user perspective and reveal local access pat-
terns that are not visible in the aggregated SAW score.
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Discussion

This chapter discusses three main findings from the stakeholder survey, the cross-city analysis, and
the Delft application:

• Stakeholder priorities are stage-dependent. Short-term recovery is dominated by access to
critical facilities, whereas long-term recovery involves a broader balance between accessibility,
equity, connectivity, and efficiency (Section 6.1).

• Betweenness is the most frequently top-ranked system-level recovery strategy under the
tested settings. Across the cross-city simulations and the Delft SAW analysis, betweenness
is most often ranked first, although this result remains conditional on the tested damage levels,
stakeholder weights, recovery stages, and static priority-order assumptions (Section 6.2).

• SAW rankings and selected local accessibility outcomes can favour different strategies. In
Delft, betweenness ranks first in the SAW evaluation, while the local road-user checks show that
closeness can provide shorter travel times for selected origin-to-service trips. These analyses
answer different recovery questions and provide complementary interpretations (Section 6.3).

The chapter then reflects on the evaluation design in Section 6.4, before discussing the practical rele-
vance of the framework for road recovery decision-making in Section 6.5.

6.1. Stakeholder priorities across recovery-stage contexts
Respondents evaluated the criteria differently in the two recovery-stage contexts. In the short-
term stage, access to critical facilities (C2) receives the highest weight in all three main stakeholder
groups, ranging from 0.374 for technical experts to 0.501 for the local community (Table 4.5). In the
long-term stage, the weight distributions become flatter, and no single criterion dominates.

Existing accessibility research explains why access to essential services becomes critical when a net-
work is disrupted. Esmalian et al. examine disaster-related disruption in access to grocery stores [72],
and Yuan et al. show that flooding can reduce access to dialysis centres, with medical-access dis-
ruptions continuing beyond the flood period itself [73]. These studies establish the consequences of
losing such access. The present results add what stakeholders make of it: respondents placed critical-
facility access above every other criterion in the short-term context, and their open-ended responses
repeatedly referred to life safety, medical access, food, water, and essential services.

Zhang et al. also distinguish between recovery stages. Emergency response is evaluated through the
number of independent pathways between the affected population and critical facilities, while long-term
recovery is evaluated through independent pathways weighted by pre-disaster average daily traffic [13].
Their stage distinction is defined through researcher-selected indicators, whereas the distinction in this
study emerges from stakeholder-derived weights. Both approaches nevertheless treat short-term and
long-term recovery as distinct evaluation contexts.

73
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The two approaches differ in how long-term recovery is represented. Zhang et al. place greater em-
phasis on pathways associated with pre-disaster traffic demand. Other restoration studies evaluate
network recovery through total system travel time [25], or through total travel time and unmet demand
[26]. The stakeholder-derived weights in this study do not point in a single direction on this question.
Technical experts assign spatial equity their highest long-term weight (0.244), and the local commu-
nity assigns it 0.198, while road users assign it their lowest long-term weight (0.132) and place more
weight on access to critical and routine facilities (Table 4.5). Alongside traffic-related network per-
formance, the distribution of recovery benefits carries substantial weight for some stakeholder
groups, and the groups do not agree on how much.

The elicited weights are stage-specific stated preferences. They show how respondents prioritised re-
covery criteria under the survey scenarios, not how a specific city would prioritise recovery in practice.
Once the damaged network, the affected communities, and the available repair resources are known,
these priorities may change. The differences between the two recovery-stage contexts indicate
that one fixed set of stakeholder weights may not represent both short-term and long-term re-
covery priorities.

6.2. Betweenness as the most frequently top-ranked system-level
strategy

The results identify betweenness centrality as the most consistently top-ranked system-level recovery
strategy under the tested settings. Across the cross-city simulations, betweenness is most often ranked
first across stakeholder groups, recovery-stage contexts, and disruption levels. Betweenness also
ranks first in the aggregate Delft SAW analysis under a more detailed representation of accessibility.

This finding extends the simulation-based recovery analysis by Balakrishnan and Stokkink, who evalu-
ate road-network recovery across operational efficiency, accessibility, spatial equity, and connectivity,
and show that recovery performance is multidimensional. In their analysis, no single recovery strategy
consistently performs best across all dimensions [1]. The present thesis adds stakeholder-derived crite-
rion weights to this performance evidence. It shows that the betweenness advantage remains visible in
the aggregate SAW ranking, while the criterion-level results and selected stakeholder-weighted cases
still reveal trade-offs with closeness.

The recovery strategies and stakeholder weights play different roles in the framework. The strategies
define link-restoration orders based on individual network indicators, while the stakeholder weights
determine how the resulting criterion-level performance is evaluated in the SAW aggregation. The final
ranking should therefore be read as an evaluation outcome rather than a stated stakeholder choice.
It reflects how the performance profile of betweenness is rewarded under the stakeholder-weighted
evaluation.

The criterion-level deviation summaries help explain this pattern. Across all four cross-city settings
reported in Tables E.1 and E.2, betweenness has the lowest mean deviation for operational efficiency
and the cross-city accessibility criterion. This indicates the smallest average losses from the pre-
disruption baseline before SAW normalisation and stakeholder weighting are applied. This perfor-
mance profile follows from the logic of betweenness centrality, which gives priority to links that lie
on many shortest paths. Restoring such links early can reconnect separated parts of the network and
improve travel performance across many origin-destination relations. This mechanism is also con-
sistent with vulnerability-oriented road-network studies showing that betweenness centrality is closely
related to global-efficiency-based vulnerability [74]. The strategy is therefore strongly rewarded when
accessibility-related criteria and operational efficiency carry substantial weight. The consistent aggre-
gate ranking performance of betweenness is mainly explained by its strength on accessibility
and operational efficiency.

The stage-dependent results further clarify why betweenness is usually rewarded in the aggregate
SAW ranking. In the cross-city analysis, the weights on access to critical facilities (C2) and access to
routine facilities (C3) are both applied to the same aggregate accessibility metric, so only their sum
affects the SAW score (Section 3.6.2). In the short-term stage this sum is large, ranging from 49.3%
for technical experts to 64.1% for the local community (Table 4.5). Roughly half to two thirds of the
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stakeholder weight therefore falls on the single indicator on which betweenness performs best. In the
long-term stage the same sum falls to between 40.9% and 51.1%, and the weight distributions become
flatter across the five criteria, which makes the ranking more sensitive to criteria where betweenness is
less dominant. This sensitivity is most visible in the 30% long-term scenario reported in Table 4.11. In
this scenario, technical experts assign their highest weight to spatial equity (C4), and the betweenness
plurality narrows to 48.4%, compared with 43.0% for closeness. Closeness also becomes the plurality
choice for the emergency-responder group, which has only two valid long-term responses and should
be read as exploratory. The closeness results show that aggregate SAW rankings can make
criterion-level trade-offs and stakeholder-weight sensitivity less visible.

A broader distribution of weight benefits an alternative strategy only when that strategy performs rela-
tively better on the criteria receiving more weight. This is also visible in the Delft aggregate SAW results,
where betweenness performs strongly across most of the weighted criteria. The local interpretation of
the Delft results is discussed in Section 6.3.

The strategy-ordering correlation supports the interpretation that betweenness and closeness represent
distinct restoration logics. These two strategies warrant closer comparison because betweenness is
the most frequently top-ranked strategy, while closeness is its main alternative in the cross-city results.
Their link-priority orderings are only moderately correlated (ρ = 0.35), which indicates that they do not
simply prioritise the same links. Their criterion-level strengths also differ. In the cross-city criterion-
level results, betweenness performs better on aggregate accessibility and operational efficiency, while
closeness has the lowest deviation on spatial equity and generally performs well on connectivity. The
two strategies therefore have contrasting criterion strengths rather than being interchangeable variants
of the same centrality-based approach. These contrasting strengths may provide a basis for future
composite strategy design, which is discussed further in Section 7.5.3.

The betweenness finding is therefore a system-level result within the tested settings. It reflects the
analysed networks, disruption levels, stakeholder-weight profiles, recovery-stage contexts, and fixed
restoration orders used in this thesis. Translating these analytical rankings into operational repair plan-
ning requires additional local information, as discussed in Section 6.5.

6.3. System-level rankings and local accessibility interpretation
The Delft application provides a complementary city-level perspective on aggregate strategy rankings.
In the cross-city analysis, accessibility is represented through an aggregate network-level measure. In
Delft, access to critical facilities (C2) and access to routine facilities (C3) are represented separately
using explicit facility destinations. This allows the two forms of accessibility to be interpreted separately
rather than as a single aggregate network property.

In the aggregate Delft SAW results, betweenness ranks first across the main stakeholder groups, both
disruption levels, and both recovery-stage contexts (Tables 5.1 and 5.2). At the criterion level in Delft,
betweenness performs strongly on operational efficiency, access to critical facilities, access to routine
facilities, and spatial equity, while closeness performs better on connectivity.

The local critical-service travel-time test adds a different result. It focuses on selected residential origins
and measures travel time to the nearest reachable facility within each critical-service group. Under this
narrower road-user perspective, closeness produces shorter median travel times than betweenness for
all four critical-service groups at the 30% damage level. Under the 10% damage level, the differences
are smaller, and both strategies produce the same median travel time for water access Table 5.6. The
strategy ranked first in the aggregate SAW evaluation therefore does not necessarily provide the short-
est travel times for the selected origin-to-facility trips.

This difference arises because the facility-based SAW analysis and the local checks answer different
questions. The SAW analysis evaluates strategy performance across the full set of framework cri-
teria, combining operational efficiency, access to critical facilities, access to routine facilities, spatial
equity, and connectivity with stakeholder-derived weights. The local checks instead focus on selected
residential origins and their nearest reachable critical services. The two analyses therefore provide
complementary views: betweenness performs best in the aggregate SAW evaluation, while closeness
performs better for some selected local accessibility outcomes. The Delft results show that aggre-



6.4. Methodological reflection on the evaluation design 76

gate strategy rankings and selected local accessibility outcomes can favour different strategies
because they represent different evaluation questions.

The arterial-versus-local dilemma introduced in Section 1.2 is reflected in the Delft results. A strategy
that performs well at the system level and a strategy that provides better access for selected residents
answer different recovery questions and should therefore be evaluated from different perspectives.

These local accessibility outcomes are, however, tied to the spatial setting in which they are mea-
sured. The boundary sensitivity analysis in Section 5.5 shows that this dependence differs by strategy.
The betweenness-based restoration order within Delft remains broadly stable when surrounding road-
network buffers are added, while the closeness-based order changes more clearly, because closeness
depends on travel-time distances to all nodes in the analysed network. The selected local accessibil-
ity results for closeness should therefore be interpreted alongside this boundary sensitivity, since its
restoration order changes more clearly than that of betweenness when the analysed network extent
is expanded. This comparison is limited to restoration priority orders and does not quantify how the
boundary choice would affect the SAW rankings or the travel-time results themselves. Extending the
boundary test to the full evaluation chain could therefore be a useful direction for future work.

For this reason, the system-level ranking should be treated as a strategic comparison rather than as a
complete description of local road-user access. When the framework is applied to a specific city, the
aggregate SAW ranking should be complemented with local accessibility checks that reflect the relevant
facility locations, residential origins, and network boundary. System-level recovery rankings are
useful for strategic comparison, but their local meaning depends on facility geography, selected
residential origins, and the spatial boundary used to define the road network.

6.4. Methodological reflection on the evaluation design
This thesis compares recovery strategies under controlled conditions rather than reproducing a spe-
cific hazard event. To interpret the results, it is necessary to separate the methodological choices
that were varied from the design assumptions that were held fixed. The sensitivity analyses exam-
ined three methodological variations: the BWM solver, the consistency sample, and the wording of
C1. The main weight patterns and ranking conclusions remained stable across these checks. The
stakeholder weights were not compared with observed recovery decisions, and they should be read
as stated preferences elicited under the survey scenarios, as discussed in Section 6.1. The rest of
this section examines two design assumptions that were held fixed: the random link-failure model and
static restoration orders.

The 10% and 30% disruption levels provide controlled conditions for comparing recovery strategies.
Damaged links are selected randomly, which evaluates all strategies under a common disruption rule
but does not reproduce the spatial pattern of any particular hazard, as described in Section 3.5. Real
hazard impacts can be spatially structured, and flood-focused resilience studies show that flood effects
on road-network serviceability vary substantially across urban zones [35]. Damage concentrated in one
area may change the strategy ranking, because recovery performance may then depend more directly
on which links are needed to restore access to the affected area. A flood-focused single-case study
illustrates this possibility, finding that a recovery order based on critical trip paths outperformed a static
betweenness-based order in the analysed network [75]. Because damage is generated randomly in
the present analysis, it cannot show whether a critical-trip-path-based order would perform better under
concentrated damage. Testing that would require a design that represents spatially structured damage
explicitly.

Static restoration orders are the second fixed assumption. Each strategy determines its restoration or-
der from the pre-disruption network, which keeps the repair logic constant across disruption scenarios
and makes the strategies directly comparable. Recalculating centrality as the network changes can pro-
duce substantially different priority orders, and this difference can be particularly large for betweenness
because it depends on the global structure of the network [76]. The betweenness pattern reported in
this thesis therefore applies to fixed restoration orders. An adaptive variant that re-ranks the remaining
damaged links during recovery is a relevant extension of the same centrality-based recovery logic, and
is left for future work.
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Taken together, these design choices clarify the type of claim that the results can support. The analysis
identifies ranking patterns that recur across the analysed networks, recovery-stage contexts, stakeholder-
weight profiles, and tested methodological variations. These patterns hold within a design based on
random link failure and fixed restoration orders. Spatially structured damage and adaptive restoration
are alternative modelling choices that may produce different ranking behaviour, and comparing them
would show how damage representation and restoration logic shape recovery-strategy rankings.

6.5. Practical interpretation of the framework
The practical relevance of the framework lies in its ability to support early-stage comparison of road
recovery prioritisation logics. In post-disaster recovery, decision-makers need to balance multiple ob-
jectives, and the framework makes the trade-offs between these objectives explicit by showing how
strategy rankings change under different stakeholder priorities, disruption scenarios, and city networks.
Whether this comparison is useful in practice depends on how the stakeholder weights and the recovery
strategies relate to real recovery decisions. The stakeholder weights and the recovery strategies each
correspond to a recognisable part of recovery practice, while the execution of repairs remains outside
the framework.

The stakeholder weights correspond to the staged nature of recovery decisions. In the BWM survey,
respondents weighted the recovery criteria separately for a short-term and a long-term recovery sce-
nario. This stage framing has a practical basis, as road-recovery guidance distinguishes emergency
repairs that restore essential traffic immediately after a disaster from permanent repairs that restore
roads to pre-disaster conditions [77]. As discussed in Section 6.1, these weights should be interpreted
as stage-specific stated preferences rather than as fixed priorities for every real recovery case.

The recovery strategies, in turn, can be understood as simplified representations of recovery priorities
that also appear in practice. A travel-time-weighted betweenness strategy is closely related to the
practical logic of reopening main corridors first. In urban road networks, betweenness centrality is
concentrated on a small number of roads, and this concentration reflects the hierarchical structure of the
road network [78]. Empirically, the streets at the top of such network hierarchies have been observed
to carry around 80% of measured traffic flow, and the same top streets carry betweenness values
that are orders of magnitude higher than those of other streets [79]. Betweenness computed at larger
spatial scales also tends to concentrate on higher-class roads that support longer-distance movement
[80]. Therefore, ordering road recovery by travel-time-weighted betweenness can be interpreted as an
abstract version of the practical rule of restoring major roads and transport corridors first.

Another practical priority enters the framework in a different way. Reopening access to hospitals and
other critical facilities is a central goal in road-recovery guidance [77]. In this framework, this priority is
represented as an evaluation criterion, C2, rather than as a recovery strategy. It therefore affects which
strategy receives a higher score, instead of directly defining the order in which roads are restored.

These practical interpretations do not extend to the execution of repairs. The six strategies rank the
order in which links are restored, while real repair campaigns are also shaped by repair capacity and
by how responsibilities are distributed across road authorities [64], [77].

The framework should therefore be understood as a decision-support layer rather than a direct
operational scheduling model. Its value is to compare recovery logics and reveal trade-offs under
controlled assumptions.



7
Conclusion and Future Work

This thesis developed a stage-specific MCDA framework for comparing post-disaster road recovery
strategies. The central issue in post-disaster road recovery is how recovery should be prioritised when
different recovery criteria, stakeholder perspectives, and recovery contexts may lead to different evalua-
tion outcomes. In this study, the Best-Worst Method was used to derive stakeholder- and stage-specific
criterion weights, while Simple Additive Weighting was used to combine these weights with simulation-
based recovery performance scores. The framework was applied to six predefined recovery strategies.
The analysis was carried out at two scales: a cross-city, system-level analysis to examine broad rank-
ing patterns across many urban networks, and a detailed Delft city-level application using facility-based
accessibility and local road-user checks.

The thesis addresses a gap in the road recovery and transport resilience literature. Existing stud-
ies have examined recovery sequencing, network performance, multidimensional resilience criteria,
and MCDA methods, but these elements are less often connected in a framework that combines
stakeholder-derived priorities, recovery-stage contexts, and the ranking of predefined recovery strate-
gies. This study connects stakeholder priorities, stage-specific recovery evaluation, and simulated
strategy performance, so that road recovery strategies can be compared across multiple criteria, re-
covery stages, and stakeholder perspectives.

Three main conclusions follow from this framework. First, stakeholder priorities differ between the
short-term and long-term recovery contexts. In short-term recovery, the three main stakeholder
groups assign clear importance to access to critical facilities. In long-term recovery, the criterion weights
become more dispersed, and the highest-weighted criterion differs across stakeholder groups. Sec-
ond, under the tested random-failure scenarios, static priority-order assumptions, and SAW aggrega-
tion framework, betweenness centrality is the most frequently top-ranked system-level recovery
strategy. This pattern appears in both the cross-city analysis and the Delft facility-based SAW analysis.
Third, the Delft case study shows that system-level rankings require local accessibility interpre-
tation. Betweenness remains first in the system-level SAW ranking, while the local road-user checks
show that closeness performs better for selected origin-to-service travel-time outcomes. The recovery
strategy rankings in this thesis should therefore be understood as analytical results that support strate-
gic comparison under controlled assumptions. In practical use, these rankings should be interpreted
together with local accessibility checks and operational information.

7.1. Answering the research questions
This section returns to the research questions introduced in Chapter 1. It answers the four sub-questions
in sequence and then addresses the main research question. Each answer is based on the main find-
ings from the previous chapters, with the focus placed on the overall conclusions instead of repeating
all details from the results tables.
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7.1.1. Stakeholder priorities across recovery stages and groups
The answer to the first sub-question, How do stakeholder priorities for road-recovery resilience
criteria differ across stakeholder groups and recovery stages?, is that stakeholder priorities differ
between the two recovery-stage contexts, and that group differences become more visible in long-term
recovery than in short-term recovery. In short-term recovery, the three main stakeholder groups all
assign the highest importance to access to critical facilities. Road users, the local community, and
technical experts assign weights of 0.442, 0.501, and 0.374 to C2, respectively. This shows that, in
the temporary repair context, the three main groups share a clear emphasis on critical access, even
though they represent different roles.

In long-term recovery, the criterion weights become more dispersed, and the highest-weighted criterion
differs across the three main stakeholder groups. Road users still assign the highest weight to C2, with
a value of 0.279. For the local community, connectivity receives the highest weight, with a value of
0.227, although the differences among the five criteria are small. For technical experts, spatial equity
receives the highest weight, with a value of 0.244. This indicates that, in the reconstruction context,
priority differences between stakeholder groups become more visible than in short-term recovery.

The paired respondent-level results further support this stage-dependent interpretation. Based on the
51 respondents with valid BWM weights in both the short-term and long-term stages, the change from
short-term to long-term priorities was not a simple sequential shift in which the second priority moves
up to first. Only 17.2% of the long-term first-ranked cases came from criteria ranked second in the
short-term stage, whereas 67.2% came from criteria ranked third, fourth, or fifth. This indicates that
respondents did not carry over a stable priority order and simply move it down by one position. Instead,
they reassessed the relative importance of the criteria under the long-term context. Therefore, the
overall answer to the first sub-question is that short-term recovery shows a shared emphasis on access
to critical facilities, while long-term recovery presents a more dispersed and more group-specific priority
pattern, formed with reference to the specific recovery context. This supports the treatment of criterion
weights by both stakeholder group and recovery stage in this study.

7.1.2. Using stakeholder-derived weights to rank recovery strategies
The answer to the second sub-question, How can stakeholder-derived criterion weights be used
to rank predefined road recovery strategies based on simulated recovery performance?, is that
stakeholder-derived criterion weights can be translated into recovery strategy rankings through the
BWM-SAW framework. BWM converts respondents’ criterion comparisons in the short-term tempo-
rary repair and long-term reconstruction contexts into criterion weights. The simulation stream then
generates recovery trajectories for each predefined recovery strategy and converts these trajectories
into area-above-curve deviation scores. These deviation scores represent the average performance
loss during the recovery process relative to the pre-disruption baseline. Lower values indicate better
recovery performance.

In the SAW step, the simulation-based AAC deviation scores are converted into benefit-oriented nor-
malised scores and then combined with the BWM-derived criterion weights. This gives each recovery
strategy a stakeholder-weighted composite score. Since the SAW calculation is conducted separately
by city, damage level, recovery stage, and stakeholder group, the framework produces multiple ranking
results instead of reducing the analysis to one overall ranking. This design allows the study to examine
whether the same set of predefined recovery strategies leads to different ranking outcomes under differ-
ent stakeholder priorities and recovery-stage contexts. The framework therefore converts stakeholder-
and stage-specific priorities into comparable strategy rankings, without reducing the analysis to a single
overall result.

7.1.3. Cross-city ranking patterns across stakeholders, stages, and damage lev-
els

The answer to the third sub-question, How do the resulting strategy rankings vary across road
networks, stakeholder groups, recovery stages, and disruption levels in the cross-city, system-
level analysis?, is that betweenness centrality is the most frequently top-ranked system-level strategy,
while ranking differences still vary by damage level, recovery stage, and stakeholder weights. In the
10% damage scenario, betweenness is the strategy most often ranked first for all stakeholder groups
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in long-term recovery, and for all groups except the single-respondent infrastructure-manager group in
short-term recovery. This indicates that, under the lower disruption level, different stakeholder weights
do not substantially change the strategy most frequently selected as rank one.

In the 30% damage scenario, betweenness remains the most frequently top-ranked in most conditions,
while closeness centrality becomes more competitive. This pattern is most visible in the 30% long-term
condition. For the emergency responder group, the rank-one distribution shifts towards closeness,
which ranks first in 45.7% of cities compared with 39.0% for betweenness. Spatial equity (C4) and
connectivity (C5) together account for 50.7% of this group’s long-term weight, and closeness performs
better than betweenness on both criteria. This group has only two valid long-term responses, so the
result should be treated as exploratory. For technical experts in the same condition, closeness also
becomes close to betweenness, although the ranking pattern does not fully reverse. Betweenness still
ranks first in 48.4% of cities, while closeness ranks first in 43.0%.

The ranking differences between stakeholder groups should therefore be interpreted as moderate,
rather than as strong disagreement. The within-city comparison shows that different stakeholder groups
select the same rank-one strategy in about 50% to 65% of cases. This indicates moderate agreement
between stakeholder groups, but not a high level of consistency. The stage-switching analysis also
shows that the rank-one strategy can change between short-term and long-term recovery, and that this
switching is more visible under the 30% damage condition. Therefore, the overall answer to the third
sub-question is that betweenness is most often ranked first in the cross-city analysis, but closeness be-
comes an important conditional alternative under higher damage levels and in the long-term recovery
stage. In most cases, different stakeholder weights do not fully change the top-ranked strategy, but
they affect how competitive closeness becomes in specific conditions.

7.1.4. Additional insights from the Delft case study
The fourth sub-question asks, How do recovery strategies compare in a detailed city-level appli-
cation, using Delft as a case study? Examining the patterns in more detail at the city level yields
two main insights: betweenness also ranks first in the Delft facility-based SAW analysis, while the local
road-user checks reveal that selected origin-to-service outcomes can favour a different strategy. The
Delft case study separates access to critical facilities and access to routine activities through facility-
based accessibility measures. In the Delft SAW analysis, betweenness ranks first across the three
main stakeholder groups, two damage levels, and two recovery stages, while closeness consistently
ranks second.

However, the Delft criterion-level results also show that critical accessibility and routine accessibility are
not identical recovery outcomes. When the two facility-based accessibility measures are calculated
separately, differences can be observed in their AAC deviation values and recovery patterns. This
means that the aggregate accessibility metric is suitable for cross-city comparison, but it can hide local
recovery differences between destination types. The Delft case study therefore does more than arrive
at the same first-ranked strategy as the cross-city analysis. It also shows why the representation of
accessibility matters for local interpretation.

The local road-user checks further show that the system-level best strategy is not necessarily the best
strategy for all local accessibility outcomes. Under the 30% damage condition, closeness performs
better for the selected origin-to-service median travel-time outcomes across all four critical service
categories. These checks provide a local accessibility perspective rather than another five-criterion
SAW evaluation. Therefore, the overall answer to the fourth sub-question is that the detailed city-
level application returns the same top-ranked strategy in the Delft SAW ranking, while also showing
that system-level rankings should be complemented by local accessibility checks, especially when the
concern is access from specific residential origins to critical services.

7.1.5. Answer to the main research question
The answer to the main research question,

Howcan post-disaster road recovery strategies be prioritised through a stage-specific
MCDA framework, given that resilience is multidimensional, stakeholders have differ-
ent priorities, and recovery decisions evolve over time?
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is that post-disaster road recovery strategies can be prioritised by combining stage-specific stakeholder
weights with simulated strategy performance. BWM provides criterion weights that are specific to stake-
holder group and recovery stage, while SAW combines these weights with normalised simulation-based
performance scores and converts them into recovery strategy rankings. This procedure allows road
recovery strategies to be compared under multidimensional resilience criteria, different stakeholder
priorities, and different recovery-stage contexts.

These rankings should be understood as analytical results that support strategic comparison under
controlled assumptions. They show the relative performance of different recovery-priority logics across
multiple criteria, recovery stages, and stakeholder perspectives. They also help decision-makers see
the difference between system-level performance and local accessibility interpretation. The results
of this study show that, under the tested random-failure scenarios, static priority-order assumptions,
and SAW aggregation framework, betweenness centrality is the most frequently top-ranked system-
level strategy. However, closeness centrality becomes more competitive in higher-damage long-term
contexts and in local origin-to-service travel-time outcomes.

Therefore, the overall answer to the main research question is that road recovery strategies are better
compared through the integration of stakeholder-specific weights, stage-specific evaluation windows,
and simulation-based strategy performance than through a single performance indicator or a fixed
priority rule. The framework is intended for strategic comparison rather than operational scheduling,
and its rankings still need to be interpreted together with local accessibility checks, hazard-specific
damage information, repair resources, and institutional constraints. Within this scope, the framework
offers decision-makers a structured way to compare recovery-priority logics and to see where system-
level performance and local accessibility interpretation point in different directions.

7.2. Scientific contributions
The following subsections describe the contribution in three respects: the framework itself as a method,
the case for eliciting stakeholder priorities separately by recovery stage, and what a system-level rank-
ing requires before it can support a decision in a specific city.

7.2.1. A stage-specific BWM-SAW framework for comparing recovery strategies
The central methodological contribution of this thesis is a structure that combines stakeholder
priorities with simulation-based recovery performance to compare recovery strategies. The
Best-Worst Method converts stakeholder judgements into criterion weights that are specific to each
stakeholder group and recovery stage. Simple Additive Weighting then combines these weights with
the performance scores of each strategy on the evaluation criteria to produce recovery strategy rank-
ings. Through this structure, stakeholder priorities and differences between recovery stages are no
longer treated only as background considerations but become inputs to a quantitative evaluation. This
is a concrete difference from existing methods, since current road recovery and transport resilience
methods rarely use stakeholder-derived priorities directly to compare recovery strategies across sev-
eral criteria.

This evaluation logic is not tied to a single spatial granularity, nor to any particular set of candidate
strategies. In principle, the same structure can be used for other cities, hazards, evaluation criteria,
recovery strategies, or data settings. In this thesis, it is demonstrated using six predefined centrality-
based strategies, random 10% and 30% disruption scenarios, and two applications at the cross-city
and Delft scales. Applying the framework to other settings has clear preconditions. The performance
of each strategy on the selected criteria must be measurable, and applying the framework to real-world
recovery strategies or hazard-specific disruptions would require further specification and validation,
which is left for future work.

7.2.2. Stage-specific stakeholder-priority elicitation
Stakeholder priorities are stage-dependent, and eliciting them separately by recovery stage
reveals differences that a fixed set of weights would conceal. This approach has methodologi-
cal value, because respondents evaluated the criteria differently in the two contexts, and the paired
respondent-level analysis shows that the long-term priorities were reassessed rather than obtained by
moving the short-term order down by one position (see Section 4.2.3).
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This indicates that, for future post-disaster transport recovery studies, eliciting priorities separately by
recovery stage is worth considering, rather than assuming that priorities remain fixed throughout recov-
ery.

7.2.3. Applying a system-level ranking to a city requires local context
Local context enters the analysis at two distinct points. A system-level ranking fixes both of
them in advance, without reference to any particular city.

The first point is the construction of the restoration order. A centrality measure that depends on the
global structure of a network changes when the extent of that network changes, so the order a strat-
egy produces is not independent of where the boundary is drawn. Choosing that boundary is a local
decision, and different strategies are not equally sensitive to it. The Delft boundary sensitivity analysis
shows how far this can go. Restoration orders were recalculated for the Delft-only network and for the
1 km, 3 km, and 5 km buffer networks, and the closeness-based order changes more clearly across
the four extents than the betweenness-based order, which is consistent with closeness depending on
travel-time distances to all nodes in the analysed network. This comparison is limited to restoration
orders and does not recompute the SAW scores.

The second point is the evaluation of the outcome. A SAW score is a weighted aggregate across the
criteria and across the network, so it does not represent any single outcome at any particular location.
A strategy can lead the aggregate while another performs better on a narrower outcome that a city
cares about. In Delft, betweenness remains first in the five-criterion SAW ranking, while under 30%
damage at 30% recovery progress, closeness produces shorter median travel times from the selected
residential origins to the nearest reachable facility in all four critical-service groups.

The ranking is designed to compare strategies across networks, and that comparison is made without
local information. Before a system-level ranking is used to support a decision in a specific city, the local
context has to be supplied: the extent of the network to be analysed, the origins and destinations that
matter, and the outcomes the city is trying to protect. The checks used in this thesis are one way of
supplying it.

7.3. Practical implications
In practical use, the framework does three things for the stakeholders involved in a recovery decision.

It makes local stakeholder priorities visible. When the framework is applied to a particular city,
criterion weights can be elicited from the stakeholders involved in that recovery context. Short-term
emergency repair and long-term reconstruction are assessed separately so that stage-specific differ-
ences in the relative importance of the recovery criteria can be represented. This avoids assuming that
different cities, stakeholder groups, or recovery stages share one set of weights. Before recovery strate-
gies are compared, planners can therefore identify which recovery objectives local stakeholder groups
prioritise in similar ways and where their priorities differ. The weights used in this thesis demonstrate
this stage-specific elicitation and evaluation process.

It shows what those priorities imply for strategy evaluation. The framework combines stakeholder-
derived weights with the simulated performance of each strategy. Strategy rankings can therefore be
compared across stakeholder groups, recovery-stage contexts, and damage levels. These compar-
isons show which strategies are most frequently ranked first across the tested settings and which alter-
natives become more competitive under particular conditions. Even when different weighting profiles
produce the same first-ranked strategy, the score margins and criterion-level performance can show
whether the result is clear or whether another strategy is close behind. The framework can therefore
support the comparison and initial screening of recovery-priority logics before more detailed planning
begins.

It gives stakeholder disagreement a traceable source. Because the framework links criterion weights,
criterion-level strategy performance, and final SAW rankings, differences in the evaluation can be traced
back to their sources. When different stakeholder groups produce different rankings, the analysis can
show which criteria contributed to that difference. The same applies when the first-ranked strategy re-
mains unchanged but an alternative becomes more competitive under another weighting profile. This
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makes trade-offs among the selected recovery criteria, such as accessibility, spatial equity, connectiv-
ity, and operational efficiency, easier to recognise and discuss. Stakeholder discussion can therefore
focus on which recovery objectives carry the most weight and whether a different weighting of those
objectives would change the evaluation outcome, rather than on the ranking alone. The discussion can
also extend beyond the framework itself, to whether the criteria being used are appropriate for the local
recovery context.

For city-level use, the system-level SAW ranking should be interpreted alongside local accessibility
checks. A strategy may rank first in the overall SAW evaluation while another strategy provides shorter
travel times from particular residential areas to hospitals or other essential facilities. When the two
analyses favour different strategies, neither result is wrong, because they answer different evaluation
questions. The difference reveals a trade-off between overall weighted performance and accessibility
for specific locations, and it gives stakeholder discussion a concrete focus: how system-wide recovery
should be balanced against access from particular residential areas to essential facilities.

The practical value of the framework lies in making the path from stakeholder priorities to strat-
egy rankings visible, so that the resulting trade-offs can be compared and discussed explicitly.

7.4. Limitations
These limitations define the scope within which the findings should be interpreted. They describe the
assumptions and settings under which the study was carried out, rather than weakening the reliability
of its results.

7.4.1. Scope of the evaluation design
This thesis uses a controlled comparison of recovery strategies under common assumptions. Its aim is
to identify broad ranking patterns across many networks and different stakeholder weights, rather than
to reproduce a specific hazard event. It also does not produce an operational reconstruction plan that
could be carried out directly, and the execution of the actual repair work is outside its scope.

7.4.2. Simplifications in damage and recovery modelling
For the damage side, disruption is represented by random link failure, and the 10% and 30% damage
levels are controlled comparison scenarios. Real hazard impacts can be spatially correlated, since
damage from floods, earthquakes, landslides, or storm surge often concentrates in specific areas, and
this is not directly modelled.

For the recovery side, the study makes several simplifications to the recovery process:

• Each strategy uses a static priority order computed before the disruption, rather than an adaptive
order updated once the actual damage is known.

• The survey describes short-term and long-term recovery in terms of temporary repair and recon-
struction, while the simulation represents them through progress and performance trajectories,
so the two do not correspond exactly.

• The simulation does not directly model repair duration, construction methods, contracting, crew
availability, cost, or resource allocation.

7.4.3. Stakeholder, indicator, and MCDA-related limitations
For the stakeholder data, the BWM weights are stated preferences rather than observed institutional
decisions. The sample is uneven across stakeholder groups, some of the groups are very small or
represented by a single respondent, and the respondents are geographically concentrated, mainly
among Taiwan-based participants. The same set of stakeholder weights is also applied across all
cities.

The elicitation design also places a limit on how the stage comparison can be read. The two recov-
ery stages were always presented in the same order, with short-term before long-term. Because this
order was not counterbalanced, part of the observed shift in priorities may reflect the order in which
respondents answered, rather than the recovery stage itself.
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For the indicators, access to critical facilities (C2) and access to routine activities (C3) share a single
aggregate accessibility metric in the cross-city analysis, so only their combined weight affects the cross-
city SAW ranking. The Delft case study addresses this by calculating the two accessibility criteria
separately, but only for a single city.

For the MCDA method, SAW is compensatory, so strong performance on one criterion can offset weak
performance on another. The rankings should therefore be read as overall weighted performance,
rather than as evidence that a strategy performs well on every individual criterion.

7.4.4. Limitations of the Delft case study
The Delft case study is a single-city local case study. It provides a more detailed local reading rather
than a basis for generalisation to other cities. The selection of facilities, the selection of residential
origins, and the choice of network boundary all affect the local outcomes. These local checks are
supplementary and are not part of the five-criterion SAW ranking itself. They are measured through
network accessibility, treating each residential origin as an equally weighted point, and do not account
for the population size of residential locations or individual-level factors such as vehicle ownership.

7.5. Future research
The framework and findings of this thesis point to several directions for future research. These direc-
tions extend from the scope, assumptions, and results of this study, and can help further develop the
use of MCDA for post-disaster road recovery.

7.5.1. Broader stakeholder engagement and validation
The first direction is to broaden and deepen stakeholder engagement. The BWM weights in this study
were derived from a survey, but the sample was uneven across stakeholder groups and geographically
concentrated. Future research could include a larger and more balanced sample, covering more emer-
gency managers, road authorities, infrastructure operators, logistics operators, and residents. This
would help develop stakeholder-priority inputs that are more balanced across different groups.

Future studies could also combine BWM with interviews, workshops, or participatory planning. These
methods could provide a deeper understanding of how stakeholders form their priorities in specific
recovery contexts. Further research could also compare stated preferences from surveys with actual or
historical recovery decisions. This would help examine whether the priorities derived from stakeholder
surveys are consistent with the priorities used in real recovery decision-making.

7.5.2. Hazard-specific and adaptive recovery modelling
The second direction is to make the evaluation closer to specific hazards and realistic recovery pro-
cesses. This can be developed in three ways.

First, future research could replace random link failure with hazard-specific and spatially correlated
damage inputs. For example, flood, earthquake, landslide, or storm surge scenarios could be combined
with exposure and vulnerability data. This would make it possible to examine how strategy rankings
change when damage is spatially concentrated rather than randomly distributed across the network.

Second, future research could develop adaptive recovery strategies. In this thesis, the six recovery
strategies are based on static priority orders calculated before the disruption. Future studies could
allow the repair order to be updated after the actual damage is known, or recalculated after each repair
step. This would better reflect situations in which decision-makers adjust recovery actions as new
information becomes available.

Third, future research could include more operational constraints and planning conditions in the evalu-
ation. This thesis focuses on how restoration priority orders affect network performance. Future work
could include repair duration, crew availability, repair cost, road ownership, and road hierarchy. Includ-
ing these factors would make the framework closer to practical recovery planning.
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7.5.3. Composite centrality-based recovery strategies
The third direction is to develop composite centrality-based recovery strategies. The criterion-level
results in this thesis suggest that betweenness and closeness represent complementary recovery log-
ics. Their link-priority orders show only a moderate level of correlation, with ρ = 0.35. Betweenness
appears to perform strongly in relation to accessibility and operational efficiency, while closeness ap-
pears to perform strongly in relation to spatial equity and connectivity.

This complementarity makes betweenness and closeness promising candidates for future composite
centrality-based recovery strategies. Such a composite strategy could combine indicators that are both
competitive and complementary, instead of including all centrality measures without distinction. Future
research could also develop stage-specific composite scores. For example, betweenness could be
used to capture the accessibility and operational-efficiency logic, while closeness could be used to add
dimensions that betweenness reflects less directly.

7.5.4. Extension of the MCDA framework
The fourth direction is to extend theMCDAmethod itself. This thesis uses SAWbecause it is transparent
and easy to interpret. However, SAW is a compensatory method, meaning that strong performance on
one criterion can offset weaker performance on another criterion. Future research could compare SAW
with other aggregation methods, including non-compensatory or partially compensatory approaches.
This would help test whether the strategy rankings change under different aggregation assumptions.

Future research could also include uncertainty analysis for both stakeholder weights and simulation
outputs. Stakeholder weights may vary depending on sample composition, survey design, or recovery
context. Simulation outputs may also change under different assumptions about damage, repair speed,
or network conditions. Testing these uncertainties would help show how sensitive the rankings are to
changes in the inputs, and would make the interpretation of MCDA results more robust.

7.6. Closing remarks
The framework developed in this thesis helps make the trade-offs between stakeholder priorities, re-
covery stages, and recovery-performance dimensions clearly visible. Under controlled assumptions, it
provides a stage-specific way to compare post-disaster road recovery strategies. The resulting rankings
should be understood as a starting point for recovery decision support, rather than as a final answer.

Looking ahead, we hope that this framework can serve as a basis for future related studies by helping
stakeholder priorities and recovery stages be incorporated more systematically into road recovery eval-
uation. It can also support decision-makers in practice by helping them more clearly see and weigh the
trade-offs between multiple recovery objectives.
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C
Methodological supplements

C.1. Worked example of the performance metrics
To illustrate how the four simulation performance metrics are computed and interpreted, this example
applies them to a small network. Figure C.1 shows the network in its pre-disruption state (a) and after
a single bridging link, C–D, is removed (b). For clarity, the example uses an undirected network of five
nodes; in the cross-city analysis, road directionality is preserved where present in the OSM-derived
networks, but the principle of each metric is the same. Edge labels denote travel times.

Each metric is first reported as a performance ratio P = M(G(t))/M(G), where M(G) is the pre-
disruption metric value and M(G(t)) is the value after the disruption. These ratios are shown here
before the later AAC clipping step used in the SAW aggregation. Values above one therefore indicate
that the metric value is higher after disruption than before disruption, not necessarily that the network
has become more resilient overall.

Figure C.1: Example network used to illustrate the performance metrics, before (a) and after (b) removal of the
bridging link C–D. Edge labels are travel times. Removing C–D disconnects {A,B,C} from {D,E}.

Table C.1: Performance metrics computed on the example network of Figure C.1. The first two columns give the
raw metric values before and after removal of link C–D; the final column gives the performance ratio

P = M(G(t))/M(G), before the later AAC clipping step.

Metric M(G) M(G(t)) P
(pre-disruption) (disrupted)

Operational efficiency 0.322 0.200 0.62
Accessibility 0.340 0.212 0.62
Spatial equity (Moran’s I) 0.078 0.087 1.11
Connectivity 0.467 0.600 1.29
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Operational efficiency. Operational efficiency is measured as network efficiency based on inverse
shortest-path travel times. For a network G, it is defined as

E(G) =
1

n(n− 1)

∑
i ̸=j

1

dij
, (C.1)

where dij is the shortest-path travel time between nodes i and j. If two nodes are unreachable, their
contribution is set to zero. This means that the metric rewards short travel times while also penalising
disconnected node pairs.

In the pre-disruption network, all node pairs are reachable. Computing the inverse shortest-path travel
times over all node pairs gives

M(G) = E(G) = 0.322. (C.2)

After link C–D is removed, the network is split into two disconnected components. Node pairs that lie in
different components are no longer reachable and therefore contribute zero to the efficiency sum. The
disrupted efficiency is

M(G(t)) = E(G(t)) = 0.200. (C.3)

The operational-efficiency performance ratio is therefore

PEfficiency =
M(G(t))

M(G)

=
0.200

0.322
= 0.62.

(C.4)

This shows that removing the bridging link reduces operational efficiency because several node pairs
become unreachable and no longer contribute to network efficiency.

Accessibility. Accessibility is calculated in two steps. First, the accessibility of each origin node is
computed by summing the weighted contribution of all reachable destination nodes. The weight of each
destination is its pre-disruption closeness centrality Cr, and this weight is divided by the shortest-path
travel time from the origin node i to the destination node r:

Ai =
∑
r ̸=i

Cr

σir
, (C.5)

where Ai is the accessibility of origin node i, Cr is the pre-disruption closeness centrality of destination
node r, and σir is the shortest-path travel time from node i to node r.

For example, for node A in the pre-disruption network, the reachable destinations are B, C, D, and E.
Therefore, the accessibility of A is

AA =
CB

σAB
+

CC

σAC
+

CD

σAD
+

CE

σAE

=
0.250

2
+

0.333

2
+

0.267

5
+

0.190

7
= 0.372.

(C.6)

The same calculation is repeated for all other origin nodes. The network-level accessibility is the aver-
age of the node-level accessibility values:
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M(G) =
AA +AB +AC +AD +AE

5

=
0.372 + 0.372 + 0.377 + 0.306 + 0.271

5
= 0.340.

(C.7)

After the disruption, the same procedure is used, but only reachable destinations are included. For
example, node A can still reach B and C, but it can no longer reach D and E. Its disrupted accessibility
is therefore

AA(t) =
CB

σAB
+

CC

σAC

=
0.250

2
+

0.333

2
= 0.292.

(C.8)

Repeating this calculation for all nodes and averaging the results gives

M(G(t)) = 0.212. (C.9)

The accessibility performance value is therefore

PAccessibility =
M(G(t))

M(G)

=
0.212

0.340
= 0.62.

(C.10)

This shows that accessibility decreases after the bridge link C–D is removed, but it does not collapse
completely because nodes can still reach destinations within their own disconnected component.

Connectivity. Connectivity is measured using the average local clustering coefficient. In this para-
graph, Ci denotes the local clustering coefficient of node i. It measures how many links actually exist
among the neighbours of a node compared with the maximum number of links that could exist among
those neighbours:

Ci =
ei

ki(ki − 1)/2
, (C.11)

where ki is the number of neighbours of node i, and ei is the number of links that actually exist among
those neighbours. If a node has fewer than two neighbours, its local clustering coefficient is set to zero
because no neighbour pair can be formed.

Before the disruption, node C has three neighbours: A, B, and D. Among these three neighbours, there
are three possible neighbour links: A–B, A–D, and B–D. However, only A–B actually exists. Therefore,
the local clustering coefficient of node C is

CC =
1

3
. (C.12)

The same calculation is repeated for the other nodes. Nodes A and B both have fully connected
neighbours, so CA = 1 and CB = 1. Nodes D and E have no connected neighbour pairs, so CD = 0
and CE = 0. The network connectivity before the disruption is therefore
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M(G) =
CA + CB + CC + CD + CE

5

=
1 + 1 + 1

3 + 0 + 0

5
= 0.467.

(C.13)

After the link C–D is removed, node C has only two neighbours left: A and B. Since A and B are
connected to each other, the neighbours of node C are now fully connected. Therefore, the local
clustering coefficient of node C increases from 1/3 to 1:

CC(t) = 1. (C.14)

The local clustering coefficients after the disruption are therefore CA(t) = 1, CB(t) = 1, CC(t) = 1,
CD(t) = 0, and CE(t) = 0. The disrupted network connectivity is

M(G(t)) =
CA(t) + CB(t) + CC(t) + CD(t) + CE(t)

5

=
1 + 1 + 1 + 0 + 0

5
= 0.600.

(C.15)

The connectivity performance value is therefore

PConnectivity =
M(G(t))

M(G)

=
0.600

0.467
= 1.29.

(C.16)

This increase does not mean that the whole network becomes better connected. It happens because
local clustering measures local cohesion among neighbouring nodes, rather than the ability of all nodes
to reach each other. After the disruption, the network is split into two disconnected parts, but the re-
maining neighbours of node C aremore tightly connected. Therefore, connectivity should be interpreted
together with efficiency and accessibility.

Spatial equity. Spatial equity is measured using Moran’s I of the node-level accessibility values.
Moran’s I measures spatial autocorrelation, meaning whether nearby nodes have similar accessibility
values. In this example, the metric is used to show whether the accessibility impact of a disruption is
spatially concentrated.

The Moran’s I value is calculated as

I =
n∑

i

∑
j wij

∑
i

∑
j wij(Ai − Ā)(Aj − Ā)∑

i(Ai − Ā)2
, (C.17)

where n is the number of nodes, Ai and Aj are the accessibility values of nodes i and j, Ā is the mean
accessibility value, and wij is the spatial weight between nodes i and j. A higher Moran’s I means that
nodes with similar accessibility values are more spatially clustered.

Before the disruption, the accessibility values are relatively evenly distributed across the network. The
Moran’s I value is

M(G) = 0.078. (C.18)
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After the link C–D is removed, the network is split into two parts. The left cluster, {A,B,C}, still retains
relatively high accessibility, while the right cluster, {D,E}, experiences a larger accessibility loss. As
a result, high-accessibility nodes and low-accessibility nodes become more spatially separated. The
Moran’s I value therefore increases to

M(G(t)) = 0.087. (C.19)

The spatial-equity performance value is therefore

PEquity =
M(G(t))

M(G)

=
0.087

0.078
= 1.11.

(C.20)

This does not mean that the network becomes more equitable after the disruption. Rather, it shows
that Moran’s I increases, meaning that accessibility values become more spatially clustered. In this
example, the right side of the network is affected more strongly than the left side, so the disruption
increases the spatial concentration of accessibility loss. In the main analysis, such raw performance
trajectories are converted into AAC deviation scores, and the resulting deviation scores are clipped to
[0, 1] only before entering the SAW aggregation.

Summary. The same disruption produces different responses across the four metrics: operational
efficiency and accessibility both fall to about 62% of their pre-disruption values, spatial autocorrelation
increases, and the local clustering coefficient also increases. These increases do not mean that the
network has improved overall; rather, they reflect the specific definitions of Moran’s I and local clus-
tering. The example therefore illustrates why the four metrics must be interpreted together before they
are combined in the SAW analysis.

C.2. Strategy-ordering similarity check
Each recovery strategy uses its edge-importance scores to define a restoration order. Therefore, two
strategiesmay lead to similar recovery behaviour if they assign similar priority rankings to the same links.
To examine this, a strategy-ordering similarity check was conducted for the single-indicator strategies.

For each city, the edge-importance scores of each strategy were calculated on the intact road network
using the definitions in Section 3.2.2. The resulting edge orderings were then compared pairwise using
Spearman rank correlation. The correlations were calculated for each city and then averaged across
the 220 distinct city networks. The random baseline was excluded because it does not define a structural
edge ordering.

The use of 220 distinct city networks reflects the removal of duplicated city-name variants from the 223
valid network instances used in the cross-city analysis.1

This check is based on intact-network orderings and is independent of the damage scenario. Spearman
rank correlation is used because the restoration strategies depend on the ranking of edge scores rather
than on their absolute values. The edge scores are also measured on different scales and may have
skewed distributions. Rank correlation is therefore more appropriate than Pearson correlation because
it is invariant to monotonic rescaling and is commonly used when comparing centrality-based rankings
[81].

1Three cities appear in the dataset under two name variants each (Kutná Hora, Lüderitz, and Žabljak), so the 223 network
instances represent 220 distinct cities. Restricting the cross-city analysis to these 220 distinct cities changes the mean area-
above-curve deviation scores by at most 0.002 and does not change which strategy attains the lowest mean deviation on any
criterion.



D
Survey questionnaire

This appendix presents the survey instrument used for stakeholder-priority elicitation. The hypothetical
disruption scenario shown in the questionnaire was used only to provide respondents with a concrete
post-disaster road recovery context. It was not used as the damage input for the simulation analysis.
The simulation analysis separately applies controlled disruption levels of 10% and 30% to compare
recovery strategies under different levels of network damage.
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English

Introduction

Road Recovery Survey
Master’s Thesis Research | TU Delft

🌐 Language / 語言: You can switch to Chinese (Traditional) via the dropdown menu in the top right
corner.

⏳ 10–15 Mins 🔒 Anonymous 🌍 Impactful

Dear Participant, thank you for supporting this research! We aim to examine how post-disaster
road recovery strategies can be prioritised, given that resilience is multidimensional,
stakeholders have different priorities, and recovery decisions evolve across different recovery
stages. Your expertise helps develop a decision-making framework for planning.

Conducted by Yung-Ting Lu, Master’s student at TU Delft, Faculty of Civil Engineering and
Geosciences, MSc Transportation, Infrastructure and Logistics, under the supervision of Patrick
Stokkink.

You are invited to participate because your professional role or experience relates to post-disaster
road recovery, transport infrastructure, emergency management, or related decision-making
processes.

What You Will Be Asked To Do:

Provide general background information about your professional role and organisational
context.

Indicate the relative importance of different resilience criteria across two recovery stages
(short-term and long-term) using a structured comparison approach (the Best–Worst
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Method).

The data will be used for academic research purposes, including analysis and reporting in a
Master’s thesis and possible academic publications.

Your Rights: Participation is entirely voluntary and completely anonymous. No personally
identifiable information (IP, name, email) is collected. You may exit the survey at any time
without providing a reason and without any negative consequences. Because the survey is
anonymous, it will not be possible to remove individual responses after submission.

As with any online activity, the risk of a breach is always possible. To the best of our ability, your
answers in this study will remain confidential. All data will be stored securely and handled in
accordance with TU Delft data protection and privacy guidelines.

By clicking "Next", you confirm you have read and understood the information above and voluntarily
agree to participate in this study.

What will you do in this survey?

In this survey, you will evaluate what should be prioritised in road recovery
after a disaster.

Below is what you will be asked to do:

1 Provide your background information

 
2 Read the disaster scenario, recovery stages, and criteria introduction

 
3 Evaluate the resilience criteria at both recovery stages

👉 There are no right or wrong answers — just your judgement.

Section A: Respondent Profile
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1. Profile 2. Event Context 3. Short-Term 4. Long-Term

PART 1 OF 4 Section 1: Respondent Profile
To kick things off, we would like to understand your professional background
and organisational context. This ensures the insights we gather represent a
diverse range of expertise in road transport network recovery.

What is your age?

What is your gender?

Under 18

18–24

25–34

35–44

45–54

55–64

65 or above

Male

Female

Non-binary

Prefer not to say
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Which of the following best describes your
primary role in relation to road recovery after
disasters?

Since you chose "Other",

What is your primary role in relation to road
recovery?

How many years of experience do you have in
your professional field?

Less than 2 years

2–5 years

6–10 years

More than 10 years
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In which country do you primarily work or
operate?

Based on your experience, which type(s) of disaster
have you been involved with or affected by?

CONTEXT: A disaster refers to any event that causes
significant disruption to transport, infrastructure, or daily
activities.

💡 Please select all that apply.

Type to search...

Earthquake

Flood (including heavy rainfall events)

Landslide

Typhoon / Hurricane

Snowfall / severe winter weather

Other:

I have not experienced any of the above
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Section B: Event Description

1. Profile 2. Event Context 3. Short-Term 4. Long-Term

PART 2 OF 4

Section 2: Disaster Scenario

Imagine that a major disaster has struck a large urban area.

Widespread Damage: Around 40% of major roads and bridges are
structurally damaged or blocked by debris, making them impassable.

Community Isolation: Two major regions (Isolated Area A and
Isolated Area B) within the city are completely cut off from the rest.
As a result:

Residents cannot reach the hospital for medical care.
Children cannot access the school.
Emergency vehicles cannot enter the isolated districts.
Relief supplies cannot be delivered.
The logistics hub cannot distribute goods.
Residents cannot evacuate or receive outside assistance.

Limited Resources: There is not enough budget, equipment, or
personnel to fix everything, so decisions must be made about which
roads to repair first.

2026/7/14 下午4:37 Qualtrics Survey Software

https://tudelft.eu.qualtrics.com/Q/EditSection/Blocks/Ajax/GetSurveyPrintPreview?ContextSurveyID=SV_bsFf8oKso5ujif4&ContextLibraryID=UR… 6/24

102



*Note: Illustrative example of road network damage.

2 stages recovery

Two Stages of Road Recovery
After a major disaster, road recovery typically happens in two stages with different priorities.

In the following questions, you will evaluate priorities for each recovery stage.

STAGE I

Short-Term Recovery

⌛ ≤ 7 days

Focus is on acute and immediate needs
through temporary repairs.

STAGE II

Long-Term Recovery

🗓️ Weeks to Months
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▼ Show example recovery tasks Focus shifts to secondary priorities through
permanent reconstruction.

▼ Show example recovery tasks

👉 Click "Next" when you are ready to begin.

Criteria Description

Almost Ready to Start
Please review the 5 recovery criteria below.
💡 You can review these anytime by clicking the hint box at the top of the
page.

1. Operational Efficiency
How quickly people can travel across the road network, including commuting to work,
reaching services, and completing daily trips.
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💡 Example: Repairing the main road connecting the city centre first, so that most
residents can get to work and school faster, and do daily activities, even if some
smaller side streets remain blocked.

2. Ability to Access Critical Services 
How easy it is to reach places like hospitals, food, and water when needed.
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💡 Example: Prioritizing roads to relief centers and hospitals to ensure urgent
needs are met.

3. Ability to Access Routine Activities
How easy it is to reach work, school, shops, and daily destinations.
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💡 Example: Repairing roads so people can go to work, school, and
shops easily.

4. Spatial Equity
How fairly resources, services, or opportunities are restored across all areas.
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💡 Example: Even though the city centre is easier to repair, resources are also
allocated to rural areas to ensure no region is left behind in the recovery process.

5. Connectivity
Rejoining network segments to prevent isolation.
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💡 Example: Restoring road connections between the industrial area, logistics
hub, and residential areas, so that goods can be delivered from factories to
warehouses and eventually reach consumers.

🚀 Ready to start your evaluation?

You will complete 3 short steps:
1. Choose most & least important criteria
2. Compare your top criteria to others
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3. Compare others to the least criteria

Click Next to begin

short term recovery

1. Profile 2. Event Context 3. Short-Term 4. Long-Term

PART 3 OF 4 Section 3: Short-Term Recovery

🚀 Task: Evaluate Criteria for the First 7 Days
In the first 7 days after the disaster, only temporary repairs are
possible.
Think about the most urgent needs during this period.
 
✨ You will be asked to:

1. select the most important criterion
2. select the least important criterion
3. compare the criteria based on their importance

You will be asked to compare the following 5 criteria:

1. Efficiency:
Reducing
overall travel
time in the
network via
temporarily
repaired roads

2. Ability to
Access Critical
Services:
Reach critical
places (e.g.,
hospitals, food
supply points,
water stations)
via temporarily
repaired roads

3. Ability to
Access Routine
Activities:
Reach daily
destinations
(e.g., work,
school) via
temporarily
repaired roads

4. Spatial
Equity:
Ensuring all
areas recover
access
equally via
temporarily
repaired roads

5.
Connectivity:
Reconnecting
isolated areas 
via temporarily
repaired roads

Please keep the short-term context (≤ 7 days) in mind for this section.
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Step 1: Which is the MOST important criterion for road
recovery during the Short-Term Stage?

📝 Reasoning for Your Priority
Based on the criteria you consider most important for the Short-Term Recovery Stage,
please explain the reasoning behind your choices.

💡 Your insights help us understand the logic behind disaster recovery decision-making.

Step 1: Which is the LEAST important criterion for road
recovery during the Short-Term Stage?

Operational Efficiency (reducing overall travel time in the network)

Ability to easily reach places like hospitals, food, and water when needed

Ability to easily reach work, school, and shops

Spatial Equity (ensuring all areas recover access equally)

Connectivity (reconnecting isolated areas to the rest of the network)

Operational Efficiency (reducing overall travel time in the network)

Ability to easily reach places like hospitals, food, and water when needed

Ability to easily reach work, school, and shops

Spatial Equity (ensuring all areas recover access equally)

Connectivity (reconnecting isolated areas to the rest of the network)
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📝 Reasoning for Your Priority
Based on the criteria you consider least important for the Short-Term Recovery Stage,
please explain the reasoning behind your choices.

💡 Your insights help us understand the logic behind disaster recovery decision-making.

⏳ Current Evaluation: Short-Term Recovery
Focus: Acute and immediate needs (Up to 7 days).

🏗️ Step 2: Best-to-Others Comparison
Compare ${q://QID27/ChoiceGroup/SelectedChoices} (your selected most Important criterion) to the
other criteria below.

 
👉 What to do: For each criterion below, click the dropdown menu and select a score from 2 to 9 to
indicate how much more important the Most Important criterion is compared to each criterion
below.
 
💡 Note: The Most Important Criterion compared to itself is pre-set to 1.

SCALING GUIDE

Your Most Important
Criterion is equally
important as ...

Your Most Important
Criterion is absolutely
more important than ...
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1 2 3 4 5 6 7 8 9
Equal

importance
Between

Equal
and Moderate

Moderately
more

important

Between
Moderate

and Strong

Strongly
more

important

Between
Strong

and Very
Strong

Very strongly
more

important

Between Very
Strong

and Absolute

Absolutely
more

important

 

🏗️ Step 3: Others-to-the-Worst Comparison
Compare each criterion below with ${q://QID26/ChoiceGroup/SelectedChoices} (your selected least
important criterion).

⚠️ NEW TASK: Different direction from Step 3!
👉 What to do: For each criterion below, select a score (1–9) from the dropdown menu to indicate how
much more important each criterion is compared to the least important criterion.
💡 Note: The least important criterion compared to itself is pre-set to 1.

SCALING GUIDE

Each criterion
is equally important
as the Least
Important one

Each criterion
is absolutely

more important
than the

Least Important one

Most Important Criterion:
${q://QID27/ChoiceGroup/SelectedChoices}

 

Operational
Efficiency (reducing overall
travel time in the network)

 

Ability to easily reach places
like hospitals, food, and water
when needed

 

Ability to easily reach work,
school, and shops  

Spatial Equity (ensuring all
areas recover access equally)

 

Connectivity (reconnecting
isolated areas to the rest of
the network)
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1 2 3 4 5 6 7 8 9
Equal

importance
Between

Equal
and Moderate

Moderately
more

important

Between
Moderate

and Strong

Strongly
more

important

Between
Strong

and Very
Strong

Very strongly
more

important

Between Very
Strong

and Absolute

Absolutely
more

important

Block 8

Congratulations! You have successfully
completed the Short-Term Recovery stage!

🥳🎉

You will now move on to the Long-Term Recovery
Stage (weeks to months after the disaster).

Least Important Criterion:
${q://QID26/ChoiceGroup/SelectedChoices}

 

Operational
Efficiency (reducing overall
travel time in the network)

 

Ability to easily reach places
like hospitals, food, and water
when needed

 

Ability to easily reach work,
school, and shops  

Spatial Equity (ensuring all
areas recover access equally)  

Connectivity (reconnecting
isolated areas to the rest of
the network)
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In the short-term stage, you made temporary repairs.
Now, you will focus on permanent reconstruction.

You will do the same 3 steps as before, but keeping
this different long-term goal in mind.

⚠️ Note: Your answers may differ from the Short-Term
stage as the focus has shifted. However, you may also
select the same criteria if you believe they remain the
most important.

Click "Next" when you are ready.

long term recovery

1. Profile 2. Event Context 3. Short-Term 4. Long-Term

PART 4 OF 4 Section 4: Long-Term Recovery

🏗️ Task: Evaluate Criteria for the Weeks to Months

In the weeks to months after the disaster, roads are
permanently reconstructed.
Think about the long-term needs during this period.
 
✨ You will be asked to:

1. select the most important criterion
2. select the least important criterion
3. compare the criteria based on their importance
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In the short-term stage, roads were temporarily repaired so they
could be used. Now, in the long-term stage, the goal is to rebuild
the road network properly for long-term use.

Consider these criteria in the Long-Term context:

1. Efficiency:
Reducing
overall travel
time in the
network via
permanently
reconstructed
roads

2. Ability to
Access Critical
Services:
Reach critical
places (e.g.,
hospitals, food
supply points,
water stations)
via permanently
reconstructed
roads

3. Ability to
Access
Routine
Activities:
Reach daily
destinations
(e.g., work,
school)
via permanently
reconstructed
roads

4. Spatial
Equity:
ensuring all
areas recover
access equally
via
permanently
reconstructed
roads

5.
Connectivity:
Reconnecting
isolated areas
via
permanently
reconstructed
roads

Please keep the long-term context in mind for this section.

Step 1: Among the four main criteria below, which do you
consider the MOST important for road recovery during the
Long-Term Recovery Stage?

🏗️ Reasoning for Your Priority

Operational Efficiency (reducing overall travel time)

Ability to easily reach places like hospitals, food, and water when needed

Ability to easily reach work, school, and shops

Spatial Equity (ensuring all areas recover access equally)

Connectivity (reconnecting isolated areas to the rest of the network)

2026/7/14 下午4:37 Qualtrics Survey Software

https://tudelft.eu.qualtrics.com/Q/EditSection/Blocks/Ajax/GetSurveyPrintPreview?ContextSurveyID=SV_bsFf8oKso5ujif4&ContextLibraryID=U… 20/24

109



Based on the criteria you consider most important for the Long-Term Recovery Stage, please
explain the reasoning behind your choices.

💡 Your insights help us understand the logic behind disaster recovery decision-making.

Step 1: Among the four main criteria below, which do you
consider the LEAST important for road recovery during the
Long-Term Recovery Stage?

🏗️ Reasoning for Your Priority
Based on the criteria you consider least important for the Long-Term Recovery Stage, please
explain the reasoning behind your choices.

💡 Your insights help us understand the logic behind disaster recovery decision-making.

🏗️ Current Evaluation: Long-Term Recovery

Operational Efficiency (reducing overall travel time)

Ability to easily reach places like hospitals, food, and water when needed

Ability to easily reach work, school, and shops

Spatial Equity (ensuring all areas recover access equally)

Connectivity (reconnecting isolated areas to the rest of the network)
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Focus: Secondary priorities (Weeks to Months).

🏗️ Step 2: Best-to-Others Comparison
Compare ${q://QID63/ChoiceGroup/SelectedChoices} (your selected MOST important criterion) to the
other criteria below.

👉 What to do: For each criterion below, click the dropdown menu and select a score from 2 to 9 to indicate
how much more important the MOST important criterion is compared to each criterion below.
💡 Note: The MOST important vs. itself is pre-set to 1.

SCALING GUIDE

Your MOST Important 
Criterion is equally
important as ...

Your MOST Important
Criterion is absolutely
more important than ...

                 

1 2 3 4 5 6 7 8 9
Equal

importance
Between

Equal
and Moderate

Moderately
more

important

Between
Moderate

and Strong

Strongly
more

important

Between
Strong

and Very
Strong

Very strongly
more

important

Between Very
Strong

and Absolute

Absolutely
more

important

 

MOST Important Criterion:
${q://QID63/ChoiceGroup/SelectedChoices}

 

Operational
Efficiency (reducing overall
travel time)

 

Ability to easily reach places
like hospitals, food, and water
when needed

 

Ability to easily reach work,
school, and shops  

Spatial Equity (ensuring all
areas recover access
equally)
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🏗️ Step 3: Others-to-the-Worst Comparison
Compare each criterion below with ${q://QID66/ChoiceGroup/SelectedChoices} (your selected LEAST
Important criterion).

⚠️ NEW TASK: Different direction from Step 3!
👉 What to do: For each criterion below, select a score (1–9) from the dropdown menu to indicate how much
more important each criterion is compared to the LEAST Important criterion.
💡 Note: The LEAST Important criterion compared to itself is fixed at 1.

SCALING GUIDE

Each criterion
is equally important
as the LEAST
Important one

Each criterion
is absolutely

more important
than the LEAST

Important one

                 

1 2 3 4 5 6 7 8 9
Equal

importance
Between

Equal
and Moderate

Moderately
more

important

Between
Moderate

and Strong

Strongly
more

important

Between
Strong

and Very
Strong

Very strongly
more

important

Between Very
Strong

and Absolute

Absolutely
more

important

 

MOST Important Criterion:
${q://QID63/ChoiceGroup/SelectedChoices}

 

Connectivity (reconnecting
isolated areas to the rest of
the network)

 

LEAST Important Criterion:
${q://QID66/ChoiceGroup/SelectedChoices}

 

Operational
Efficiency (reducing overall
travel time)

 

Ability to easily reach places
like hospitals, food, and water
when needed
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missing critiera

💬 Final Thoughts

After considering both the Short-Term and Long-
Term Recovery stages, do you think any important
criterion was missing?

If yes, please describe it briefly and explain why you think
it is important. (Optional)

LEAST Important Criterion:
${q://QID66/ChoiceGroup/SelectedChoices}

 

Ability to easily reach work,
school, and shops  

Spatial Equity (ensuring all
areas recover access
equally)

 

Connectivity (reconnecting
isolated areas to the rest of
the network)
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E
Processed simulation outputs

E.1. Processed deviation-score summaries
This appendix reports descriptive summaries of the clipped AAC deviation scores used as simulation-
side inputs to the SAW aggregation. The scores are averaged over the 223 cities and the 20 disrup-
tion iterations for each strategy, criterion, damage level, and recovery window. Lower values indicate
smaller deviations from the pre-disruption performance baseline on the corresponding criterion. These
tables document the intermediate processed data before SAW normalisation and stakeholder-weighted
aggregation, and should therefore not be interpreted as final strategy rankings.

Table E.1: Processed mean AAC deviation scores by strategy and criterion, averaged over the 223 cities and 20
disruption iterations, in the short- and long-term windows at 10% damage. Lower values indicate smaller

deviations from the pre-disruption performance baseline. These values are intermediate inputs before SAW
normalisation and stakeholder-weighted aggregation.

Strategy Operational Accessibility Spatial equity Connectivity
efficiency (Moran’s I) (clustering)

Short-term
Betweenness 0.170 0.178 0.151 0.062
Closeness 0.203 0.210 0.138 0.057
Degree 0.230 0.241 0.174 0.066
Eigenvector 0.227 0.235 0.168 0.061
Nearest-neighbour edge 0.228 0.239 0.173 0.066
Random 0.227 0.236 0.163 0.062

Long-term
Betweenness 0.060 0.064 0.079 0.031
Closeness 0.086 0.088 0.068 0.029
Degree 0.117 0.130 0.134 0.046
Eigenvector 0.115 0.119 0.106 0.035
Nearest-neighbour edge 0.105 0.113 0.116 0.039
Random 0.112 0.117 0.094 0.031
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Table E.2: Processed mean AAC deviation scores by strategy and criterion, averaged over the 223 cities and 20
disruption iterations, in the short- and long-term windows at 30% damage. Lower values indicate smaller

deviations from the pre-disruption performance baseline. These values are intermediate inputs before SAW
normalisation and stakeholder-weighted aggregation.

Strategy Operational Accessibility Spatial equity Connectivity
efficiency (Moran’s I) (clustering)

Short-term
Betweenness 0.473 0.477 0.312 0.231
Closeness 0.531 0.529 0.253 0.213
Degree 0.584 0.590 0.381 0.231
Eigenvector 0.591 0.594 0.373 0.222
Nearest-neighbour edge 0.585 0.592 0.379 0.231
Random 0.588 0.592 0.362 0.218

Long-term
Betweenness 0.139 0.145 0.156 0.130
Closeness 0.205 0.199 0.101 0.108
Degree 0.286 0.304 0.277 0.135
Eigenvector 0.292 0.297 0.216 0.116
Nearest-neighbour edge 0.259 0.271 0.235 0.117
Random 0.289 0.295 0.194 0.095
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Cross-city ranking results

F.1. Rank-one strategy distributions across cities

Figure F.1: Rank-one strategy distribution across cities under 10% damage in the short-term window.
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Figure F.2: Rank-one strategy distribution across cities under 10% damage in the long-term window.

Figure F.3: Rank-one strategy distribution across cities under 30% damage in the short-term window.
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Figure F.4: Rank-one strategy distribution across cities under 30% damage in the long-term window.

F.2. Plurality rank-one shares with Wilson 95% confidence inter-
vals

The rank-one shares were calculated across the 223 analysed city networks. For each damage level,
recovery window, stakeholder group, and strategy, let x denote the number of networks in which that
strategy was recorded as rank one, and let n = 223. The observed rank-one share is therefore p̂ = x/n.

Wilson score 95% confidence intervals were calculated for the observed rank-one shares because
they remain well behaved for binomial proportions, including proportions close to zero or one. For an
observed proportion p̂, the interval was calculated as

p̂+ z2/(2n)

1 + z2/n
± z

1 + z2/n

√
p̂(1− p̂)

n
+

z2

4n2
,

where z = 1.96 for a 95% confidence interval[82].

Tied and non-differentiated outcomes remained part of the denominator but were recorded as separate
outcome categories when calculating the underlying rank-one distributions. The intervals describe the
precision of the observed cross-city rank-one shares. They do not incorporate uncertainty in the BWM
criterion weights or recovery trajectories and should not be interpreted as paired significance tests
between strategies.

Table F.1 reports, for each damage level, recovery window, and stakeholder group, the strategy with
the largest observed rank-one share and its Wilson 95% confidence interval.

Table F.1: Plurality rank-one strategy shares with Wilson 95% confidence intervals.

Damage Window Stakeholder Strategy Count Share [95% CI]

10% short-term Emergency responder Betweenness 156 70.0% [63.6–75.6%]
10% short-term Infrastructure manager Closeness 76 34.1% [28.2–40.5%]
10% short-term Local community Betweenness 153 68.6% [62.2–74.3%]
10% short-term Public authority Betweenness 147 65.9% [59.5–71.8%]
10% short-term Road users Betweenness 154 69.1% [62.7–74.8%]
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Damage Window Stakeholder Strategy Count Share [95% CI]

10% short-term Technical expert Betweenness 158 70.9% [64.6–76.4%]
10% short-term Transport operator Betweenness 157 70.4% [64.1–76.0%]
10% short-term Other Betweenness 132 59.2% [52.6–65.4%]
10% long-term Emergency responder Betweenness 123 55.2% [48.6–61.5%]
10% long-term Infrastructure manager Betweenness 189 84.8% [79.5–88.9%]
10% long-term Local community Betweenness 144 64.6% [58.1–70.6%]
10% long-term Public authority Betweenness 144 64.6% [58.1–70.6%]
10% long-term Road users Betweenness 181 81.2% [75.5–85.8%]
10% long-term Technical expert Betweenness 133 59.6% [53.1–65.9%]
10% long-term Transport operator Betweenness 137 61.4% [54.9–67.6%]
10% long-term Other Betweenness 134 60.1% [53.5–66.3%]
30% short-term Emergency responder Betweenness 165 74.0% [67.9–79.3%]
30% short-term Infrastructure manager Closeness 101 45.3% [38.9–51.8%]
30% short-term Local community Betweenness 164 73.5% [67.4–78.9%]
30% short-term Public authority Betweenness 151 67.7% [61.3–73.5%]
30% short-term Road users Betweenness 162 72.6% [66.4–78.1%]
30% short-term Technical expert Betweenness 165 74.0% [67.9–79.3%]
30% short-term Transport operator Betweenness 164 73.5% [67.4–78.9%]
30% short-term Other Betweenness 127 57.0% [50.4–63.3%]
30% long-term Emergency responder Closeness 102 45.7% [39.3–52.3%]
30% long-term Infrastructure manager Betweenness 182 81.6% [76.0–86.1%]
30% long-term Local community Betweenness 115 51.6% [45.0–58.0%]
30% long-term Public authority Betweenness 119 53.4% [46.8–59.8%]
30% long-term Road users Betweenness 163 73.1% [66.9–78.5%]
30% long-term Technical expert Betweenness 108 48.4% [42.0–55.0%]
30% long-term Transport operator Betweenness 115 51.6% [45.0–58.0%]
30% long-term Other Betweenness 106 47.5% [41.1–54.1%]
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Sensitivity and robustness analyses

G.1. BWM configuration sensitivity

Figure G.1: Overall criterion weights under the four BWM configurations (linear-broader, linear-strict,
equivalent-broader, equivalent-strict) in the short-term window. The weights are almost identical across

configurations, with the largest difference in any single criterion below 0.02.

Table G.1: Sensitivity of plurality rank-one strategies to the BWM solver and respondent-sample configuration.
Each cell reports the share of the 223 cities in which betweenness is the plurality top-ranked strategy;

betweenness is the plurality winner in every configuration.

Configuration 10% short 10% long 30% short 30% long

Equivalent–broader 67.7% 71.3% 71.7% 59.6%
Equivalent–strict 67.7% 70.4% 71.3% 58.3%
Linear–broader 69.1% 71.3% 71.7% 59.6%
Linear–strict 68.2% 70.9% 71.7% 58.3%
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Figure G.2: Overall criterion weights under the four BWM configurations (linear-broader, linear-strict,
equivalent-broader, equivalent-strict) in the long-term window. The weights are almost identical across

configurations, with the largest difference in any single criterion below 0.02.

G.2. Recovery-stage boundary sensitivity
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Figure G.3: Sensitivity of mean clipped deviation scores to the recovery-stage boundary θ in the short-term
window. Lower values indicate better recovery performance.

Figure G.4: Sensitivity of mean clipped deviation scores to the recovery-stage boundary θ in the long-term
window. Lower values indicate better recovery performance.
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G.3. Stakeholder group-weight sensitivity
Table G.2: Equal-group baseline plurality strategies. Each stakeholder group is assigned equal contribution, 1/8,

before aggregating the criterion weights.

Scenario Plurality strategy Share Second strategy Second share
10% short Betweenness 80.0% Closeness 15.1%
10% long Betweenness 73.3% Closeness 22.4%
30% short Betweenness 74.4% Closeness 21.3%
30% long Betweenness 58.3% Closeness 38.9%

Table G.3: Stakeholder group-weight sensitivity for 10% damage, short-term stage. One stakeholder group is
assigned dominant weight p, with the remaining weight distributed equally across the other seven groups.
Percentages use all 223 cities as the denominator; ambiguous or no-differentiation cases remain in the

denominator but are not assigned to a strategy.

Dominant group p = 0.2 p = 0.3 p = 0.4 p = 0.5 p = 0.6

Emergency responder B (66.4%) B (67.3%) B (68.6%) B (68.6%) B (68.6%)
Local community B (66.4%) B (66.8%) B (67.7%) B (68.2%) B (68.6%)
Public authority B (65.9%) B (65.9%) B (65.9%) B (65.9%) B (65.9%)
Road users B (66.4%) B (67.3%) B (67.7%) B (68.2%) B (68.2%)
Technical expert B (66.8%) B (67.7%) B (69.1%) B (69.1%) B (69.1%)
Transport operator B (66.8%) B (68.2%) B (68.2%) B (68.2%) B (69.5%)

Table G.4: Stakeholder group-weight sensitivity for 10% damage, long-term stage. Percentages use all 223
cities as the denominator.

Dominant group p = 0.2 p = 0.3 p = 0.4 p = 0.5 p = 0.6

Emergency responder B (68.2%) B (64.1%) B (63.2%) B (62.3%) B (62.3%)
Local community B (68.6%) B (68.2%) B (68.6%) B (67.7%) B (65.9%)
Public authority B (69.1%) B (68.6%) B (66.8%) B (66.4%) B (65.5%)
Road users B (70.4%) B (71.7%) B (74.0%) B (76.2%) B (77.1%)
Technical expert B (69.1%) B (68.2%) B (66.4%) B (64.6%) B (64.1%)
Transport operator B (69.1%) B (68.6%) B (66.4%) B (65.5%) B (64.6%)



G.4. Delft network-boundary sensitivity 122

Table G.5: Stakeholder group-weight sensitivity for 30% damage, short-term stage. Percentages use all 223
cities as the denominator.

Dominant group p = 0.2 p = 0.3 p = 0.4 p = 0.5 p = 0.6

Emergency responder B (69.5%) B (70.0%) B (72.2%) B (72.2%) B (72.6%)
Local community B (69.5%) B (69.5%) B (70.4%) B (71.3%) B (71.7%)
Public authority B (69.1%) B (69.1%) B (68.6%) B (68.6%) B (68.6%)
Road users B (69.1%) B (69.5%) B (70.0%) B (70.4%) B (71.7%)
Technical expert B (69.5%) B (69.5%) B (70.9%) B (71.7%) B (71.7%)
Transport operator B (69.5%) B (70.4%) B (71.7%) B (71.7%) B (71.7%)

Table G.6: Stakeholder group-weight sensitivity for 30% damage, long-term stage. Percentages use all 223
cities as the denominator.

Dominant group p = 0.2 p = 0.3 p = 0.4 p = 0.5 p = 0.6

Emergency responder B (55.2%) B (51.6%) B (50.2%) B (48.0%) B (46.6%)
Local community B (56.5%) B (55.6%) B (55.2%) B (54.3%) B (52.9%)
Public authority B (57.0%) B (56.1%) B (55.6%) B (55.2%) B (55.2%)
Road users B (57.4%) B (60.5%) B (62.3%) B (63.7%) B (66.8%)
Technical expert B (56.5%) B (55.6%) B (54.3%) B (53.4%) B (52.5%)
Transport operator B (56.5%) B (55.6%) B (54.3%) B (54.3%) B (53.8%)

G.4. Delft network-boundary sensitivity

Figure G.5: Boundary sensitivity of the degree-based restoration order. Centrality is computed using each full
network extent, while the visualised restoration bands are ranked only within the Delft core.
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Figure G.6: Boundary sensitivity of the eigenvector-based restoration order. The maps compare the relative
priority of Delft core roads under different buffer sizes.

Figure G.7: Boundary sensitivity of the near-neighbour edge-based restoration order. Only Delft core edges are
shown, while the buffer areas are used as computational context.



H
Scientific Paper

124



1

A Stage-Specific MCDA Framework for Comparing
Post-Disaster Road Recovery Strategies

Yung-Ting Lu∗, Patrick Stokkink†, Srijith Balakrishnan†, and Adam Pel∗ ∗Faculty of Civil Engineering and
Geosciences, Delft University of Technology, Delft, The Netherlands

†Faculty of Technology, Policy and Management, Delft University of Technology, Delft, The Netherlands

Abstract—Post-disaster road recovery requires priorities to
be set under limited resources. However, recovery performance
depends on several criteria, and different stakeholder groups
may have different priorities during short-term and long-term
recovery. Existing approaches rarely combine stakeholder pri-
orities, recovery stages, and the comparison of recovery strate-
gies within one transparent evaluation. This study proposes a
stage-specific BWM–SAW framework that combines stakeholder-
derived criterion weights with simulation-based strategy perfor-
mance to rank six predefined recovery strategies. The framework
is demonstrated on 223 road networks, with Delft used as
a complementary city-level application. The results show that
short-term priorities focus strongly on access to critical facilities,
while long-term priorities are more evenly distributed and differ
more across stakeholder groups. Under the tested networks,
damage scenarios, and modelling assumptions, betweenness ranks
first most often. Closeness becomes more competitive under
higher damage, during long-term recovery, and when greater
importance is given to spatial equity or connectivity. The Delft
application further shows that the strategy with the highest
system-level ranking does not always perform best for every
local accessibility outcome. The framework therefore supports
the early-stage comparison of recovery strategies and gives
stakeholders a structured basis for discussing recovery objectives
and trade-offs, while system-level rankings should be interpreted
alongside local checks suited to the decision at hand.

Index Terms—Post-disaster recovery, road network resilience,
multi-criteria decision analysis, Best-Worst Method, stakeholder
priorities, recovery stages.

I. INTRODUCTION

The effects of disasters on transport systems often extend
beyond the damaged assets themselves. Transport systems
support the movement of people, goods, repair teams, and
emergency responders, so the speed at which they recover
affects emergency response, access to essential services, and
wider societal recovery [1], [2]. Road networks connect resi-
dents to employment, schools, healthcare, food, shelters, and
other essential activities, while also supporting logistics and
emergency response [3], [4]. Their wide spatial distribution
exposes them to natural hazards. A global multi-hazard risk
assessment estimated that approximately 27% of road and
railway infrastructure worldwide is exposed to at least one
natural hazard [5]. When several roads are damaged simul-
taneously and repair crews, equipment, budgets, and reliable
damage information are limited, infrastructure cannot be re-
stored everywhere at once. Recovery planning must therefore
determine which repairs should receive priority [2].

This prioritisation has no single obvious answer. Consider
a simple recovery situation after a flood, in which a road

authority must choose between reopening a major arterial road
and repairing a smaller local connection. The arterial road
may improve traffic flow and freight movement across the
network. The local road may reconnect an isolated community
to a hospital or emergency shelter. Emergency responders may
prioritise the local road during short-term recovery, whereas
infrastructure managers may prefer the arterial road because of
its role in overall network functioning. The preferred recovery
action therefore follows from the criterion being emphasised,
the recovery stage being considered, and the stakeholder
perspective being applied [6]–[8]. In practice, such trade-offs
are often addressed through experience rather than formal
decision-support tools [9].

Existing research addresses separate parts of this problem.
Optimisation models can schedule the restoration of damaged
roads or recovery projects under resource constraints, but
they usually define recovery quality through one or a lim-
ited set of technical objectives [10], [11]. Multi-dimensional
simulation can reveal trade-offs among operational efficiency,
accessibility, spatial equity, and connectivity, but it does not
directly produce a strategy ranking that reflects stakeholder
preferences [6]. Stakeholder-oriented research recognises that
different actors hold different priorities, yet these consider-
ations are often represented through qualitative discussion or
professional judgement. MCDA can integrate criterion weights
with alternative performance, but road-recovery applications
usually rank objects other than recovery strategies. Taken to-
gether, existing approaches rarely bring stakeholder priorities,
recovery stages, and the comparison of recovery strategies
together within a single transparent evaluation [12].

The objective of this study is to develop a stage-specific
evaluation framework that combines stakeholder priorities
with simulation-based recovery performance to compare post-
disaster road recovery strategies. The framework treats short-
term and long-term recovery as decision contexts with differ-
ent priorities and incorporates the relative importance assigned
to resilience criteria by different stakeholder groups.

This study addresses the following research questions:
1) How do stakeholder priorities for road-recovery re-

silience criteria differ across stakeholder groups and
recovery stages?

2) How can stakeholder-derived criterion weights be used
to rank predefined road recovery strategies based on
simulated recovery performance?

3) How do the resulting strategy rankings vary across
road networks, stakeholder groups, recovery stages, and
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disruption levels in the cross-city, system-level analysis?
4) How do recovery strategies compare in a detailed city-

level application, using Delft as a case study?
To answer these questions, this study proposes a stage-

specific BWM–SAW framework. BWM converts stakeholder
judgements into criterion weights specific to each recov-
ery stage and stakeholder group. SAW then combines these
weights with simulation-based recovery performance to gener-
ate composite scores and rankings for six predefined recovery
strategies. Each combination of road network, damage level,
recovery stage, and stakeholder profile forms a separate deci-
sion context.

The framework is demonstrated through two applications,
one across many city networks and one within a single
city. The cross-city, system-level application compares rank-
ing patterns across multiple road networks, damage levels,
recovery stages, and stakeholder profiles. Delft serves as a
complementary city-level application and uses a more de-
tailed facility-based representation of accessibility to compare
recovery strategies within a single urban context. The main
contribution of this study is the stage-specific BWM–SAW
framework itself. It enables predefined recovery strategies to
be compared systematically across stakeholder perspectives
and recovery stages, while making trade-offs among recovery
objectives more explicit within the decision process.

The remainder of this paper is organised as follows. Sec-
tion II reviews related work and identifies the research gap.
Section III presents the stage-specific BWM–SAW framework
and the two applications. Section IV reports the results, cov-
ering stakeholder priorities across groups and recovery stages,
the cross-city strategy rankings, and the city-level comparison
in Delft. Section V discusses the implications, and Section VI
concludes with recommendations for science and practice.

II. RELATED WORK

A. Multi-Dimensional and Stage-Dependent Road Recovery

Post-disaster road recovery is commonly formulated as a
restoration-sequencing or optimisation problem. Under con-
straints related to repair resources, workforce availability,
damaged-road conditions, and travel demand, these models
determine the order in which roads or repair activities should
be restored [12]. Common objectives include reducing total
recovery time, increasing recovery speed, lowering total travel
time, meeting transport demand, and minimising unmet de-
mand [13]–[16]. These models provide an important technical
basis for repair scheduling and resource allocation. However,
they usually rely on a small number of predefined objectives,
which reduces the meaning of successful recovery to one or a
limited set of performance indicators.

Transport resilience involves several related dimensions of
performance. Existing indicators include travel time, service
level, capacity, connectivity, cost, and qualitative measures,
showing that the recovery state of a road network cannot be
fully represented by one indicator [17]. Road-infrastructure
resilience also includes technical, socioeconomic, and geospa-
tial aspects [18]. A strategy that rapidly restores traffic flow
may therefore leave weaknesses in service accessibility, the

spatial distribution of recovery benefits, or network connectiv-
ity. Balakrishnan and Stokkink compared recovery strategies
through simulation across operational efficiency, accessibility,
spatial equity, and connectivity, and showed that no strategy
performed best across all dimensions [6]. Their analysis makes
the trade-offs between recovery logics visible, but it does not
use stakeholder preferences to combine the multi-dimensional
results into a strategy ranking that can directly support com-
parison and selection.

Post-disaster recovery is also stage-dependent because the
tasks, constraints, and objectives may change over time [12].
Kaviani et al. distinguish response, short-term recovery, and
long-term recovery, while Rey and Bar-Gera connect long-
term recovery to extended reconstruction scheduling [10], [11].
Other studies use different indicators across recovery stages.
Zhang et al., for example, evaluate mitigation, emergency
response, and long-term recovery through robustness, emer-
gency accessibility, and traffic-flow efficiency, respectively [7].
These studies establish the need for stage-specific evaluation.
However, the indicators used in each stage and their relative
importance are normally defined by researchers or embedded
in the model, rather than being separately expressed by the
stakeholders affected by recovery decisions.

B. Stakeholder-Informed Recovery Prioritisation

Road recovery involves stakeholder groups with differ-
ent responsibilities and needs, including road users, local
communities, technical experts, public authorities, and emer-
gency actors. These groups may assign different importance
to essential-service accessibility, network efficiency, spatial
equity, and connectivity. Recovery prioritisation therefore in-
volves both technical performance and value judgements.
Disaster-recovery research has shown that differences in or-
ganisational objectives, weak coordination, and limited com-
munity engagement can affect resource use and recovery
outcomes [8]. Responsibilities distributed across government
levels and private organisations may also lead to fragmented
recovery actions [19], [20]. The resulting priorities conse-
quently depend on which stakeholders participate and which
needs are represented.

The recovery-practice literature recognises the importance
of stakeholder participation, local knowledge, and community
needs. However, stakeholder priorities are usually represented
through qualitative discussion, consultation, or professional
judgement. Research involving Australian post-disaster road-
reconstruction practitioners found that social, economic, and
environmental considerations entered decisions largely through
experience, tacit knowledge, and local understanding, without
a systematic prioritisation procedure [9]. The literature there-
fore explains why stakeholder involvement matters, but rarely
converts the priorities of different stakeholder groups into
quantitative weights that can be directly used to rank recovery
strategies. Studies that separately elicit, compare, and apply
stakeholder weights for short-term and long-term recovery are
even more limited.
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C. MCDA Integration and Research Gap

Multi-criteria decision analysis provides a structure for
combining multiple criteria, preference information, and al-
ternative performance when objectives compete [21]. BWM
can translate stakeholder judgements into criterion weights
using a limited number of pairwise comparisons [22], while
SAW combines weights and alternative performance through a
weighted sum to produce comparable scores [23]. Performance
inputs for MCDA may be obtained from quantitative data,
models, or simulations [24]. Scholten et al., for example,
combined modelled outcomes of water-network rehabilitation
strategies with preference-based weights, while Bellsolà Olba
et al. used simulation outputs to evaluate vessel-traffic scenar-
ios [25], [26]. These applications show that simulation-based
performance can support MCDA. However, MCDA studies in
road recovery usually rank resilience indicators, infrastructure
conditions, or reconstruction projects rather than alternative
recovery strategies, and they generally apply one fixed set of
weights throughout the recovery process.

The studies closest to the present research address separate
parts of this problem. Balakrishnan and Stokkink compare
the multi-dimensional performance of recovery strategies and
reveal trade-offs between criteria, but do not use stakeholder-
derived weights or distinguish recovery stages [6]. Zhang
et al. apply different performance indicators across recovery
stages, but the stage-specific priorities are defined by the
researchers [7]. Mohammadnazari et al. use BWM and ranking
methods to prioritise reconstruction projects, whereas Morshed
et al., Xu et al., and Mukesh et al. use AHP, ANP, or
related methods to evaluate resilience models, indicators, or
infrastructure conditions [27]–[30]. Zamanifar and Hartmann
develop decision attributes for transportation recovery, but
focus on attribute selection rather than converting simulated
strategy performance into stage-specific rankings [31]. These
studies provide separate foundations for multi-dimensional
evaluation, stage differentiation, stakeholder weighting, and
MCDA aggregation. What remains missing is a method
that combines stage-specific stakeholder-derived weights with
simulation-based, multi-criteria strategy performance to rank
recovery strategies across different decision contexts.

This study addresses this gap through a stage-specific
BWM–SAW framework. The framework separately derives
stakeholder criterion weights for short-term and long-term
recovery and combines them with simulation-based strategy
performance. A cross-city application examines ranking pat-
terns across road networks, damage levels, recovery stages,
and stakeholder profiles, while Delft provides a complemen-
tary city-level application with a more detailed facility-based
accessibility representation.

III. METHODOLOGY

A. Framework Overview

This study develops a stage-specific multi-criteria decision
analysis framework for comparing post-disaster road recovery
strategies. As shown in Fig. 1, the framework links two
analytical streams. The Best-Worst Method derives short-term
and long-term criterion weights from stakeholder judgements,

while road-network simulations evaluate the recovery perfor-
mance of the candidate strategies. Simple Additive Weighting
combines these inputs to rank the strategies for each stake-
holder perspective and recovery stage.

The framework is demonstrated through cross-city and Delft
applications. The cross-city application examines system-level
patterns across multiple road networks, while the Delft appli-
cation provides a more detailed city-level analysis using local
facility data. Both applications follow the same weighting,
simulation, and aggregation logic. The six recovery strategies,
the 10% and 30% damage scenarios, and the two applications
are study-specific settings used to demonstrate the framework,
which can also be applied to other strategies, road networks,
damage conditions, and accessibility representations.

B. Decision Problem Formulation
Recovery strategies. Six recovery strategies are compared:
five centrality-based strategies and one random baseline,
adopted from Balakrishnan and Stokkink [6]. For the
centrality-based strategies, static priority scores are calculated
for all road edges on the intact network and remain fixed
throughout recovery. For each damage realisation, all strategies
restore the same damaged-edge set but use different restoration
orders. Betweenness prioritises edges used by many shortest
paths; weighted degree prioritises edges connecting highly
connected nodes; nearest-neighbour centrality combines local
node strength with edge travel time; closeness prioritises edges
connected to nodes with short distances to the rest of the
network; and eigenvector centrality prioritises edges adjacent
to other highly central edges. The random baseline restores
the damaged edges in a random order. These structure-based
rules allow the strategies to be compared consistently across
different road networks.
Evaluation criteria. Recovery performance is evaluated
against five criteria that extend the four recovery dimensions
of Balakrishnan and Stokkink [6]. Operational efficiency (C1)
is measured as graph-level network efficiency based on inverse
shortest-path travel times [32]. Accessibility measures how
easily destinations can be reached, and is separated in the
stakeholder survey into access to critical facilities (C2) and
access to routine facilities (C3). The cross-city simulation
provides one aggregate accessibility metric, in which each
destination is weighted by its pre-disruption closeness central-
ity and discounted by the shortest-path travel time from the
origin, so C2 and C3 share this metric. The Delft application
measures critical- and routine-facility accessibility separately
using the same weighting. Spatial equity (C4) is measured as
Moran’s I of node-level accessibility, and connectivity (C5)
as the average local directed clustering coefficient across all
nodes [33]. The survey therefore uses five criteria while the
cross-city simulation provides four metrics.
Recovery stages. Road recovery is divided into short-term
emergency response and long-term repair and reconstruction
because priorities and decision constraints change over time
[7], [12]. In the stakeholder survey, short-term recovery was
defined as temporary repair within approximately seven days
[34], [35], while long-term recovery was defined as recon-
struction over several weeks to months. Their implementation
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Fig. 1. Overview of the stage-specific MCDA framework.

as progress-based simulation windows is described in Sec-
tion III-D.
Stakeholder groups. Eight stakeholder role types were de-
rived by grouping stakeholders identified in the disaster-
recovery and infrastructure-project literature: public author-
ities, infrastructure managers, technical experts, emergency
responders, transport and logistics operators, contractors, local
communities, and affected road users [10], [36]–[39]. These
groups define the stakeholder perspectives used to derive
group-specific criterion weights and recovery-strategy rank-
ings.

C. Stakeholder Weighting with the Best-Worst Method

BWM formulation. The main analysis uses the linear Best-
Worst Method (BWM) to estimate criterion weights separately
for each respondent and recovery stage [40]. Respondents
select the most important criterion B and the least important
criterion W , then use a 1–9 scale to compare B with every
criterion and every criterion with W . Let aBj and ajW denote
these comparisons. For the five criteria considered in this
study, the normalised weights are obtained by solving

min
w, ξL

ξL

s.t. |wB − aBjwj | ≤ ξL, j = 1, . . . , 5,

|wj − ajWwW | ≤ ξL, j = 1, . . . , 5,
5∑

j=1

wj = 1, wj ≥ 0, j = 1, . . . , 5.

(1)

Here, wj is the weight of criterion j, and ξL is the largest
deviation between the stated comparisons and the estimated

weights. Solving Eq. (1) produces one criterion-weight vector
for each respondent and recovery stage.
Screening. Response validity was checked with the equivalent
BWM of Wu et al. [41], which finds the smallest modification
of a respondent’s stated comparison vectors that satisfies the
full BWM consistency condition. A response was excluded if
its corrected comparisons still failed that condition, or if the
selected best criterion was tied with another criterion in the
Best-to-Others vector. All remaining responses were retained
for the main analysis.
Weight aggregation. For each recovery stage, individual cri-
terion weights were aggregated within each stakeholder group
using the unweighted geometric mean, treating respondents
within the same group as equally important [42]. For criterion
i, stakeholder group g, and recovery stage s, the geometric
mean is

GMs
ig =

 ∏
r∈Rs

g

ws
ir

1/Ns
g

, (2)

and the normalised group-level weight is

w̄s
ig =

GMs
ig∑5

k=1 GMs
kg

, (3)

where Rs
g is the set of valid respondents in group g for stage

s, Ns
g is the number of respondents in this set, and ws

ir is
respondent r’s weight for criterion i. Overall weights were
then calculated by equally aggregating the eight stakeholder
groups represented in the valid sample:

ws
i,overall =

G∑
g=1

λgw̄
s
ig, G = 8, λg =

1

G
=

1

8
. (4)
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Computing the overall weights from group-level values pre-
vents groups with more respondents from automatically dom-
inating the result. Equal group weights were used because the
survey did not elicit the relative importance of the stakeholder
groups. No respondent identified as a contractor and one
respondent selected the “Other” category, so the eight groups
in Eq. (4) are the eight roles reported in Table I.
Survey and coding. The questionnaire was distributed through
community groups, professional networks, and professional
and academic mailing lists. It elicited criterion judgements
separately for the short-term and long-term recovery stages.
Section A collected respondents’ backgrounds, primary stake-
holder roles, professional experience, and countries of practice,
with each respondent assigned to one stakeholder group based
on their primary role. Section B introduced the hypothetical
disruption scenario, five evaluation criteria, and two recovery
stages. Sections C and D collected the short-term and long-
term BWM comparisons, respectively, together with open-
ended explanations for the most- and least-important choices.
The Mandarin explanations were translated into English and
coded inductively to support interpretation of the weights; AI-
assisted initial coding was reviewed and finalised by the author
[43]–[45].

D. Simulation-Based Recovery Performance

Recovery trajectories. For each damage realisation, a fixed
share of road edges is removed at random following Balakrish-
nan and Stokkink [6]. The same damaged-edge set is restored
under each strategy according to its static edge-priority or-
der, and the network performance metrics are recalculated at
successive restoration steps. Let Mi(x) denote the raw value
of metric i when x percent of the damaged edges have been
restored, and let Mi(0

−) denote its pre-disruption value. The
baseline performance ratio is

fi(x) =
Mi(x)

Mi(0−)
, (5)

where fi(x) = 1 represents the pre-disruption baseline. Track-
ing this ratio across restoration progress produces one recovery
trajectory for each strategy, criterion, damage realisation, and
damage level. For spatial equity, the ratio is interpreted as a
baseline-deviation measure of Moran’s I .
Stage-specific deviation scores. To align the progress-based
simulations with the time-based stages used in the stakeholder
survey, each trajectory is divided into a short-term window
covering 0%–25% restoration and a long-term window cover-
ing 25%–100%. Aydin et al. report that one of their recovery
strategies reached 25% recovery in 144.51 h, or about six
days, close to the seven-day survey horizon [46]. The 25%
boundary is therefore treated as a context-informed modelling
assumption. For a recovery window w = [a, b], performance is
summarised using the area-above-curve (AAC) deviation score

AACw =

∫ b

a
[1− f(x)] dx

b− a
, (6)

where lower values indicate better recovery performance. The
integral is approximated using the trapezoidal rule, with linear

Fig. 2. The AAC deviation. Shaded areas between the pre-disruption baseline
(f = 1) and the recovery curve give the short-term (0%–25%) and long-term
(25%–100%) deviation scores. Lower values indicate better recovery.

interpolation when a window boundary falls between two
restoration steps. The AAC score is calculated separately for
each damage realisation. Any score outside [0, 1] is clipped to
this range before the scores are averaged across realisations to
obtain the simulation input for SAW.

E. SAW Aggregation and Strategy Ranking

Normalisation. Simple Additive Weighting (SAW) combines
the BWM criterion weights with the mean AAC deviation
scores obtained from the recovery simulations [23]. Be-
cause lower AAC values indicate better recovery, the devi-
ation scores are converted into benefit-oriented scores using
criterion-wise cost normalisation [47]:

rij =
maxk dik − dij

maxk dik −mink dik
, (7)

where dij is the mean AAC deviation score of strategy j on
criterion i. The maximum and minimum are calculated across
the six strategies for the same city, damage level, recovery
stage, and criterion. If all strategies have the same deviation
score, they are assigned rij = 1.
Aggregation and ranking. Each strategy receives a composite
score Sj , calculated as the weighted sum of its normalised
criterion scores. In the cross-city application, critical-service
and routine-activity accessibility share one simulation score,
so their BWM weights are combined. In the Delft application,
the two accessibility criteria are represented separately. The
corresponding SAW scores are

Scross
j = w1reff,j + (w2 + w3)racc,j + w4requity,j + w5rconn,j ,

SDelft
j = w1reff,j + w2rcrit,j + w3rrout,j + w4requity,j + w5rconn,j .

(8)
Because SAW is compensatory, stronger performance on one
criterion can partly offset weaker performance on another [48].
Strategies are ranked in descending order of Sj , separately
for each city, damage level, recovery stage, and stakeholder
perspective. When two or more strategies receive the same
highest score, the case is retained as a tied rank-one outcome
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Fig. 3. Accessibility representations in the two applications. In the cross-
city application (a), every road node is a destination, weighted by its pre-
disruption closeness centrality, and critical (C2) and routine (C3) access share
one aggregate score. In the Delft application (b), facilities are linked to their
nearest road node and only those nodes are destinations, with critical and
routine access scored separately using the same weighting. Every road node
remains an origin in both applications.

but is not attributed to any single strategy in the rank-one
shares. Tied cases are excluded from analyses that require a
unique first-ranked strategy.

F. Cross-City and Delft Applications

Figure 3 summarises how accessibility is represented in the
two applications.
Cross-city application. T cross-city analysis used the road-
network recovery dataset of Balakrishnan and Stokkink [6],
which covers cities and towns from 156 countries across
six continents, extracted from OpenStreetMap and capped
at 2500 road edges each. After removing networks with-
out complete data for all required combinations of strategy,
damage level, criterion, and recovery stage, 223 networks
were retained. Each network was evaluated under 10% and
30% damage using 20 random damage iterations, with the
same disrupted network state used for all six strategies within
each iteration. The simulation provided operational-efficiency,
aggregate-accessibility, spatial-equity, and connectivity scores.
Aggregate accessibility was represented by closeness-weighted
reachability, so critical-service and routine-activity access
shared one performance score.
Delft application. The Delft road network was retrieved
from OpenStreetMap on 13 June 2026 using OSMnx [49].
The drivable network was extracted with the drive filter,
simplified, and restricted to its largest connected component.
Edge weights were defined by free-flow travel time based on
road length and speed; missing speed values were imputed
by road type, with a fallback speed of 30 kmh−1. The final
directed network contained 2441 nodes and 5717 edges. Fa-
cility records were linked to their nearest road-network nodes,
with duplicate destinations within each set counted once.
The 58 critical-facility nodes represented emergency response,
healthcare and medicine, food, and water, including police
and fire stations, hospitals, clinics, pharmacies, supermarkets,
marketplaces, drinking-water points, and wells [50]–[52]. The
364 routine-facility nodes represented education, workplaces,
and general retail, with supermarkets excluded because they

were already included in the critical-facility set. Every road-
network node was treated as an origin, while the two facility
sets were used as separate destinations with weights fixed by
their pre-disruption closeness centrality. The Delft simulations
used the same 10% and 30% damage levels, 20 realisations,
and recovery procedure as the cross-city application.
Local accessibility check. A supplementary analysis com-
pared the two highest-ranked Delft strategies, betweenness
and closeness, using 30 spatially balanced residential origins.
Unlike the SAW evaluation, which uses the Delft city network,
this check uses a network extended by a 3 km buffer, so that
services outside the municipal boundary that residents can
realistically reach are included as destinations. For emergency,
medical, food, and water services, travel time was calculated
from each origin to the nearest reachable facility. Median
travel times were calculated over reachable observations, while
unreachable cases were reported separately. This analysis was
not included in the SAW ranking.
Recovery-stage boundary sensitivity. The main analy-
sis used 25% restoration progress to separate the short-
term and long-term stages. To examine the influence of
this assumption, AAC scores were recalculated for θ ∈
{15%, 20%, 25%, 30%, 35%}, where the short-term window
was defined as 0% to θ and the long-term window as θ
to 100%. Mean criterion-level deviation scores were then
compared across damage levels, recovery stages, criteria, and
recovery strategies.
Stakeholder-group aggregation sensitivity. The overall
weights combine the eight stakeholder groups equally, which
assumes that no group is more influential than another. To ex-
amine this assumption, the aggregation was repeated with one
group assigned a dominance share p ∈ {0.2, 0.3, 0.4, 0.5, 0.6}
and the remaining weight 1− p distributed equally among the
other groups. Only groups with more than one valid response
were given a dominant role, since increasing the weight of
a single respondent would not provide a meaningful group-
level check. For each value of p, the overall criterion weights
were recomputed and the SAW ranking was repeated for both
recovery-stage contexts and both damage levels.

IV. RESULTS

A. Stage-Specific Stakeholder Priorities

A total of 115 survey responses were collected, of which
61 contained all required answers. Table I reports their dis-
tribution by stakeholder role. Of the 61 complete responses,
48 came through community groups, 10 through professional
networks, and 3 through professional or academic mailing
lists. This recruitment reached road users and local commu-
nity members more readily than the professional stakeholder
groups, and most respondents are based in Taiwan (40 of
61). After stage-specific BWM screening, 56 valid responses
were retained for both the short-term and long-term anal-
yses, although the respondents included in the two stages
were not identical. Group-level interpretation focuses on road
users, local communities, and technical experts because these
groups had sufficient sample sizes. The five smaller groups
were treated as exploratory in the group-level comparison
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TABLE I
DISTRIBUTION OF COMPLETED SURVEY RESPONSES BY STAKEHOLDER

ROLE

Stakeholder role n Share
Road users 22 36.1%

Local community 19 31.1%

Technical experts / researchers 9 14.8%

Emergency responders 3 4.9%

Transport / logistics operators 3 4.9%

Public authorities 3 4.9%

Infrastructure managers 1 1.6%

Other 1 1.6%

Total 61 100%

but remained included in the equal-group aggregation used
to calculate the overall weights. A total of 51 respondents had
valid weights in both stages and were included in the paired
transition analysis.

Figure 4 shows the criterion weights of the three main
stakeholder groups. In the short-term stage, all three groups
assigned the highest weight to accessibility to critical ser-
vices (C2). Its weight was 0.442 for road users, 0.501 for
local communities, and 0.374 for technical experts, clearly
exceeding the weights of the other criteria. Technical experts
also assigned a weight of 0.217 to operational efficiency
(C1), which was higher than in the other two groups and
slightly above the equal-weight reference of 0.20. The short-
term results therefore show a shared focus on critical-service
access, with technical experts placing additional importance
on network efficiency.

The long-term weights were more evenly distributed, and
the highest-weighted criterion differed across the three groups.
Road users continued to assign the highest weight to C2,
although its weight decreased to 0.279 and became closer
to routine-activity accessibility (C3), at 0.232. Local com-
munities assigned the highest weight to connectivity (C5), at
0.227, while their weights for C2, C3, and spatial equity (C4)
were all close to 0.20. Technical experts assigned the highest
weight to C4, at 0.244, followed by C2 at 0.234. From the
short-term to the long-term stage, the weight of C2 decreased
by 0.163 for road users, 0.294 for local communities, and
0.140 for technical experts. The largest increase occurred
in C1 for road users and local communities and in C4 for
technical experts. These results show that the shared short-term
emphasis on critical services was redistributed across different
long-term objectives, with the direction of this change varying
by stakeholder group.
Respondent-level priority transitions. The paired transition
analysis examined whether respondents retained a largely
fixed priority list across the two recovery stages or followed
a simple sequential shift, in which the second short-term
priority became the first long-term priority. The results support
neither explanation strongly. Among criteria ranked first in the
short-term stage, only 15.7% remained first in the long-term
stage, showing that the original top priority was usually not
maintained. At the same time, only 17.2% of the long-term
first-ranked cases came from criteria ranked second in the
short-term stage, while 67.2% came from criteria previously

Fig. 4. Stage-specific criterion weights for the three main stakeholder groups.
Panels (a) and (b) show the normalised group-level linear-BWM weights for
short-term and long-term recovery, respectively. The dashed line indicates
equal weighting across the five criteria, wi = 0.20.

ranked third, fourth, or fifth.
These patterns suggest that respondents did not simply

keep the same ranking or move the remaining priorities up
by one position. Instead, the relative importance of several
criteria was reconsidered when the recovery stage changed.
The respondent-level results therefore provide further evidence
that recovery priorities are stage-dependent.
Interpretation of the open-ended responses. The open-ended
explanations help interpret these weight patterns. Table II
shows the themes identified in the reasons respondents gave
for their most-important criterion. In the short-term stage,
most explanations referred to life and basic needs, citing
food, water, medicine, hospital access, and the minimum
conditions required for survival. In the long-term stage, the
dominant theme shifted to returning to normal daily life, and
themes related to network efficiency, connectivity, equity, and
longer-term resilience became more frequent. Some of these
themes appeared only in the long-term explanations. This shift
is consistent with the more even distribution of long-term
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Fig. 5. Transition of respondent-level criterion rankings from short-term to
long-term recovery. Each row shows the row-normalised distribution of criteria
across long-term ranks, with darker shading indicating a higher percentage.
Because each rank carries the same total fractional weight, the columns also
sum to approximately 100%, apart from rounding differences.

TABLE II
THEMES IN THE OPEN-ENDED EXPLANATIONS OF THE MOST-IMPORTANT

CRITERION (n = 61 IN EACH RECOVERY STAGE)

Theme Short-term Long-term

Life and basic needs 45 10
Emergency response and rescue access 7 1
Return to normal daily life 4 21
Connectivity and isolation prevention 3 8
Network efficiency and public benefit 1 10
Equity and inclusive recovery 1 6
Resilience and long-term preparedness 0 3
Ambiguous or unclear 0 2

criterion weights.
Overall, the results show that stakeholder priorities were

both stage-specific and group-specific. The three main stake-
holder groups shared a strong short-term emphasis on critical-
service accessibility, whereas their long-term priorities were
more evenly distributed and differed across groups.

B. Cross-City Strategy Rankings

Combining the stage-specific BWM weights with the nor-
malised simulation results through SAW produced a strategy
ranking for each road network, damage level, recovery stage,
and stakeholder profile. Across the 223 road networks, most
first-ranked results were concentrated in the betweenness and
closeness strategies, with betweenness ranked first most often.
Under 10% damage, betweenness was the most frequent first-
ranked strategy for every stakeholder group in the long-
term stage, and for all groups except the single-respondent
infrastructure-manager group in the short-term stage. The same
pattern held under 30% damage in the short-term stage, where
betweenness ranked first in between 72.6% and 74.0% of the

TABLE III
RANK-ONE STRATEGY SHARES ACROSS THE 223 ROAD NETWORKS UNDER

30% DAMAGE DURING LONG-TERM RECOVERY. THE THREE MAIN
STAKEHOLDER GROUPS AND THE EXPLORATORY

EMERGENCY-RESPONDER PROFILE ARE SHOWN. n IS THE NUMBER OF
VALID LONG-TERM BWM RESPONSES IN EACH GROUP AFTER

CONSISTENCY SCREENING, WHICH IS SMALLER THAN THE NUMBER OF
COMPLETED RESPONSES IN TABLE I. COLUMNS DO NOT SUM TO 100%
BECAUSE NETWORKS WITH A TIED FIRST-RANKED STRATEGY ARE NOT

ATTRIBUTED TO A SINGLE STRATEGY.

Strategy
Road
users

(n = 20)

Local
community
(n = 19)

Technical
experts
(n = 7)

Emergency
responders

(n = 2)

Betweenness 73.1% 51.6% 48.4% 39.0%
Closeness 22.9% 40.8% 43.0% 45.7%
Degree 0.0% 1.3% 1.3% 2.7%
Eigenvector 0.9% 2.7% 3.6% 4.9%
Nearest-neighbour
edge 0.0% 0.4% 0.4% 1.8%

Random 0.0% 0.0% 0.0% 2.7%

networks for the three main stakeholder groups. The clearest
differences between stakeholder profiles appeared under 30%
damage in the long-term stage and are therefore presented in
Table III.

Under 30% damage in the long-term stage, betweenness
remained the most frequent first-ranked strategy for all three
main stakeholder groups, but closeness became more com-
petitive. For the local community group, betweenness ranked
first in 51.6% of the networks and closeness in 40.8%. For
technical experts, the corresponding shares were 48.4% and
43.0%. Technical experts assigned their highest long-term
weight to spatial equity (C4), for which closeness produced
the lowest deviation scores. The increased closeness share for
this group is therefore consistent with its criterion weights.
Road users produced the largest betweenness share, with
betweenness ranked first in 73.1% of the networks compared
with 22.9% for closeness. Road users assigned 51.1% of their
long-term weight to the two accessibility criteria, C2 and C3,
combined, which is consistent with the continued advantage
of betweenness for this group.

Among the five smaller stakeholder groups, emergency
responders were the only group for which closeness became
the most frequent first-ranked strategy under 30% damage in
the long-term stage. Closeness ranked first in 45.7% of the
networks, compared with 39.0% for betweenness. This pattern
is consistent with the group’s combined emphasis on spatial
equity (C4) and connectivity (C5), which together accounted
for 50.7% of its long-term weight. Closeness outperformed
betweenness on both criteria, with mean deviation scores of
0.101 against 0.156 for spatial equity and 0.108 against 0.130
for connectivity. However, this result remains exploratory be-
cause the long-term emergency-responder weights were based
on only two valid responses.

The effect of the recovery stage became more visible
as the damage level increased. After excluding cases with
a tied first-ranked strategy in either stage, the first-ranked
strategy changed between the two recovery-stage contexts in
29.2% of the valid cases for technical experts, 25.4% for
the local community group, and 14.6% for road users under



9

10% damage. Under 30% damage, these shares increased to
37.5%, 36.5%, and 19.2%, respectively. The increase across
all three groups shows that differences between the short-term
and long-term decision contexts became more visible under
more severe network disruption. Road users had the lowest
switching rate at both damage levels, which is consistent with
their relatively stable emphasis on accessibility across the two
recovery stages.

The strong results of betweenness and closeness did not
arise because the two strategies restored the same links in
a similar order. The average Spearman correlation between
their intact-network edge-priority rankings was only ρ = 0.35.
The two strategies therefore represent different restoration
logics. The increased competitiveness of closeness in some
stakeholder and network contexts reflects a meaningful change
in the roads prioritised for restoration. As an illustration, Fig. 6
shows the two priority orders on the Delft network, where
betweenness gives early priority to links connecting different
parts of the network and closeness concentrates early priority
in the central area.

betweenness closeness

Edge priority order
Band 1 (0-12.5%)
Band 2 (12.5-25%)
Band 3 (25-37.5%)

Band 4 (37.5-50%)
Band 5 (50-62.5%)
Band 6 (62.5-75%)

Band 7 (75-87.5%)
Band 8 (87.5-100%)
Critical facility (58)

Fig. 6. Static edge priority order on the Delft city network under the
betweenness and closeness strategies. Band 1 contains the highest-priority
eighth of the edge ranking and Band 8 the lowest. The bands summarise the
priority order computed on the intact network, not the restoration steps used
in the simulation. Black points mark the 58 mapped critical-facility nodes.

Recovery-stage boundary sensitivity. Changing the boundary
between the short-term and long-term recovery stages affected
the magnitude of the deviation scores but did not change the
main criterion-level patterns. Across the tested boundaries,
betweenness retained the lowest deviation scores for opera-
tional efficiency and accessibility at both damage levels and in
both recovery stages. Closeness retained the lowest deviation
scores for spatial equity. For connectivity, the best-performing
strategy differed across damage levels and recovery stages but
remained unchanged across the tested boundary values within
each scenario. This sensitivity check examined criterion-level
deviation scores and did not repeat the final SAW ranking.

Stakeholder-group aggregation sensitivity. The betweenness
share varied with the dominant group. The largest variation
occurred under 30% damage in the long-term context, where it
ranged from 46.6% to 66.8%. The choice of group weighting
therefore affects the margin, while betweenness remains the
most frequent first-ranked strategy in every tested scheme.

The BWM–SAW procedure translates stakeholder priorities
into stage-specific strategy rankings. Betweenness ranked first
in most decision contexts, while its margin over closeness
narrowed under higher damage, in the long-term stage, and
when more weight was placed on spatial equity and connectiv-
ity. The framework makes these differences in margin visible,
which is the information needed when strategies are compared
for a specific city and recovery stage.

C. Delft Application and Local Accessibility Outcomes
In the Delft application, access to critical facilities (C2) and

access to routine facilities (C3) are scored against separate
facility destination sets. Under this facility-based representa-
tion, betweenness ranked first and closeness ranked second
across both damage levels, both recovery stages, and the three
main stakeholder groups. The Delft SAW results therefore
show that betweenness had the strongest overall performance
when the five criteria were evaluated together using facility-
based accessibility measures. At the criterion level, the two
accessibility measures do not recover identically. Under 10%
damage in the short-term stage, betweenness records an AAC
deviation of 0.182 for routine access and 0.232 for critical
access, a difference that a single aggregate metric cannot
express.

The supplementary local accessibility check complements
the system-level ranking by comparing the two highest-ranked
strategies from a selected local road-user perspective. Under
the 30% damage scenario and at 30% recovery progress,
closeness produced shorter median travel times than between-
ness across all four service groups, as shown in Figure 7(a).
The largest difference occurred for emergency services, where
the median travel time decreased from 3.55 to 3.02 minutes.
Differences in unreachable shares were smaller, as shown in
Figure 7(b). The two strategies produced similar results for
emergency and food access, while closeness slightly reduced
the unreachable share for medical services from 27.7% to
26.8% and for water services from 26.3% to 23.0%.

The Delft results show a difference between overall system
performance and local user outcomes. Betweenness performed
best in the five-criterion SAW evaluation, while closeness
provided shorter travel times to nearby critical services for the
selected residential origins. The local check therefore comple-
ments the city-level ranking by showing access outcomes that
are not visible in the aggregated SAW score. At the city level,
therefore, the multi-criteria ranking compares the recovery
strategies, while local accessibility checks add information
about their effects on residents.

V. DISCUSSION

The results show that criterion priorities in post-disaster
road recovery depend on the recovery stage. Short-term judge-
ments concentrated on critical-service accessibility (C2). This
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Fig. 7. Local accessibility outcomes for betweenness and closeness under
30% damage at 30% restoration progress: (a) median travel time to the
nearest reachable facility and (b) unreachable cases by service group.

finding can be understood in light of empirical disaster re-
search, as disrupted access to essential services directly affects
residents’ basic needs and medical care [53]. Long-term judge-
ments were distributed more evenly across routine-activity
accessibility, spatial equity, connectivity, and operational ef-
ficiency. The individual-level analysis further showed that
respondents reassessed the criteria according to the recovery
context instead of maintaining a fixed priority order. Previous
studies have approached recovery stages mainly through tech-
nical performance measures, whereas this study identifies stage
differences in stakeholder priorities. Zhang et al. distinguished
emergency response from longer-term recovery using different
network-performance indicators [7], while some restoration-
ordering studies have evaluated longer-term recovery through
total travel time or unmet demand [15], [16]. The present
results show that long-term stakeholder judgements include
a broader set of concerns than a single efficiency objective.
Using one fixed set of weights throughout the recovery process
may therefore overlook changes in decision priorities between
stages.

Under the road networks, damage scenarios, and modelling
assumptions tested in this study, betweenness was the most
frequently top-ranked system-level strategy, mainly because
it produced lower deviation scores for operational efficiency
and accessibility. Its advantage nevertheless depended on the
decision context. The two strategies order the same links
differently and are strongest on different criteria, so they
represent distinct restoration logics with contrasting criterion
strengths. Closeness becomes a meaningful alternative when
spatial equity or connectivity receives greater weight in long-
term evaluation. These contrasting strengths may provide a
basis for composite rules that combine the two orderings.
Strategy rankings depend on both how each strategy performs
across the criteria and how those criteria are weighted at
each recovery stage. No single strategy should therefore be
assumed to rank first across all recovery stages and stakeholder
priorities.

The Delft application shows that the system-level SAW
ranking and the local accessibility check may favour different
strategies because they answer different decision questions.
SAW uses five weighted criteria to compare the overall recov-
ery performance of strategies across the road network, while
the local check focuses on accessibility from selected residen-
tial origins to the nearest essential services. These perspectives
provide complementary information because restoring roads
that are important to the overall network and reconnecting
residents to nearby essential services represent different re-
covery objectives. A strategy with stronger overall weighted
performance may therefore provide less favourable outcomes
for a specific local accessibility measure. The system-level
ranking should be understood as a tool for comparing recovery
strategies, rather than as a complete description of resident-
level accessibility outcomes.

VI. CONCLUSION

This study developed a stage-specific BWM–SAW frame-
work that combines stakeholder-derived criterion weights with
simulation-based recovery performance to compare predefined
road recovery strategies. Respondents evaluated the criteria
differently in the short-term and long-term recovery con-
texts: access to critical facilities received the highest short-
term weight across the three main stakeholder groups, while
the long-term weights were more evenly distributed and the
highest-weighted criterion differed across groups. Under the
tested networks, damage scenarios, and modelling assump-
tions, betweenness was the most frequently first-ranked strat-
egy, while closeness became more competitive in some higher-
damage, long-term contexts. In Delft, betweenness ranked
first in the facility-based SAW evaluation, while closeness
produced shorter travel times for the selected origin-to-service
trips in the local road-user checks.

The main contribution of this study is the stage-specific
BWM–SAW framework, which brings stakeholder priorities,
recovery-stage contexts, and simulation-based strategy perfor-
mance into one evaluation process. It extends road-recovery
and transport-resilience analysis by using stakeholder-derived
weights to compare recovery logics across several criteria.



11

The separate elicitation of weights for the two recovery-stage
contexts is methodologically valuable, because the long-term
criterion rankings were generally not simple continuations of
the short-term rankings. The study also shows that a system-
level ranking does not describe location-specific outcomes.
The cross-city application uses the road network of each city,
but the destinations and outcomes it evaluates are generic,
whereas a decision in a specific city depends on where people
live, where the services are, and which outcomes matter
locally. The Delft application shows how a local check can
supply what the aggregate ranking does not.

In practical use, the framework does three things. It makes
local and stage-specific stakeholder priorities visible, shows
how these priorities affect strategy rankings and score margins,
and links differences in the rankings to the underlying criterion
weights and strategy performance. Together, these functions
help stakeholders identify where recovery objectives align,
where they conflict, and which trade-offs shape the evaluation.
Discussion can therefore focus on the relative importance of
recovery objectives in the specific recovery context, rather than
on the final ranking alone.

When the framework is applied to a city, the system-level
SAW ranking should be interpreted together with complemen-
tary analyses that reflect the specific decision context. These
analyses may examine performance at a finer spatial scale, for
particular services, or under additional local constraints. When
the analyses favour different strategies, the difference reveals a
trade-off between overall weighted performance and context-
specific outcomes. By making the source of this difference
visible, the framework gives stakeholders a concrete basis for
discussing which recovery objectives should take priority.
Limitations. Several limitations shape the interpretation of the
results. The BWM weights reflect stated preferences under
hypothetical recovery contexts, while the stakeholder sample
is uneven across groups and geographically concentrated. The
results for the smaller groups should therefore be treated as
exploratory. The strategy comparison also relies on controlled
modelling assumptions. Random link failure does not capture
the spatial concentration of real hazard damage, and the static
restoration orders are not updated after the damaged roads
become known. In addition, C2 and C3 share one aggregate
accessibility metric in the cross-city analysis, meaning that
only their combined weight influences the rankings. The
interpretation of these rankings is further affected by the
compensatory nature of SAW, since strong performance on
one criterion can offset weak performance on another. The
Delft local checks are also sensitive to the selected residential
origins, facilities, and network boundary, so their findings
remain specific to that analytical setup.
Future research. Future research should strengthen the em-
pirical basis of the stakeholder weights and test the frame-
work under more realistic recovery conditions. Larger and
more geographically diverse samples would allow group-
level differences to be examined more reliably, while elicited
priorities could be compared with observed or historical
recovery decisions. Hazard-specific and spatially correlated
damage scenarios could then be used to test whether the
ranking patterns remain stable when disruption is concentrated

within particular areas. The candidate strategies could also be
expanded to include adaptive, facility-targeted, and composite
restoration rules, with the contrasting strengths of betweenness
and closeness providing a starting point for their design.
Finally, comparing SAW with non-compensatory or partially
compensatory methods would show how strongly the rankings
depend on the selected aggregation approach.

Taken together, the framework makes the trade-offs between
stakeholder priorities, recovery-stage contexts, and recovery-
performance dimensions visible. It gives a stage-specific way
to compare post-disaster road recovery strategies, and it can
support decision-makers by helping them see and weigh those
trade-offs when recovery objectives compete.
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