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(_NONOXO

Introduction

The commission of the European communities has recently pushed for the estab-
lishment of a European Network for Maritime Surveillance [E. U. Commission,
Maritime Affairs, 2007]. Such a network will provide safe and secure usage of
the seas around Europe, integrated and coordinated maritime planning, research,
climate control, and sustainable development. This network will also require the
cooperation of the Member States’ security agencies, and an efficient usage and
integration of not only existing navigation, monitoring and tracking systems, but
also the systems in the respective operations and control centers.

This kind of large-scale heterogeneous system, in which the components have
an operational entity of their own, and usually a managerial entity as well, is
known as System of Systems (SoS) [Maier, 1998]. SoS present considerable engi-
neering challenges that were acknowledged by the Dutch Embedded Systems In-
stitute and Thales Nederland. They set up a research project [Embedded Systems
Institute, 2007], committed to devising engineering best practices for developing,
integrating, deploying, and continuous quality assurance of such Maritime Safety
and Security (MSS) systems, which provide much of the context of this thesis work.

Devising appropriate quality assurance strategies are amongst the most obvious
challenges in building and evolving large-scale MSS SoS, given the large number
of different systems contributing to them. MSS SoS evolve dynamically during
operation time (runtime evolution). Systems can join or leave the SoS, meaning
that offered services may vary in terms of functionality, as well as quality. When
a sub-system joins or leaves the SoS, the other sub-systems may have to be re-
configured to take advantage of new services and improved quality of service, or
they may have to be notified that services are degraded. This process should be
mostly seamless for the system operators and should be executed within a short
time, without any major disruption of the rest of the SoS.

By their very nature, SoS are large-scale systems, with a large number of com-
ponents contained in the sub-systems. After each runtime evolution, the quality
assurance of the integrated SoS has to be verified again. It is therefore necessary
to devise an appropriate verification strategy that not only achieves this goal, but
also minimizes the cost of checking after each modification. Re-verification must
be as little disruptive as possible for the running configuration and the latency be-
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tween the moment a reconfiguration is requested and the moment it is accepted
and deployed must be minimal.

In the context of this thesis, the SoS will be formed by software components
whose quality assurance will be performed by means of runtime testing and diag-
nosis. Software testing and diagnosis (debugging) is a time-consuming but rather
important task for improving software reliability. Hence, testing and debugging are
an integral part of the quality assurance process of these systems.

The ultimate goal of testing is to prove the absence of faults for all possible
inputs. Since exhaustive testing is hardly ever possible, testing typically aims at
detecting the presence of faults, by trying to produce a failure (the external man-
ifestation of a fault). The longer the program does not produce any failures, the
more certain testers are that the program contains no faults. Literature comprises
a myriad of techniques to efficiently produce failures, i.e., by improving coverage
and/or reducing the testing cost [Jiang et al., 2009a, Li et al., 2007, Rothermel
et al., 2001, Smith and Kapfhammer, 2009]. Once failures have been detected,
the faults that produced them have to be localized. Fault localization is a whole
research area on its own that has recently attracted great interest. The goal of
(automated) fault localization is to reduce the effort that the software developers
have to invest in manually localizing the fault.

Unfortunately for developers, it has recently been shown that effective fault de-
tection and effective fault localization are contradictory goals [Jiang et al., 2009b,
Yu et al., 2008]. In particular, it has been shown that focusing exclusively on fault
detection has a detrimental effect on fault localization, canceling the savings in
testing cost by an increase in diagnostic cost. In this thesis we explore the causes
for this cost increase, and propose a shift in the goal of testing, focusing on tech-
niques that achieve much better fault localization performance, while maintaining
fault detection performance.

Furthermore, since runtime tests will be carried out in the production system
itself, we dedicate a part of this thesis to exploring further implications of runtime
testing and diagnosis. In particular, the system’s components have to be prepared
for the execution of tests while also remaining functional, i.e., to be made runtime
testable. Runtime testability requires an investment in preparation cost to ensure
the tests maintain their fault detection and localization performance. In this thesis
we will focus on the preparation costs required for runtime testability, and their
trade-off with fault detection and localization costs.

1.1  CoNCEPTS AND DEFINITIONS

Throughout this thesis, we use the following software reliability terminology [Avizie-
nis et al., 2004]. A failure is an event that occurs when delivered service deviates
from correct service. An error is a system state that may cause a failure. A fault
(defect/bug) is the cause of an error in the system.
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In this thesis, we apply this terminology to computer systems, where faults are
bugs in one of the components of the system (typically in the program code). In
general, these systems transform input data into output data, and a failure occurs
when the output for a given input differs from the expected output for that input.
Failures and errors are symptoms caused by faults in the program. Note that an
error does not lead to a failure if it does not propagate to the output.

Runtime Test Execution

Testing is the most commonly used means for the quality assurance of software
systems. The goal of testing is to detect the presence of faults (e.g., programming
errors, specification mismatches) in the system under test. The presence of faults
is demonstrated by the occurrence of failures during testing.

The testing process of high-availability and mission-critical systems has been
traditionally performed either in a separate, identical copy of the system, or by
taking the system offline. Due to the huge size of the SoS, the limited access to the
system’s code or executables, the need to avoid disruption to the SoS, or the fact
that some components use resources that cannot be duplicated, (a) testing will
have to be executed concurrently with the working configuration, and (b) some
component instances will be shared between the tested and the working configura-
tions, as mentioned in [Brenner et al., 2007a, Dumitras et al., 2009, Gonzalez et al.,
2008b]. The main reason is that in a SoS or Service Oriented Architecture (SOA)
context many components are external to the organization. Therefore duplicat-
ing the system’s components and their context is too complex, if possible at all.
Furthermore, taking the system off-line is usually not possible given the high avail-
ability requirements of such systems.

Runtime testing is emerging as the solution for the validation of SoS and SOA
systems. Runtime testing is an on-line testing method that has to be carried out
in the final execution environment of the system, when the system or some of its
components are already operational. Runtime testing has been proposed for, e.g.,
component-based systems [Brenner et al., 2007b, Gonzélez et al., 2008a, Suli-
man et al., 2006], web services [Brenner et al., 2007a], and for Java applica-
tions [Murpy et al., 2009].

Figure 1.1 depicts both an off-line and an on-line testing process. The system
on the left-hand side is being tested off-line. The modification is performed first
in a separate instance of the system, where it is tested. If the testing succeeds,
the modification is applied to the production instance of the system. On the right-
hand side, the system is being runtime tested. The modification (in this case, the
addition of a new sub-system) is applied to the running system, and tested in a way
that does not disrupt the normal system operation, and without using a separate
instance for testing.

Runtime tests will cause an overhead since they will be executed on the running
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Off-line On-line
E\lD\/EI w E\ID\/I:I Before
_____________ *
E\ID\/E‘ID E\ID\/rD Planning
_______ l*
E\'D\/E\ID E\'D\/r Testing
_____________ i
|:\llj\/':‘ll:l‘j E\ID\/E\'D After

Figure 1.1: Non-runtime (off-line) vs. runtime testing (on-line)

system. Therefore, the number and duration of runtime tests have to be minimized
while still ensuring the quality of the modified system. Consequently, minimiz-
ing testing cost is more critical than in an off-line testing scenario like traditional
regression testing.

Runtime Fault Diagnosis

Testing will often uncover failures. This signifies the presence of a fault, that has to
be localized in order to be isolated and repaired. Runtime fault diagnosis is a diag-
nostic process to identify the root cause of the failures that were observed during
the runtime testing process. A diagnosis lists the system’s components which, when
faulty, explain the observations in terms of tests that pass or fail. Diagnostic accu-
racy is a critical success factor in the cycle of testing, diagnosing, acting/recovering,
and repairing. A perfect diagnosis only contains the real faults. However, due to,
e.g., the nature of tests, a small number of observations, and/or the lack of detailed
specifications, a diagnosis usually contains multiple explanations. The diagnosis is
typically returned to the developer as a list of suspect components, ranked by the
probability of being faulty. Developers have to traverse that list, manually inspect-
ing each of the suspects. Diagnostic cost comprises the cost of obtaining the list of
explanations (algorithmic cost), and the effort spent while traversing the list (in-
spection cost). The diagnostic inspection cost depends on how many false positives
are present in this list. In this thesis, algorithmic cost can be ignored compared to
inspection cost, thus we will use the terms diagnostic inspection cost and diagnostic
cost interchangeably.
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To lower diagnostic cost, the number of suspects can be reduced by obtaining
additional information to eliminate suspects. This is typically done by executing
further tests, ideally until an unambiguous diagnosis is reached. Since these tests
will again cause an overhead in the running system, their impact has to be traded
off against diagnostic utility, such that the overall testing and diagnosis cost is
minimized.

Runtime Test Preparation

When tests are performed on a running system, test operations can interfere with
the state of the running system or its environment causing unacceptable conse-
quences. In the worst case, runtime tests will affect the system’s environment in
critical ways that are difficult to control or impossible to recover from, e.g., firing
a missile while testing part of a combat system.

Test isolation techniques are applied by test engineers in order to prevent test
operations from interfering with the state or environment of the system, and to
avoid that the production state and interactions of the system influence the test re-
sults. This property of the system is known as runtime testability [Gonzalez et al.,
2009a], i.e., the degree to which a system or a component facilitates runtime test-
ing without being extensively affected.

The implementation of isolation measures can be represented as a cost. In order
to test the system, an additional expense in the test preparation phase is required,
in terms of the cost of isolation techniques. Without this investment in preparation
costs, there will be many parts of the system that developers will not be able to
test, severely affecting fault detection and fault localization.

1.2 PROBLEM STATEMENT

Preparation Cost

Test Preparation

Fault Detection N\ \A Fault Localization

Testing Cost Diagnostic Cost

Figure 1.2: Goals and associated costs
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In the previous section, three processes have been identified that are critical
to the quality assurance of SoS: (1) test preparation, (2) fault detection, and (3)
fault localization. These three processes are represented in Figure 1.2. Each of
these processes has a cost attached to it:

1. Preparation cost: these costs are required to prepare the system for the
execution of runtime tests, i.e., to achieve runtime testability. They are as-
sociated with the preparation actions required to implement test isolation
measures in each of the system’s components.

2. Testing cost: these are the costs related directly to the execution of the tests.
These costs come from detecting the presence of faults, and/or providing
more information to the diagnostic algorithm.

3. Diagnostic cost: these are the costs associated with the localization of faults
in the system, once the diagnosis is not refined any further by additional
tests. They are related to the manual work that developers have to perform
to inspect each of the suspects until the faults are found.

Of these three costs, preparation costs are specific to runtime testing, whereas
testing and diagnostic costs are also present in more conventional software devel-
opment contexts, such as the more traditional regression testing approach.

The overall cost of the system’s quality assurance by runtime testing and di-
agnosis, which includes the already mentioned costs, has to be minimized, while
maximizing the confidence in the integrated system. However, these goals may
be contradictory, which means that optimal trade-offs have to be identified. From
previous literature, we already know that fault detection and fault localization are
mutually antagonistic goals (i.e., a good fault detection capability will cause poor
fault localization performance). This is represented in Figure 1.2 by a snake line
between the two. Runtime testing is a novel area of research, and our main task
will be to determine the relationship between the preparation costs of a system,
and the fault detection and localization goals.

The main research problem, subject of this thesis, can be formulated as follows.

What are the trade-offs between (1) fault detection, (2) fault localization
and (3) test preparation, in terms of their associated costs and benefits?

These trade-offs will be elaborated in more detail in the following subsections.

Fault Detection vs. Fault Localization

Testing to detect faults, and specifically test prioritization techniques, are founded
on the reasoning that the sooner failures are found, the sooner fault localization
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1st Failure

\
\
\
\
\
\
\
\
\
\
\
\
\
\

Diagnostic effort

Testing effort

Figure 1.3: Test execution cost prioritization scenarios

(e.g., debugging) can commence. In this thesis, we will explore the trade-off be-
tween fault detection (i.e., testing cost) and fault localization (i.e., diagnostic cost).
We will assume that the tests used to detect a fault, and to locate it, belong to the
same test pool. Since existing literature suggests that the current prioritization ap-
proaches for fault detection have a very negative effect on fault localization [Yu
et al., 2008, Jiang et al., 2009b], we will focus our efforts on devising new priori-
tization algorithms that maximize the reduction of diagnostic cost per unit of test
cost.

Figure 1.3 illustrates the situation, showing the trade off between testing effort
and diagnostic effort, in two possible scenarios. Scenario (a) represents a situation
in which a prioritization heuristic for fault detection (FDET) is used during testing.
The diagnostic information each test provides is very small and the final diagnostic
effort when we run out of test time is very high (conversely, refining the diagnosis
will require a large diagnostic test effort). Scenario (b), on the other hand, repre-
sents the improvement in the evolution of diagnostic effort if, after the first failure,
we switch to a hypothetic diagnostic test prioritization strategy (FLOC), that selects
test cases in a way such that the reduction of diagnostic cost is optimal.

Test Preparation vs. Fault Detection and Localization

A practical approach to minimizing preparation cost is to consider a prioritiza-
tion of test preparation (isolation measures), in a similar way to test prioritiza-
tion. However, for an optimal prioritization, we need to consider the trade-off
between test preparation and fault detection. An insufficient investment in prepa-
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ration cost will affect fault detection since some parts of the system will have to
be left untested. Furthermore, since not all tests have similar fault detection ca-
pabilities, the utility of certain preparation costs will be linked to the tests they
enable. Our research problem consists in finding ways to measure the utility of the
different preparation costs, in terms of their fault detection return.

Given the antagonistic relationship between fault detection and localization, we
need explore the diagnostic impact of preparation costs optimized for fault detec-
tion, and whether a better trade-off between test preparation and fault localization
exists, by including diagnostic cost into the equation.

1.3 CONTRIBUTIONS

In this section we will outline the seven main contributions of this thesis. Four
contributions correspond to minimizing testing and diagnosis costs, and three cor-
respond to minimizing preparation costs.

Testing and Diagnosis

Our contributions are motivated by the fact that most literature in the field is de-
voted to enhancing fault detection without any regard for fault localization. Our
contributions focus on the following aspects:

1. Coincidental Correctness

An important performance factor for automatic fault localization algo-
rithms is exploiting knowledge of the probability that test cases may not
fail, even when involving a faulty component (false negatives or coinci-
dental correctness). Many techniques use mutation testing to estimate
the rate at which false negatives will be produced, which requires a
relatively large testing cost. In this thesis, we evaluate to what extent
prior knowledge about the false negative rates is useful.

2. Information Gain

The key for an effective diagnostic cost reduction during testing is di-
agnostic information gain, i.e., the reduction of the set of suspect com-
ponents. Unfortunately, computing information gain is exponentially
complex in the number of components of the system when multiple
faults can be present. We propose a number of heuristic approxima-
tions that reduce the information gain estimation while maintaining
good accuracy. We integrate these approximations in a prioritization
algorithm called Sequoia (SEQUencing fOr dIAgnosis) that employs in-
formation gain as heuristic.
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3. Ambiguity Reduction

The above information gain heuristic can be impaired by both the char-
acteristics of the test suite, and by errors in the estimation of the heuris-
tic’s input parameters, especially the estimations of false negative rates
of test cases. We study a low-complexity test prioritization heuristic
which does not require any additional input parameters. We integrate
this heuristic in a second test prioritization algorithm, dubbed RapTor
(gReedy diAgnostic Prioritization by ambiguiTy grOup Reduction)

4. Test Suite Analysis

The results of the above prioritization algorithms do not always pro-
vide a large improvement over existing approaches. We present an
analytical model for the prediction of the diagnostic effectiveness of a
test suite, based on purely structural characteristics of the test cover-
age matrix. The model is not only useful for predicting the diagnostic
effectiveness of test matrices, but also for selecting what prioritization
algorithm to use, and to steer the generation of new test suites.

Test Preparation

Unlike test prioritization, with its extensive body of knowledge, the area of runtime
testability and preparation prioritization is a novel area of research.

5. Runtime Testability

In order to optimize the preparation costs of runtime testing, we need
an indicator of the return of investment that we obtain, which we call
runtime testability. We relate runtime testability to the fault detection
capability of a test suite in terms of the maximum coverage that can be
reached by runtime tests. We perform an empirical study of the rela-
tion between testability and fault detection performance using two case
studies, as well as a validation of the theoretical properties of runtime
testability as a metric, called Runtime Testability Metric (RTM).

6. Runtime Testability Optimization

We present RiTMO (Runtlme Testability Measurement and Optimiza-
tion), a method to calculate the RTM of a system, and to prioritize
the available test isolation operations to be implemented. Since pri-
oritization corresponds to a Binary Integer Programming problem, we
develop two heuristic methods based on using greedy search.
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/. Preparation Costs vs. Diagnosis Costs

In the prioritization of test preparations, we employ RTM, which ex-
presses fault detection performance. A question left unanswered is
whether good runtime testability also leads to good runtime fault local-
ization quality. We investigate the relationship between testability and
fault localization quality, and introduce a second measurement that
captures fault localization better than RTM.

Our contributions show there is ample room for the improvement in the quality
assurance of runtime-evolving systems, when considering the trade-offs between
the costs of test preparation, test execution and diagnosis, and the return obtained
in terms of fault detection and fault localization.

1.4 THEsIs OuUTLINE

The seven contributions described in the previous section are presented in seven
chapters. The relationship with each of the trade-offs investigated in this thesis
is shown in Figure 1.4. In the first four chapters the relationship and trade-offs
between testing cost and diagnostic cost are explored. The next two chapters of this
thesis are devoted to the trade-off between the preparation costs of runtime testing,
and the returns in fault detection. We dedicate the last chapter to the relationship
between test preparation and the fault localization capabilities of runtime tests.

RTM (Ch. 6) Test Preparation
J/i Rt. Testability “— 7 LN ,— Rt. Diagnosability (Ch. 8)
L NP
RiTMO (Ch. 7) . .

’ ~
’ ~
’ ~

L M|

Fault Detection N\ Fault Localization

I I |

FNR Estimation (Ch. 2) Test Prioritization Suite Analysis (Ch. 5)

|
! |

SEQuoIA (Ch. 3) RapTOR (Ch. 4)

Figure 1.4: Goals and chapters

Chapter 2 covers the usage of prior false negative rate information during test-
ing. Chapter 3 presents the concept of information gain, and our test prioritiza-
tion algorithm SeQuoia. Chapter 4 introduces the RAPTOR prioritization algorithm.
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Chapter 5 contains a detailed analysis of the results observed for SEQuoia and
RapTOR in the two previous chapters, culminating in a model that can be used to
predict the diagnostic behavior of prioritization algorithms. Chapter 6 describes
the concepts of runtime testing and testability, and introduces and validates RTM
as a metric. Chapter 7 introduces the RiTMO method for runtime testability im-
provement and a sub-optimal preparation cost prioritization algorithm. Chapter 8
presents a different perspective on runtime test preparation, studying the trade-off
with diagnosis cost. Chapter 9 presents our final conclusions and discusses direc-
tions for future work.

1.5 ORIGIN OF CHAPTERS

Each of the chapters in this thesis has been published in at least one peer-reviewed
publication. Most of the publications have been co-authored with Piel, Abreu,
Gross, and Van Gemund. The following list gives an overview of these publications:

Chapter 2 has been published in the proceedings of the 26th Symposium on Ap-
plied Computing (SAC’11) [Gonzalez-Sanchez et al., 2011a].

Chapter 3 is based on material published in the journal Software: Practice and
Experience [Gonzalez-Sanchez et al., 2011e]. This article is an extension of
earlier work appearing in the 10" International Conference on Quality Soft-
ware (QSIC’10) [Gonzalez-Sanchez et al., 2010c]. The multiple-fault algo-
rithm SEQuoIA has been published at the 21°" International Workshop on the
Principles of Diagnosis (DX’10) [Gonzalez-Sanchez et al., 2010a], and the
25" Conference on Artificial Intelligence (AAAI’11) [Gonzalez-Sanchez et al.,
2011c].

Chapter 4 contains our work accepted for publication in the proceedings of the
26th International Conference on Automated Software Engineering (ASE’11)
[ Gonzalez-Sanchez et al., 2011b].

Chapter 5 contains material published in the journal Software: Practice and Ex-
perience [Gonzalez-Sanchez et al., 2011e], the 21°" International Workshop
on the Principles of Diagnosis (DX’10) [Gonzalez-Sanchez et al., 2010a], and
at the Workshop on Testing and Debugging (TEBUG’11) [Gonzalez-Sanchez
et al., 2011d].

Chapter 6 comprises our findings published at the 4" International Workshop on
Advances on Model-based Testing (AMOST’09), the 34" Annual IEEE Computer
Software and Applications (COMPSAC’10) [Gonzalez-Sanchez et al., 2010b],
and the 2™ International Conference on Advances in System Testing and Valida-
tion Lifecycle (VALID’10) [Gonzalez-Sanchez et al., 2010d], where it obtained
the best paper award.
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Chapter 7 contains material published at the 9" International Conference on Qual-
ity Software (QSIC’09) [Gonzalez-Sanchez et al., 2009], and the 34" Annual
IEEE Computer Software and Applications (COMPSAC’10) [Gonzalez-Sanchez
et al., 2010b].

Chapter 8 is based on results published at the proceedings of the Workshop on
Testing and Debugging (TEBUG’11) [Gonzalez-Sanchez et al., 2011f].
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Using Testability Information in
Software Fault Localization

An essential ingredient of effective and efficient fault localization is knowledge about
the false negative rate of tests, which is related to the rate at which defective state-
ments of a program will exhibit failures. In current fault localization processes, false
negative rates are either ignored completely, or merely estimated a posteriori as part
of the diagnosis.

In this chapter, we study the reduction in testing and diagnosis effort when false

negative rates are known a priori. We deduce this information from testability, follow-
ing the Propagation-Infection-Execution approach. Experiments with real programs
suggest significant improvement in the diagnosis process, both in the single and the
multiple-fault cases.

2.1
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2.4
2.5
2.6

Fault Diagnosis . . . . . . v vt ittt e e e e e 15
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Results . . . . . . e 22
Related Work . . . . . . . o . 28
SUMMATY . . . . o oo e e e e e e e e e 28

Testing is the most commonly used method for detecting the presence of faults

in software. However, once the presence of a fault has been detected (by means

of a failing test), its precise location has to be determined. Fault localization de-
notes the process of finding the root-cause of failures through diagnosis to support
debugging. Diagnostic accuracy is a critical success factor in the cycle of testing,

diagnosing, acting/recovering, and repairing. Typically multiple diagnoses are pos-
sible, and further tests are executed to narrow down the set of possibilities, ideally

until a perfectly accurate diagnosis is reached.

In software, not all test inputs will produce a failure, because of the differ-

ent paths taken in a test, introducing false negatives or coincidental correctness.
Ignoring false negatives, as done in statistical diagnosis approaches [Abreu et al.,
2007, Jones et al., 2002], results in degraded diagnostic performance [Abreu et al.,

13



14 Chapter 2. Using Testability Information in Software Fault Localization

2009c]. An alternative approach is to approximate the false negative rate (FNR)
during a Bayesian diagnosis process [Abreu et al., 2009a, De Kleer, 2009]. How-
ever, the absence of prior knowledge about the false negative rates of faulty state-
ments leads to a loss of diagnostic accuracy. The diagnosis algorithm must approx-
imate the FNR while it computes the diagnosis, and that, again, depends on the
FNR. The net result is that a large number of tests is required to obtain an accurate
estimate of the FNR, thereby reducing the rate at which the diagnosis converges,
and thus, increasing both testing effort and diagnostic effort.

In software fault localization, the FNR depends on the testability of the faulty
statements, and can be determined a priori, using testability quantification tech-
niques [Rothermel et al., 2001, Voas, 1992]. By providing testability-based infor-
mation on the false negative rate, the estimation problem can be detached from the
diagnosis, leading to significant performance gains in the fault localization process.

In this chapter we evaluate to what extent testability information can lead
to performance gains in the fault localization process, both in single-fault and
multiple-fault settings. We study and assess the testability of the statements in a
system, and use that information as input to a Bayesian diagnosis algorithm. Exist-
ing techniques for testability quantification are performed in a single-fault setting,
assuming that multiple-faults will cause failures as independent events, a condition
that may not hold in software. The extent to which testability results can be used
for diagnosing systems where multiple faults are present simultaneously remained
unknown, and is also evaluated in this chapter.

In particular, the chapter makes the following contributions.

1. We compare the performance of Bayesian diagnosis with prior FNR informa-
tion with (1) Bayesian diagnosis without prior knowledge of the FNR, and
(2) with similarity coefficients. We perform our experiments in both the sin-
gle and multiple-fault cases.

2. We evaluate to which extent testability estimations can be used to accurately
predict the rate of false negatives when testing a system with multiple faults,
i.e., whether failures of different faults are independent.

Our results show that the gains achieved by introducing prior knowledge about
false negative rates are significant. For real programs containing real faults, we
observed up to a 80% diagnostic effort reduction for the same testing effort in the
single fault case, and a 62% for multiple faults.

The chapter is organized as follows. Section 2.1 introduces the main concepts
of diagnosis and the main diagnostic techniques. Section 2.2 presents two different
solutions for estimating the FNR of a system under test. The systems used in our
experiments are presented in Section 2.3. An empirical validation is performed in
Section 2.4 for single faults and for multiple faults. Section 2.5 describes related
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Program: Character Counter t] ty t3 ty4 ts tg ty tg
¢;| main() { 11111111
Cy| int let, dig, other, c; 11111111
c3| let = dig = other = 0; 11111111
cs| while(c = getchar()) { 11111111
Cs if (PA’<=c && ’Z’>=c) 11111110
Ce let += 2; /* FAULT */ 10110010
7 else if (Pa’<=c && ’z’>=c) 11111110
Cg let += 1; 10001010
Co else if (°0’<=c && ’9’>=c) 11111100
C10 dig += 1; 11110000
€11 else if (isprint(c)) 00001100
12 other += 1;} 0 00O01O0O0TO0
c13| printf("%d %d %d\n", let, dig, other);} |1 1 1 1 1 1 1 1
Test case outcomes 1 011001O0

Inputs for test cases: t;: "A184", t,: "1337", t;: "T1", t,: "UB40", t.:
"#lolcats", te: "\0x10\0x05\0x00", t,: "Alberto", tg: ""

Table 2.1: Faulty program and fault diagnosis inputs.

work in the area of fault diagnosis. Section 2.6 concludes the chapter and presents
our future research directions.

2.1  FAuLT DIAGNOSIS

Consider the example system presented in Table 2.1, which shows an example
faulty program [Jiang et al., 2009a]. The objective of fault diagnosis is to pin-
point the precise location of the fault (or faults) in the program by observing the
program’s behavior given a number of tests.

The following inputs are usually involved in automated diagnosis:

e A finite set C = {c;,¢y,...,Cj,...,Cy} of M components (e.g., source code
statements, function points, classes, etc.) which are potentially faulty. We
will denote the number of faults in the system as M;.

o A finite set T = {ty,t,,...,t;,...,ty} of N tests with binary outcomes O =
(01,09,.+.,0;,...,05), Where o, = 1 if test t; failed, and o, = O otherwise.

e AN X M coverage matrix, A= [a;;], where a;; = 1 if test t; involves compo-
nent ¢;, and O otherwise.

For the remainder of this chapter, we will consider statement level as our level

of granularity. Hence, the output of fault localization, is a diagnosis, i.e., a list or a
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statement ranking of statement indices ordered by the likelihoods of each of them
being faulty.

Diagnostic Effort

Diagnostic performance is accounted in terms of a metric C; that measures the
percentage of excess effort incurred in finding all statements at fault [Abreu et al.,
2009a). C,; measures wasted effort, independent of the number of faults M; in
the program, to enable an unbiased evaluation of the effect of M; on C4. Thus,
regardless of M, C; = O represents an ideal diagnosis technique (all M; faulty
statements on top of the ranking, no effort wasted on testing other statements to
find they are not faulty), while C; = M — M represents the worst case (testing all
M — M; healthy statements until arriving at the M; faulty ones).

For example, consider the ranking (c;,,¢s, g, - ..), While ¢ is the actual fault.
In this case, the diagnosis leads the developer to inspect c;, and cs first. As both
statements are healthy, C; is increased with 2. The next statement to be inspected
is cg. As it is faulty, no more effort is wasted, and consequently, C; = 2.

Statistical Fault Diagnosis

Statistical fault diagnosis is a well-known approach to fault diagnosis that origi-
nates from the Software Engineering domain. Its most known variant is Spectrum-
based Fault Localization (SFL) [Abreu et al., 2007, Jones et al., 2002]. In SFL,
the fault likelihood [; is quantified in terms of similarity coefficients. A Similar-
ity Coefficient (SC) measures the statistical similarity between statement c’s test
coverage (alj, . ..,aNj) and the observed test outcomes, (04,...,0y). Similarity is
computed by means of four counters n,,(j) that count the number of times a;; and
o; form the combinations (0, 0),...,(1, 1), respectively, i.e.,

npq(]):Hllal]:p/\Ol:q}' P:qe{O,l} (2]—)

For instance, n,o(j) and n;,(j) are the number of tests in which c; is executed,
and which passed or failed, respectively. The four counters sum up to the number
of tests N. Two of the most known SCs are the Tarantula [Jones et al., 2002], and
Ochiai [Abreu et al., 2007] similarity coefficients, given by

n11j)
ny1¢) + Noxg
Tarantula: lj = G) G) (2.2)
ny1(j) " M0())
MGy T o1y Miog) + Moo
n .
Ochiai: [, = Rt (2.3)

J
V(g + ngiy) - (g + nygg)
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In our example system, after executing all the tests in the test suite, the counters
for cg are ny1(6) = 4, ny4(6) = 0, ny;(6) = 0, nye(6) = 4. Its likelihood being
the faulty one according to Ochiai is [ = 1.0. The remaining statements have
lower likelihoods, as they all have n,,(j) > 0 or ny,(j) > 0. For example, for cs,
n,,(5) =4, nyo(5) = 3, ny;(5) =0, nyy(5) = 1, and its Ochiai similarity is [y = 0.71.

Despite their lower diagnostic accuracy [Abreu et al., 2009a], similarity co-
efficients have gained much interest. A great advantage of similarity coefficients
is their ultra-low computational complexity compared to probabilistic approaches
and their independence from prior FNR knowledge. Therefore, we will include
similarity coefficients in our evaluation.

Bayesian Fault Diagnosis

Bayesian fault diagnosis aims at obtaining a set of fault candidates D = (d,...,d;).
Each candidate d, is a subset of the statements which, at fault, explain the observed
failures. For instance, d = {c;, ¢5, c,} indicates that ¢; and c¢; and c, are faulty, and
no other statement. These diagnostic candidates are again sorted by the probability
of being the correct diagnosis, Pr(d,).

Initially, the probability of each candidate is
Pr(d) = |- [ ] -2 (2.4)

Cjedk lefdk
After test case t; is executed, the probability of each candidate d, € D is updated

depending on the outcome o; of the test, following Bayes’ rule:
Pr(o;|dy)
Pr(o;)

which is repeated recursively for each subsequent test.

Pr(dk|0i) = . Pr(dk) (25)

In this equation, Pr(d,) represents the prior probability of candidate d, before
the test is executed. Pr(o;) is a normalization value that represents the residual
probability of the observed outcome, given by

Pr(o) = Y, Pr(old,) - Pr(d,) (2.6)
dieD

Pr(o;|d,) represents the probability of the observed outcome o; produced by a test
t;, if that candidate d, is the actual diagnosis. It is defined as

0 if 0, and d, are inconsistent
Pr(o;|d;) =11 if 0; is unique to d, 2.7)
e(d,) otherwise
The value of ¢ is related directly to the false negative rate of the tests that

cover the statements in d,. Multiple policies for ¢ exist. In the next section we will
describe the most common one.
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2.2 EsTIMATING FALSE NEGATIVE RATES

Correct information on the FNR of tests is crucial to a correct diagnosis, and its
estimation has been a recurring research topic. The FNR of tests that cover the
statements in a diagnosis candidate d, depends on the FNR of every individual
statement c; € dy. The FNR of individual statements is modeled by a probability
value hj € [0,1] (h for health). hj = 0 means that when tested, a faulty statement
will always produce a failure. h; = 1 means that when tested, a faulty statement
will never produce a failure.

The most common ¢ policy assumes that faulty statements will cause failures
independently, e.g., a failure in a system with 2 faults will be produced when either
of the faults causes a failure. This is known as the disjunctive failure model, i.e.,
"OR Model" [De Kleer, 2009].

The probability of a false negative occurring is, therefore, the probability of all
faults not producing any failure. If the h; values are known, they can be used to
calculate this probability by

l_[ h; ifo, =0

i€diAa;i=1
e(d,) = { G (2.8)
cj€dina;j=1

For example, let’s assume the h; values for the system in Table 2.1 were known
to be all 0.1, and we want to calculate the FNR of candidates dg = {c¢} and dg ;o =
{cg,c10}. In this case, for test t; (0, = 1), e(dg) = 0.9 and &(dg ;) = 0.99. For t,
(0, = 0), e(dg) = 1 and &(dg ;o) = 0.1. Assuming the initial priors are Pr(dy) =
Pr(dg ;) = 0.5, the final updated value after executing all tests would be Pr(dy) =
0.98, Pr(dg 1,) = 0.02.

Posterior False Negative Rate Estimation

Unfortunately, the h; values are hardly ever known a priori. A number of ap-
proximation strategies have been proposed for the case when the individual h; are
unknown. In this chapter we will consider the &® strategy [Abreu et al., 2008]
given by

d.)" ifo,=0

e(d,) = | §1%) L (2.9)
1—-g(d@)" ifo;=1

where 7 is the the number of faulty statements in d, that are also involved in the

test t;, and g(d,) is the “effective” FNR parameter for d,, estimated by counting

how many times statements in d, are involved in failed and passed tests, according
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to

N
[(\/ a;; = 1)Ao;=0]
i=1 jEdk

gldy) = > (2.10)

Z[\/ a;; = 1]

i=1 jedk

where [...] casts truth values into [true] =1, [false] = 0.

The failures in the example system of Table 2.1 can be explained by candidate

dg¢ = {c¢} and also by dg 1o = {cg, 10} The value for g(dg) = %, whereas g(dg ;) =

%. For the failing tests, the £(dg) = 1 — 0. In the case of dg;, £ depends on the

number of statements involved. For t; (dgqo) = 1 —0.33% = 0.88, and for ts, t,,
and t,, e(dg ) = 1 — 0.33" = 0.66 because there is only one statement involved.
Assuming that Pr(ds) = Pr(dgy,) = 0.5 initially, after the update with all tests
Pr(dg) = 0.97 and Pr(dg ;,) = 0.03.

A stable estimation requires a large number of tests, and still may be imprecise.
This reduces the rate at which the diagnosis improves, requiring the execution of a
large number of tests to obtain a high quality diagnosis.

Prior False Negative Rate Estimation: Testability

False negatives in the context of software fault diagnosis are intimately connected
with the concept of testability. Of the multiple definitions of testability, the one
proposed by Voas and Miller [Voas and Miller, 1995] is directly related to the con-
cept of false negatives: the degree to which software reveals faults during testing.
Testability relates the number of tests to be executed on a faulty statement before
it exposes the fault as a failure, i.e., the complement of the FNR, 1 — h.

Testability can be estimated by the so-called Propagation-Infection-Execution
approach [Voas, 1992]. The Propagation-Infection-Execution (PIE) approach in-
volves an expensive mutation analysis. However, its implementation is simple and
can be automated. In this chapter, we use a variation of the PIE approach to obtain
an estimation of the testability of a statement.

Algorithm 1 decribes the steps needed to calculate the FNR of each statement.
First, for each statement c; in the program P, we create a set of mutants, Mut. This
was done by applying a small set of mutation operators [Offutt et al., 1996] to the
arithmetic, logic and indexing operations contained in the statement or function.
The mutations were done at the level of the bytecode representation used by the
Zoltar [Janssen et al., 2009] fault diagnosis tool. Second, the program’s full test
suite T was run, recording test coverage A and failure information o, for each of
the mutants. Finally, the FNR of each statement c; was obtained by averaging the
FNR of each mutation, calculated as the ratio of the number of tests which covered
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Algorithm 1 Prior FNR Estimation
function PriorFNR(P, C, T)
for j € C do
Mut < MuTaTE(P, ¢;)
H <[]
for P’ € Mut do
A, 0 < RUNTEsTs(P’, T)

h—g({c;})
Pusu(H, h) "
FNR[j] «
; [Mut|
return FNR

the fault but did not produce a failure, to the number of tests which covered the
fault, similar to the a posteriori formula in Equation 2.10.

It is important to note that program mutation can produce equivalent mutants,
i.e., altered programs but tested as being correct. These should be removed from
the average. In our study, though, we kept those mutants, because the fact that a
mutant did not produce any failure in the tests could also mean that there is no
test case to render the mutant faulty. Therefore, the values obtained by our FNR
estimation should be seen as pessimistic. This approach was also used in [Rother-
mel et al., 2001]. The cost of a testability scales with O(k - M - N), where k is the
average number of mutants generated per component.

2.3 EXPERIMENT SETUP

We will perform our experiments on the seven programs of the well-known Siemens
benchmark set [Hutchins et al., 1994], and 5 larger programs obtained from the
Software Infrastructure Repository (SIR) [Do et al., 2005]. Each program is pro-
vided with one correct version, and a set of faulty versions for each program. Every
faulty version contains exactly one fault. As the few faults in Siemens would pro-
vide a very reduced set of fault combinations, in our experiments we use a larger
set of faults obtained by random mutation, similar to the ones used in the PIE testa-
bility study. 100 faulty versions with 1 fault, and 100 faulty versions with 3 faults
were created per program.

For each program, a test suite is provided to achieve full statement and branch
coverage. As each program studied comes with a correct version, we use this as
test oracle. Table 2.2 summarizes the programs used for empirical evaluation.

Following existing literature on fault diagnosis, we assume uniform a priori
fault probability p; [Abreu et al., 2009a]. The precise values of p; have little in-
fluence on the performance of the diagnosis, as they are quickly corrected by the
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Program Mutants | LOC Tests Description
print_tokens 491 563 | 4,130 Lexical Analyzer
print_tokens2 294 509 | 4,115 Lexical Analyzer
replace 757 563 | 5,542 Pattern Matcher
schedule 281 412 | 2,650 | Priority Scheduler
schedule?2 212 307 | 2,710 | Priority Scheduler
tcas 208 173 1,608 Aircraft Control
tot_info 396 406 1,052 | Information Measure
space 6,282 9,126 150 ADL Compiler
gzip 20,811 7,933 210 Data Compression
sed 11,050 | 7,125 370 Stream Editor
grep 17,707 | 13,287 | 809 String Matching
flex 15,574 | 14,194 | 107 Lexer Generator

Table 2.2: Set of programs used in the experiments

subsequent Bayesian update process.

21

Table 2.3 provides an overview of the compared techniques. For completeness
we have added a fifth technique: single-fault Bayesian diagnostic with PIE infor-
mation (SFB-Bayes), i.e., where only d; containing one statement are considered

(e(dy) = 0if |d| > 1).

M)
_ N11(j) + Noxj)
sC Tarantula lj = T0) TioG)
M) T o1y Miog) + Moo
h I ()
Ochiai iT
v (1) +ngyy) - (g + naggyy)
d.)" ifo.=0
Post | EPS2 e@(d) = 8(di) 0 e
Bayes 1—-g(d)" ifo;=1
h; ifo, =0
. | PIE e(d,) = [Tn, o
Prior 1-[Ih; ifo;=1
e(d if|d.|=1
SFB e(d,) = (di) | |d |
O lf |dk| > 1

Table 2.3: Overview of the compared techniques
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2.4 REesuLTs

In this section we present and analyze the results of our experiments, and the
threats to their validity. Additionally, we explore the validity of the typical assump-
tion in diagnosis that failures are independent and obey a disjunctive (OR) model.

Single Fault Experiments

The box plot in Figure 2.1 shows the performance of each technique in terms of C,
for all programs. In addition, Table 2.4 shows, the average C; per program. The
values have been normalized by dividing by the number of non-faulty statements
M — M;. From our results it is apparent how the introduction of a priori FNR
information greatly improves the performance in the diagnosis.
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Figure 2.1: Performance for mutated programs and single faults

SFB-Bayes provides the largest improvement possible, with reductions of diag-
nostic effort that can reach 80% in the case of schedule2 and are above 50%
in many cases when compared with the Ochiai similarity coefficient. However, it
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Program Name SFB PIE EPS2 | OCH | TAR
print_tokens | 0.039 | 0.079 | 0.098 | 0.082 | 0.252
print_tokens2 | 0.076 | 0.159 | 0.189 | 0.143 | 0.317
replace 0.019 | 0.098 | 0.104 | 0.077 | 0.153
schedule 0.024 | 0.117 | 0.120 | 0.097 | 0.244
schedule?2 0.072 | 0.199 | 0.362 | 0.343 | 0.490

tcas 0.101 | 0.178 | 0.207 | 0.194 | 0.217
tot_info 0.053 | 0.151 | 0.128 | 0.094 | 0.209
space 0.006 | 0.040 | 0.018 | 0.022 | 0.047
gzip 0.035 | 0.072 | 0.061 | 0.062 | 0.095
sed 0.028 | 0.098 | 0.067 | 0.065 | 0.144
grep 0.010 | 0.082 | 0.045 | 0.056 | 0.116
flex 0.044 | 0.093 | 0.120 | 0.089 | 0.171

Table 2.4: Residual diagnostic effort (single faults)

must be taken into account that SFB-Bayes will produce an inconsistent diagnosis
if more than one statement is faulty. For this reason its applicability is limited.

It can be seen how removing the single fault assumption poses a slight penalty
in the improvements that can be achieved, which is due to the diagnosis algorithm
considering equally probable multiple fault candidates. Improvements on diagno-
sis quality with PIE-Bayes can reach 72% for schedule2 and 60% for schedule.
However, for some programs this is not the case. For example tot_info does not
show any improvement, and print_tokens?2 shows a performance degradation
with respect to Ochiai.

The reason for the dramatic improvement of the quality of the diagnosis, espe-
cially in the case of SFB-Bayes, is the fact that PIE information makes techniques
more robust to ambiguities in the diagnosis, i.e., uncertainty if there are different
statements with equal likelihoods (due to their columns in A being identical). Sim-
ilarity coefficients and EPS2-Bayes estimate identical likelihood values for state-
ments with identical columns in A, making the diagnosis more ambiguous, leading
to an increase in diagnosis effort. However, the h; values estimated for the state-
ments inside the same ambiguity group are typically not identical. Even if their
execution patterns are identical, SFB and PIE-Bayes will rank first the statements
whose h; is closer to the real FNR of tests, effectively removing ambiguity.

Multiple Fault Experiments

In this section we present the results of our experiments with programs seeded
with multiple faults. Due to the small sizes of the programs in the Siemens set we
seeded a maximum of M, = 3 faults, in order to avoid unrealistic fault densities.
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Figure 2.2: Performance for mutated programs and multiple faults

We will now comment on the performance of the multiple fault diagnosis tech-
niques. It can be seen in Figure 2.2 and Table 2.5 how the introduction of PIE
testability information greatly improves the quality of every diagnosis. PIE-Bayes
provides improvements in diagnostic quality of an average of 37%, with replace,
schedule and schedule?2 providing the largest improvements, of a 60%. On the
bottom of the improvement scale is tot_info with just a 20%.

The reason for the improvements in the multiple fault case is similar to that for
single faults. tcas and tot_info are the two programs with the highest approxi-
mation error on their FNR due to the failure independence assumption not holding,
as we will explain in the following secion. This error is affecting the quality of the
Bayesian update, reducing considerably the performance.
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Program Name PIE EPS2 | TAR | OCH
print_tokens | 0.210 | 0.423 | 0.397 | 0.473
print_tokens2 | 0.282 | 0.456 | 0.550 | 0.482
replace 0.160 | 0.469 | 0.497 | 0.430
schedule 0.189 | 0.550 | 0.630 | 0.459
schedule2 0.211 | 0.605 | 0.566 | 0.630

tcas 0.314 | 0.481 | 0.478 | 0.452
tot_info 0.361 | 0.451 | 0.519 | 0.543
space 0.182 | 0.734 | 0.482 | 0.344
gzip 0.271 | 0.540 | 0.373 | 0.386
sed 0.288 | 0.658 | 0.496 | 0.502
grep 0.333 | 0.658 | 0.546 | 0.487
flex 0.381 | 0.703 | 0.549 | 0.617

Table 2.5: Residual diagnostic effort (multiple faults)

Testability and the OR Failure Model

Testability estimations obtained by the PIE method described in Section 2.2 are ob-
tained in a single fault setting, i.e., the fault being studied is the only one existing in
the system. However, when using PIE testability estimations in a multiple-fault set-
ting, we must assess the error incurred when combining testability estimations by
using the OR model assumption in Equation 2.8, and whether failure independence
holds in a multiple fault environment. This is crucial since Bayesian diagnosis re-
lies on the assumption that failures are independent events and failure rates can
be combined disjunctively.

In order to answer these questions, we measured the real FNR of each possible
executed fault combination (F;, F,, F5, F; AF,, FyAF5, F; ANF5, F; AF,AF3) occurring
in the test matrix of our mutated programs, and compared their actual values with
the value estimated with Equation 2.8 and PIE.

Our experiment confirmed that, in general, the estimated FNR of a known com-
bination of faults presents a moderate error due to the errors of the testability es-
timations used. However, in some cases, this error is extremely high. The scatter
plots in Figure 2.3 show two examples of this situation. To explain these cases, one
must remember that, in many cases, failures in software are heavily dependent on
the distribution of failing inputs, which is abstracted away in fault diagnosis. The
diagrams in Figure 2.4 present two situations in which the OR model and the fail-
ure independence assumption will hold, and two situations in which they will not.
The circled area represents the inputs that cover a given fault, with passing inputs
depicted as empty shapes, and failing inputs as filled shapes.

In case (a), the sets of inputs that cover each fault is disjoint. This case is
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Figure 2.4: Weak OR-model at the input level

frequent in software if the faults occur in parts of the software dedicated to very
different tasks. Case (b) shows a case where the OR model is applied for two faults
whose failures are uniformly distributed across the input domain. When combined,
this uniform distribution will still hold for the intersection area, and the OR model
will present a low estimation error.

The faults in cases (c) and (d), on the other hand, do not produce failures that
are uniformly distributed across their input domains. In case (c), the OR model
will lead to a failure probability that is too low for the F1 A F2 combination, and
too high for the F1 and F2 combinations. Case (d) presents the reverse situation.

Threats to Validity

The Siemens programs used are small programs with very extensive and redundant
test suites. The validity of is strengthened by the fact that we use the larger, more
realistic programs provided by the SIR.

The validity of the results presented is further threatened by the fact that the
same set of mutants were used to estimate h; and to perform the diagnosis. Firstly,
this could produce too optimistic results, as the estimated FNR corresponds exactly
to the average of the actual FNR of the mutants being diagnosed. However, the
seeded faults included in Siemens are, to a great extent, also generated by our mu-
tation tool. Secondly, the density of the faults must be considered. As previously
mentioned, we avoid performing our multiple fault experiments with more than
3 faults to keep the fault density at a realistic level. Finally, in our experiments
we assumed that faults are distributed uniformly in the program code. The va-
lidity of our results could also be strengthened by considering the effect of fault
distributions.
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2.5 RELATED WoORK

Automated fault localization techniques minimize diagnostic cost and support de-
bugging when failures occur during software testing. Statistical approaches in-
clude [Abreu et al., 2007, Jones et al., 2002, Liblit, 2008, Liu et al., 2005, Renieris
and Reiss, 2003, Wong et al., 2008]. A recent, probabilistic approach of acceptable
complexity is [Abreu et al., 2009a]. Although, different in the way they derive
the ranking of the diagnosis, all techniques are based on measuring the coverage
information and failure pattern of a program (also termed its spectrum), while
ignoring or deriving the rate of false negatives a posteriori. The novelty of our
approach consists in factoring the FNR estimation problem out of the diagnostic
problem, so that FNR can be exploited from the beginning. False negatives in soft-
ware are related to testability [Voas and Miller, 1995]. Testability quantification
has been approached at the class level [Bruntink and van Deursen, 2006], func-
tion level [Freedman, 1991] and statement level [Offutt and Hayes, 1996, Voas,
1992, Voas and Miller, 1993, Woodward and Al-Khanjari, 2000, Zhao, 2006]. How-
ever, of the current state of the art, only [Voas, 1992] allows for a straightforward
usage as FNR in our experiments. Our work is novel with respect to evaluating
the degree to which software faults produce failures independently, a necessary
assumption in fault diagnosis.

2.6 SUMMARY

False negatives are an essential problem of fault localization. Previous work in
diagnosis has considered FNR modeling a part of the diagnosis process. In this
chapter we have studied the improvement in software fault localization when infor-
mation on the false negative rate is available a priori, by means of a PIE testability
study.

PIE-Bayes reduces the average effort for coming to the diagnosis by a 27% for
real programs with single faults in average when using multiple-fault techniques.
When using SFB-Bayes the performance increases dramatically, with a 60% reduc-
tion of diagnostic effort on average.

For multiple faults, prior FNR information achieves a 37% reduction of diag-
nostic effort on average. The performance for the multiple fault case does not only
depend on the quality of the FNR estimations, but also on the degree to which they
are independent and can be combined meaningfully in a disjunctive fashion.

The improvement in the fault localization process was traded against an expen-
sive testability analysis, although, it should be noted that, in practice, the cost of
such analysis is amortized over many debug-repair cycles.
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On-line Diagnostic Prioritization

Automatic fault localization techniques require the execution of test cases to obtain
and refine their diagnosis. The order in which tests are executed influences the
amount of diagnostic information each test provides. It has been shown that exist-
ing test prioritization techniques for fault detection can reduce the amount of useful
information for fault localization, incurring in a sub-optimal expense of testing cost
during diagnosis.

In this chapter we introduce SEQUOIA, a novel, dynamic test case prioritization
approach that maximizes the improvement of diagnostic information per executed
test. SEQUOIA performs on-line prioritization, adapting its behavior depending on the
outcome of the executed test cases.

3.1 Test Case Prioritization . . .. ... .. ... .ttt 32
3.2 Prioritization and Diagnosis . . . ... ... ... ... . .. 34
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3.8 Summary ... ... e 53

Regression testing is a time-consuming but rather important task for improving
software reliability after a modification. Two processes can be distinguished: (1)
testing to find failures (e.g., regression tests), and (2) finding the fault or faults
that are at the root of the failures (i.e., diagnosis).

Given the significant cost associated with regression tests, test prioritization
has emerged as predominant technique to reduce testing effort. During regres-
sion testing, test prioritization is typically used to detect failures as soon as possi-
ble [Elbaum et al., 2004, Elbaum et al., 2002, Harrold et al., 1993b, Jiang et al.,
2009a, Li et al., 2007, Rothermel et al., 2001, Smith and Kapfhammer, 2009, Wong
et al., 1997] in order to reduce testing effort. The sooner failures are found, the
sooner debugging can commence. During debugging, an automatic fault localiza-
tion technique can be used to minimize the work the diagnostician (developer) has

29



30 Chapter 3. On-line Diagnostic Prioritization

1st Failure
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Figure 3.1: Usage of diagnostic test prioritization

to perform when going through the program to find the faults (“residual diagnos-
tic effort”) [Abreu et al., 2009b, Abreu et al., 2009a, Jones et al., 2002]. These
techniques require additional tests, meaning that an additional “diagnostic testing
effort” has to be invested to gather additional information to produce a refined
diagnosis.

While existing prioritization techniques minimize the delay between testing and
debugging, they do not maximize diagnostic information yield, and therefore will
waste diagnostic testing effort by selecting useless test cases. The reason is that re-
gression test prioritization aims at high code coverage, whereas obtaining a refined
diagnosis requires partially revisiting already covered code to further exonerate or
indict defective components. This drawback of regression test prioritization has
indeed been identified [Jiang et al., 2009b, Yu et al., 2008]. To solve this problem,
diagnostic test prioritization techniques, i.e., test prioritization techniques that max-
imize the yield of diagnostic information per test, have been proposed [Gonzalez-
Sanchez et al., 2010a, Gonzalez-Sanchez et al., 2011e].

Figure 3.1 illustrates the situation, showing the evolution of residual diagnos-
tic effort (residual uncertainty in the diagnosis after a certain test effort), in three
possible scenarios. Scenario a represents the situation when using a traditional
prioritization heuristic, e.g., additional statement coverage (ADDST), during diag-
nostic testing. The diagnostic information each test provides is very small, and if
after the first failure we keep selecting test cases with ADDST, the final residual di-
agnostic effort when we run out of test time is very high (refining the diagnosis will
require a large diagnostic test effort). Scenario b, on the other hand, represents
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the improvement in the evolution of residual diagnostic effort if after the first fail-
ure we switch to a diagnostic test prioritization strategy (DIAGN). Finally, scenario
c represents the potential gains if we opted for diagnostic test prioritization from
the start, i.e., also during regression testing. While diagnosis cannot commence
until a failure is observed, the tests executed until the first failure is observed do
provide valuable diagnostic information as well if selected optimally. This scenario
is suitable for software development processes with high code production rates, in
which the probability of introducing at least one regression fault between subse-
quent commits is considerable. Consequently, the probability of having to apply
diagnosis after testing is high.

This calls for a prioritization technique (i.e., diagnostic prioritization) that puts
emphasis on fault localization performance from the first test, rather than failure
detection performance, by performing a trade-off between testing and debugging
effort.

In this chapter we present and evaluate a novel, on-line approach to diagnostic
prioritization. Unlike traditional test prioritization, in our approach the tests are
dynamically selected based on the actual pass/fail results of previously executed
tests (which varies per regression cycle), leading to higher diagnostic performance
per test.

When considering only single faults, the complexity of a greedy heuristic solu-
tion scales linearly with the number of possible faults (which depends on the size of
the system, M). However, without any space-complexity reduction strategy (e.g.,
considering only minimal diagnoses), the multiple fault case scales exponentially
since the heuristic must take into account all possible 2¥ combinations of faults,
which makes the approach unusable. In this chapter we introduce a diagnostic pri-
oritization approach for multiple faults that delivers high diagnostic performance
at sufficiently low algorithmic complexity to provide a cost-effective solution. In
particular, we make the following contributions:

1. We present an analysis of why test prioritization for failure detection deteri-
orates the performance of fault localization algorithms, which motivates our
alternative approach.

2. We introduce a test prioritization strategy with the goal of fault localization,
contrasting with existing approaches whose goal is failure detection. Our
approach performs on-line test prioritization depending on the outcome of
the tests based on diagnostic information gain.

3. We present SEQuoia (SEQUencing fOr dIAgnosis), a low-complexity sequenc-
ing algorithm based on information gain, for multiple faults.

4. We study the performance of SEQuoia for the Siemens set [Hutchins et al.,
1994] as well as larger programs space, gzip, sed, grep, and flex, avail-
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able from the Software Infrastructure repository (SIR) [Do et al., 2005],
which we have extended to accommodate multiple faults.

The chapter is organized as follows. Section 3.1 surveys the existing prior-
itization techniques with which we will compare our approach. In Section 3.2,
we describe why current prioritization techniques fall short for fault localization.
Section 3.3 introduces diagnostic prioritization and the information gain heuristic.
The heuristic approximation for the multiple fault case is also introduced here. Our
evaluation goals and experimental setup are described in Section 3.4. Sections 3.5
and 3.6 present the results for single and multiple faults, respectively. Related work
is surveyed in Section 3.7. Section 3.8 presents our final conclusions and future
work directions.

3.1 TEST CASE PRIORITIZATION

Test case prioritization techniques order test cases with respect to a given goal, so
that those tests with the highest utility (which bring the test process closer to its
goal), are given higher priorities and therefore are executed earlier in the testing
process.

A failure is a deviation of the expected behavior of a program, caused by a fault.
The most common prioritization goal is to increase the rate of failure detection. It
means, tests are executed in an order such that failures occur as early as possible
in the testing process, so that confidence in the presence or absence of faults is
reached faster. The following prioritization techniques have been proposed in or-
der to achieve this goal, and will be used in the evaluation to compare with our
diagnostic prioritization technique.

Random

Random prioritization (RND) is the most straightforward prioritization criterion. It
orders test cases according to random permutations of the original test suite. Ran-
dom permutations are used as control in many prioritization experiments [Elbaum
et al., 2002, Rothermel et al., 2001, Smith and Kapfhammer, 2009].

Statement coverage

Following statement coverage prioritization, the test cases that cover the highest
total number of statements are executed first. This approach is based on the as-
sumption that the more statements are covered by a test, the higher is the proba-
bility of triggering a failure. If a statement is covered without producing a failure,
covering it again is less useful as it is less likely it will produce a failure [Elbaum
et al., 2002, Rothermel et al., 2001]. This reasoning conduces to the definition of
the additional coverage heuristic (ADDST), where test cases are selected iteratively
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in terms of the additional coverage they yield, taking into account all the test cases
that were already executed, i.e.,

M

ADDST(t,) = > .a;;- (1 - cov,) (3.1)

j=1

where a;; indicates whether test i covers statement j, and cov; = 1 if statement j

has been covered so far. M indicates the total number of statements in the system.

Fault-exposing potential (FEP)

This criterion adapts ADDST’s “binary” approach (i.e., covered, not covered) to a
continuous confidence value, to account for the fact that a test may produce a false
negative. If a statement has been covered a number of times, the confidence on
its correctness increases, making it less likely to be chosen again. We will consider
only the additional FEP prioritization heuristic, given by

M
FEP(t,)= Y FEP,-(1— conf;) (3.2)
=0

where conf; is the confidence in statementj being correct. FEP;; is the probability
that test i will fail for statement j. The value of conf; is updated after executing
test t; according to

confj’ = conf; + FEP;; - (1 — conf;) (3.3)

In our experiments, the FEP;; value corresponds to the complementary value of
the false negative rate (FNR) described in Chapter 2: FEP;; =1 —h;.

Prioritization criteria based on the additional policy are NP-Hard search prob-
lems, and are usually approximated by greedy search, although other sub-optimal
algorithms do exist [Li et al., 2007].

Adaptive Random Testing

ART is a hybrid random-coverage-based test ordering [Jiang et al., 2009a]. It
selects test cases in two steps, first it samples a group of tests randomly, and from
that group it selects the test that maximizes a distance function with the already
executed test cases. This distance function can be either the minimum distance
with all executed tests, the maximum distance, or the average distance. In this
thesis we will compare with the minimum distance heuristic, as it was cited [Jiang
et al., 2009a] as the most promising one. It is defined as

ART(t;) = Ttneig(5(ti; t;)) (3.4)
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where C is the set of already applied tests and 6 is the distance function used,
in [Jiang et al., 2009a] the Jaccard distance, given by

|klag A ajl

|klagy v ajl

3.2 PRIORITIZATION AND DiAGNOSIS

Previous empirical work has shown that early failure detection and fault localiza-
tion seem to be rather incompatible goals [Jiang et al., 2009b, Yu et al., 2008]. The
evolution of the diagnostic effort C,, per unit of test effort, C,, is negatively affected
by criteria for early failure detection. Random ordering, which has been tradition-
ally considered the baseline prioritization technique [Elbaum et al., 2002, Rother-
mel et al., 2001, Smith and Kapfhammer, 2009], was found to perform as good
as or better than all other prioritization techniques, except ADDST. However, even
for the latter case the random order was better for some subject programs [Jiang
et al., 2009b].

The main reason for the poor diagnostic performance of existing prioritization
techniques is that they perform prioritization in such a way that tests maximize
the probability of failing. This approach may be appropriate for regression testing,
but not for fault diagnosis. When performing fault diagnosis, if a test has failed,
the components covered by the test become important suspects. However, many
regression prioritization algorithms will choose a next test that covers different
components, whereas from the diagnostic point of view, the next test case should
help differentiate between the current suspects. Therefore a test order independent
of the outcomes of the tests cannot be used. The order has to be adapted on-line,
depending on the output of the previous tests.

Table 3.2 shows an example of how traditional test prioritization for failure de-
tection fails for diagnosis, when using the ADDST heuristic for the example system
shown in Table 3.1. We use the single-fault Bayesian diagnosis approach from Sec-
tion 2.1, assuming a fault will cause a 10% of false negatives (h; = 0.1). For clarity,
the fourth column shows only the probabilities of diagnostic explanations that are
non-zero. Initially, no statement has been covered, and D ranks every candidate
with uniform probability.

ADDST selects test t; as first test, as it covers the most test cases, and, indeed,
t; produces the first failure. As a result of the failure, all the ¢, covered by t,
move to the top of the ranking. Unfortunately, the test case covered many state-
ments, so C; does not decrease too much. In the second step, test ts is selected
because it provides the highest additional coverage, and passes. Because it passed,
the updated probability of those candidates in D that correspond to statements
covered by ts drop below the ones that were not covered. The extent of this drop
depends on h;, the lower h; the lower they will drop. The statements that where
not covered remain at the top of the ranking. Full coverage has been reached, so
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Program: Character Counter ty, t, ty t, t; tg t; tg | Prior
¢ | main() { 11 1 1 1 1 1 1 s
cy int let, dig, other, c; 11 1 1 1 1 1 1|14,
cs let = dig = other = 0; 11 1 1 1 1 1 1] Y4,
¢, | while(c = getchar()) { 11 1 1 1 1 1 1] Y4,
Cs if (PA’<=c && ’Z’>=c) 11 1 1 1 1 1 0] Y3,
Co let += 2; /x FAULT x/ 1 0 1 1 0 0 1 0] Y4,
(o elif (Pa’<=c && ’z’>=¢c) |1 1 0 1 1 1 1 0| Y3,
Cs let += 1; 1 0 0 0 1 0 1 0] Yy
Co elif (’0°<=c && ’9’>=¢c) |1 1 0 1 1 1 0 0| Y4
Co dig += 1; 1 1 0 1 0 0 0 0] Y4,
11 elif (isprint(c)) 0 0 0 0 1 1 0 0] Yy
12 other += 1;} 0 0 0 0 1 0 0 0] Yy
c13 | printf("%d %d %d\n", 1 1 1 1 1 1 1 11|14,

let, dig, other);}
Test case outcomes 1 0 1 1 0 0 1 O

Inputs for test cases: t;: "A184", t,: "1337", t5: "testl", t,: "UB40", ts:
"#icanhaz", tg: "\0x10\0x05\0x00", t,: "Alberto", tg: ""

Table 3.1: Faulty program and Fault Diagnosis inputs

in the third step, the coverage is reset as described in [Rothermel et al., 2001],
instead of falling back to a random sequence. Test t, provides the highest cover-
age, and indeed fails. However, it covered both ¢, and ¢, so it provides no extra
information and neither D nor C; change. This happens also in the fourth step
for t¢. Finally, t,, a test case that covers c¢;, but not ¢4 is chosen. As it fails, ¢,
which was not covered, is assigned a zero probability (since we assumed there is
only one fault). ¢4 remains as the only most likely explanation. As we can see,
ADDST selects 2 tests that provide no information to the diagnosis, independent of
their outcome, i.e., resulting in wasted testing effort C, from the point of view of
diagnostic performance Cj.

As a comparison, Table 3.3 shows the optimal test order for unequivocally di-
agnosing a fault in cs. With just one test case, the set of candidates is drastically
reduced. The next test case finalizes the diagnosis by using a test case that bisects
D. The order of the remaining tests is irrelevant for the diagnosis, as none will
provide more information. The plot in Figure 3.2 depicts the evolution of both
approaches.

Although simple, this example demonstrates that maximizing the probability of
failure does not maximize the information that the diagnostic algorithm receives.
In fact, as test cases that cover many statements are those with the highest fail-
ure probability, those tests will not provide much useful information because the
number of remaining diagnostic candidates will not decrease substantially.

In contrast, for test prioritization for diagnosis, we need test cases that revisit
partially the already tested system, to introduce diversity in the coverage and re-
duce the set of suspect components.
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Test|o;| Covered Statements i € €3 €4 C C € € €9 Cyg €3 Cp C13| Cy

0000000000000(0.07 0.07 0.07 0.07 0.07 0.07 0.07 0.07 0.07 0.07 0.07 0.07 0.07{0.500
t; (1111111111100 1(0.09 0.09 0.09 0.09 0.09 0.09 0.09 0.09 0.09 0.09 0.09]0.357
t; (0{1111101110111{0.030.03 0.03 0.03 0.03 0.34 0.03 0.03 0.03 0.34 0.03]0.038
t; (1111111101100 1{0.030.03 0.03 0.03 0.03 0.350.03 0.03 0.35 0.03(0.038
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t; 1111111110000 1{0.01 0.01 0.01 0.01 0.01 0.93 0.01 0.01)0.000
t, (0{1111101011001{0.000.00 0.00 0.00 0.00 0.99 0.00 0.00|0.000
t3 /1111111000000 1{0.00 0.00 0.00 0.00 0.00 0.99 0.00 0.00|0.000
tg (0111100000000 1{0.00 0.00 0.00 0.00 0.00 0.99 0.00 0.00|0.000

Table 3.2: Evolution of D for the ADDST heuristic for our example system.

Test|o;| Covered Statements i € €3 €4 €3 C C; Cg Co € €11 Cio C3| Cq

0000000000000{0.07 0.07 0.07 0.07 0.07 0.07 0.07 0.07 0.07 0.07 0.07 0.07 0.07]|0.500
t; (0{1111101110111{0.030.030.03 0.03 0.03 0.32 0.03 0.03 0.03 0.32 0.03 0.03 0.03(0.038
t; (1111111110000 1{0.050.05 0.05 0.05 0.05 0.55 0.05 0.05 0.05(0.000
t¢ (0/1111101010101{0.01 0.01 0.01 0.01 0.01 0.85 0.01 0.08 0.01{0.000
t; (1{1111111111001{0.01 0.01 0.01 0.01 0.01 0.85 0.01 0.08 0.01{0.000
ty (1{1111111011001{0.01 0.01 0.01 0.01 0.01 0.93 0.01 0.01{0.000
t, (0{1111101011001{0.000.00 0.00 0.00 0.00 0.99 0.00 0.00{0.000
t; (1111111000000 1{0.00 0.00 0.00 0.00 0.00 0.99 0.00 0.00{0.000
tg (0111100000000 1{0.00 0.00 0.00 0.00 0.00 0.99 0.00 0.00{0.000

Table 3.3: Optimal evolution of D for ¢4 in our example system.
Test|o;| Covered Statements g € €3 €4 C C C; € Co Cpp Cq Ca C3| Cy

0000000000000{0.07 0.07 0.07 0.07 0.07 0.07 0.07 0.07 0.07 0.07 0.07 0.07 0.07]|0.500
t; (1111111000000 1(0.14 0.14 0.14 0.14 0.14 0.14 0.14(0.214
tg [0/1111000000001{0.04 0.04 0.04 0.04 0.40 0.40 0.04{0.038
t, (0{1111101011001{0.01 0.01 0.01 0.01 0.08 0.86 0.01{0.000
t; (0{1111101110111{0.000.000.00 0.00 0.01 0.98 0.00{0.000
t¢ (0(1111101010101{0.000.00 0.00 0.00 0.00 0.99 0.00{0.000
t; (1111111111100 1{0.000.00 0.00 0.00 0.00 0.99 0.00{0.000
t, (1111111101100 1{0.00 0.00 0.00 0.00 0.00 0.99 0.00{0.000
t; (1111111110000 1{0.00 0.00 0.00 0.00 0.00 0.99 0.00{0.000

Table 3.4: Evolution of D for the IG heuristic for our example system.

3.3 DiAGNOSTIC PRIORITIZATION

In the following we will present diagnostic prioritization, an on-line greedy priori-
tization approach that takes into account the observed test outcomes to determine
the next test case. Our work is inspired by research in sequential diagnosis of hard-
ware systems, where algorithms exist to diagnose systems with permanent [ Shakeri
et al., 2000] and intermittent [Raghavan et al., 1999] failures.

Diagnostic prioritization uses the same inputs as traditional test prioritization
and fault localization techniques in software engineering: component set C, prior
fault probabilities p;, tests T and coverage matrix A, as shown in the example
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Figure 3.2: C;(C,) for three prioritization approaches
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Figure 3.3: Very ambiguous diagnosis (left) and very precise diagnosis (right).

system in Table 3.1.

For diagnosis, the best tests are those that, at each step, maximize the reduction
of diagnostic cost C;. However, since we do not know the correct diagnosis (d,) a
different heuristic has to be used.

Information Gain

In general, good diagnoses are those in which one of the candidates has a much
larger probability than the rest, i.e, it stands out over all other candidates. Fig-
ure 3.3 illustrates what we want to achieve. The plot on the left shows a poor
diagnosis where no clear candidate exists. Our objective is to produce a diagnosis
like the one on the right hand side plot.

A reduction in the ambiguity of the diagnosis can be seen as an increase in
diagnostic information, i.e., a reduction of the information entropy of the candidate
set D. Applying this reasoning, at each decision step in the test sequence, the test
yielding the highest average information gain is chosen. The information gain
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heuristic [Johnson, 1960], IG, is defined as
IG(D,t;) =H(D) — Pr(o; =0) - H(D|o; =0) — Pr(o; = 1) - H(Dlo; = 1) (3.6)

where H(D) is the information entropy of the diagnostic candidate set D, defined
as
H(D) = — ) Pr(d,) - log,(Pr(dy)) (3.7)
dyeD
Dlo; = 0 represents the updated diagnosis if test t; passes, and D|o; = 1 if it fails.
In the case when any Pr(d;|o;) = 0, H can still be calculated, as Jl(lir(l) =x-log,x =0.

The rationale of the IG heuristic is that H is an estimation of both the remaining
tests towards an unambiguous diagnostic, and the residual diagnostic cost if testing
would stop at the given state. Under ideal conditions, diagnostic prioritization
performs a binary search, bisecting the set of candidates after each test. Therefore,
the number of tests (C,) needed to reach a diagnosis is related to the number of
binary tests needed to separate the candidates.

Furthermore, H and C,; are both monotonically decreasing after each test. Ide-
ally, after each test, D contains half the number of candidates with non-null prob-
abilities, reducing C; in half and H by 1 bit. Therefore, a decrease in H also
represents a reduction in residual diagnostic cost C;, even when their correlation
is not so strong.

Single-fault Diagnostic Prioritization

Assuming there can only be one fault in the system, the IG heuristic can be easily
calculated in linear time, since only M diagnostic candidates are possible (i.e., the
candidates containing only one component).

Algorithm 2 Greedy Information Gain Prioritization

D —({ci},... {ewd)

for all d, €D do
Pridi] = P;j

for! — 1,N do
i = argmax (A, IG(D, t;))
0; = RUNTEST(t;)

for all d, €D do
Pr(o;|d,)-Pr[d
Pr{d,] = PelAP14]

REMOVEROWIN(A, 1)
return SorT(D, Pr)

The pseudocode in Algorithm 2 describes all the steps in the information gain
prioritization procedure. At every decision step, the test that maximizes IG is cho-
sen, and then executed by the RUNTEST command. Once the result is available,
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the probabilities of each of the candidates are updated. To avoid repeating a test,
its row in A is removed by REMovEROWIN. Table 3.4 shows the evolution of D and
Pr(d,) in our example, for each test selected by the algorithm. The plot in Fig-
ure 3.2 depicts the evolution of C; with respect to C, compared to ADDST and the
optimal solution.

Time/Space Complexity

Conceptually, when considering all the possible test outcomes, a test suite priori-
tized for IG diagnosis is a tree, in contrast to off-line prioritization techniques using
a static list. Figure 3.4 shows an example of such a tree. Circular nodes contain
the updated sets of diagnostic candidates D at each point in the decision process,
and rectangular nodes represent which test is applied at each step.

Figure 3.4: Decision tree of the IG-prioritized test suite

Although the complete tree has up to O(2") nodes, and therefore the complex-
ity of diagnostic prioritization is O(M - N - 2V), when calculated on-line, only the
path corresponding to the observed test outcomes has to be calculated. This is
marked with thicker lines in Figure 3.4. Consequently, the algorithmic complex-
ity of the information-gain approach is O(M - N2), similar to the ADDST heuristic.
Comparison with the worst case O(M?-N) complexity of ART [Jiang et al., 2009b]
depends on the relative size of M and N. In the benchmark suite used in our
experiments N is much bigger than M, therefore ART has a somewhat lower cost.
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Multiple-fault Diagnostic Prioritization

Due to the exponential complexity of computing a Bayesian diagnosis that consid-
ers all possible combinations, computing the IG heuristic would be impractical for
realistic system sizes. In this section we present our sequencing method SEQUOIA,
featuring a new, low-cost approximate Bayesian diagnosis kernel, that trades some
diagnostic accuracy for polynomial cost. Our approximation approach is based on
a number of innovations, described in the following sections.

Approximate Information Gain

One of the main problems of IG prioritization is that it requires maintaining O(2")
candidates, d,, which is prohibitive for realistic problem sizes. To reduce the num-
ber of candidates we first tried the usual approach in diagnosis of keeping only min-
imal ones, instead of all possible candidates (e.g., only generate {cy} instead of {cy}
and {c,, cg}, as the former candidate already fully explains all test outcomes and is
much more probable). To this end we employ the Staccaro algorithm [Abreu and
van Gemund, 2009] that generates minimal diagnoses in (approximate) order of
posterior probability at polynomial cost. To further control complexity the set of
candidates produced by Staccato is typically truncated to the first A elements as
the probability mass is concentrated in the first candidates.

However, while diagnostic reports comprising minimal diagnoses have high
practical utility in fault localization [de Kleer et al., 1992, Reiter, 1987, Wotawa,
2010], they have limited use for IG computation based on D since they distort the
entropy value H 3.7. Consider the following matrix 4, i.e.,

i €y C3 | 0
1 0 0]1
0 1 0|1
0 0 1|1

corresponding to a triple-fault D = ({c;,c,,c5}). After the first test, a minimal
diagnosis algorithm will return the singleton D = ({c;}) and H = 0. Regardless
whether we consider test 2 or 3 the information gain will be zero since D will
return a double-fault with, again, H = 0.

Clearly, the quality of the H computation is compromised due to the fact that es-
sential (non-minimal) candidates in D are missing. To remedy this, we present an
approximation, based on expanding each minimal candidate returned by Staccaro
with one additional component. We refer to this expansion as first-order approxi-
mation of the entire candidate set in D (HS1).

Figure 3.5 shows the evolution of H versus i for a randomly generated A with
N =150, M =10, M; = 3, FNR h; = U(0,1). Three plots are shown, i.e., H for
the perfect D with all non-minimal candidates (OPT), the first-order approxima-
tion (HS1), and the original MHS-based D (MHS), respectively. The results clearly
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Figure 3.5: Different approximations of H

show that a first-order approximation already delivers good accuracy. This is sig-
nificant since the cost of generating first-order subsumptions is non-negligible (in
this example approximately 100 additional candidates are generated per MHS).
Therefore HS1 is also limited by a parameter, .

Algorithm

Algorithm 3 describes the SEQuoIA algorithm. The algorithm takes as arguments
the set of components COM PS and the associated priors p; and failure intermitten-
cies h;, the test matrix A, and test costs, C;, and two entropy estimation parameters:
the maximum number of minimal diagnosis candidates A as generated by Staccato
and the maximum number of non-minimal candidates y subsequently generated by
the 1st-order hitting set extension.

T represents the index set of the available tests. A’ (initially empty) represents
the version of A whose rows are sorted by the sequencing algorithm, and o stores
the pass/fail outcomes of the tests. The INITIALD function initializes D to the first
y candidates in descending order of posterior probability, each d; probability is
stored in the array PrD.

The main loop performs the test sequencing. First, a test is selected from a
subset of o tests (SAMPLE) that yields the highest information gain per unit of cost
(C; represents the cost of each test). Merely considering a subset (e.g., o = 100)
instead of all available tests (O(N)) yields a substantial gain, while the sacrifice
in optimality is small'. Next, the test is executed based on the current D and
Pr. The selected test and its outcome are appended to A" and o (the || operators
denote appending a matrix row, and vector element, respectively). Second, D

!The information gain selected by the argmax is the highest order statistic from the informa-
tion gain distribution in the test set. Its mean value grows less than logarithmic with the sample
size [David, 1970].
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Algorithm 3 SEQuoIA
procedure SEQUOIA(COMPS, A, C, A, 7)
T —1{1,...,N}
A —0
o0
D, PrD « IniT1aLD(COMPS, 1)
while T # 0 do

. AH(D,1)
L <= arg Max;esampre(T) T
0; < RUNTEsST(i)
A/ <_A/| |Ai*
0 < ollo;
D « Staccato(A’,e, 1)
D < ExpaNDSUBSUMED(D, COMPS, y)
for all d, €D do

PrD[d; ] < BavesUpDATE(dy, A', 0)

T —T\{i}

is updated by the Staccaro algorithm, and subsequently extended to contain the
first order subsumed (non-minimal) candidates by ExpANDSUBSUMED. In order to
keep complexity under control, only the first A minimal candidates are generated.
Likewise, only the first y first-order subsumed candidates are generated. Third, the
probabilities of the newly obtained candidates are calculated by the BAYESUPDATE
function. Finally, the selected test (index) i is removed from the set of available
tests T.

Time Complexity

To minimize computational cost SEQuoIA only stores a limited number of candi-
dates in D. As a general guideline from our experiments, A = M and y = 10-M
provide good performance.

For every iteration of the main loop, AH has to be calculated for the o test cases
in the sample, with a cost of O(yM). The Staccaro algorithm has a complexity of
O(M; - M - (N +logM)) [Abreu and van Gemund, 2009] although in practical
situations, its complexity can be considered O(M - N) since M; is small and N >
log M. The Bayesian update of a candidate accounts O(y - M - N).

The combined complexity of each of the steps in the inner loop is, in light of
these results, O(M - N), albeit with a significant factor. Our timing experiments
show that 1000 x 1000 matrices require 11s per test choice on average.

Fall-back Mechanism on FNR Estimation Errors

Both the single and multiple-fault experiments can suffer from imprecise FNR rates
(h;) can affect, which can affect the IG heuristic in SEQuo1A very negatively. Espe-
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cially, if the IG provided by tests is very low (see Chapter 5), any small error in
FNR will have a great effect on the value of IG.

A simple solution is to monitor the value of the IG heuristic, and switch to a
random order if a decrease of IG below a threshold is observed. This mode switch
greatly reduces the cost of SEQuUOIA. Since the entropy of D decreases exponentially
with the number of tests, SEQuoIA only needs to be invoked during a small number
of tests providing significant gains over other approaches. The IG threshold for
declaring a test matrix as exhausted depends on the characteristics of the system
(especially the average FNR) and the test matrix A.

Algorithm 4 SeqQuoia with Fallback
procedure SEQUOIA(COMPS, A, C, A, 7)

T —{1,...,N}

A —0

o0

D, PrD « INITIALD(COMPS, y)
while T # 0 do

if not FaLLBack( ) then

) AH(D,1)
L« arg maxieSAMPLE(T) T
else l

i «— Ranpom(T)
0; «<— RUNTEsT(i)
A ‘_A/| |Ai*
0 < ollo;
D « Staccato(A’,e, 1)
D < ExpaNDSUBSUMED(D, COMPS, y)
for all d, €D do

PrD[d, ] « BayesUPDATE(dy, A, 0)

T —T\{i}

Algorithm 4 shows the modification to SEQuoia. The FaLLBack function returns
true if the maximum IG has been below 0.2 for 3 iterations. More sophisticated
fall-back conditions can be devised, by taking into account the parameters identi-
fied in Chapter 5, however, this is left for future work.

3.4 EVALUATION

In order to evaluate the applicability and performance of diagnostic prioritization,
we address the following questions.

Question 1: What is the evolution of diagnostic effort (C;) with respect to
testing effort (C,) for the information gain heuristic IG and SEQuoia? How do IG
and SEQuoia (with and without fall-back) compare to RND, ADDST, FEP and ART?
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Question 2: What is the fault detection performance of the sequences produced
by IG? Since IG is not aimed at maximizing fault probability, we expect an impact
on the failure detection performance. Our aim is to quantify this impact.

In our validation we opt for three different approaches:

1. All-synthetic matrices: We generate synthetic observations based on sample
(A, 0) generated for various values of N, M, and number of injected faults
M;. The motivation for using synthetic data next to data from real programs
is the ability to study the effect of the various parameters in a controlled
setting. whereas real programs only represent a few parameter settings in
the multi-dimensional parameter space.

Component activity a;; is sampled from a Bernoulli distribution with param-
eter p, i.e., the probability a component is involved in a row of A equals p.
All test costs are equal. For the M components we also set h; = U(0,1).
Thus the probability of a component being involved and generating a failure
equals p - (1 —h;). A row n in A generates an error (o, = 1) if at least 1 of
the M ¢ components generates a failure (or-model), as done in Chapter 2.

2. Real matrices with synthetic failures: The coverage matrix A of each pro-
gram is obtained by instrumenting the compiled program binary with the
Zoltar tool [Janssen et al., 2009], to obtain the statements covered by each
test case. Instead of using the failure information of the test cases, we sim-
ulate a bigger sample of faults and error vectors than the ones provided by
the Siemens set. The test outcomes are obtained by randomly choosing M
faulty statements with uniform probability. The simulated error vector is ob-
tained by using the faulty statements’ columns in A. Every time any of the
faults is covered, an error is simulated following the same reasoning as in
the synthetic case. To achieve more realistic results, the simulated FNR rate
of each component corresponds to the value calculated by the PIE method in
Chapter 2.

3. Real matrices and real failures: In this scenario, the programs were seeded
a certain number of faults at random positions in the source code, by means
of mutation operators. Using the correct version of each program as oracle,
we recorded the program spectra and test outcomes, to obtain real coverage
and inputs to the diagnostic and prioritization algorithms.

For our study with real programs, we use the Siemens set [Hutchins et al.,
1994], and 5 programs from the Software Infrastructure Repository (SIR) [Do
et al., 2005], already presented in Chapter 2.

To answer Question 1, we measure and plot the evolution of C; with respect
to C, for the first 100 tests of each program’s prioritized test suite, for 10 runs for
100 sample faults (1000 runs in total per technique). We compare the RND, ART,
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ADDST, FEP and IG heuristics in terms of diagnostic effectiveness, the normalized
area S under the C; curve and above the diagnostic asymptote (the C; value when
the complete test suite has been executed), per unit of test cost C;, according to

o [(Ci(n=1) = Cy(N)
s_;( MM, ~ci) (3.8)

We prefer this metric to, e.g., the value of C; after an arbitrary number of tests or
the number of tests required to reach an arbitrary C;. The reason for this is that
we want to avoid the definition of arbitrary performance thresholds.

With respect to Question 2, the test case in which the first failure occurs is
stored, for each of the prioritized test suites. We compare the occurrence of the
first failure for RND, ART, ADDST, FEP and IG heuristics. Following [Rothermel
et al., 2001] we calculate the APFD measure to evaluate the rate of fault detection
for the prioritized test suites. For a test suite with N tests and a set of m faults,
where each fault F; is first revealed in test n;;, the APFD value of such test suite is
given by
Nepr T Ngpot oo+ Mgy N 1

APFD=1- —
Nm 2N

(3.9)

3.5 SINGLE FAauLT ResuLts (1G)

Question 1: Fault Localization Performance

We first compare the effectiveness of the IG heuristic in a single-fault setting, where
the exact heuristic value can be calculated. Tables 3.5, 3.6, and 3.7 shows the score
values for each program and heuristic with simulated failures. The value marked in
bold indicates the best performing technique or techniques with a 95% confidence
according to the Bonferroni mean separation test. To further illustrate our results,
Figure 3.6 shows the evolution of C; with respect to the number of executed tests
C,, per program, for the h = 0.5 scenario.

In the synthetic and simulated cases, IG is consistently better than any other
technique for every program. No other technique achieves the improvement rate
of IG. Improvements range from 17% for tcas to 84% for gzip, with an average
57.3% improvement in effectiveness. In our experiments we observe how ADDST,
and especially FEB are the worst in terms of C; evolution, being even worse than
RND. However, this would seem to contradict previous literature [Jiang et al.,
2009b], where random sequences were generally worse than ADDST except for
one case. The reason is that the work in [Jiang et al., 2009b] was analyzing the
performance exclusively for the small set of faults present in the Siemens set for
each program. As pointed out in [Rothermel et al., 2001], the original faults in
Siemens are located in hard to reach areas (i.e., covered only by a few tests),
which favors ADDST and FEP However, in our simulations faults can be anywhere
in the program’s code, eliminating the bias that favors ADDST and FEP
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Single-fault Bayes, Synthetic

M XN, p RND ART ADDST FEP IG
100 x 250,0 =0.5| 1.15|1.21 +5% | 1.21 +6% | 1.21 +6% | 1.02 -11%
100 x 250,p =0.9| 2.76 | 2.52 9% [3.59 +4+30% |4.16 +51%|1.57 -43%
500 x 250,p =0.5| 1.15 | 1.16 +1% | 1.16 +1% | 1.19 +4% | 1.09 -6%
500 x 250,p0 =0.9 | 2.77 | 2.56 -7% (3.08 +4+11%|3.13 +4+13% |2.06 -26%

Table 3.5: Single-fault S performance results, synthetic matrices
Single-fault Bayes, Simulated, My =1

Program RND ART ADDST FEP IG
print_tokens | 2.35|1.80 -23% | 6.60 +181% | 5.58 +138% | 1.01 -57%
print_tokens2 | 2.25 | 1.85 -18% (3.90 +73% |5.25 +133% |1.31 -42%
replace 1.72 | 1.55 9% | 2.15 +25% |2.50 +45% | 0.94 -45%
schedule 2.49|2.24 -10% | 3.00 +21% | 13.41 +439% | 0.85 -66%
schedule?2 3.73 13.35 -10% | 6.35 +70% | 13.15 +253% | 1.14 -69%
tcas 3.79 | 3.88 +2% | 5.81 +53% |5.07 +34%|3.14 -17%
tot_info 2.34|2.40 +3% | 2.28 2% 1549 +135% | 1.23 -47%
space 4.25 | 3.01 -29% | 2.17 -49% | 1.96 -54% | 1.53 -64%
gzip 5.85|2.82 -52% | 1.17 -80% | 1.15 -80% | 0.92 -84%
sed 3.67 | 2.61 -29% | 1.30 -65% | 1.35 -63% | 1.11 -70%
grep 3.01 | 3.04 +1% | 1.72 -43% | 1.57 -48% | 1.49 -51%
flex 3.43 | 1.57 -54% | 1.21 -65% | 1.20 -65% | 0.83 -76%

Table 3.6: Single-fault S performance results, simulated faults
Single-fault Bayes, Real, My =1

Program RND ART ADDST FEP IG
print_tokens | 3.22|2.18 -32% | 10.29 4+220% | 14.70 4+356% | 1.03 -68%
print_tokens2 | 2.53 | 1.60 -37% | 7.88 +212% | 15.71 +521% | 1.75 -31%
replace 2.39|2.18 9% |3.76  +57%|4.94 +107% | 2.13 -11%
schedule 2.84|2.63 -7% | 6.84 +141% | 18.33 +545% | 2.37 -17%
schedule?2 2.81|2.42 -14% | 9.56 4240% | 16.18 +475% | 1.70 -40%
tcas 4.55 | 3.68 -19% [ 9.22 +103% | 10.27 +126% | 11.18 146%
tot_info 2.75|2.06 -25% | 4.16  +51% | 9.42 +242% |2.87 +4%
space 5.98 | 4.52 -24% | 3.48 -42% | 3.92 -34% | 3.90 -35%
gzip 7.17 |1 3.61 -50% | 1.51 -79% | 1.50 -79% | 1.38 -81%
sed 5.11 | 2.51 -51% | 1.30 -75% | 1.32 -74% | 1.57 -69%
grep 4.22 | 3.44 -18% | 2.64 -38% | 2.94 -30% | 2.97 -30%
flex 3.12 | 1.36 -56% | 0.84 -73% | 0.86 -72% | 0.88 -72%

Table 3.7: Single-fault S performance results, real faults
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M =100,N=250,r=0.5

M =100,N=250,r=0.9
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Figure 3.6: C;/(M — 1) evolution for synthetic matrices

Our experimental results are consistent with our hypothesis in Section 3.2, that
maximizing failure probability hinders the improvement of C; because it causes
the execution of tests that cover an excessive number of components.

In most cases, the order created by ART is better than RND because it chooses
tests always at a certain distance to the already applied ones. By doing this, the
chance of choosing a test that bisects the current set of diagnostic candidates in-
creases, providing a slight advantage over RND.

Apparently contradicting our predictions, the performance of ADDST and FEP is
actually better than RND for the larger SIR programs. The answer to this apparent
contradiction resides in the shape and distribution of statement coverage in the
test matrix A, and will be discussed in Chapter 5.

In summary, based on the plots, and the statistical analysis, we conclude that
IG is most suitable for the purpose of fault localization, given its performance and
robustness to test matrices of differing sizes and shapes and false negative rates.
In the next section we will see how this implies a trade-off with failure detection.
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Single-fault Bayes, Synthetic

M XN, p RND ART ADDST FEP IG
100 x 250,p =0.5|098 {098  +0%|0.99 +1%[0.99 +1% |0.97 -1%
100 x 250,p =0.9| 0.99 | 0.99 +0% | 1.00 +0% | 1.00 +0% | 0.99 -0%
500 x 250,p =0.5|0.98 | 0.98 +0% | 0.99 +0% | 0.99 +0% | 0.98 -0%
500 x 250,p =0.9 | 1.00 | 0.99 -0% | 1.00 +0% | 1.00 +0% | 0.99 -0%

Table 3.8: Single-fault APFD results, synthetic matrices

Single-fault Bayes, Simulated
Program RND ART ADDST FEP IG
print_tokens | 0.95|0.97 +2% | 1.00 +5% | 1.00 +5% | 0.99 +4%
print_tokens2| 0.97 | 0.98 +1% | 0.98 +2% | 0.99 +3% | 0.98 +2%
replace 0.93 ] 0.94 +1% | 0.98 +5% | 0.99 +6% | 0.97 +4%
schedule 0.9710.98 +1% | 0.99 +2% | 0.99 +2% | 0.98 +0%

schedule?2 0.99 1 0.99 +0% | 1.00 +0% | 1.00 +1% | 0.99 -0%
tcas 0.89 | 0.92 +3% | 0.93 +4% | 0.94 +5% | 0.93 +4%
tot_info 0.98 | 0.97 -1% | 0.98 +1% | 0.98 +1% | 0.97 -0%
space 0.74 1 0.79 +6% [ 0.88 +18%|0.91 +22% (0.90 +21%
gzip 0.70 082 +17%|0.94 +34%|0.94 +34%|0.94 +33%
sed 0.810.88 +8%(0.93 +15%|0.94 +15%|0.93 +15%
grep 0.84 | 0.86 +2% | 0.92 +9% (0.93 +11%|0.91 +9%
flex 0.9710.99 +1% | 0.99 +2% | 0.99 +2% | 0.99 +2%

Table 3.9: Single-fault APFD results, simulated faults

Single-fault Bayes, Real

Program RND ART ADDST FEP IG
print_tokens | 0.94|0.96 +3% | 0.98 +5% | 0.96 +2% | 0.97 +4%
print_tokens2 | 0.94 | 0.96 +3% | 0.98 +5% | 0.99 +6% | 0.95 +2%
replace 0.90 | 0.90 +0% | 0.88 -2%10.92  +3%|0.92 +2%
schedule 0.95 | 0.95 -0% | 0.91 -4% | 0.94 -1% | 0.93 -3%
schedule2 0.92/0.92 +0%|094 +2% 091 -2% | 0.89 -3%
tcas 0.82 | 0.84 +2% | 0.80 -3%10.78 -5%10.79 -4%
tot_info 0.98 |1 0.98 +0% [0.99 +1%|0.98 +1% |0.98 +1%
space 0.69|0.76  +10%|0.79 +15%|0.78 +14% |0.77 +12%
gzip 0.76 10.85 +13% [0.96 +27% |0.95 +26% |0.95 +25%
sed 0.76 {091 +20%|0.94 +24%[0.94 +25%|0.93 +23%
grep 0.76/0.82  +8% |0.84 +10% |0.81 +7% | 0.79 +4%
flex 0941098 +4%|0.98 +4%|098 +4% |0.98 +4%

Table 3.10: Single-fault APFD results, real faults
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Question 2: Failure Detection Performance

Table 3.8, 3.9, and 3.10 shows the averaged APFD scores for each heuristic. The
value marked in bold indicates the best performing technique or techniques with
a 95% confidence according to the Bonferroni mean separation test.

Failure detection performance can be explained analytically by modeling the
number of tests that need to be executed until the first failure occurs, n;,, by a
geometric distribution, X ~ Geo(p), whose expected value is E[X] = p~!. The
objective of FEP and ADDST is to choose tests with maximum failure probability,
ideally p = 1.0. Therefore approximately 1 test is needed on average (n;; ~ 1). On
the other hand, IG tends to select test cases that balance the probability of passing
and failing, ideally p = 0.5, and therefore on average needs 2 tests (n;; = 2).

It can be clearly seen how ADDST, and especially FEB are the best performing
techniques. This is expected, as the assumptions under which FEP and ADDST
were devised, i.e., maximization of failure probability, are the most favorable. The
failure detection performance of IG is lower than FEP and ADDST and slightly
higher than ART and with a lower dispersion. ART has a better performance than
random and a lower dispersion, consistent with [Jiang et al., 2009a]. Again, this
is caused by the coverage distance kept between each test.

The APFD performance of IG for the SIR programs is similar to FEP This is
again caused by the shape and sparsity of the matrices, and will be discussed in
Chapter 5.

In summary, when considering early failure detection as the main goal, FEP and
ADDST are more suitable for this purpose than IG. This result is consistent with
previous literature [Rothermel et al., 2001]. However, given the small difference
with IG, and the fact that for the large programs and very high FNR scenarios
IG behaves essentially like FEB IG is a suitable alternative. Furthermore, in the
cases where FEP and ADDST clearly outperform IG, the trade-off of APFD for C; is
compensated greatly, as we will see in the next section.

3.6  MuLtipLE FAuLTs (Sequoia)

Tables 3.11 to 3.16 show the results for M =1, and M F=3, for (1) synthetic ma-
trices, (2) simulated test outcomes, and (3) actual outcomes (according to the test
suite’s test oracle), respectively. In this section we will use the SEQuoia diagnostic
prioritization algorithm for multiple faults instead of the single-fault IG algorithm,
and compare the results of SEQuoia with and without fall-back.

For the synthetic and simulated failure cases, SEQuoIA clearly improves over all
other prioritization techniques. However, this is not always true when the real test
case outcomes are used. For M; = 3 we see how the improvements achieved by
SEQuOIA are consistently lower than in the simulations, and how in the real cases
of tcas and tot_info SEquoia performs worse. In these cases the estimation
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of the FNR is poor and causes SEQUOIA to make wrong decisions. Since RND is
able to attain a good final C,, these two cases highlight the fact that sequencing
performance (the IG heuristic) is affected much more by FNR estimation errors
than the Bayesian update itself. We can see how the simple fall-back mechanism
does have the potential to solve FNR estimation errors, however, since our fall-back
criterion is not very refined, in some cases the fall-back happens too early, reducing
the effectiveness with respect to plain SEQuUOIA.

The improvement achieved by SEQuoIA in our simulations in real matrices reach
81% for the M; =1 case and 79% for the M; = 3 case, both in the gzip program.

In the case with real matrices, similar improvements are possible, for example,
we can see that schedule? is a very favorable case, with a 58% reduction for
M; =1 and 77% for M ¢ = 3. For tcas, on the other hand, things are much worse
because D contains too large a quantity of equal minimal diagnoses (so-called am-
biguity groups) that have relatively high posterior probability. Even the 1*-order
expansion of D cannot avoid a substantial loss of information that causes frequent
underestimation of the failure probabilities. As a result, SEQuoia will erroneously
compensate by selecting tests that include too many components, causing loss of
diagnostic power. This situation is easily detected by fall-back-enabled SEQuOIA,
and switching at this point from IG to RND mode completely solves this perfor-
mance problem.

3.7 RELATED WoORK

The influence of test-suite extension, reduction, modification, and prioritization
on fault detection and diagnosis has received considerable attention [Yu et al.,
2008, Baudry et al., 2006, Hao et al., 2005]. In particular, Jiang et al. [Jiang et al.,
2009b] show how some prioritization techniques are worse than random sequenc-
ing and that those which are better, do not provide a significant improvement. In
contrast to the works cited above, which use coverage-based heuristics to reduce
the size of the test suite, SEQUOIA employs an heuristic to select the best test case
to optimize diagnostic accuracy.

Test case prioritization is a mature and active area of research whose most
common goal is to increase failure detection rate, which dates back to [Harrold
et al., 1993b, Wong et al., 1997]. The failure detection effectiveness of different
coverage-based prioritization techniques was studied by Rothermel et al. [Elbaum
et al., 2002], who also proposed the FEP heuristic [Rothermel et al., 2001] that
has already been discussed elsewhere in the chapter. Other work on prioritization
includes [Elbaum et al., 2004, Li et al., 2007, Rothermel et al., 2001]. Jiang et
al. [Jiang et al., 2009a] propose a hybrid random and coverage-based prioritiza-
tion technique (ART) which has already been discussed throughout this chapter.
SeQuoia fundamentally differs from traditional prioritization techniques in that its
main goal is not to optimize the rate of failure detection, but to minimize debug-
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Bayes, Synthetic, M; =1

M XN, p RND ART ADDST FEP SEQUOIA
100 x 250,p =0.5| 1.24 | 1.20 -3% | 1.29 +4% | 1.28 +4% | 1.09 -12%
100 x 250,p =0.9 | 3.03 | 2.76 9% |3.87 +28% |4.45 +47%|1.71 -44%
500 x 250,p =0.5| 1.28 | 1.25 -3% | 1.31 +2% | 1.34 +4% | 1.18 -8%
500 x 250,p =0.9| 3.27 | 2.95 -10% | 3.59 +10% | 3.69 +13%|2.42 -26%

Table 3.11: Multiple-fault S performance results, synthetic matrices, 1 fault
Bayes, Simulated, My =1

Prog. | RND ART ADDST FEP SEQUOIA FALLBACK
pt |2.58|1.88 -27%|6.68 +159% | 6.23 +141% |1.13 -56% |1.33 -49%
p2 (229|196 -15%|4.16 +81% |6.63 +189% |1.53 -33%|1.60 -30%
re [1.97|1.86 -6% | 2.52 +28%|3.05 +455%|1.21 -39%|1.26 -36%
sc |2.73]2.52 -8%|3.46 +27%|15.14 454% |1.29 -53%|1.38 -50%
s2 |3.97|3.66 -8% | 6.58 +66% | 13.83 249% | 1.50 -62% |2.03 -49%
tc |4.07 391 4% (545 +4+34% (532 +431%|3.19 -22%|3.67 -10%
ti | 2.55(2.65 +4% | 2.59 +2% | 5.86 +130% | 1.40 -45%|1.44 -43%
sp [4.89(3.52 -28%|2.66 -46%|2.51 -49%|1.91 -61%|3.35 -32%
gz |6.31|3.08 -51%|137 -78%|132 -79%|1.18 -81%|3.05 -52%
se [4.21(3.04 -28%|1.66 -61%|1.77 -58%|1.83 -56%|2.02 -52%
gr |3.91|3.82 2% (221  -43%|2.11 -46% |2.16 -45% |3.12 -20%
fl1 |5.79258 -56%|1.65 -71%|1.81 -69%|1.46 -75%|1.53 -74%

Table 3.12: Mutiple-fault S performance results, simulated faults, 1 fault
Bayes, Real, M =1

Prog. | RND ART ADDST FEP SEQUOIA FALLBACK
pt [3.792.62 -31%|10.12 167% | 13.00 243% |1.60 -58% |2.48 -35%
p2 |3.23|1.83 -43%|6.46 +100% | 14.23 340% |1.51 -53%|1.96 -39%
re [2.70|1.88 -30% |3.87 +43%|3.99 +48% (288 +7%|2.51 -7%
sc [1.7712.20 +24%|7.59 +328%|11.99 576% | 1.89 +6% | 1.37 -23%
s2 |3.16(2.77 -12%|8.66 +174% |11.70 271%|1.77 -44%|1.37 -57%
tc (334273 -18%|9.16 +174% | 10.83 224% | 10.36 210% | 1.78 -47%
ti |1.28(1.32 +3% |6.38 +401% | 8.52 +568% | 3.88 +205% | 2.12 +66%
sp |7.13(5.77 -19%|2.51 -65%|3.25 -54%|3.06 -57%|6.12 -14%
gz [8.08|4.06 -50%|1.54 -81%|1.75 -78%|224 -72%|5.68 -30%
se |572[3.00 -48%|2.04 -64%|2.23 -61%|1.93 -66%|3.48 -39%
gr [6.21|3.86 -38%3.04 -51%|3.57 -43%|391 -37%|5.49 -12%
f1 [3.40|1.69 -50%|1.09 -68%|1.12 -67% |1.41 -59%|1.24 -63%

Table 3.13: Mutiple-fault S performance results, real faults, 1 fault
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Bayes, Synthetic, M; = 3
M XN, p RND ART ADDST FEP SEQUOIA
100 x 250,p =0.5|12.97 | 11.08 -15% | 15.68 +21% | 15.15 +17% | 9.52 -27%
100 x 250,p =0.9|19.35|16.86 -13%|22.03 +14% |20.79 +7% |13.11 -32%
500 x 250,p =0.5[16.32 1496 -8%|17.20 45%|17.04 +4%|14.12 -14%
500 x 250,p =0.9 | 14.91 | 13.95 -6% | 15.52 +4% | 14.45 -3% [ 12.03 -19%

Table 3.14: Multiple-fault S performance results, synthetic matrices, 3 faults

Bayes, Simulated, M; =3
Prog. | RND ART ADDST FEP SEQUOIA FALLBACK
pt 891 [6.00 -33%|17.40 +95% |11.01 +24% |2.38 -73% |[4.41 -51%
p2 [11.68[8.31 -29% |15.76 +35% | 19.26 +65% | 7.48 -36% |8.53 -27%
re |15.50[10.65 -31% |12.21 -21%|22.56 +46% |6.53 -58% | 8.65 -44%
sc [22.4020.23 -10% |22.53 +1% |41.20 +84% | 6.84 -69% |13.02 -42%
s2 [24.56|23.21 -6%|32.00 +30% | 39.64 +61% |6.49 -74%|14.81 -40%
tc | 6.63 |4.86 -27% |10.87 +64% |12.11 +83% [ 4.37 -34%|4.11 -38%
ti |11.81(9.09 -23%|9.99 -15%|27.88 136% |4.67 -60% |6.49 -45%
sp |11.78|8.63 -27% |8.37 -29%|8.58 -27% |7.58 -36% |8.18 -31%
gz |12.276.07 -51%[3.35 -73%|2.63 -79%|2.52 -79%|2.92 -76%
se | 9.05 [552 -39%[6.10 -33%|5.57 -38%(4.15 -54%|4.70 -48%
gr [13.96(8.76 -37%|8.22 -41%|7.55 -46%|7.72 -45%|9.56 -32%
fl 7.07 13.22 -54%|2.24 -68% (293 -59%|1.62 -77%|2.42 -66%

Table 3.15: Mutiple-fault S performance results, simulated faults, 3 faults

Bayes, Real, M =3
Prog. | RND ART ADDST FEP SEQUOIA FALLBACK
pt | 6.09 |6.75 +11% |26.07 328% | 27.76 356% | 5.87 4% |3.16 -48%
p2 | 8.56 |6.51 -24% |21.09 146% |27.77 224%|5.74 -33%|5.58 -35%
re |1095|8.84 -19%|10.36 -5%|11.79 +4+8% |5.12 -53% |6.50 -41%
sc |13.07(9.25 -29%[9.72 -26% |21.83 +67% |5.81 -56% |7.27 -44%
s2 |11.78(9.07 -23%[9.79 -17%|19.81 +68% |2.70 -77%|4.56 -61%
tc | 444 |3.94 -11%|13.16 196% | 14.88 235% | 12.53 182% | 3.70 -17%
ti | 3.00 [2.20 -27% |3.65 +22%|10.06 235% |4.43 +48%|2.60 -13%
sp |12.48|10.04 -20% |7.48 -40%|6.64 -47% |8.33 -33%[9.78 -22%
gz |14.07 (7.14 -49% |2.03 -86% |1.95 -86% |3.69 -74%|7.48 -47%
se [10.88(6.49 -40%|3.40 -69% |4.62 -58%|3.82 -65%|5.93 -46%
gr |10.78(8.22 -24% |3.68 -66% |3.77 -65%|6.52 -40% |8.18 -24%
f1 | 990 |5.04 -49%|3.63 -63%|4.09 -59%|3.26 -67% |3.64 -63%

Table 3.16: Mutiple-fault S performance results, real faults, 3 faults
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ging cost. Cost-cognizant test prioritization techniques have been proposed [Smith
and Kapfhammer, 2009, Elbaum et al., 2001, Zhang et al., 2009] to address the cost
variability problem. Those techniques attempt to maximize failure probability (as
FEP does), therefore their performance for Diagnostic Prioritization is expected to
be lower than random prioritization. To the best of our knowledge, no cost-aware
version of ART exists at the moment.

Automated fault-localization techniques also aim at minimizing diagnostic cost
when failures occur during the testing phase. Statistical approaches include [Abreu
et al., 2009b, Jones et al., 2002, Liblit, 2008, Liu et al., 2005, Renieris and Reiss,
2003, Wong et al., 2008]. A recent, probabilistic approach of acceptable complexity
is [Abreu et al., 2009a]. Unlike our dynamic approach, all the above approaches
do not address test sequencing to optimize diagnostic accuracy, and are essentially
similar to RND. Other approaches to fault localization include [Baah et al., 2008,
Santelices et al., 2009, Wang et al., 2009].

Sequential diagnosis aims at finding the test sequence that optimizes diagnos-
tic performance based on the current test outcomes. Sequential diagnosis is often
applied to hardware systems where tests can produce false negatives [Raghavan
et al., 1999]. Typically, only one fault is assumed present in the system. If the
system can have multiple faults, sequential diagnosis complexity becomes expo-
nential. In [Shakeri et al., 2000] an approximation is described for systems with
permanent faults (h = 0), an assumption which does not hold for most software
systems. SeQuoia differs in that it employs a sequential approach for multiple
faults and tests with false negatives, at polynomial complexity due to our low-cost
heuristics instead of the Bayesian approach.

To the best of our knowledge our diagnostic approach to test prioritization has
not be described before. A preliminary version of our work is described in [Gonzalez-
Sanchez et al., 2011e], that reveals the high potential of (IG-based) dynamic pri-
oritization. However, to avoid the combinatorial explosion of Bayesian diagnosis,
in that work we assumed single faults and unit costs, both of which are unrealistic
for large systems.

3.8  SUMMARY

In this chapter, we have introduced a specific prioritization technique of test cases,
dubbed diagnostic prioritization, that reduces the loss of diagnostic information to
a minimum. Our experiments have shown that in terms of diagnostic information
gain per test case, diagnostic prioritization is the best technique. This comes at
the price of a slightly reduced APFD failure detection performance with respect to
additional-coverage techniques, although not in all cases.

We have presented a spectrum-based sequential diagnosis approach for multi-
ple faults coined SEQuUOIA, that greedily selects tests out of a suite of tests to narrow
down the set of diagnostic candidates with a minimum number of tests. SEQuOIA
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performs on-line prioritization, adapting the next test case to be executed depend-
ing on the pass/fail information of the previously executed tests.

To achieve polynomial complexity SEQUOIA uses an approximate information
gain computation approach. Synthetic data shows, that the dynamic selection of
the next best test based on the observations made so far, allows SEQUOIA to achieve
much better decay of diagnostic uncertainty compared to other test prioritization
techniques. Real programs also show that SEQuoia has better performance, except
when the input intermittency parameters are erroneous or the diagnosis involves
ambiguity sets that are too large for the entropy estimation to handle.
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Off-line Diagnostic Prioritization

Algorithms that prioritize test cases to enhance the diagnostic information yield have
been proposed, based on the information gain heuristic (IG). However they are not
practical for the diagnosis of multiple faults, or require the precise estimation of the
test false negative rate and are very sensitive to erroneous estimations.

In this chapter, we present RAPTOR, a test prioritization algorithm for fault lo-
calization that reduces the similarity between component execution patterns as the
testing progresses. Unlike previous diagnostic prioritization algorithms, RAPTOR does
not require false negative information, is much less complex, and can work off-line.

4.1 Raptor . . . . . . e 56
4.2 Empirical Evaluation . ... .. ... ... ... .. .. . ... . .. 61
4.3 DiSCUSSION . . . . . ot e e e e 66
4.4 Related Work . . ... .. .. e 70
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The approach to test prioritization presented in Chapter 3 is based on the infor-
mation gain heuristic (IG), and, although in theory their diagnostic effectiveness
is optimal [Gonzalez-Sanchez et al., 2010a], it has a number of drawbacks that
restrict its applicability in practice. First, its performance depends heavily on the
precise estimation of a number of parameters (fault density and false negative test
rate) that are very expensive to obtain, as well as very error-prone. This has been
shown to cause severe impact on the quality of IG-based techniques [Gonzalez-
Sanchez et al., 2010a, Gonzalez-Sanchez et al., 2011e]. Second, the algorithmic
complexity of IG is exponential, assuming that more than one fault may be present
in the system. This is aggravated by the fact that, unlike traditional test prioriti-
zation techniques, in IG-based, diagnostic test prioritization the tests are selected
on-line, based on the actual pass/fail results of previously executed tests (which
varies per regression cycle). On-line calculations impose a large overhead in the
test process if test cases are relatively short.

In this chapter we introduce a novel, off-line diagnostic test prioritization algo-
rithm. In particular, our chapter makes the following contributions:

55
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e We present RapTOrR (gReedy diAgnostic Prioritization by ambiguiTy grOup
Reduction), a low-complexity diagnostic test prioritization algorithm that can
be used off-line, which does not require any additional, input parameters.

e We evaluate the performance of RarTor for the Siemens set as well as for
the larger programs space, gzip, sed, grep, and flex, available from the
Software Infrastructure Repository (SIR) [Do et al., 2005]. All programs
were extended to accommodate multiple faults.

In the above experiments we compare the performance of RApTOR to the contempo-
rary test prioritization algorithms ADDST [Rothermel et al., 2001], FEP [Rothermel
et al., 2001], ART [Jiang et al., 2009a], the IG-based diagnostic test prioritization
SEQUOIA [Gonzalez-Sanchez et al., 2010a], and to random prioritization (RND),
our baseline.

To the best of our knowledge, a diagnostic approach to off-line test prioritiza-
tion has not been described before. Our results show that RapTor can deliver a
performance, in terms of residual diagnostic effort reduction per unit of test effort,
superior to ADDST, FEB ART, and RND, and even to the theoretical optimum, SE-
Quoia. Improvements are, on average, 40% better with respect to the next best
technique, and 55% better than the baseline (RND).

The chapter is organized as follows. In Section 4.1 our diagnosis-based ap-
proach to test case prioritization is presented. In Section 4.2 real programs are
used to assess our technique. Section 4.3 discusses our results and the threats to
their validity. We compare RapTor with related work in Section 4.4. In Section 4.5,
we conclude and discuss future work.

4.1 RAPTOR

The IG heuristic requires very precise estimations of the FNR parameters, a costly
and error-prone calculation. Experiments with real programs showed that errors in
the FNR estimations can have disastrous results [Gonzalez-Sanchez et al., 2010a].
This makes the enormous investment in parameter estimation and the overhead
incurred in the testing process totally useless.

For these reasons, we present an alternative diagnostic prioritization algorithm,
RaPTOR (gReedy diAgnostic Prioritization by ambiguiTy grOup Reduction), that, while
not being theoretically optimal, it is close enough to produce competitive results.
Furthermore, since it is not affected by FNR estimation errors, its results are in
many cases better than IG.

Ambiguity Groups

Not all the components in a system can be executed separately from each other.
First, they may be too tightly coupled and are always executed together, e.g., all
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Program: Character Counter t] ty t3 ty ts tg ty tg
c;(main() { 11111111
cp| int let, dig, other, c; 11111111
c3| let = dig = other = 0; 11111111
c4| while(c = getchar()) { 11111111
cs| if (PA’<=c && ’Z’>=c) 11111110
Ce let += 2; // FAULT 10111010
c;| elsif (Pa’<=c && ’z’>=c)(1 1 011110
Cg let += 1; 10001010
co| elsif (°0°<=c && °9°>=c)(1 1 011100
€10 dig += 1; 11010000
c11| elsif (isprint(c)) 01001100
€12 other += 1; 00001100
¢13| printf("%d %d %d\n", 11111111

let, dig, others);}

Test case outcomes 10111010

Inputs for test cases: t;: "A184", t,: "1337", ty: "ABC", t,: "UB40", ts:
"#CheezBurger", ts: "\0x10\0x05\0x00", t,: "Alberto", tg: ""

Table 4.1: Example program and diagnosis inputs

statements inside a basic block of code. Second, there may simply be no test in the
test suite that separates the execution traces of two components even when it is
possible. Any individual component belonging to a group of components with iden-
tical columns (signatures) can never be uniquely identified as faulty. Such group is
termed ambiguity group [Stenbakken et al., 1989] or dynamic basic block [Baudry
et al., 2006]. The example system in Table 4.1 has a large ambiguity group formed
by the first 4 statements (initialization and loop guard) and the last statement (out-
put). Should a fault occur in any of those statements, it would be impossible to
pinpoint that fault with total precision.

Since the basic working principle of any diagnostic algorithm is analyzing the
differences and similarities between the signatures of each of the components of
the system under test (each of the columns in the test coverage matrix A) and the
failure pattern of the system (the test outcomes o0;), we can use the evolution of
these differences to devise a new, simpler diagnostic test prioritization heuristic. A
numerical measurement for the ambiguity of a test matrix can be defined based on
the partition of ambiguity groups it generates, AG = {g, &5,..., & }. It is based on
taking into account the probability of the system containing a fault belonging to
each of the ambiguity groups, times the expected residual diagnostic effort of each
group. Assuming faults are distributed uniformly through the program’s code, the
probability of group g; occurring is Pr(g;) = |Igw—i|, and the residual diagnostic effort

in such group corresponds to C; = %. The value of the diagnostic ambiguity is
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then
L

| lgl=1
G(AG) = Z |§4| : % (4.1)
i=1

and can be seen as the expected (i.e., average) value of the residual diagnostic
effort once the tests in A have been applied, assuming the correct group will always
rank at top. The matrix in Table 4.1 produces the partition AG = {{5}, {6}, {7}, {8},
{9}, {10}, {11}, {12},{1,2,3,4, 13}} whose ambiguity is G(AG) = 8-(5;-3)+ 3% =
0.77.

Since G(AG) is an estimation of the residual diagnostic effort C,, the evolution,
test by test, of the value of G(AG) can be used as alternative heuristic to IG. For our
example system, AG = {{1,2,3,4,5,6,7,8,9,10,11,12,13}}, and G(AG) = 6.00,
when no test case has been executed. Every test that is executed breaks each ambi-
guity group into two new ambiguity groups, one corresponding to the components
in the ambiguity group that are covered by the test, and one corresponding to
the components that are not covered. If we execute test t;, the ambiguity group
will be broken to AG = {{1,2,3,4,5,6,7,8,9,10,13},{11,12}} (only 2 statements
are left uncovered), with G(AD) = 4.31. On the other hand, if we execute t,,
AG = {{1,2,3,4,5,6,13},{7,8,9,10,11,12}} and G(AG) = 2.77, a much larger
reduction.

Algorithm

Since a large reduction in the ambiguity G(AG) leads to a proportional reduction
of the residual diagnostic effort C,, it can be used as heuristic to select test cases
in a diagnostic test prioritization algorithm. Using G(AG) has the advantage that
it does not require knowing the test outcomes, i.e., can be performed off-line, nor
requires estimation of additional input parameters, e.g., FNR.

Algorithm 5 details the implementation of such algorithm, that computes a
sequence that optimizes the evolution of G(AG) in a greedy, incremental way.

At every iteration, a test t; is selected, such that it produces a new set NG that
maximizes the reduction of ambiguity. The BREAKUP function takes a set of ambi-
guity groups G, and applies a test t to produce a new ambiguity group partition,
NG. The greedy search heuristic calculates the difference in ambiguity between G
and NG, using the AmB function. To account for the fact that tests typically have
different costs, the reduction of ambiguity is divided by the cost of such reduction,
in a spirit similar to [Elbaum et al., 2001]. The test that produces the highest
improvement in ambiguity is concatenated to the result (operator ||) and removed
from the set of free tests. Since the algorithm may reach a point where no test can
produce an improved NG set, the algorithm checks for this case and, if detected,
resets the G set and starts over again with the remaining tests. This policy is also
used in [Rothermel et al., 2001]. An alternative policy also proposed in [Rothermel
et al., 2001] would be to simply randomly order the remaining tests.
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Algorithm 5 RAPTOR test prioritization
function RarTOoR(A, M, N, C)
free—{1,2,...,N}

res — 0
AG — {{1,2,...,M}}
while free # 0 do

next,AGmax,Hmax < 0,0,0
fori e free do
NG « BReEAKUP(AG,A[1, *])
AMB(AG, M) - AMB(NG, M)
Cli]
if H > Hmax then
next,AGmax,Hmax «— i,NG,H
if i # 0 then > Found a breaking test
AG «— AGmax
res < res||next
free— free\ {next}
else > Reset
AG — {{1,2,...,M}}
return res

«—

function BReaKUP(AG, t)
NG <0
for g, €AG do

C—0
NC <0
for je g, do
if t[j] ==1 then
C—CuU{j}
else
NC «—NCU{j}
NG —NGU{C,NC}
return NG

function AMB(AG, M)

sum < 0.0
for g, €AG do
lgil | lgil—=1
sum < sum + v 5

return sum

> Split AG for the covered
> Split AG for the not covered

> Covered by the test?
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In RaPTOR, the BrREAKUP function calculates the new partition of ambiguity
groups incrementally. Each ambiguity group in the partition is split in two sets,
one for the covered components, C, and one for the not covered, NC, which are
added to the resulting partition NG.

Example

RapTOR would prioritize the tests in our example test suite as follows. As shown
already, the first test choice is t; producing

AG ={{1,2,3,4,5,6,13},{7,8,9,10,11, 12}}

with ambiguity G(AG) = 2.77. This is the same test that IG chooses.

Table 4.2 shows the sequence of tests chosen by RapToRr together with the evo-
lution of the partition of ambiguity groups and the value for the diagnostic am-
biguity. RapToRr chooses t, as second test, unlike IG in Section 2.1 which would
choose tg.

i Ambiguity Groups G(AG)
{11,2,3,4,5,6,7,8,9,10,11,12,13}} 6.00
3 {{1,2,3,4,5,6,13},{7,8,9,10,11,12}} 2.77
2 {{1,2,3,4,5,13}, {6},{7,9, 10,11}, {8, 12}} 1.69
8|  {{1,2,3,4,13},{5},{6},{7,9,10,11}, {8, 12}} 1.31
71 {{1,2,3,4,13}, {5},{6},{7},{8},{9,10,11}, {12}} 1.00
5| {{1,2,3,4,13}, {5}, {6}, {7}, {8},{9,11}, {10}, {12}} | 0.84
4|{{1,2,3,4,13},{5}, {6}, {7}, {8}, {9}, {10}, {11}, {12}}| 0.77
{11,2,3,4,5,6,7,8,9,10,11,12,13}} (reset) 6.00
6 {{1,2,3,4,5,7,9,11,12, 13}, {6,8,10}} 3.69
1 {11,2,3,4,5,7,9,13},{6,8,10},{11,12}} 2.46

Table 4.2: Sequence generated by RAPTOR

Complexity and Timing Information

The function BREAKUP presents O(M) time complexity since the innermost loop
will be iterated M times in total. We assume that set union can be done in O(1)
time (the set can be implemented as a linked list since only the concatenation op-
eration will be used) from the previous one. The AmB function can be calculated
in O(M) time since there will be at most M ambiguity groups. Since these two
functions have to be repeatedly used for each of the remaining free tests, the com-
plexity per text choice, i.e., for the innermost loop of RapTOR equals O(MN). A
complexity similar to ADDST prioritization. Execution time measurements confirm
our complexity analysis, as can be observed in Table 4.3. The timing experiment
was performed using an 8-core 2.6 GHz. Xeon machine with 32Gb of memory,
with matrices generated randomly with coverage density p = 0.5, i.e., coverage
probability of 0.5.
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M =10 100 1,000
N =10 | 0.0002 | 0.0005 | 0.0014
100 | 0.0015 | 0.0075 | 0.1047
1,000 | 0.0132 | 0.0761 | 1.0849

Table 4.3: Time per test selection (seconds)

4.2 EMPIRICAL EVALUATION

In this section we compare the performance of RapTor to RND, ART, ADDST, FER
and SEQuoIA. The prioritization performance of each algorithm is assessed by mea-
suring the evolution of the residual diagnostic effort in the diagnosis. To strengthen
the validity of our results we will use two different diagnostic techniques: the
well-known similarity coefficient Ochiai, and Bayesian diagnosis as presented in
Section 2.1. We opt for externally-derived FNR information as done in [Gonzalez-
Sanchez et al., 2011a] since it provides the best diagnostic quality. Finally, we also
study the trade off between fault detection and fault localization made by RapToR.

Subject Programs

We perform our experiments on the well-known Siemens benchmark set [Hutchins
etal., 1994], as well as the space, gzip, sed, grep, and flex programs (obtained
from SIR [Do et al., 2005]). Every program has a correct version, and a set of test
inputs is also provided, which were created with the intention of providing full test
coverage. Table 4.4 provides more information about the programs used in the
experiments, where M corresponds to the number of lines of code (components at
statement granularity).

Program Name |Mutants| M N Program Type
pt| print_tokens | 491 539 [4,130| Lexical Analyzer
p2|print_tokens2| 294 489 14,115| Lexical Analyzer
re replace 757 507 |5,542| Pattern Recognition
sc schedule 281 397 |2,650| Priority Scheduler
s2| schedule2 212 299 |2,710| Priority Scheduler
tc tcas 208 174 |1,608| Altitude Separation
ti tot_info 396 398 |1,052|Information Measure
sp space 6,283 | 9,126 | 500 ADL Parser
gz gzip 20,811 | 6708 | 211 Compressor
se sed 11,050 | 9014 | 184 Stream Editor
gr grep 17,707 (13,287 | 809 String Matching
fl flex 15,574 (14,194| 107 Lexer Generator

Table 4.4: Programs used for evaluation

To obtain a large fault sample size, we have extended the subject programs with
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versions for which we seeded random combinations of multiple faults similar to the
ones in Siemens. These additional faults are obtained by applying mutation tech-
niques [Andrews et al., 2005, Offutt et al., 1996] to the reference implementation
of each program. As each program includes a correct version, we use the output of
the correct version as oracle.

For our empirical study, coverage matrices A are obtained by instrumenting each
of the programs at statement level with Zoltar, a spectrum-based fault localiza-
tion tool set [Janssen et al., 2009]. Although the coverage of a test input can vary
between regression cycles it is outside the scope of our research to compensate its
effect, and we will assume that up-to-date coverage information is available when
prioritizing. This is a usual assumption in test prioritization literature [Elbaum
et al., 2002, Jiang et al., 2009a, Rothermel et al., 2001]. Test cost was measured
by the POSIX time command.

For Bayesian diagnosis, we assume each component’s prior fault probability p;
to be fixed to p; = 0.01 (cf. 10 bugs/KLOC) as the prior distribution has been
shown not to be very critical to diagnostic performance [Abreu et al., 2009a].

The false negative rates for FEP and SEQuoiA were obtained through a variation
of the PIE (propagation, infection, execution) approach [Voas, 1992] to testability
modeling, as done in [Rothermel et al., 2001], as also done in Chapters 2 and 3.
First, for each statement for which we wish to calculate the FNR, a set of mutants
was created by applying a small set of mutation operators [Offutt et al., 1996] to
the arithmetic, logic and indexing operations contained in the statement or func-
tion. Second, the program’s full test suite was run, recording test coverage and
failure information for each of the mutants. Finally, the FNR of each component
was obtained by averaging the ratio of the number of tests which covered the fault
but did not produce a failure, to the number of tests which covered the fault.

For each program, 100 faulty versions seeded with 1 and 3 random mutation
faults were created. For each of the faulty versions, 5 repetitions were made, to a
total of 500 prioritized test suites per program.

Fault Localization Effectiveness

We compare in terms of the area difference between C,; and the minimum achiev-
able C; (once all the tests have been applied) according to the effectiveness formula

in Equation 3.8.
N
Cy(n—1)—Cy(N
S — Z a( ) a(N) .C,
n=1 M_Mf

Although the name “effectiveness” is counter-intuitive (effectiveness suggests that
the more the better, but for S lower is better) this score is inspired by similar metrics
used in diagnostic test prioritization literature [Jiang et al., 2009b, Yu et al., 2008]
so we decided to adopt the same name. We exclude from M white space and static
code to remove bias from the comparisons.
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Statistical Diagnosis (Ochiai SC)

Figure 4.1 contains the plots and numerical results in terms of S score and relative
percentage with respect to the random order. The best techniques with a 95%
statistical confidence in the Bonferroni mean separation test are highlighted in
boldface.

The SEQuOIA column was obtained by using the test order produced by SEQuOIA,
discarding the internal Bayesian diagnosis and performing a new diagnosis using
the similarity coefficient. It can be seen how SEQuOIA’s effectiveness appears to be
extremely poor, in contrast with its performance when using Bayesian diagnosis as
shown in the following section. This is caused by the fact that similarity coefficients
do not use all the information provided by IG efficiently.

It can also be seen how RaPTOR consistently provides an improvement in the
efficiency for all programs with only one fault, and is the best in all but one case
(tcas). On average, RaPTOR provides a 54% reduction in terms of S with respect
to RND’s baseline performance in the single-fault case, and a 45% in the multiple-
fault case. When compared to the next best technique, ART, RapToR provides a 38%
reduction in the single fault case on average, and a 15% in the multiple fault case.
For multiple faults, RAPTOR’s superiority is still clear, although there are some cases
where the performance of RaPTOR is severely affected because the distribution of
the faults is very biased, as will be discussed in Section 4.3.

For the Siemens programs, ADDST and FEP are extremely poor even when
compared to RND. However, for the SIR programs the trend reverses and produce
much better results. The root causes for the low effectiveness of RApTOR for tcas
and the striking difference between the effectiveness of ADDST for Siemens and
SIR programs will be analyzed in Section 4.3.

Bayesian Diagnosis

We now evaluate the effectiveness of RapTor and other techniques using Bayesian
fault diagnosis (explained in Section 2.1). Figure 4.2 presents and plots the nu-
merical results, in terms of the S score, and the reduction percentage with respect
to RND. Again, the scores in boldface correspond to the top techniques with 95%
confidence following the Bonferroni mean separation test. The results are identical
to those in Chapter 3 with the only difference of the addition of the RApTOR column
and different statistical test results.

Combined with Bayesian diagnosis, SEQuOIA is no longer among the worst per-
forming but among the best, showing the perfect match between the heuristic and
the diagnosis algorithm. However, it can be seen how RapToR’s effectiveness is on
par and even surpasses SEQUOIA, the theoretical optimum, both in the single-fault
and multiple-fault case. This is due to the fact that the IG heuristic used in SEQuoia
is largely affected by errors in the FNR estimations, whereas RAPTOR is not.

On average, RaprTor provides a 40% reduction of S in the single fault case with
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RND ART ADDST FEP RAPTOR SEQUOIA
pt 3.86 | 2.46 -36% | 10.06 161% | 12.09 214% | 1.56 -60% | 7.05 83%
p2 4.90 | 3.21 -35% | 8.43 72% | 14.69 200% | 2.25 -54% | 6.48 32%
re 4.64 | 5.19 12% | 10.99 137% | 12.01 159% | 3.44 -26% | 10.31 122%
sc 6.19 | 6.34 2% | 17.85 188% | 17.71 186% | 3.77 -39% | 12.06 95%
s2 1.77 | 2.11 19% | 8.15 361% | 9.03 411% | 1.30 -26% | 6.63 275%
tc 3.81 | 3.21 -16% | 11.53 203% | 13.02 242% | 3.47 -9% | 5.20 37%
ti 2.20 | 1.91 -13% | 496 126% | 7.93 261% | 1.68 -24% | 7.57 245%
sp | 13.20 | 10.61 -20% | 8.21 -38% | 9.20 -30% | 7.55 -43% | 1495 13%
gz | 1298 | 7.11 -45% | 2.81 -78% | 2.88 -78% | 2.43 -81% | 12.60 -3%
se | 10.83 | 5.35 -51% | 4.15 -62% | 4.32 -60% | 1.83 -83% | 12.03 11%
gr | 12.05 | 8.44 -30% | 8.18 -32% | 9.71 -19% | 6.43  -47% | 15.02 25%
f1 4.47 | 1.71 -62% | 1.40 -69% | 1.55 -65% | 0.94 -79% | 3.71 -17%
M;=3
RND ART ADDST FEP RAPTOR SEQUOIA
pt 452 | 2.01 -55% | 9.70 115% | 6.64 47% | 3.33 -26% | 7.74 71%
p2 4.96 | 2.45 -51% | 4.77 -4% | 6.07 22% | 1.42  -71% | 5.42 9%
re 4.38 | 4.77 9% | 5.65 29% | 7.07 61% | 2.49 -43% | 1294 195%
sc 7.55 | 5.20 -31% | 1.29  -83% | 9.22 22% | 7.37 2% | 9.94 32%
s2 278 | 1.27  -54% | 7.31 163% | 4.51 62% | 2.88 3% | 1.29 -54%
tc 2.37 | 2.27 -4% | 13.10 453% | 13.79 482% | 3.68 55% | 5.86 147%
ti 6.73 | 4.59 -32% | 3.13 -54% | 4.50 -33% | 1.15 -83% | 6.81 1%
sp | 1291 | 8.76 -32% | 6.60 -49% | 7.97 -38% | 5.76  -55% | 18.77 45%
gz 5.28 | 3.52 -33% | 2.14  -59% | 3.71 -30% | 2.35 -56% | 4.22 -20%
se 6.79 | 3.26 -52% | 2.81 -59% | 4.78 -30% | 1.77  -74% | 8.96 32%
gr | 10.95 | 4.72 -57% | 7.39 -33% | 7.96 27% | 426 -61% | 14.26 30%
fl 3.62 | 2.33 -36% | 3.60 -1% | 426 +18% | 2.32 -36% | 1.42 -61%

Figure 4.1: Efficiency (S) in terms of statistical diagnosis (Ochiai)
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p2 | 3.23|1.83 -43% | 6.46 100% | 14.23 340% | 1.03 -68% | 1.51  -53%
re | 270|188 -30% | 3.87  43% | 3.99  48% | 1.61 -40% | 2.88 7%
sc| 1.57 [ 200 27% | 7.39 369% | 11.79 650% | 1.30 -17% | 1.69 7%
s2 | 241|202 -16% | 7.91 229% | 10.95 355% | 2.37 2% | 1.02  -58%
tc | 3.00 | 2.39 -20% | 8.82 194% | 10.49 249% | 3.60  20% | 10.02 234%
ti | 1.28 | 1.32 3% | 6.38 401% | 8.52 568% | 497 290% | 3.88  205%
sp| 713|577 -19% | 2.51 -65% | 3.25 -54% | 3.24  -55% | 3.06  -57%
gz | 808|406 -50% | 1.54 -81% | 1.75 -78% | 1.55 -81% | 2.24  -72%
se | 572 |3.00 -48% | 204 -64% | 223 -61% | 1.38 -76% | 1.93  -66%
gr | 621|386 -38% | 3.04 -51% | 3.57 -43% | 2.70 -57% | 3.91  -37%
fl1| 3.40 | 1.69 -50% | 1.09 -68% | 1.12 -67% | 1.18  -65% | 1.41  -59%
M; =3
RND ART ADDST FEP RAPTOR SEQUOIA
pt | 571|637 11% | 25.69 350% | 27.38 379% | 3.31 -42% | 5.49 -4%
p2 | 856 | 6.51  -24% | 21.09 146% | 27.77 224% | 3.81 -55% | 5.74  -33%
re | 1095 | 884 -19% | 10.36  -5% | 11.79 8% | 5.08 -54% | 5.12 -53%
sc | 13.07 | 9.25  -29% | 9.72  -26% | 21.83 67% | 495 -62% | 5.81  -56%
s2 | 11.78 | 9.07  -23% | 9.79  -17% | 19.81 68% | 3.06 -74% | 2.70  -77%
tc | 4.44|3.94 -11% | 13.16 196% | 14.88 235% | 7.66  72% | 12.53 182%
ti | 3.00 | 220 -27% | 3.65  22% | 10.06 235% | 1.31 -56% | 4.43  48%
sp | 12.48 | 10.04 -20% | 7.48 -40% | 6.64 -47% | 7.03  -44% | 8.33  -33%
gz | 14.07 | 7.14  -49% | 2.03 -86% | 1.95 -86% | 2.64 -81% | 3.69  -74%
se | 10.88 | 6.49  -40% | 3.40 -69% | 4.62 -58% | 3.39 -69% | 3.82  -65%
gr | 10.78 | 822  -24% | 3.68 -66% | 3.77  -65% | 4.87  -55% | 6.52  -40%
fl1| 9.90 | 5.04 -49% | 3.63  -63% | 4.09 -59% | 3.41 -66% | 3.26 -67%

Figure 4.2: Effectiveness (S) in terms of Bayesian diagnosis
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respect to the baseline set by RND. In the multiple fault case, the reduction with
respect to RND is 55%. When compared with the next best technique, ART, RApTOR
achieves a reduction of 13% for single faults, and 39% for multiple faults.

Identically to what happened in the similarity coefficient case, there is a notice-
able difference in the effectiveness of FEP and ADDST, between the Siemens and
SIR programs, which will be analyzed in Section 4.3.

Fault Detection Performance

We evaluate the techniques in terms of their fault detection performance, by using
the APFD, metric [Elbaum et al., 2001]. This information is useful to understand
the modest trade-off between the test prioritization goals of fault detection and
fault localization, should one decide to use diagnostic test prioritization even in
the test phase (before the first failure). Consistently with previous literature [Jiang
et al., 2009a, Rothermel et al., 2001], we will use only single-fault data.

Table 4.5 shows the results in terms of the improvement percentage of the
APFD, metric with respect to RND. The values in boldface represent the best tech-
nique, with 95% confidence using the Bonferroni mean separation test.

Consistently with previous literature [Jiang et al., 2009a, Rothermel et al.,
2001], it can be seen how ADDST and FEP are the best performing techniques,
especially in the Siemens programs. For the larger SIR programs, however, RAPTOR
has the best performance, tied with ADDST.

Both observations are consistent with our previous findings [ Gonzalez-Sanchez
et al., 2011e] indicating that prioritizing for fault localization (independently of
the specific heuristic) tends to lower failure rates in some test suites. This reduced
performance is not a very serious problem in practice, given the 2% difference
between ADDST and RapTor. Only schedule?2 presents a significant reduction
of 9% for RapTor with respect to ADDST. However, the increased test effort is
completely outweighted by the large savings in residual diagnostic effort.

4.3 DiscussioN

In this section we analyze the results, discuss the threats to their validity, and
introduce some criteria aimed at choosing the right technique under varying cir-
cumstances.

Technique Analysis

It can be seen in our results that there are significant differences in the effectiveness
of each technique depending on the program. There is also a noticeable difference
between the Siemens programs and the SIR programs that influences the behavior
of ADDST, transforming it from the worst of all techniques, to a very suitable one.
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M;=1
RND ART ADDST : FEP RAPTOR SEQUOIA
pt| 093|096 +3% | 098 +5% |0.96 +2% | 097 +4% | 097 +4%
p2 | 094 | 096 +2% | 0.98 +5% | 0.99 +6% | 0.96 +3% | 0.98 +5%
re | 0.89 | 0.89 +0% | 0.88 -1% 1 092 +3% | 0.92 +2% | 0.93 +4%
sc | 095|095 -0% | 091 -4% | 0.95 -0% | 0.93 2% |1 094  -1%
821092093 +1% | 0.93 +1% | 0.90 -2% | 0.87 -5% | 0.92 +0%
tc | 0.81 | 0.84 +3% | 0.80 -2% | 0.79 -3% | 0.85 +5% | 0.80 -1%
ti | 0.97 | 0.97 -0% | 0.99 +2% | 0.98 +0% | 0.96 2% | 0.99 +1%
sp| 0.70 | 0.76  +9% | 0.79 +13% | 0.77 +11% | 0.82 +17% | 0.79 +13%
gz | 0.74 | 0.86 +16% | 0.95 +29% | 0.95 +29% | 0.96 +29% | 0.95 +29%
se | 0.75 ] 0.90 +19% | 0.94 +24% | 0.94 +25% | 0.97 +30% | 0.94 +24%
gr| 075081 +8% | 0.83 +11% | 0.81 +8% | 0.85 +14% | 0.82 +9%
£f1] 094|098 +4% | 098 +4% | 0.98 +4% | 0.99 +5% | 0.99 +5%

Table 4.5: Fault detection performance (APFD,)

To explain the difference in the effectiveness of ADDST and FEP between the
Siemens and SIR programs, it is necessary to explain the relationship between
coverage, and information gain. For simplicity of exposition, let us assume that
there is only one fault in the system, and that the fault will produce a failure
whenever covered (FNR=0%). Let us also assume that the coverage of a test case
is uniformly distributed throughout the program. In this situation, the fault will
always be at the top of the suspect ranking, possibly tied to other candidates. In
this simplified case, the information gain that a test provides is determined by the
reduction of the size of the top-ranked suspect set. Assuming there are |D| top-
ranked suspects, a test of coverage density p will reduce the top-ranked set to
|D| - p components if it fails, and |D| - (1 — p) if it passes.

Under these conditions, we show in Chapter 5 that the information gain heuris-
tic (Equation 3.6) can be modeled by

IG(D,p)=—plog,p — (1 —p)log,(1—p) (4.2)

which is optimal for p = 0.5 (50% coverage probability, which also corresponds to
50% failure probability in this case).

In real test matrices this density, p, is not uniform, but varies for each test. The
plot in Figure 4.3 depicts the coverage density histogram of a program from the
Siemens set, and a program from the SIR tools. The IG curve is added as reference.
Techniques like ADDST and FEB designed to maximize coverage, will tend to select
test cases with a very high p (so high failure probability) if they are available,
which will fall past the IG maximum. This is the case for the Siemens programs.
This affects their effectiveness greatly, as can be seen in our results. However, when
there are no tests past the IG maximum (very sparse matrices), as is the case for
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Figure 4.3: Coverage density distribution

space and the other SIR programs, ADDST and FEP are indirectly choosing tests
that are close to the optimum by maximizing coverage.

The performance of ART and especially RND depends on the random distri-
bution of the IG values of tests in the test suite across the curve in Figure 4.3.
This coverage distribution also explains the difference in the APFD, score between
Siemens and the SIR programs. For Siemens, RAPTOR and SEQuOIA lower the cover-
age, whereas for the SIR programs, they both maximize it, as ADDST does, hence
the similar scores.

The reason for the bad results of RapToR for the tcas program is due to the
program’s nature and some subtle assumptions underlying RapTor. First, tcas has
174 lines of code but only 9 ambiguity groups, which impacts severely the perfor-
mance of any similarity coefficient and makes any improvement in effectiveness
very small. Second, our sample of seeded faults in tcas and tot_info are not
uniformly distributed in the code, making RaPTOR less optimal. SEqQuoia, being
a dynamic technique, can adapt to this non-uniformity, but the errors in the FNR
estimation (which affect the IG heuristic) neutralize the gain.

Choice of Technique

We now analyze the factors that influence the decision to test for failures or faults
from the first test, and to use either RAPTOR, SEQUOIA, or an alternative.

Wait for the first failure? We have seen in our evaluation that the fault detec-
tion capability, i.e., the test effort it takes to detect the first failure, can be slightly
increased when using diagnostic test prioritization. The first question is whether
to perform diagnostic test prioritization from test 0, or only after the first failure,
since RapToR and SEQuoIA will return a moderately decreased APFD.. If the intro-
duction of a fault is unlikely, the best solution is to initially use ADDST or FEB and
switch to diagnostic test prioritization if a failure occurs. However, if the probabil-
ity of introducing a fault during development is very high, or if tests have a very
low FNR, it is better to start directly with diagnostic test prioritization since the
tests executed until the first failure is found provide the most valuable diagnostic
information (if chosen properly). The reduction of APFD, (increased test effort)
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is greatly outweighted by the much more substantial gains in terms of diagnostic
performance per unit of test effort. Therefore, even if it takes slightly longer to
detect a fault, the reduction in the testing effort required to precisely locate the
fault greatly compensates for this. Furthermore if coverage density p is very low,
diagnostic prioritization will provide a similar APFD, as FEP or ADDST.

RAPTOR or SEQUOIA? If using low-cost similarity coefficients, RAPTOR is the clear
choice. However, since SEQUOIA can potentially provide better results than RAPTOR
combined with Bayesian diagnosis, it is necessary to consider the advantages and
disadvantages of each technique.

1. Computational cost: Even though RapToR and SEQuoIA have a similar order
of complexity, RapTor is based on fast bit-wise operators, whereas SEQUOIA
is based on expensive floating point operations, and requires expensive prior
parameter determination. Furthermore, it must be taken into account that
SEQuUOIA must perform on-line prioritization, as the tests are executed, po-
tentially introducing a significant overhead.

2. FNR estimation quality: the IG heuristic used in SEQuoIA can be severely
affected by poor FNR estimations. If the variance of the samples used to
estimate each hj is high (as is the case for tcas), one should not consider
SEQUOIA.

3. Ambiguity and non-uniformity: a test matrix with very few and very large
ambiguity groups, or a system with extremely biased fault distribution can
cause problems to a static algorithm like RapTor. If the FNR estimation qual-
ity is good enough, one could opt for SEQuoia. Otherwise, the best would be
to opt for a random approach such as ART or RND.

Threats to Validity

The external validity of the results obtained with the Siemens programs can be
questioned given their small sizes. In order to strengthen the validity of our results
we provided validation experiments with larger programs such as the SIR tools,
showing that indeed, for larger matrices where such as the ones for the SIR tools,
the behavior of techniques is different.

The fact that we seeded artificial faults into our programs is a second threat
to the external validity of our results. From the point of view of the representa-
tiveness of mutation faults, they have become usual in test prioritization and fault
diagnosis literature [Rothermel et al., 2001, Wang et al., 2009]. Furthermore,
previous research [Andrews et al., 2005] claims that mutation faults have similar
characteristics to real faults. From the fault density point of view, we restricted the
experiment for the Siemens programs to 3 simultaneous faults to keep fault density
to a realistic level.
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The construct validity of the S metric to measure the gains in effectiveness is
another potential source of concern. We argue that this metric better models the
reduction in test and residual diagnostic effort than the effectiveness metric used
in [Jiang et al., 2009b] since we do not sample an arbitrary point during testing
but aggregate the evolution for all tests. Furthermore, since the residual diagnostic
effort depends on the diagnostic technique used, the fact that we used two different
techniques strengthens the construct validity of our results.

4.4 RELATED WORK

The influence of test-suite extension, reduction, modification, and prioritization
on fault detection and diagnosis has received considerable attention. Hao et al.
[Hao et al., 2005] study the effect of reduction of redundant tests on the Tarantula
SC [Jones et al., 2002], concluding that reduction may actually have a beneficial
effect on diagnosis. However, their conclusions partially contradict with those of
Yu et al. [Yu et al., 2008] for a larger sample of programs, who conclude that
test-suite reduction, especially coverage-based reduction, has a negative influence
on the quality of the diagnosis. In particular, Jiang et al. [Jiang et al., 2009b] show
how some prioritization techniques are worse than random sequencing and that
those which are better, do not provide a significant improvement. All the works
cited above study the effect of prioritization and reduction techniques that were
designed for fault detection, on fault localization. RAPTOR is, on the other hand,
designed with fault localization effectiveness in mind, to optimize the improvement
of diagnostic accuracy per unit of test effort.

Baudry et al. [Baudry et al., 2006] propose enhancing test suites by adding
new tests that increase the number of dynamic basic blocks (DBB) (i.e., sets of com-
ponents which are always covered together), thus reducing diagnostic uncertainty.
Their concept of DBB is equivalent to an ambiguity group, however, in their fitness
function they consider only the number of groups, and not their size. Furthermore,
the additional tests created by this technique are simply added to the test suite,
and thus there’s no guaranty they will be ordered appropriately, unless diagnostic
test prioritization is used.

Test case prioritization is a mature and active area of research whose most
common goal is to increase failure detection rate, which dates back to [Harrold
et al., 1993b, Wong et al., 1997]. The failure detection effectiveness of different
coverage-based prioritization techniques was studied by Rothermel et al. [Rother-
mel et al., 2001] that has already been discussed elsewhere in the chapter. In the
same way we propose some guidelines to choose the appropriate diagnostic priori-
tization technique, Elbaum et al. propose a set of guidelines [Elbaum et al., 2004]
for regression testing. Li et al. [Li et al., 2007] study different search algorithms
for coverage-based prioritization. Jiang et al. [Jiang et al., 2009a] propose a hy-
brid random and coverage-based prioritization technique (ART) which has already
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been discussed throughout this chapter. RarTor fundamentally differs from the
above prioritization techniques in that its main goal is not to optimize the rate of
failure detection, but to also minimize debugging effort. Cost-aware test prioritiza-
tion techniques have been proposed [Elbaum et al., 2001, Smith and Kapfhammer,
2009, Zhang et al., 2009] to address the cost variability problem.

Automated fault-localization techniques aim at minimizing residual diagnos-
tic effort when failures occur during the testing phase. Statistical approaches in-
clude [Abreu et al., 2009b, Jones et al., 2002, Liblit, 2008, Liu et al., 2005, Renieris
and Reiss, 2003, Wong et al., 2008]. A recent, probabilistic approach of acceptable
complexity is [Abreu et al., 2009a]. All the above approaches do not address test
sequencing to optimize diagnostic accuracy, and are essentially similar to RND.
Other approaches to fault localization include [Baah et al., 2008, Santelices et al.,
2009, Wang et al., 2009].

Sequential diagnosis aims at finding the test sequence that optimizes diag-
nostic performance based on the current test outcomes, applied to hardware sys-
tems [Raghavan et al., 1999]. Typically, only one fault is assumed present in the
system. The intelligent probing mechanism by Brodie et al. [Brodie et al., 2002]
uses a similar measurement of ambiguity for test matrix reduction (minimal set
of probes), applied to computer networks. If the system can have multiple faults,
sequential diagnosis complexity becomes exponential. In [Shakeri et al., 2000] an
approximation is described for systems with 0% FNR, an assumption which does
not hold for most software systems and test suites. In [Gonzalez-Sanchez et al.,
2010a], SEQuOIA, a near-optimal sequencing approach for multiple faults and tests
with false negatives, based on information gain, was introduced. However, SE-
QuoIA requires the precise determination of a number of input parameters that
may be very costly, unlike the robust alternative offered by RApTOR.

4.5 SUMMARY

In this chapter we presented a diagnostic test prioritization algorithm, RAPTOR,
that selects test cases by their ability to produce a refined diagnosis (fault local-
ization) rather than to produce a failure as early as possible (fault detection). Our
results show that RAPTOR’s test prioritization can significantly improve the reduc-
tion of residual diagnostic effort per executed test case, when compared to random
(RND), adaptive-random (ART), additional statement coverage (ADDST), and IG-
based (SEqQuoia) prioritization. When using similarity coefficients, RAPTOR pro-
vides a 38% and 15% average reduction in S with respect to the next-best (ART)
for single and multiple faults, respectively. In the case of Bayesian diagnosis, Rap-
TOR achieves a 13% and 39% average reduction of S with respect to the next-best
(ART) for single and multiple faults, respectively. Given its negligible impact on
fault detection capability (as measured by APFD.), RAPTOR can be used as the sole
test prioritization strategy during regression testing in many cases, especially when
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the probability of introducing defects is high.

We have observed that the characteristics of the program and test suite (cov-
erage density, ambiguity, FNR) can have a great impact in the effectiveness of all
prioritization algorithms. The following chapter will be devoted to modeling the
influence of these characteristics. An understanding of these factors will allow us
to define new criteria to be used to create new diagnostic test suites or improve
existing ones.
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Performance Modeling of
Prioritization Algorithms

Motivated by the fact that the diagnostic effectiveness achieved by the diagnostic
test prioritization algorithms SEQUOIA and RAPTOR is not always much better than
a randomly ordered test suite, we investigate what structural characteristics of the
coverage matrix induced by a test suite are desirable to obtain a good effectiveness.

In this chapter we present an analytical model and a simulation model to predict
the diagnostic effectiveness of test suites when prioritized with the information gain
algorithm. We show that, besides the size of the system itself, an optimal coverage
density and uniform coverage distribution are the most important test suite param-
eters. Our models allow us to decide whether using IG with our current test suite
will provide a good diagnostic effectiveness, and enable us to define criteria for the
generation or improvement of test suites.
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As seen throughout the previous chapters, not every test suite has the same

diagnostic power. This motivates the study of which characteristics of test suites
are beneficial for a good diagnosis.

The Test-for-Diagnosis (TfD) test criterion was defined as a way to express the

quality of a test suite for diagnosis [Baudry et al., 2006]. When a test suite cannot
produce sufficiently accurate diagnoses its quality can be enhanced by generating
new test inputs [Baudry et al., 2006]. However, is accuracy the only relevant
dimension of a good diagnostic test suite? Is a perfect diagnosis acceptable if it
required executing an disproportionately large number of test cases?

Diagnostic effectiveness, i.e., the rate at which the diagnosis improves, must also

be taken into account. Recent work has partially addressed diagnostic effectiveness

73
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by means of diagnostic (test case) prioritization [Gonzalez-Sanchez et al., 2011e].
By selecting test cases from the test suite by their fault diagnostic utility, diagnostic
effectiveness can be greatly enhanced. Although the results of diagnostic priori-
tization are very promising, some cases do not provide a large improvement over
random orderings (the default) or any other existing prioritization technique. This
is a clear sign that there must be inherent characteristics of a test suite that affect
the rate at which the diagnostic quality improves. For example, a regression test
suite that tests program features individually will eventually produce a very pre-
cise diagnosis (since only the feature being tested can be blamed for it) but does
not leave large room for improvement for any diagnostic prioritization algorithm
precisely because of the lack of coverage overlap between tests.

An understanding of characteristics such as coverage density and overlapping
will allow the definition of measurements. These measurements are not only useful
for predicting the quality of test matrices, but also for deciding what prioritization
algorithm to use, and as target criterion for the generation of new test suites.

In this chapter we present the following contributions:

1. An analytical model for the prediction of the diagnostic effectiveness of a test
suite, based on purely structural characteristics of the test coverage matrix.
Our model covers both the single and multiple-fault cases, and also covers
the case when tests can produce false negatives.

2. A simulation model for the prediction of diagnostic effectiveness for the cases
when the conditions of the validity of the analytical model are not met.

3. An evaluation of our models for synthetic matrices with uniformly distributed
coverage, and for coverage matrices corresponding to the test suites of 12
real programs.

Our results show that both models capture the main characteristics that influ-
ence the effectiveness of diagnostic prioritization. Our analytic model proves that
coverage density and coverage distribution are the two most important structural
parameters to take into account, together with the false negative rate (FNR) of the
test cases. Our simulation model produces the best predictions. However, it is not
directly based on structural test suite characteristics and relies on expensive simu-
lations, which is not suitable for usage in test generation algorithms that are based
on meta-heuristics such as genetic algorithms.

The chapter is organized as follows. Sections 5.2 and 5.3 discuss the charac-
teristics that have an influence on diagnosis effectiveness. Section 5.4 details the
experimental setup and discusses the results. Section 5.5 discusses the most rele-
vant related work. Section 5.6 wraps up the chapter and presents our future work
directions.



5.1. Preliminaries 75

5.1 PRELIMINARIES

Diagnostic performance is accounted in terms of a metric C; that measures the
percentage of excess effort incurred in finding all statements at fault [Abreu et al.,
2009a]. C, measures wasted effort, independent of the number of faults M; in
the program, to enable an unbiased evaluation of the effect of M; on C4. Thus,
regardless of M, C; = O represents an ideal diagnosis technique (all M, faulty
statements on top of the ranking, no effort wasted on testing other statements to
find they are not faulty), while C; = M — M, represents the worst case (testing all
M — My healthy statements until arriving at the M; faulty ones).

For example, consider the ranking (c;,,Cs, ¢, - ..), While ¢ is the actual fault.
In this case, the diagnosis leads the developer to inspect c¢;, and cs first. As both
statements are healthy, C; is increased with 2. The next statement to be inspected
is cg. As it is faulty, no more effort is wasted, and consequently, C; = 2.

Diagnostic effectiveness S, measures the evolution of diagnostic effort C; with
respect to the amount of tests that have been used so far.

S is expressed in terms of the area under the C; curve, and above the final C,
(i.e., C; once the N tests in the test suite have been executed), according to

Ca(n—1) = C4(N)
S = Z( MM, cl.) (5.1)

where C; represents test cost. This metric is more desirable than, e.g., the value of
C, after an arbitrary number of tests or the number of tests required to reach an
arbitrary C,;. The reason for this is that it avoids the definition of arbitrary perfor-
mance thresholds. Since we assume all faults are perfectly diagnosable, C;(N) =0

and that tests will have unit cost, C; = 1, Equation 5.1 can be simplified to

1 N
S=—— C -1 5.2
M — Mf - a(n ) (5.2)

5.2 PERFORMANCE PREDICTION

In this section, we study the characteristics of the coverage matrices of test suites, A,
that determine how fast the diagnosis will converge to its ultimate value, i.e., their
diagnostic effectiveness, S. To this end, we will model the diagnostic effectiveness
of information gain algorithms. Our objective is to obtain a model that depends
exclusively on structural parameters of the test suite, A. We first assume that only
one fault is present in the system. In the following section we will discuss what are
the implications when multiple faults can be simultaneously present in the system.



76 Chapter 5. Performance Modeling of Prioritization Algorithms

Best-case values

The first step to predict the behavior of both the diagnostic performance, C;, and
the diagnostic effectiveness, S, is to model the most optimal behavior for a diagno-
sis.

Under optimal circumstances and following our assumptions of no false nega-
tives, single fault, and perfect final diagnosis, each test case will provide IG =1,
i.e., the size of D will be halved. This is the optimal IG given that every test pro-
duces a binary outcome. Thus, it will take log,(M) tests to find the diagnosis.

Since at n = 0 (without any information) one has to traverse on average %
candidates, the ideal shape of the evolution of diagnosis effort will be a negative-
exponential decay

Co(m)=——-27" (5.3)

Therefore, the ideal diagnostic effectiveness for a system of M components (for
large M) corresponds approximately to

1 N
s~—J C,(n)dn~ ———
M-1), 2-1n(2)

Worst-case values

If the coverage matrix is so sparse or so dense that it contains either a diagonal of
1’s or a diagonal of O’s, there is no possibility for a negative exponential decay of
C, since the only possibility is to discard the components one by one. This causes

a linear decay of C,; by
C()_M—l 1
=Ty T

(each test eliminating only 1 component) and leads to an effectiveness value of

1 (M (M-1)
S=— C;(n)dn=——
M—1 ], 4

Uniform Coverage Matrices

Matrices of uniformly distributed coverage are used very often as synthetic bench-
mark for diagnosis algorithms to demonstrate near-best-case performance.

These matrices are obtained by uniformly distributing coverage across the ma-
trix, with a density of p. In other words, each test covers a random sample of pM
components. Conversely, each component is covered randomly pN times.

To understand the diagnostic effectiveness of uniform matrices, we must inves-
tigate the relationship between coverage density, p, and information gain. The
value of IG depends on how the D set is split by every test. The set D is split into
Dy of size p - |D| if the test fails, and into D, of size (1 — p) - |D| if it passes.
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As explained in Section 2.1, the probability of a test failing, corresponds to

Pr(o, =1) =) Pr(dy) - Pr(o;|dy)

There are a number of circumstances we can use to simplify this expression. First,
given the single fault assumption, Pr(d,) will be equal to I;TI for every candidate.

Second, given the no false negative assumption, Pr(o;|d;) = a;,. And third, given
the coverage uniformity assumption, there will be p - |D| covered. Following these
assumptions, we can rewrite failure probability as

_p-IDl

Pr(0i=1)—W—P

The information gain heuristic, therefore, can be rewritten as

1G(p, D) =10g,(ID[) — p -logy(p - [D]) = (1 = p) - 1og,((1 — p) - [D])

All |D| terms can be removed from the formula, simplifying the equation to

IG(p) = —p -log,(p) — (1 = p)-log,((1 = p)) (5.4)
The optimal IG = 1 value corresponds to p = 0.5. In the limit,
lim IG(p) = lil’{l IG(p)=0
ool

p—0*
which is also reasonable, since both a matrix filled with 1’s and a matrix filled with
0’s are not able to diagnose anything.

The evolution of C; for uniform matrices can be modeled then by adjusting the
exponential decay in Equation 5.3 by the IG(p) term:

M-1
Ca(n, p) = —— 2717 (5.5)
From this formula it can be seen how matrices with p = 0.5 provide ideal effective-
ness. Increasing or decreasing p will cause a reduced effectiveness. The density of
a matrix cannot be arbitrarily low or high without compromising its diagnosability
(the ability to uniquely distinguish all faults). There is a practical limit of p = ﬁ

that corresponds to the density of an identity matrix of size M x M.

This can be seen graphically in Figure 5.1 for M = 500, N = 1000 uniform ma-
trices. The points plot the real evolution of C;, based on Monte Carlo simulations
of IG-based diagnoses, whereas the lines correspond to the model’s prediction.

The diagnostic effectiveness for a system of M components with a uniform test
matrix (for large N) corresponds approximately to

1

1 N

Only if M is low this model will not hold since there is a practical minimum of
p= ﬁ which is ignored in the integration approximation of the discrete summation
in Equation 5.6.
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Figure 5.1: Real C; and prediction for M = 500 x N = 1000 uniform matrices

Influence of False Negatives and Uniform Matrices

In this section we derive the analytical model for uniform test matrices where tests
can produce false negatives. We will assume that all components have the same
false negative rate, h.
A test will cover p|D| components, therefore the probability of having a failure
is
pID
Pr(0i=1)=ﬁ'(1—h)zp'(1—h)

which leads us to think that the IG formula for false negatives contains

IG~—p(1—h)-log,(p)— (1—p(1—h)) log, (1—p(1—h))

These terms cannot be the only ones since this formula does not produce IG = 0
for p = 1. Let us take a more detailed look at what happens to entropy when
executing a test in which false negatives can occur.

As in the previous case, initially the diagnosis has an entropy equal to
H(D) = log,(|D[)

In case of failure, the tested candidates are the only ones that are kept in D
after the test (h does not matter) leading to

H(D;) =log,(ID|- p)
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In case of pass, the derivation is more complex. The probability of passing
corresponds to Pr(o; = 0) = 1 — p(1 —h). Two separate updates take place in a
passed test. For the non-covered components, their initial probability (ﬁ) is simply
divided by Pr(o; = 0). Since there are (1 — p) - |D| of these candidates, their part
in the H formula sum equals

q 1-p 1 ( 1 )
AT 1o pa-n 2 bl = p(—h)

For the covered components, their initial probability ﬁ is multiplied by h (fol-

lowing Bayes rule) and then normalized by Pr(o; = 0). Since there are p - |D| of
them, their part in the H summatory is given by:

1 h
Hy=—p i ya—ny % (|D|(1 —p( —h)))

By combining H, + Hjy, the entropy of the diagnosis after a pass, H(D,), results in

1 —
H(D,) = Tlp—h) - (log, |D| +log, (1 — p(1 —h)))

h
2 (og,(IDD -+ 10g, (1~ p(1 1) ~ og,(h)

All the pieces can be combined into the analytical model of IG resulting in

IG(p,h) == p (1 —h)-log,(p)
—(1-p(1—-h))-log, (1—p(1—-h)) (5.7)
+ p - h-log,(h)

which, for h = 0, reduces to Equation 5.4.

Figure 5.2 presents a 3D plot with p and h in the horizontal axes and IG(p,h)
in the vertical axis. It can be seen how the maximum possible IG value decreases
as h increases. Furthermore, as h increases, the optimum coverage density shifts
away from p = 0.5 towards lower densities.

Figure 5.3 shows how our model accurately predicts the effectiveness of uni-
form matrices with false negatives, for M = 500, N = 1000 uniform matrices. The
points plot the real evolution of C,(t, p,h), based on Monte Carlo simulations of
IG-based diagnoses, whereas the lines correspond to the model’s prediction.

Prediction for Multiple Faults

To address the possibility of a system containing M, > 1 faults, one can construct
a new matrix A’ with (Zi/lw) columns for all the combinations of M, faults, such that
f

columns correspond to diagnostic candidates of cardinality M.
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Figure 5.3: Real C; and prediction for M = 500 x N = 1000 uniform matrices,
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Figure 5.4: Information gain and coverage density

The coverage of A’ will be denser than the original A, since, for example, the
column for the combination {1, 2,3} will have 1’s whenever either a;; =1, a;; =1
or a;; = 1. Hence, the density in A’ is given by

p'=1-1-p)"

which can be substituted in Equation 5.4 to calculate the performance for any given
number of faults. Figure 5.4 shows the IG curve for different number of faults.

As can be seen, the optimal p is not the same, which has the very important
consequence that the coverage density of a test suite must be adapted to the esti-
mated fault density and system size to achieve an efficient diagnosis. The higher
the fault density, the lower the coverage density must be.

In the single-fault case, IG(p) can be used to calculate C,, since there is a direct
relationship between candidates d; and components c;. However, in the multiple
fault this relationship is more complicated since the model predicts the evolution
of the number of candidates, which overlap many components.

Figure 5.5 shows some empirical results on multiple-fault sequential diagnosis
using SEQUOIA for synthetic matrices of M = 50, N = 250. It can be seen how
increasing M, or p has a detrimental effect on effectiveness. The figure includes
fitted curves to

M
Cd f— . an
M;+1
where the MM—frl term adjusts the effort of finding M, faults by random inspection,
f

and «a is the fitted parameter, which is the real decay parameter of C;.
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Figure 5.5: C; evolution trends for multiple faults
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5.3 EFFECTIVENESS PREDICTION USING AMBIGUITY

The model for uniform matrices in Section 5.2 will cause imprecisions when ap-
plied to real program coverage matrices, because their coverage distribution is not
uniform. In fact, information gain per test choice will be far from constant during
the diagnosis. To address non-uniform coverage, we will model the rate of am-
biguity reduction of the test matrix, a measurement that is related to the entropy
of the test cases. If the ambiguity reduction rate is good, IG will be good. If the
ambiguity reduction rate is poor, IG will also have a poor performance.

As already explained in Chapter 4, as tests are applied, a test matrix A decom-
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poses the system into a partition G = g, g,,...,g; of subsets of all components
with identical columns in A. As the columns in such group are identical, any indi-
vidual component belonging to such set can never be uniquely identified as faulty,
hence the name ambiguity group. For example the matrix

110
A‘{001]

, 110
A‘[011

since the latter can be used to uniquely identify all the faulty components, while
the first one cannot distinguish between c; and c,.

has a higher ambiguity than

A numerical measurement for the ambiguity of a test matrix can be defined
based on the partition of ambiguity groups it generates, G, by taking into account
the probability of the system containing a fault belonging to each of the ambigu-

ity groups, times the residual diagnostic effort of each group. The probability of
|8

group g; occurring is Pr(g;) = ﬁl’ and the residual diagnostic effort in such group
corresponds to C; = 1871 " The formula for the average diagnostic ambiguity is
then
G(A)—ilgil-lgi|_1 (5.8)
M 2 '

i=1
and represents the expected (i.e., average) value of the diagnostic effort once the
tests in A have been applied.

Algorithm 6 Ambiguity Reduction Estimation
A0
M-1
S
forl — 1,N do
i = argmin (G(Al|¢t;))
t

A< Allt;

S — S+ G(A)
return S

Algorithm 6 computes the evolution of G(A) in a greedy way. At each step, it
selects the test that minimizes the ambiguity of the matrix and appends the test to
the matrix (operator ||) . Initially the diagnosis is totally ambiguous (C; = MT_l .
At every iteration, a test t; is selected, such that, when concatenated to the matrix,
it minimizes its ambiguity.

Obtaining the partition G has O(M) time complexity when done incrementally.

This has to be repeated N times per choice, for N choices. The complexity of
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Algorithm 6 is O(MN?2), similar to IG but with a much lower constant, and it must
be done once instead of being repeated a large number of times.

5.4 EXPERIMENTS

We have already shown the accuracy of our model with uniform matrices. With
our experiments we want to evaluate the accuracy of our model when applied to
real program matrices.

Experimental Setup

For our study, we use a set of seven test programs known in fault localization
literature as the Siemens set [Hutchins et al., 1994], and five programs from the
Software Infrastructure Repository (SIR) [Do et al., 2005]. Each program has a set
of test inputs that ensures full code coverage. Table 5.1 provides more information
about the programs (for more detailed information refer to [Hutchins et al., 1994]
and [Do et al., 2005]). Although the Siemens set and SIR programs were not
assembled with the purpose of testing fault diagnosis techniques, it is typically used
by the research community as the standard set of programs to test their techniques.

Program LOC | Tests Description
print_tokens 563 | 4130 Lexical Analyzer
print_tokens2 | 509 | 4115 Lexical Analyzer
replace 563 | 5542 Pattern Matcher
schedule 412 | 2650 | Priority Scheduler
schedule?2 307 | 2710 | Priority Scheduler
tcas 173 | 1608 Aircraft Control
tot_info 406 1052 | Information Measure
sed 7125 | 370 Stream Editor
space 9126 | 150 ADL Compiler
grep 13287 | 809 String Matching
gzip 7933 | 210 Data Compression
flex 14194 | 107 Lexer Generator

Table 5.1: Set of programs and versions used in the experiments

The coverage matrix A of each program is obtained by instrumenting each of
the programs with Zoltar [Janssen et al., 2009] to obtain the statements cov-
ered by each test case. Type and variable declarations and other static code, which
are not instrumented by Zoltar, are excluded from diagnostic rankings and effort
calculations. Since in this chapter we assume every component is uniquely diag-
nosable, we combine the columns of ambiguity groups into a single one. Since we
assumed no false negatives can occur, we can also combine identical rows. This
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caused some programs to dramatically drop the number of effective number of
rows and columns. The final sizes of the test matrices are shown in Table 5.2.

To obtain the fault diagnosis effectiveness S of each test suite we simulated
the occurrence of 100 individual faults, and applied Bayesian diagnosis for 10 IG-
ordered test sequences, recording the evolution of C,;(n) for each applied test case.
These S values are compared and fitted to each of the different predictions.

The results of our empirical validation are shown in Table 5.2. Column “ES”
represents the prediction according to the negative exponential model of Equa-
tion 5.6. The “AS” column contains the value of S predicted by the ambiguity
reduction approach of Algorithm 6. Figure 5.6 presents the scatter plots of each
model’s prediction. Each of the plots contains the correlation coefficient and rela-
tive error with respect to S. A trend line is also added to the plot. Since the model
has a large dependence on M, we divide C;(n) by M — 1 in order to eliminate
program size from the measurement and make the error caused by non-uniformity
more visible.

Measurement of effectiveness

The first conclusion to be drawn from our results is that, despite being approxi-
mate models, both of them present a good correlation and moderate relative error.
Second, it can be seen that our effort to obtain better predictions, taking non-
uniformity into account by using the ambiguity reduction method does provide
better results. AS presents a higher correlation, although no great improvement
is achieved. In fact, the relative error of AS (17%) is larger than ES (12%). It
must be noted that AS requires costly computations and that it is not based on
structural properties of the test suite but on the simulation of a simplified IG pro-
cess. Therefore, the negative-exponential model is more interesting since it relates
directly the structural properties of the coverage of the test suite to effectiveness.
Moreover, since coverage density is extremely cheap to calculate, it can be used
on test generation algorithms (e.g., genetic algorithms) as fitness function for the
addition of new test cases to the test matrix, which is one of the main motivations
for this chapter.

Evolution of Performance

To further understand the sources of imprecision for each of the measurements, the
plots for the actual and predicted C,; evolution are shown in Figure 5.8, together
with the probability distribution function of the component-wise IG(p) for each
matrix.

The results show how, in some cases, the analytic model for uniform matrices
produces very optimistic results. Especially in the cases of grep and space. The
source for this imprecision is a relatively low coverage density paired to a very non-
uniform distribution of coverage per test. Because the coverage distribution is not
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Program M| N o S ES AS
print_tokens | 48|1840|0.4869| 32.6180| 33.9202| 37.9167
print_tokens2| 63|1721|0.5228| 43.5736| 44.7908| 48.2937

replace 90|2023|0.4583| 64.1245| 64.5239| 71.1500

schedule 39| 460(0.5978| 26.0262| 28.1948| 27.8077

schedule2 32| 663(0.6811| 20.8010| 24.7586| 23.5313

tcas 13 8(0.4904| 7.4808| 8.6585| 8.1538
tot_info 32| 170(0.6483| 20.7483| 23.9026| 26.5625
sed 291| 172)0.3750|237.0460 |219.1694 | 281.0636
space 479| 457)|0.2045|681.1022|471.8260|938.8111
grep 404| 694|0.2565|486.0986|353.9141 | 584.2129
gzip 95| 161|0.3720| 77.4090| 71.2136| 94.0158
flex 86| 104|0.4488| 61.9395| 61.7828| 67.5640

Table 5.2: Experimental results on real programs

uniform, the information gain per test will not be a constant during the diagnosis,
altering the shape of C;. It can be seen how initially both model and real behavior
agree and, at some point where the information gain decreases, the descent of IG
slows down. These can be explained by looking at the histograms, that represent
the probability density function of the coverage density, per test, and the shape of
the IG(p) curve. Test suites with a good effectiveness have a majority of tests with
large IG values, whereas space or grep have a small number of tests that provide
a fast C; decay, and quickly transition to the majority of tests with low IG.

The AS simulations are affected by non-uniformity, and it can be seen how the
AS descent slows down. However, because AS is not IG-based, but a simplified
version of it, AS evolves more slowly causing an overestimation of the diagnostic
effort and effectiveness.

5.5 RELATED WORK

To the best of our knowledge, there is no previous work on metrics to predict the
diagnostic effectiveness of a test suite. There are, however, different works on test
suite analysis that are aimed at measuring either the diagnostic or failure detection
capabilities of test suites.

Test suite reduction and selection techniques include either explicitly or im-
plicitly a measurement of the fault detection capability of a test suite. Regression
test suite reduction techniques have the aim of eliminating obsolete and redun-
dant tests [Harrold et al., 1993a, Rothermel et al., 1998, Heimdahl and George,
2004]. Test case selection [Rothermel and Harrold, 1993, Rothermel and Harrold,
1996, Rothermel and Harrold, 1997] for regression testing is based on the same
principle, but applies the reduction on every execution to remove tests that have
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not changed their outcome. Our measurement of diagnostic effectiveness can be
used as base for defining criteria for test suite reduction and selection.

Baudry et al. [Baudry et al., 2006] propose enhancing test suites by adding
new test cases that increase the number of dynamic basic blocks (i.e., reduce the
size of ambiguity groups), thus reducing diagnostic uncertainty, hence, C;. Their
approach does not guarantee improving diagnostic effectiveness. Brodie et al. per-
form test suite reduction with the criterion of diagnostic ambiguity in the computer
networks domain [Brodie et al., 2002].

Prior research work has tried to establish the connection between fault detec-
tion and fault localization capabilities. Hao et al. [Hao et al., 2005] study the effect
of reduction of redundant tests on the Tarantula SC [Jones et al., 2002], conclud-
ing that reduction may actually have a beneficial effect on diagnostic performance.
However, their conclusions partially contradict with those of Yu et al. [Yu et al.,
2008] for a larger sample of programs, who conclude that test-suite reduction, es-
pecially coverage-based reduction, has a negative influence on the quality of the
diagnosis. Unlike these works, our research focuses on the influence of the test
suite in diagnostic effectiveness, rather than on diagnostic or fault detection per-
formance.

5.6 SUMMARY

In this chapter we have presented an analytical model and a simulation algorithm
to predict the diagnostic effectiveness of test suites prioritized with the information
gain algorithm, which is known to deliver the best diagnostic effectiveness.

Our research is motivated by our observation that the improvements on di-
agnostic effectiveness achieved by the information gain algorithm is not always
much better than a randomly ordered test suite. We have investigated what struc-
tural characteristics of the coverage matrix induced by a test suite are desirable to
obtain a good effectiveness.

Thanks to our models, we are now able to decide whether the computationally
intensive IG will provide a good diagnostic effectiveness, or whether we should opt
for a different prioritization technique, or even no prioritization. Second, given
its low complexity, we can use our analytical model to define a test criterion for
the generation or improvement of test suites. It can, for example, be integrated as
fitness function in a genetic algorithm as it is done in [Baudry et al., 2006] with
the TfD criterion.
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Runtime Testability Measurement

Runtime testability is the degree to which a system or a component facilitates runtime
testing without being extensively affected. Runtime testability is based on two main
pillars: test sensitivity, which characterizes which operations interfere with the state
of the running system during testing, and test isolation, which are the means test
engineers have of preventing test operations from interfering with the system.

Ultimately, the implementation of isolation measures can be represented as a cost.
In order to test the system, an additional expense in the test preparation phase is
required, in terms of the cost of isolation techniques. Therefore, the preparation costs
need to be minimized, by means of a preparation plan an optimal combination of
modules of the system that have to be made runtime testable.
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Critical and high-availability systems, such as air traffic control systems, sys-
tems of the emergency units, and banking applications, are becoming more and
more complex and dynamic. The number and complexity of the components that
form the systems is growing. Moreover, in the case of Systems of Systems, or
Service Oriented Architectures components may not be available until deployment

time, e.g., third party external services. Components can be even unknown at
deployment time.

The testing process of these kind of systems was traditionally performed ei-
ther in a separate, identical copy of the system, or by taking the system off line.
This cannot be done anymore for modern systems such as the ones already men-
tioned [Brenner et al., 2007a, Dumitras et al., 2009, Gonzalez et al., 2008b]. In
a service-oriented system where many services are external to the organization,
duplicating the system’s components and their context is too complex, if possible

91
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at all. Taking the system off line is also not possible given the high availability
requirements of such systems.

Runtime testing is emerging as the solution for the validation and acceptance
testing of the above systems. Runtime testing is a testing method that has to be
carried out in the final execution environment of a system. It has been proposed
for component-based systems [Brenner et al., 2007b, Gonzalez et al., 2008a, Suli-
man et al., 2006], web services [Brenner et al., 2007a], and for Java applica-
tions [Murpy et al., 2009].

Testing cost needs to be minimized, while maximizing the confidence in the
integrated system. Many approaches have been aimed at optimizing the trade-off
between coverage and execution cost [Elbaum et al., 2002, Li et al., 2007, Smith
and Kapfhammer, 2009, Yu et al.,, 2008], or between reliability and execution
cost [Huang and Lyu, 2005, Okumoto and Goel, 1980]. However, in practice many
parts of the system cannot be tested because they would affect the system in critical
ways that are difficult to control or impossible to recover from. For instance, firing
a missile while testing part of a combat system. In order to test those parts, an
additional expense in the test preparation phase is required, both in software de-
velopment, (e.g., test wrappers, testable components, simulators) and in hardware
(e.g., an extra processor, more memory, higher capacity data links). Therefore, not
only the execution costs of testing, but also the preparation costs need to be mini-
mized, by means of a preparation plan: an optimal combination of modules of the
system that have to be made runtime testable.

Runtime testability, therefore, constitutes an upper bound on what can be subse-
quently achieved in the test execution phase. The optimization problem of prepara-
tion cost with respect to runtime testability has only been addressed very recently.
Previous work [Gonzdlez et al., 2009a, Gonzalez-Sanchez et al., 2009] defined
runtime testability in terms of coverage, and introduced RTM (Runtime Testability
Measurement) to predict the runtime testability of a system based on its structure
and the location of untestable components.

In particular, this chapter makes the following contributions:

1. We present a new, improved model and definition of RTM that drops the most
unrealistic assumptions.

2. We provide a measurement-theoretical characterization of RTM. We prove
that it fulfills the requirements of a ratio scale metric, allowing us to perform
arithmetic and statistical operations meaningfully.

3. We perform an empirical evaluation of RTM based on experiments performed
on two real systems, demonstrating the improvement with respect to the old
definition of RTM.
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Figure 6.1: Qualitative factors that affect runtime testability

The chapter is organized as follows. Section 6.2 introduces RTM. In Section 6.3
its theoretical characterization is performed. The empirical study on the accuracy
of RTM is presented in Section 6.4. Related work is presented on Section 6.5.
Section 6.6 wraps up the chapter and addresses future work.

6.1 RUNTIME TESTABILITY

Runtime testing will interfere with the system state or resource availability in un-
expected ways, as the production state and data of the system will mix with the
testing. Even worse, test operations may trigger events outside the system’s bound-
aries, possibly affecting the system’s environment in critical ways that are difficult
to control or impossible to recover, e.g. firing a missile while testing part of a com-
bat system.

The fact that there is interference through runtime testing requires an indicator
of how resilient the system is with respect to runtime testing, or, in other words,
what adverse effects can be caused by tests on the running system. The standard
definition of testability by the IEEE can be rephrased to reflect these requirements,
as follows:

Runtime Testability is (1) the degree to which a system or a component fa-
cilitates runtime testing without being extensively affected; (2) the specifi-
cation of which tests are allowed to be performed during runtime without
extensively affecting the running system.

This definition considers both (1) the characteristics of the system and the extra
infrastructure needed for runtime testing, and (2) the identification of which test
cases are admissible out of all the possible ones.

Runtime testability is based on two main pillars: test sensitivity, and test iso-
lation. We will introduce the main factors that have an impact on both of them.
Figure 6.1 depicts a fish bones diagram of them.
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Test Sensitivity

It characterizes which operations, performed as part of a test, interfere with the
state of the running system or its environment in an unacceptable way. In this
section we will describe four of the main factors that have an influence on the
test sensitivity of a component: a component having internal state, a component’s
internal/external interactions, resource limitations, and system availability.

Component State

Knowing if the component exhibits some kind of external state (i.e. the result of an
input does not depend only on the value of the input itself, but also on the value of
past inputs) is an important factor of test sensitivity. In traditional “off-line” testing,
this is important because the invocation order will have an effect on the expected
result of the test. In the case of runtime testing, knowing if a component has state
is important for two additional reasons. Firstly because the results of runtime tests
will be influenced by the state of the system if not handled correctly, and secondly;,
because the state of of the system could be altered as a result of a test invocation.

An interesting distinction, made in [Brenner et al., 2007a], is whether the state
of the component under test can influence in the states of other components other
than the tester component (i.e. each user sees the same common state) or not (i.e.
each user sees a different state).

Component Interactions

On many occasions, components will use other components from the system, or
interact with external actors outside the boundaries of the system. These interac-
tions have the potential of initiating other interactions, and so forth. This means
that the runtime testability of a component depends on the runtime testability of
the components it interacts with during a test.

All these interactions will likely cause interferences with the state of the running
system by changing the state of any of the components in the collaboration. In
some cases, some of these interactions will cross the boundaries of the system and
affect the states of other systems, and this may be difficult to prevent and fix. In the
worst case, the interaction will reach “the outside world” by sending some output
that will enable a physical output that may be impossible to undo, for example,
firing a missile.

The main implication of interactions, besides altering the real world, is that the
runtime testability of a system cannot be completely calculated if the some of the
components are not known (something very common in a dynamic system like a
Service Oriented System).
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Resource Limitations

The two previous sensitivity factors are mainly affecting functional requirements of
the system. However, runtime testing may also affect non-functional requirements.
Because runtime tests will be executed on the running system, the load of these
tests will be added to the load caused by the normal operation of the system. In
some cases it will exceed the available resources of the system such as processor or
memory usage, timing constraints, or even power consumption restrictions.

Appropriate measures such as the ones presented later on this chapter, must be
implemented to ensure that runtime tests do not affect the availability of resources
for the components that need them, or that, if the availability is impaired, the
affected components can recover.

Availability

The availability requirements of the system in which the testing is going to be
performed is also a factor. There exist two possibilities: if the component is going
to be active only for testing purposes (exclusive usage), or for both the testing and
normal service (shared usage). In a shared configuration two distinctions can be
made: blocking and non-blocking. The first means that production operations will
be blocked or rejected while the test is being performed, impairing the availability
of the services provided by the components. If a component has a high availability
requirement, runtime testing under this circumstances cannot be performed. In the
second case, test invocations can be interleaved with production invocations and
the component is able to distinguish between testing and production requests.

Test Isolation

Test isolation techniques are the means test engineers have of preventing test op-
erations from interfering with the state or environment of the system, and of the
production state and interactions of the system from influencing test results. There-
fore, they represent the capability of a system to enable runtime testing by provid-
ing countermeasures for its test sensitivity.

A prerequisite for applying test isolation techniques is a prior study of test sen-
sitivity in order to find the runtime testability issues that will make runtime testing
to (partially) fail. In the following paragraphs we present some ideas for the de-
velopment of test isolation techniques that could be evaluated in further work, by
using our measurement in terms of testability gain and implementation effort.

State Separation

State separation techniques are the counterpart of state sensitivity. They aim to
separate the in-service state of a component from the testing state. If the com-
ponent has an observable state, Suliman et al. [Suliman et al., 2006] propose a
solution based on three levels of sophistication. The first level consists of block-
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ing the component operation while it is being tested. The second level proposes
cloning the component with special support from the runtime environment. The
last level relies on special testing sessions supported by the tested components to
provide state isolation on components that cannot be cloned easily.

Interaction Separation

Interaction separation can be applied to component interactions that propagate
through the system and affect other components, and, in particular, the external
environment of the system. When interactions cross the system boundary two pos-
sible isolation solutions can be foreseen: omission of the output, or simulation.
Omission of an output consists of suppressing the output, as if it had never oc-
curred. This is possible only if the rest of the test does not depend at all on the
effects that output might have. If a response is expected, in the form of an input or
external event, then the external system will have to be replaced by a simulator, or
a mock component.

Resource Monitoring

To prevent test cases from exhausting the resources of the system, resource moni-
toring techniques can be applied. A simple monitoring solution would be to deny or
postpone the execution of the test case if this needs more resources than currently
available, for example if system load grows over a certain threshold [Brenner et al.,
2007b]. A more advanced possibility would be to allow components and tests to
negotiate the resources needed for specific tests.

Scheduling

Tests can be scheduled to preserve the availability of the components, aiming to
control how, in what number, and at what moment test cases are allowed to be
executed in the system. For example, some test cases would only be executed when
the component is less needed, akin to what was proposed for the reconfiguration
phase in [Matevska and Hasselbring, 2007]. If a component is blocked by a test,
but there is a certain service operation that cannot be put on hold anyway, the test
case could be pre-empted from the system to satisfy the service call.

6.2 RUNTIME TESTABILITY MEASUREMENT

Runtime testability is the degree to which a system can be runtime tested. A numer-
ical measurement for the runtime testability of a system can be defined in terms
of what amount of fault sites in the system can be runtime tested, relative to the
maximum test coverage attainable by the system testers under runtime testing con-
ditions.

Runtime testability can be expressed empirically by the maximum coverage that
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can be reached by runtime tests, defined as
ERT = |Cov| (6.1

where Cov represents the set of possible fault sites (according to a coverage crite-
rion) which can be covered by runtime tests. The rationale behind this definition
is that if a fault site cannot be exercised in testing, the number of faults that re-
main undetected in the system after runtime testing will be higher, i.e., the fault
detection capability of tests will be higher.

Naturally, we need to predict the value of runtime testability before actually
implementing the preparations if we are to use runtime testability in planning.
The Runtime Testability Measurement (RTM), was defined with this purpose. It
focuses on the preparation costs, predicting runtime testability independently of
the nature of the runtime tests that may be performed. In this section we will
present the formal definition of RTM and the prediction model used to obtain it.

Model of the System

Systems are formed by components bound together by their service interfaces,
which describe the operations supported by the given service. Furthermore, we
cannot assume that service interfaces work in isolation. Some of them will require
other services in the system (“required” interfaces of a component). Therefore, our
model has to consider dependencies both internal to a component (i.e., to offer a
service, the component requires other), and external (i.e., binding to the actual
provider of the required service). It must be taken into account the fact that op-
erations can be used in tests only if the operations they depend on can be used,
transitively.

In order to estimate the runtime testability of a system, we use a dependency
graph, which captures the architecture of the system at the moment of testing.
This way of representing dependencies is known as Component Interaction Graph
(CIG) [Wu et al., 2001].

A CIG is defined as a directed graph with weighted vertices, CIG = (V,V,, E, c),
where

e V =V, UV;: vertices in the graph, formed by the union of the sets of provided
and required operations by the components’ interfaces.

e V, € V: input operations to the system, i.e., operations directly accessible to
test scripts.

e £ CV xV: edges in the graph, representing dependencies between opera-
tions in the system. E.g., if (v;,v,) € E, v; depends on v,.

e ¢ : V — R*: function that maps a specific operation to the preparation cost
that is going to be optimized. This function could be n-dimensional but for
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the sake of simplicity in the rest of the chapter we will assume a single di-
mension.

Although a very simple model, the runtime dependency graph has two main
advantages. First, it is detailed enough to identify key runtime testability issues
to the individual operations of components that cause them. Second, it is simple
enough so that its derivation from the component’s design and the system’s runtime
architecture is easy, and its composition is a tractable problem.

Because of the lack of state and control flow information in the CIG model, the
following assumptions are made about the actual behavior of the system:

1. Control flow paths are independent.

2. When the control flow reaches an operation (vertex) it will always propagate
to all dependencies (edges).

The first assumption is needed because the CIG does not reflect data depen-
dencies between different operations, i.e., the fact that in order to be able to follow
a certain path, some other paths have to be followed first. For example, if a user
authentication path is not testable, paths requiring an authenticated user will not
be testable either. This assumption then does not hold in that case.

The second assumption is necessary because we do not know which edges in
the CIG will be traversed by a test case. In the extreme case, the interaction might
propagate through all edges, affecting all reachable vertices.

These assumptions will be a source of imprecision, the impact of which will
be evaluated in Section 6.4. In future work, the model will be extended with
additional information to relax these two assumptions.

Definition of RTM

Following our model and assumptions, the total preparation cost needed to involve
an operation in a runtime test, taking into account the individual preparation costs
of all the operations it depends on, is defined as

C)= D cv) (6.2)

V€S,

where v; and v; are operations, and S, is the set of successors of vertex v,, i.e., all
the vertices reachable from v; including v; itself.

The initial definition of RTM considered only those operations where C(v;) =0,
defining RTM as

RTM,; = |{v, €V : C(v;) = 0}] (6.3)
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This definition assumed that any operation on any interface of any component
in the system can be invoked directly by test scripts, i.e., that every operation is
an input operation. This is unrealistic in most cases. In this chapter we drop this
assumption by means of the set of possible input vertices V;, by requiring that
operations can be reached from a testable input vertex v, € V,, i.e., that v; € S,
and whose C(v,) = 0. RTM can be then defined as

RTM =[{v;€V:C(v)=0 A v, €V :v; €S, AC(vy) =0} (6.4)

This value can be divided by |V| in order to obtain a normalized metric that one
can use to compare the runtime testabilities of systems with different number of
vertices. However, such application has important implications on the theoretical
requirements on the metric, as we will observe in Section 6.3.

6.3 THEORETICAL VALIDATION

In this section, we establish the characteristics of the RTM measurement from a
measurement-theoretical point of view. It allows us to identify what statements
and mathematical operations involving the metric and the systems it measures
are meaningful and consistent. We will concentrate (1) on RTM’s fundamental
properties, and (2) on its type of scale.

Fundamental Properties

In this section, we will study the properties required for any measurement. These
properties determine whether RTM fulfills the minimal requirements of any mea-
surement, i.e., whether it actually creates a mapping between the desired empirical
property and the characteristics of the system, that can be used to classify and com-
pare systems. The properties were described by Shepperd and Ince in [Shepperd
and Ince, 1993] through an axiomatic approach.

1. Axiom. It must be possible to describe the rules governing the measurement.
This is satisfied by the formal definition of RTM and the CIG.

2. AxioMm. The measure must generate at least two equivalence classes.

dp,q € CIG :RTM(p) #RTM(q)

The two different CIGs in Figure 6.2 are assigned two different RTM values,
therefore proving this axiom. A node marked with a x represents an operation
where c(v) > 0.
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RTM =0 RTM = 2

Figure 6.2: Two equivalence classes for RTM

3. AxioMm. An equality relation is required.

This axiom is satisfied given that our measurement is based on natural numbers,
for which an equality relation is defined.

4. AxioM. There must exist two or more structures that will be assigned the same

equivalence class.
dp,q € CIG:RTM(p) =RTM(q)

Figure 6.3 shows a collection of systems belonging to the same equivalence
class, proving this axiom.

RTM = 2 RTM = 2
Figure 6.3: Equivalent CIGs for RTM

5. AxioM. The metric must preserve the order created by the empirical property it
intends to measure. This axiom is also known as the Representation Theorem.

Vp,qeCIG:p>=q & RTM(p) >RTM(q)
rt

where = represents the empirical relation ‘more runtime testable than’.
rt

This last axiom means that for any two systems, the ordering produced by the
empirical property “runtime testability” has to be preserved by RTM. It is possible



6.3. Theoretical Validation 101

to find systems for which this axiom does not hold for RTM, because of the as-
sumptions that had to be made (see Section 6.2). However, we can empirically
assess the effect of these assumptions on the consistency and accuracy of RTM. An
empirical study about the accuracy of RTM is presented in Section 6.4.

Type of Scale

The theoretical characterization of the metric’s scale type (i.e., ordinal, interval, ra-
tio, absolute) determines which mathematical and statistical operations are mean-
ingful. This is important, because certain optimization algorithms require specific
mathematical operations that might not be meaningful for RTM, for example for
defining heuristics as we will see in Chapter 7.

The weakest type of scale is the ordinal scale, i.e., such that RTM creates an
order of systems in terms of runtime testability. Assuming RTM satisfies Axiom 5,
i.e., it preserves the empirical ordering of runtime testability, then, by definition,
RTM defines a homomorphism from runtime testability to the Natural numbers.
Therefore, by the ordered nature of Natural numbers, we can assert that RTM can
be used as an ordinal scale of measurement. As will be noted in Section 6.4, in
practice this is true only for systems in which our assumptions about control flow
and dependencies hold.

Above ordinal scales, we can find ratio scales, which allow comparisons of the
distances between values, and with an absolute zero value. In order to be able
to use RTM as a ratio scale measurement, in addition to the requirements for the
ordinal type of scale being satisfied, a concatenation operation with an additive
combination rule [Zuse, 2000] must exist.

When defining such concatenation operation, our goal is to compare systems
or solutions for the same system. It’s not necessary to consider, thus, the influence
of adding or removing connections between two disjoint systems when combined.
Therefore, a meaningful concatenation operation for this goal is creating the union
of both systems by disjoint union of their CIG models. This operation, U : CIG X
CIG — CIG, can be defined as AUB = (V, V|, E, c), where

e V=V, UV,

® Vo= VoaU Vg

[ ] E = EA U EB
c(v) ifvey,

* )= cs(v) ifveVyy

For this concatenation rule, the additive combination rule

RTM(AUB) =RTM(A) + RTM(B) (6.5)
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can be used. Therefore, RTM can be used as a ratio scale with extensive struc-
ture (e.g., like mass or length), with respect to the disjoint union operation. The
practical implications of these properties are discussed on Section 6.3.

Relative Values

If we divide the values of RTM by the total number of operations, |V|, we can
obtain the relative runtime testability (rtm), to compare systems in relative terms.
This transforms the measurement from a count into a ratio. Ratios, as percentages
have an absolute scale [Zuse, 2000] and cannot be combined additively. For the
runtime testability ratio and disjoint union concatenation operator, we can define
the combination rule

rtm(AUB)=a-rtm(A)+ (1 —a)-rtm(B) (6.6)

where a = [V,|/(|Va] + [V3]).

This combination rule is not additive, in order to state the effect of a combina-
tion of two systems we need more information than RTM, namely the size relation
a.

Summary

We will highlight the most relevant practical implications of the theoretical prop-
erties of RTM obtained in the previous section.

Because we proved that RTM fulfills the minimal properties of any measure-
ment, RTM can be used to discriminate and equalize systems. Therefore, the state-
ments ‘system A has a different runtime testability than B’, and ‘systems A and B have
the same runtime testability’, are meaningful. Moreover, as we proved RTM has an
ordinal scale type, RTM can be used to rank systems. The statement ‘system A has
more runtime testable operations than B’ becomes meaningful, and this enables us
to calculate the median of a sample of systems, and Spearman’s rank correlation
coefficient.

Furthermore, by proving the ratio scale for RTM, it can also be used to rate sys-
tems, making the statement ‘system A has X times more runtime testable operations
than B’ a meaningful one. This allows performing a broad range of statistic opera-
tions meaningfully, including mean, variance, and Pearson’s correlation coefficient.

RTM can also be used alone to reason about the composition of two systems.
Due to its additive combination rule, ‘systems A and B composed, will be RT M(A) +
RTM(B) runtime testable’ is a meaningful statement, provided that A and B are
disjoint. This is not true for the relative rtm, as additional information about
the relationship between the systems (a, the size relation between the systems) is
needed.
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6.4 EMPIRICAL VALIDATION

In this section we conduct a number of experiments in order to empirically de-
termine how accurate RTM is with respect to the empirical property of “runtime
testability” (ERT).

Two systems were used in the experiment: (1) AISPlot, a system-of-systems
taken from a case study in the maritime safety and security domain, and (2)
WifiLounge, an airport’s wireless access-point system'. For the experiments in this
chapter we will not use the real preparation costs c;, but random costs, as we ex-
plain in the next subsection.

Experimental Setup

To obtain the value of RTM, vertices are first classified into testable and untestable
by means of C(v) (see Eq. 6.2). To obtain the value of C(v), we assumed that
execution always propagates through all branches. This will introduce cases where
the cost will be overestimated, leading to a number of false positives (i.e., vertices
classified as not testable when they are testable in reality). Conversely, the assump-
tion that paths are independent will produce cases where cost is underestimated,
introducing false positives (i.e., vertices classified as testable when they are not
testable in reality). Therefore, our goal is to assess the influence of the assump-
tions made in order to keep the model simple, in the number of false positives and
false negatives of this classification, and in the final value of RTM.

In order to have a baseline for comparison, the naive approach of just count-
ing directly testable operations was used, in addition to RTM,;; and RTM, This
measurement is defined as:

NTES =|{v; €V : c(v;) = 0}| (6.7)

For this experiment we are not so much concerned about the preparation cost
(as any c(v;) > 0 will have the same effect regardless of the concrete value of c(v;)),
but about the fact that a vertex is testable or not. 500 variations of the AISPlot and
WifiLounge systems with different RTM values were generated by choosing the
untestable vertices by randomly sampling in groups of increasing size from 2 to 30
untestable vertices.

The value of ERT to perform the comparison was obtained by executing an
exhaustive test suite in terms of vertices and execution paths. The set of opera-
tions covered when executing each test case was recorded. If a test case used any
untestable operation, none of the operations covered by the test were counted. The
validity of this approach is discussed in Section 6.4.

'http://kraken.cs.cas.cz/
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Results
From each system and metric pair in this experiment, we recorded the following

data:

e M,,,: Set of operations classified as testable, as determined by the set defini-
tions in Equations 6.3, 6.4 and 6.7.

e Cov: Set of operations covered, determined by running the test cases (we
assume |Cov| ~ ERT).

e f, =M, — Cov|)/|M,.|: false positive rate, i.e., operations wrongly classi-
fied as testable.

o f.=(]Cov—M,,|)/|Cov|: false negative rate, i.e., operations wrongly clas-
sified as untestable.

e ¢ =||M,,.|—|Cov||: absolute error between the predicted and empirical run-
time testabilities.

System fp fa e
NTES | AISPlot 0.942 0.000 83.487
WifiLounge 0.713 0.000 57.093
RTM,;4 | AISPlot 0.882 0.107 15.012
WifiLounge 0.577 0.079 27.664
RTM ATSPlot 0.411 0.111 2.418
WifiLounge 0.306 0.128 9.101

Table 6.1: False positive/negative rate, and error

Table 6.1 shows the rates of false positives and false negatives, along with the
absolute error, averaged over 500 runs. The deviation between RTM and the actual
covered operations for each sample can be seen in the three plots in Figures 6.4,
6.5, and 6.6. The plots contain the combined results of the two systems with NTES,
RTM,;4, and RTM, respectively. The dashed line represents the ideal target. Any
point above it, constitutes an overestimation error, and below it, an underestima-
tion error.

NTES In Figure 6.4, it can be seen that NTES has an extremely high error caused
by its high false positive rate (94% and 71%). NTES has no false negatives as it
classifies as untestable only the vertices which are directly untestable, disregarding
dependencies.
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RTM,,; Figure 6.5 shows how, by taking control flow dependencies into account,
the false positive rate of RTM,;; is lower than NTES, at the price of introducing a
number of false negatives. False negatives appear because in some cases where the
control flow does not propagate to all of the operations’ dependencies, as we had
assumed. Still, because of the assumptions that test interactions can start in any
vertex, and that the test paths are independent, the number of false positives is
considerable. The number of input vertices in WifiLounge is proportionally higher
than for AISPlot. Hence, the number of false positives caused by this assumption is

lower.
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RTM Finally, in Figure 6.6 we show that by taking input vertices into account, the
amount of overestimation decreases dramatically for both systems. Still, the false
positive rate is significant. Therefore, we conclude that assuming that paths are
not dependent is not very reasonable and needs to be addressed in future work.

The increase of false negatives makes more apparent the consequences of the
assumption that control flow is always being transmitted to dependencies. The
error caused by this assumption is augmented by the fact that it also applies to the
input paths to reach the vertex being considered.
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Figure 6.6: Accuracy of RTM

Threats to Validity

The main threat to the validity of our experiments is the representativeness of the
used systems, given that we generated our sample from random variations of only
two systems instead of from a larger population of different systems. Firstly, from
the architectural point of view, Shaw and Garlan [Garlan and Shaw, 1994] mention
as the most common styles, data-flow, call-and-return, independent components,
and blackboard architectures. AISPlot is a representative of the data-flow archi-
tectural style, while WifiLounge is a representative of the call-and-return style. A
problem we foresee for independent component and blackboard architectures, is
that the derivation of the CIG can be hindered by the fact that dependencies and
interacting components are never explicit as is the case for data-flow and call-and-
return styles.

A second threat is the representativeness of the control-flow behaviors of both
systems, with respect to the assumptions we made. Assuming that in AISPlot the
interaction propagates through all dependencies means that we assume that the
processing of an input will involve the entire pipeline. This is precisely the way
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outputs are produced in a data-flow system. AISPlot contains also cases where
the data-flow can fork (i.e., the data follows a different processing path in the
pipeline, or it is dropped, depending on its content). Therefore AISPlot is a good
representative of a data-flow system.

On the other hand, in a call-and-return system, taking a certain path depends
on a multitude of conditional branches which make our assumption that all depen-
dencies are used when invoking an operation seem rather weak. However, the low
false negative rate and number of underestimated cases, suggest the opposite. In
fact, examining the source code of WifiLounge we come to the conclusion that it
has very few cases in which an operation does not use all its dependencies. Con-
sequently, WifiLounge may not be the best representative of the call-and-return
style.

A final consideration is whether our way to obtain the ERT value was adequate.
To the greatest extent possible we ensured that the developed test suites covered
both systems completely, and redundantly, by exercising every possible path in
the CIG from every input operation of the system. This way it is ensured that if
an operation is not covered, it is not because a test case is missing, but because
there is either no test case that could cover it without requiring also an untestable
operation, or because the operation is actually unreachable.

6.5 RELATED WORK

Testability and testing effort was originally related to the probability of a fault
causing an error, this error propagating to the output [Hamlet and Voas, 1993, Voas
et al., 1991], and the error being actually detected by the test oracle [Bertolino and
Strigini, 1995].

However, testability is affected by many other factors and its measurement has
been studied extensively from various points of view. In this section we present the
main related work in the measurement of testability.

A descriptive model of testability is presented in [Binder, 1994], consisting in
six main factors: representation, test suites, implementation, test tools, built-in
test, and process. Although no attempt is done at defining a universal testability
metric. Some related metrics are cited for the implementation sub-factors without
further consideration.

A second descriptive model of testability is presented in [Gao and Shih, 2005].
It defines a global measurement of testability based on an average of measurements
for 5 individual factors. However, no evaluation, either theoretical nor empirical,
is performed. Even the minimum requirement of how to obtain each of the values
is missing. Hence, we cannot consider it as a software metric.

A number of potential quantitative metrics for testability, relating system struc-
ture and dependencies to regression test cost, were studied in [Jungmayr, 2002].
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Their study lacks any theoretical characterization of the metrics they propose. Fur-
thermore, a derived “reduction metric” to assess the impact of a dependency in
testability is proposed without considering the scale type of the metric it is derived
from. This reduction metric requires to be derived from a ratio scale metric to be
meaningful. Consequently, their conclusions with regard to relating the impact of
a dependency in testability should be taken with care.

A metric of testability related is proposed in [Freedman, 1991]. It is based on
the idea that if a module’s input and output domains are not completely defined by
the module’s interface contract, it will require a higher test effort (i.e., time needed
to define test cases). This metric is proven to be an extensive, ratio-scale metric
for the sequential and alternative concatenation rules. The metric is empirically
evaluated as well.

None of the mentioned metrics addresses runtime testability, which motivated
the introduction of RTM in previous work,and its usage to minimize preparation
costs.The metric suffered a number of shortcomings and lacked validation. This
chapter is the first where RTM has been empirically and theoretically validated,
and where an efficient minimization algorithm has been proposed.

6.6 SUMMARY

In this chapter we have performed an in-depth study, theoretical and empirical, of
RTM, a metric designed to measure the effect that untestable operations will have
on the runtime testability of a system. We have studied the theoretical character-
istics of RTM, proving that it satisfies an accepted set of characteristics for every
measure [Shepperd and Ince, 1993], and that it can be used as a ratio scale type.
Our experiments have shown empirically that, although we are on the good path
towards obtaining an accurate prediction of runtime testability, there is still some
room for improvement.
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Optimization of Runtime Testability

Runtime testing requires an extra cost to be invested in implementing appropriate
measures, in order to enable runtime tests to be performed without affecting the run-
ning system or its environment. This chapter introduces a method for the improve-
ment of the runtime testability of a system, which provides an optimal action plan
considering the trade-off between testability and implementation cost. The computa-
tion of the action plan is driven by the runtime testability metric (RTM) introduced in
the previous chapter.

This method is used to direct integration and test engineers in the implementa-
tion of improvement measures for the runtime testability during the integration of a
system. Furthermore, it can also be applied earlier, on the design stage, providing
a Design for Testability method for dynamic systems. By means of an example, we
demonstrate how our method enables an optimal expenditure of resources towards
runtime testability during the integration phase of a system.
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7.4 RelatedWork . .. ... ... .. 124
7.5 SUMMALY . . . ot vt e e 125

Once the theoretical and empirical properties of RTM have been established,
RTM can be safely used for the elaboration of an optimal preparation plan with
the objective of achieving the highest possible runtime testability within a given
budget b. Mathematically, this problem is formulated as

maximise: RTM
subject to: Zc(vj) ‘x;<b, x;€{0,1}

where b is the maximum budget available, and x; represents the decision of in-
cluding vertex v; in the preparation plan or not. In order to allow good runtime
testability, integration engineers aim for a high RTM. However, not all preparation
costs are equivalent, nor do they provide the same runtime testability improve-
ment. A prerequisite for the optimization of runtime testability is the knowledge

109
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about which items need additional preparation cost, what is that cost, and what is
their influence in the rest of the system.

The main contribution of this chapter is RiTMO, a method to enhance the run-
time testability of a system at design or deployment-time. RiTMO computes an ac-
tion plan for the implementation of improvement measures of the system’s runtime
testability. For this purpose, it uses an estimated value of runtime testability based
on the RTM metric introduced in Chapter 6, along with the cost of the remedial
measures needed to reduce their impact. Our approach reflects the trade-off that
engineers have to consider, between the improvement of the runtime testability of
the system after some interferences are addressed, and the cost of the remedial
measures that have to be applied. We present a detailed application example of
RiTMO to a system taken from our industrial case study in maritime safety and
security systems. Furthermore, since no computationally efficient algorithm exists
to allow test engineers to efficiently generate a preparation plan for systems of re-
alistic size, we introduce two low-cost greedy algorithms to be used in obtaining a
near-optimal preparation plan.

The chapter is structured as follows. In Section 7.1, a method to improve
runtime testability of a system is described. Section 7.2 evaluates the proposed
method. Section 7.3 introduces our heuristics for sub-optimal optimization. In
Section 7.4 related work is presented and compared to our research. Section 7.5
wraps up the chapter and introduces some ideas for further research.

7.1 A MEeTHOD TO IMPROVE RUNTIME TESTABILITY

In this Section we introduce RiTMO (RuntIme Testability Measurement and Optimi-
sation), a method for improving the runtime testability of a given system based on
RTM. This method helps developers in identifying parts of a system where an ef-
fort has to be invested in the implementation of test isolation measures, in order to
maximize the RTM for a given budget. It can also be used to compute the minimal
budget required to reach a target RTM.

In a typical application scenario, a system with high availability and reliability
requirements is being configured during run-time. In order to allow good testing
coverage, integration engineers aim for a high RTM. By combining component de-
sign information with the system’s architecture, the system integrator uses RiTMO
in order to determine where the budget is best spent in order to increase runtime
testability.

Another application scenario is a runtime system update. Then, the system
integrator uses RiTMO to verify that sufficient runtime regression testing will be
possible. If that is not the case, our method will point out which are the most
worthy components of the system where where isolation measures will need to be
applied before the testing of the update can be done.
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Figure 7.1: Complete workflow of RiTMO.

Figure 7.1 depicts the five main steps which compose the RiTMO method, asso-
ciated to the engineering roles in charge of performing the task. It must be noted
that a single person can have multiple roles. This figure is complemented by Ta-
ble 7.1, in which details on the inputs and outputs of each activity are provided.
The first step consists in analyzing the dependencies between each part of the sys-
tem. The second step aims at determining which part cannot be tested at runtime.
At this point, the RTM of the system in its current implementation can be com-
puted. The third step determines the cost of “fixing” each of the untestable parts of
the system by applying an adequate isolation technique. The fourth step uses our
algorithm to obtain the optimal action plan for increasing the RTM. The fifth and
final step consists in applying this action plan to effectively obtain a more runtime
testable system. Each of these steps is described in the following subsections in
more detail.

Step 1: Architecture Analysis

In order to compute the RTM of a system, the first step provides an architectural
view of the system at the right level of granularity. In RiTMO, the architecture
of the system is represented by a static dependency graph, the CIG, as depicted
in Figure 7.2. This graph provides information on the call dependences between
each method of each component in the system. A vertex of the graph represents
a method, and an edge represents a call dependence of one method on another
method.

Vertices in the CIG are obtained by examining the required and provided inter-
faces of each component instance. For each method of each interface, a vertex is
created. If a method of a required interface is not used, i.e., no code of the com-
ponent uses this part of the interface, the corresponding vertex is removed as it
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Analyst

Domain knowledge
Design knowledge

Activity Actors Inputs Outputs
Archit. analysis Integration Engineer | Component designs CIG
Bindings
Impact analysis Integration Engineer | CIG Untestable vertices

Initial RTM value

Cost estimation

Test Engineer

CIG

Untestable vertices
Component designs
Isolation techniques

Vertex fix proposal
Vertex fix costs

Action planning

Test Engineer

CIG
Untestable vertices
Vertex fix costs

Action plan
Estimated cost
Estimated RTM value

Budget or RTM

Implementation

Developer Action plan

Vertex fix proposal

Test support code

Table 7.1: Actors, inputs and outputs of each activity involved in RiTMO.

would add unreachable paths. It is important to note that when there exist multi-
ple instances of a same component, each instance corresponds to different vertices,
as their dependencies are different. Composite components are treated in a similar
way: vertices are added for each of the methods in the interfaces.

Edges are generated in two independent steps. The first step of edge gen-

eration consists in finding the dependencies between the provided and required
interfaces inside components. This task is challenging, because the very philoso-
phy of component-based development hides the dependencies between interfaces:
components are black boxes. There are, nevertheless, several ways to obtain this
information:

e From the specification. If the models of the component behaviour are pre-

cise enough, it is possible to deduce for each provided functionality (interface
method), which required method it depends on. For example, using sequence
diagrams used to specify a component, the edge generation can be done au-
tomatically. The drawback is that even if the specification is precise enough,
the implementation might be different due to optimisation (e.g. caching) or
limitations (e.g. some functionalities are not implemented).

From the implementation, statically. If the component’s implementation
is actually available, analyzing the source code will allow to precisely deter-
mine which required methods are used for every provided method.

From the implementation, dynamically. Even if neither a model nor the
component’s source are available, it is still possible to deduce the dependen-
cies between the methods using a tracing mechanism [Lorenzoli et al., 2008].



7.1. A Method to Improve Runtime Testability 113

The component can be exercised either by using available unit test cases, or
by observing it running in the actual system. The drawback of this method is
that some dependencies might not be detected if the calls are not triggered
by the operational profile used during tracing.

Secondly, the CIGs of individual components are composed, by adding edges
from required to provided methods, which can be directly obtained from the bind-
ings between the component instances in the system. For each connection of a
required interface to a provided interface, an edge is added between the corre-
sponding vertices. Similarly, all delegation dependencies between an interface of a
composite component and the interface of the subcomponent in which it delegates,
are also represented as edges.

Dependencies between components can be determined in two ways:

¢ By introspection. Runtime architecture reconstruction [Huang et al., 2006]
can be applied if the component framework provides introspection function-
ality, such as EJB, CCM or Fractal. In this case, this step can be done entirely
automatically.

e From the specification. If such functionality was not available, it is still
possible to derive the edges either from a model of the system, such as a
UML component model.

The CIG of an example composite component obtained by our method is de-
picted in Figure 7.2. The crossed out vertices and dashed edges represent elements
that will be removed as they are unreachable (o5 is never used, and B.v cannot be
used from outside C). Still, this way of deriving a CIG often leads to redundant
vertices and edges, e.g., (0,,u;), or all the (i,m) pairs. This choice was made in
order to keep the composition method of the CIG simple. Moreover, if there are
modifications of the CIG due to an architectural reconfiguration, more paths will
be kept compared optimised CIG, which will facilitate comparison with the old
system.

Once this last step of the graph generation is done, the CIG model is complete,
providing an architectural knowledge of the system with a fine granularity. The
next step consists in determining which methods are not allowed to be executed
during runtime testing due to their excessive impact on the running system or its
environment.

Step 2: Impact Analysis and RTM

The goal of this step is to augment the CIG of the system with information on
the impact of executing each method. In other words, it is necessary to identify
whether each vertex of the graph requires preparation or not. The derivation of
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Figure 7.2: Example of a CIG representation of a system.

this information cannot be easily automated, and it is up to the integration engi-
neer and analyst to apply their design and domain knowledge for deciding which
method calls could disrupt the normal operation of the system. In the case no
information is available for a certain vertex, a conservative approach should be
taken.

Performing the impact analysis step requires inspecting each component speci-
fication or source code, checking if any activity in a testing context can have either
an impact on the state of the system or affect the system’s environment in an unde-
sired way. In case the system is large, this can be a laborious task, however it can
be greatly simplified if component vendors associate test impact meta-information
to their components, so that this information is easily reusable, and provided by
those stakeholders, who have the most precise knowledge about the component.

Using this annotated graph, it is possible to compute the value of RTM for the
chosen coverage criteria, according to Equation 6.4. If this value is higher than the
target coverage value for the system tests, the method can stop, as the system is
sufficiently runtime testable. If this is not the case, improvements on the system
must be performed.

Step 3: Cost Estimation

The third step of the RiTMO method consists in complementing the graph of the
system with an estimation of the effort needed for the implementation of counter-
measures to reduce the test impact of untestable vertices. For each vertex v; that
requires preparation, a cost, c(v;), which represents the estimated cost of test iso-
lation, is associated. The cost unit is not fixed, but has to be uniform for the whole
graph. Typically, the cost is expressed in terms of time (e.g., man-hours) or money.

Every untestable method is assessed by combining knowledge of the possible
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countermeasures (e.g., making the method test-aware) with knowledge about the
developer team capabilities, in order to obtain an estimation of the implementation
effort. Although this step cannot be easily automated, the estimation does not need
to be very precise as long as the estimations are relatively consistent with each
other so that the computed plan is still valid in relative terms.

Step 4: Computation of Action Plan

The completely annotated CIG contains information about the untestable methods
and the cost to make them testable. It is then possible to compute an action plan
automatically for obtaining the optimal RTM given a maximum budget. Conversely,
it is also possible to compute an action plan with the minimal cost to reach a fixed
RTM.

A general exhaustive search algorithm could be used to obtain the optimal plan.
However, in practice, this approach is not usable for systems of realistic size due
to its exponential complexity. This is the reason why a heuristic near-optimal al-
gorithm was introduced in [Gonzalez et al., 2009b]. The resulting action plan in
both cases consists of the list of methods to address, along with the final expected
RTM value.

In order to have the most information available about the testability improve-
ment, the optimal growth function of the system’s RTM vs. fix cost can be calcu-
lated. From such graph it is easy to read what is the minimal budget required to
reach a given RTM. An example is shown in Figure 7.5.

Step 5: Application of the Plan

The last step of the method consists in following the action plan by implementing
the fixes for each of the method selected by the algorithm.

It is likely that the cost of addressing a vertex was under- (or over-) estimated.
Therefore, it is advisable to address the methods in an order which will maximize
the growth of RTM even when some of the vertices are not yet been made runtime
testable, so that the most features have been made testable per unit of cost. The
algorithm in Section 7.3 already provides this ordering, however, if the solution
was obtained by the optimal algorithm, this order is still unknown Although ob-
taining the ordering is once again of exponential complexity, a heuristic algorithm
could be applied to the solution’s vertices to obtain a near-optimal ordering. We
will present two of such heuristics in Section 7.3.

7.2 APPLICATION EXAMPLE

In this section we will describe an application example of RiTMO to a component-
based subsystem taken from our industrial case study.
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Figure 7.3: Runtime-reconstructed AISPlot Architecture

System Setup and Architecture

The system used in our integration experiment is a vessel tracking system taken
from our industrial case study, codenamed AISPlot. It is part of a component-based
system coming from the maritime safety and security domain. The architecture of
the AISPlot system is shown in Figure 7.3.

The system is used to track the position of ships sailing a coastal area, detect-
ing and managing potential dangerous situations. Position messages are broadcast
through radio by ships (represented in our experiment by the World component),
and received by a number of base stations (BS components) spread along the coast.
If a message received from the simulator belongs to the area the base is covering,
it is relayed to the Merger component through the AISin interface. Merger re-
moves duplicates (some base stations cover overlapping areas), and offers a sub-
scription service to client components for receiving updates on the status of vessels.
Components interested in receiving these updates, can subscribe to receive notifi-
cations through the Merger-Client interface pair. The Merger interface offers
the Csubscribe and Cunsubscribe operations for manging client subscriptions.
The Client interface offers four operations for notification of ship status: Cnew,
Cpublish, Creply and Cdispose. In the current system, there are two clients: a
safety monitor, and a visualizer screen. The Monitor component scans all the re-
ceived messages in search for inconsistencies in the data sent by the ships, in order
to spot those which are less reliable and which therefore require more care from
the operator. The Visual component draws the position of all ships on a screen in
the control center, and also the warnings generated by the Monitor component,
via the Warning interface.

Implementation

AISPlot is implemented in Java, on the ATLAS/FRACTAL runtime integration and
testing research platform [Gonzalez et al., 2008a]. It is a dynamic, reflective
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component-based platform that allows the insertion, modification and removal of
components at run-time. In addition, AtLAs/FRACTAL provides a way of enabling
components to test the services they depend on, based on the principles of Built-In
Testing (BIT) [Gross, 2005]. Arras provides components with the ability of re-
questing the execution of test cases associated with them, in order to check that
the services on which they rely conform to their expectations, and of receiving a
notification of when they are going to be involved in a test. At the time of this
writing, AtL.As/FRAcTAL does not provide means of interleaving test and nominal
operations. Therefore, during a test, components only receive test invocations (this
is referred to as blocking test execution context [Gonzalez et al., 2009a]).

For the purpose of this experiment, a number of new features were introduced
into ATLAS/FRACTAL:

e A CIG model can be associated to primitive components, and retrieved at
runtime.

e Composite components can compose their own CIG from the CIG’s of their
contained components.

e Special test support code can be injected at run-time into any component
during tests. This allows the deployment of test isolation code into the com-
ponents that need it.

Application of RiTMO

Architecture analysis

Because of the reflective capabilities of ATr.As/FRACTAL, the derivation of the set of
required and provided interfaces into vertices, and the creation of the edges from
external connections between components in the system, were a straightforward
and completely automated process. Figure 7.3 shows the reconstructed view of the
system’s architecture (components and run-time links) obtained by querying the
reflection interfaces provided by FRACTAL.

AtLAs /FrRAcCTAL does not provide a way of reverse-engineering primitive compo-
nents to extract edges induced by internal dependencies. Therefore, this process
was performed semi-automatically by source code inspection. The call hierarchy
functionality of Netbeans' was used to automatically derive a call tree of each of
the public operations in the implemented interfaces of each component, and locate
calls to methods of required interfaces.

The CIG models obtained this way were stored as plain text files and associated
to their components using the mentioned functionality of AtLAS/FRACTAL. During
the system deployment, the management console of Atras/FRACTAL automatically

'http://www.netbeans.org
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composes all the CIGs of the primitive components to obtain the complete CIG of
AISPlot, which can be seen in Figure 7.4.
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Figure 7.4: AISPlot CIG during impact analysis

Impact analysis

The World and BS components are stateless and have no interaction outside the
system’s boundaries. Therefore, no impact is caused by invoking their operations
during a test.

On the other hand, Merger and Monitor are stateful components, as both
of them store tables of received messages and vessel information internally. This
information will be altered by test operations, and therefore these components are
test sensitive. The merger component has to manage vessel subscriptions from
clients as well. Because the set of subscribed ships will be altered during testing,
this is also a source of test sensitivity.

The visualizer component stores internally a list of observed vessels (ships to
which it has subscribed in Merger), which is already a source of test sensitivity.
Moreover, the visualizer component is interacting with a real display through a
socket connection. This interaction must be isolated in some way so that users of
the system do not see the test vessels and warnings drawn on the display.

The preliminary estimation of the runtime testability of the system can be seen
in Table 7.2. Due to the pipelined nature of the system, only a very low number
of vertices and paths are testable, those which are not related to the main pipeline
path, hence the extremely low RTM value.
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Total | Testable | RTM
| Vertices | 86 4 0.046

Table 7.2: RTM results of the impact analysis

Cost estimation and action planning

A number of ArrAs/FRACTAL runtime test support artifacts had to be developed in
order to address the test sensitive operations of the system. The development cost
was estimated as effort in man-hours required to program the needed isolation
code.

The test sensitive operations in Merger and Monitor require maintaining sep-
arate tables for vessel accounting (and subscription management in the case of
Merger). As both the vessel table and the subscription table are implemented in-
side the components, the solution we selected was to insert another instance of the
component as “test support instance”. In ATLAS/FRACTAL, the test support function-
ality automatically redirects all the calls happening during testing to this special
instance.

The solution required for Visual is more involved, as it requires isolating the
low-level drawing commands that the visualizer is sending to the display. More-
over, it was decided that drawing commands resulting from a test should not be
discarded but sent to a different display so that the observability of the system
under test is enhanced.

Given our previous knowledge in implementing a set of analogous measures
for a system with components of similar characteristics, the cost of implementing
test support for the untestable operations in Merger and Monitor was estimated
to be approximately 0.5 man-hours, and the implementation of the isolation and
observation code for each operation in Visual would have an estimated cost of 2
man-hours. Table 7.3 summarizes all the test sensitive operations in each compo-
nent, along with suitable isolation techniques and their estimated costs.

Figure 7.5 shows the RTM as a function of the cost spent developing test support
artefact, calculated by our testability optimisation tool. Because of the pipelined
architecture of the system, all the untestable vertices in the pipeline have to be
fixed to obtain a substantial improvement of testability. This can be seen on the big
jump in testability in Figure 7.5 when 10.5 man-hours are dedicated to testability
improvement. Without the information in the plot, it would have been difficult to
find this issue.

Table 7.4 shows the final value for the RTM of the system once all the coun-
termeasures have been applied to the untestable vertices, along with the vertices
which are part of the plan.
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v;  Operation Sensitivity Isolation Cost
13 monitor.Cnew state separate state 0.5
14 monitor.Creply state separate state 0.5
15 monitor.Cpublish state separate state 0.5
16 monitor.Cdispose state separate state 0.5
33 visual.Cnew state, interaction separate, redirect 2
34 visual.Creply state, interaction separate, redirect 2
35 visual.Cpublish state, interaction separate, redirect 2
36 visual.Cdispose state, interaction separate, redirect 2
42 visual.Warning interaction redirect output 2
54 merger.Messageln state separate state 0.5
58 merger.Csubscribe state separate state 0.5
59 merger.Cunsubscribe state separate state 0.5

Table 7.3: Untestable operations in AISPlot
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Figure 7.5: Evolution of RTM for different action plans in AISPlot
Discussion

In our example, we have shown how this method can be used in a component-
based system, revealing a great testability gap (from 30% to 90% runtime coverage
prediction) which would not have been easy to identify by simply looking at the
architecture of the system.

Although in our example RiTMO is applied at a late stage of the system de-
ployment, this is not the only possible application scenario. RiTMO can be applied



7.3. Near-optimal Optimization 121

Total | Testable | RTM

| Vertices 86 77 0.895

Plan 13,15,16,33,35,36,42,54,58
Cost 10.5 man-hours

Table 7.4: RTM results of the action plan

to drive a Design for Runtime Testability phase in the earlier stages of the devel-
opment life-cycle of a system, given that the knowledge about which components
will be integrated, and their test sensitivities, are available. This way, the com-
ponent’s design can take into account runtime testability concerns from a much
earlier stage, saving resources in the implementation of isolation measures later on
the development life-cycle.

As final positive remark, mention that even though in our application example
we have relied on specific support features provided by the ArLAs/FRACTAL plat-
form, e.g., model meta-information, introspection and test code injection, RiTMO
does not depend on these functionalities. It is still possible to apply it to systems
where the platform does not provide runtime testing-specific features.

Nevertheless, there are number of issues that have to be considered concerning
the applicability of the method. First, for the practical application of the method, it
must be taken into account that the quality of the plan depends greatly on the qual-
ity of the predicted costs. Care should be taken in obtaining a development cost
estimation model to obtain realistic (and therefore, useful) improvement plans.
Second, as a system can have a very large number of components and vertices,
a (semi-)automatic tool that supports all the steps of RiTMO is needed. Although
Figures 7.3 and 7.4 show our preliminary implementation work, it is in a very early
stage, especially with respect to finding the components that contain test sensitive
features. Finally, for better cost estimation, the process for defining isolation costs
could refined to allow dependencies between vertex fixes, as often several opera-
tions of a component have to be fixed as a whole.

7.3 NEAR-0PTIMAL OPTIMIZATION

Unfortunately, combinatorial optimization problems, such as the optimization of
runtime testability, are NP-Hard. Therefore, an optimal preparation plan cannot
be calculated in polynomial time. The graph in Figure 7.6 shows the exponential
time it takes to perform the calculation of the optimal preparation plan on our
experiment platform as a function of the number of untestable operations |U|,
averaged over 25 runs.

As can be seen, the time required to compute the optimal preparation plan
grows exponentially with the number of untestable vertices |U| and, therefore,
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Figure 7.6: Time complexity of the optimization

its application to real systems with a large number of vertices is not practical,
especially if we want the preparation plan to be available in reasonable time. An
approximate solution with a smaller computational complexity is needed.

In this section we present an approach to generate an approximate prepara-
tion plan by using a greedy selection heuristic method. according to Algorithm 7,
where CIG represents the interaction graph of the system, U is the set of untestable
vertices, and h(v) a heuristic function to be used. For each pass of the loop, the
algorithm selects the vertex in U with the highest rank according to h(v), and re-
moves it from the set of untestable vertices. The rank is updated in each pass. This
algorithm constructs its solution incrementally. The preparation plan at each step
contains the plan of the previous steps.

Algorithm 7 Incremental Approximate Planning
function PREPARATIONPLAN(CIG, U, h(v))
Sol — 0 > List to hold the solution
while U # 0 do
v <« FINDMAX(U, h(v))
APPEND(Sol, v)
ReMove(U, v)

return Sol

The method relies on heuristics that benefit from partial knowledge about the
structure of the solution space of the problem.
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Heuristics

First, we consider a heuristic that takes a pessimistic approach: it ranks higher the
vertices that provide the highest gain on testability in the next step. The count is
divided by the cost to penalize expensive nodes. The heuristic is defined as

h (v) = %(RTMW —RTM) (7.1)

pessimistic

where RTM,, is the value of RTM after the costs of vertex v; have been covered.
Given the pessimistic nature of this heuristic, we expect this heuristic rank to per-
form well for low budgets, and poorly for higher ones.

Our second heuristic takes an optimistic approach. It ranks higher the vertices
that appear in the highest number of P sets, i.e., the vertices that will fix the most
uncoverable vertices assuming they only depend on the vertex being ranked. This
value is also divided by the cost to penalize expensive nodes over cheaper ones.
The heuristic is defined as

1
hoptimistic(vi) = ;ij | Vi € Svj}l (72)

By ignoring the fact that an uncoverable vertex may be caused by more than one
untestable vertex, and that the vertex may not be reachable through a testable
path, this second heuristic will take very optimistic decisions on the first passes
which affect the quality of results for proportionally low budgets, and yields a
better performance for higher budgets.

The optimistic heuristic will skip many low-cost solutions (its curve being much
lower than the optimum), while the pessimistic heuristic is more precise for low
costs but completely misses good solutions with higher budgets. A simple solution
to address these shortcoming is to combine both heuristic rankings by taking the
best results of both.

Computational Complexity and Error

The time complexity of the preparation plan computation depends on the time
complexity of the heuristic function. As in each pass there is one less vertex in
U, the H function is evaluated |U|,|U| — 1,...,1 times while searching for the
maximum. In total, it is evaluated % times.

Both heuristic functions perform a sum that depends on the total number of
vertices in the system, the complexity of the PREPARATIONPLAN function is O(|V| -
|U|*), and therefore polynomial.

Although a polynomial complexity is much more appealing than the 0(2!Y!)
complexity of the exhaustive search, the approximation error has to be taken into
account.
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A number of experiments were conducted to evaluate the approximation error
of our heuristic method. The plot in Figure 7.7 shows the evolution of the relative
average approximation error of RTM for each of our heuristics, as a function of the
number of untestable operations |U|. The optimal solution function is obtained by
exhaustive search.
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Figure 7.7: Performance of the approximate algorithms compared to the optimal

The average error incurred by our heuristics is very low considering the pro-
cessing time required for their calculation. Combining the rankings created by
both the long and short-term heuristics, by choosing the maximum of either so-
lution, yields the best of both methods while maintaining the low computational
complexity. This can be seen in the combined error plot in Figure 7.7.

7.4 RELATED WORK

A number of research approaches have addressed testability from different angles.
However, runtime testability has not been considered in depth so far. To the best
of our knowledge, our work is the first to define a cost-driven method (RiTMO)
to drive testability improvement efforts in terms of a testability/cost optimization
problem.

Two articles form the base for our approach to runtime testability, presented
in [Gonzalez et al., 2009a], and complemented with the definition of RiTMO in
this chapter. In [Brenner et al., 2007b], Brenner et al. introduce the concepts
of test sensitivity and isolation. However no mention to nor relation with the
concept of runtime testability are done. In [Suliman et al., 2006], Suliman et al.
discuss several test execution and sensitivity scenarios, for which different isolation
strategies are advised. The factors that affect runtime testability cross-cut those in
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Binder’s Testability [Binder, 1994] model, as well as those in Gao’s component-
based adaptation [Gao and Shih, 2005].

Testability improvement efforts have focused on regression testing a well, se-
lecting and prioritizing the test cases more prone to uncover faults (i.e., those
which contribute more test coverage) with the least cost [Elbaum et al., 2002, Li
et al., 2007, Smith and Kapfhammer, 2009]. Our approach to testability improve-
ment is also cost-based. However, their approaches are focused on test cases,
whereas our approach is focused towards the system.

Other prior testability-related approaches have focused on modeling statisti-
cally which characteristics of the source code of the system are more prone to
uncovering faults [Freedman, 1991, Voas et al., 1991] for amplifying reliability
model information [Bertolino and Strigini, 1995, Hamlet and Voas, 1993]. Jung-
mayr [Jungmayr, 2002] proposes a method based on a measurement of testability
from the point of view the static structure of the system to assess the maintainabil-
ity of the system. Our approach is similar in that runtime testability is influenced
by the structure of the system under consideration.

7.5 SUMMARY

In this chapter we have introduced an approach to the improvement of the system’s
runtime testability in terms of a RTM/cost optimization problem.

RiTMO enables integration engineers to identify critical situations of bad sys-
tem runtime testability and to compute and execute an action plan to improve
it. We have provided a low-cost approximation algorithm which computes near-
optimal preparation plans, significantly reducing the computation time.

The next step in the development of our work is the integration of RTM and
RiTMO into a CASE tool, enabling system engineers to receive timely feedback
about the system they are designing.
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A Diagnostic View on Runtime
Testability

In order to perform runtime tests, an additional expense in the test preparation phase
is required, both in software development and in hardware. Preparation cost prior-
itization methods have been based on runtime testability (i.e, coverage) and do not
consider whether a good runtime testability is sufficient for a good runtime diagno-
sis quality in case faults are detected, and whether this diagnosis will be obtained
efficiently (i.e., with a low number of test cases).

In this chapter we show (1) the direct relationship between testability and diag-
nosis quality, that (2) these two properties do not guarantee an efficient diagnosis,
and (3) a measurement that ensures better prediction of efficiency:
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In practice many parts of a system cannot be runtime tested, because the tests
would affect the system in critical ways that are difficult to control or impossible to
recover from. For instance, firing a missile while testing part of a combat system.
In order to test those parts, an additional expense in the test preparation phase is
required, both in software development, (e.g., test wrappers, testable components,
simulators) and in hardware (e.g., an extra processor, more memory, higher ca-
pacity data links). Therefore, not only the execution costs of testing, but also the
preparation costs, need to be optimized, i.e., prioritized.

We can represent test cases and their coverage in a matrix. Columns correspond
to components, and rows to tests. This is shown in Figure 8.1. If test case t;
covers component c;, this is represented with element a;; = 1 in the test matrix.
Otherwise, a;; = 0. The execution costs are represented by the C, column, whereas
the preparation costs associated to components are represented by the C, row.

There exists extensive literature on prioritizing the execution costs of a test
suite. Test execution prioritization techniques operate on the vertical dimension of
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C; C €3 €4 C3 Co €, cg | G|l o
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t¢s /O O 0O O O 1 1 O |10( O
t/0 1 0 1 0 1 0 1 |10] O
tsO0 1 1 0 1 O 1 1 |10] O
ty/1 0 1 0 0 1 O 1 |10 1
¢c,]0O 0 0 0 0 O 10 10

Table 8.1: Example coverage matrix, execution, and preparation costs

the matrix, selecting test cases based on their execution cost and their utility. This
utility can be a measurement of either fault detection [Elbaum et al., 2002, Jiang
et al., 2009a, Li et al., 2007, Rothermel et al., 2001, Smith and Kapfhammer,
2009, Wong et al., 1997] or fault localization [Gonzalez-Sanchez et al., 2011e]
potential. On the other hand, preparation cost optimization methods operate on
the horizontal dimension, and select components to prepare based on runtime
testability measurements [Gonzalez-Sanchez et al., 2009, Gonzalez-Sanchez et al.,
2010b].

However, preparation cost prioritization methods fall short in two respects.
First, one must consider that testing is very often paired to a diagnosis phase.
Since runtime testability is optimized for coverage, a question left unanswered is
whether a good runtime testability is sufficient for a good runtime diagnosis qual-
ity. Second, different preparations will enable the execution of different test cases,
which means that, in practice, test preparation prioritization should take into ac-
count the test execution cost of the tests it is ‘enabling’. As important as the final
coverage or diagnosis quality of the test cases, is the rate at which such coverage
or diagnosis quality evolves.

In this chapter we address these issues, showing (1) the direct relationship
between testability and diagnosability, (2) that these two measurements do not
guarantee an efficient diagnosis, and (3) a third measurement that ensures better
prediction of efficiency.

The chapter is organized as follows. Section 8.1 introduces the concept of
diagnosis efficiency and measurement. Section 8.2 presents the systems used in
our evaluation and our empirical results. Section 8.3 positions this work with
respect to related work. Finally, Section 8.4 wraps up the chapter and presents
direction for further research.
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8.1  EFFICIENCY: TAKING TESTING CoST INTO ACCOUNT

Each test that is executed provides new diagnostic information. As important as
the final diagnostic effort, C,, is the rate at which diagnostic effort decreases per
unit of test cost. This is known as efficiency, S, and is calculated as

= Cyli) = Cy(N) 8.1)
i=1

where C;(IN) is the diagnostic effort once all the test cases have been applied.

So far, the prioritization of test preparation costs has been driven exclusively
by the trade-off between preparation cost and runtime testability/diagnosability.
However, when considering fault localization, one should take into account not
only the final residual effort of the diagnosis C,, but also the testing cost involved.
In other words, one should prioritize preparation operations that not only ’enable’
tests that provide a good RTM and final C,4, but also that have a low S value.

The following example matrix demonstrates how just RTM is not sufficient for
this purpose.

[ ¢, ¢ ¢3 ¢4 5 g € Cg |

1 0 0 0 0O 01 O

01 0 0 0 0 1 O

0 01 0 0 O 1 O

A= 0 0 01 0 0 1 O

0 0 0 01 0 1 O

0 000 01 1 O

01 01 01 0 1

0 1 1. .o 1 0 0 1
101 00 1 0 1

Components ¢, and cg are not testable. If we prepare either of them, RTM = 7.
However, if we take into account diagnostic efficiency, S, that each of the prepa-
rations yield, there is a clear difference. Figure 8.1 shows a simulation of how
preparing c, will produce a much slower decay of C; than if we had prepared cg,
even though the RTM values are identical for both options.

This example highlights the necessity of a third measurement that can predict
the efficiency of the tests enabled by the preparations.

Runtime Diagnostic Efficiency

To estimate runtime diagnostic efficiency, RSM, we will use a simulation based on
the evolution of the diagnostic effort when combined with a greedy optimization
algorithm based on information gain [Gonzalez-Sanchez et al., 2011e]. The algo-
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Figure 8.1: Difference in S of two preparations with identical RTM and RDM

rithm uses the tests that have C,(i;) = 0 to calculate the value of RSM, as was done
with RTM.

Since simulating a diagnosis process can be very costly and requires many runs,
we will use an approximation based on diagnosability. Every test matrix A decom-
poses a system into a partition of components G = g, g,,..., g, Each subset g;
contains all components with identical columns in A. Each of those subsets is called
an ambiguity group.

The diagnosability of a test matrix is the ability of distinguishing between com-
ponents uniquely, by decomposing the system into the smallest possible ambiguity
groups. For example the matrix

A_0100100100
| 0001001001

01 0010O0T1O00O0
A=10001001001
1010111111

since the later generates a finer partition of ambiguity groups {{1, 3, 6,9}, {2}, {5, 8},
{4}, {7,10}} whereas the first one only {{1,3,6,9},{2,5,8},{4,7,10}}.

The probability of group g; occurring is Pr(g;) = |Igw—"|, and the residual diagnostic

effort in such group corresponds to C; = Ig,»l?—l. The formula for the diagnosability
is then L
1 lgil lg:l—1
GA) =— — 8.2
W=D = (8.2)

i=1

and represents the expected (i.e., average) value of the diagnostic effort once the
test in A have been applied.
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The first example matrix in Table 8.1 has a G(A) = 11—0(% . % + 13—0 . % + 13—0 - %) =
0.12. On the other hand the second example matrix, which can distinguish more
components uniquely, has a G(A") = 11—0(% . % +0+ 12—0 . % +0+ 12—0 . %) =0.08.

Algorithm

This greedy simulation algorithm provides a good estimation of the evolution of
C; when using the information gain algorithm [Gonzalez-Sanchez et al., 2011e]
to prioritize test cases, at a lower cost without having to resort to simulations of
diagnoses.

Algorithm 8 RSM Estimation

A0
T «— {tl . Cp(tl) - 0}
RSMP%

forl — 1,|T| do
i = argmin (G(Al|t;))
t,€T
A—Allt;
RSM < RSM + G(A)

return RSM

Algorithm 8 computes the evolution of G(A) in a greedy way. At each step, it
selects the test that minimizes the ambiguity of the matrix and appends the test to
the matrix (operator ||) . Initially the diagnosis is totally ambiguous (C; = MT_l .
At every iteration, a test t; is selected, such that, when concatenated to the matrix,
it minimizes its ambiguity.

Obtaining the partition G has O(M) time complexity when done incrementally.
This has to be repeated N times per choice, for N choices. The complexity of
Algorithm 8 is O(MN?), similar to IG but with a much lower constant, and it must

be done once instead of being repeated a large number of times.

8.2 EXPERIMENTS

Our evaluation study aims to answer the main research question concerning the
utility of each of our metrics when considering the planning of preparation costs
for runtime testing.

Systems
Example System [: WifiLounge

We diagnose the runtime testability and diagnosability of a wireless hotspot at an
airport lounge [Bures, ]. The component architecture of the system is depicted
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in Figure 8.2. Clients authenticate themselves as either business class passengers,
loyalty program members, or prepaid service clients.

DhcpServer

I DhcpListener |
k3 CardCenter

{ L}
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L
CustomToken
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FlyTicketDatabase

AfDbConnection |
FlyTicketClassifier L

CsaDbConnection |

ValidityChecker []
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Token

Figure 8.2: Wifi Lounge Component Architecture

When a computer connects to the network, the DhcpListener component
generates an event indicating the assigned IP address. All communications are
blocked by the firewall until the authentication is validated. Passengers of business
class are authenticated in the ticket databases of a number of airlines. Passengers
from a frequent flier program are authenticated against the program’s database,
and the ticket databases to check that they are actually entitled to free access. Pas-
sengers using the prepaid method must create an account in the system, linked to
a credit card that is used for the payments. Once the authentication has succeeded,
the port block in the firewall is disabled so that the client can use the connection.
The session ends when the user disconnects, or the authentication token becomes
invalid. If the user is using a prepaid account, its remaining prepaid time will be
updated.

Siemens & SIR Programs

Even though these programs and their test suites were not designed with runtime
testing in mind, to strengthen the validity of our study, we use the test coverage
matrices of a set of seven test programs known as the Siemens set [Hutchins et al.,
1994], and five programs from the Software Infrastructure Repository (SIR) [Do
et al., 2005]. Table 8.2 provides more information about the programs (for more
detailed information refer to [Hutchins et al., 1994] and [Do et al., 2005]).
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Program LOC | Tests Description
print_tokens 563 | 4130 Lexical Analyzer
print_tokens2 | 509 | 4115 Lexical Analyzer
replace 563 | 5542 Pattern Matcher
schedule 412 | 2650 | Priority Scheduler
schedule?2 307 | 2710 | Priority Scheduler
tcas 173 | 1608 Aircraft Control
tot_info 406 | 1052 | Information Measure
sed 7125 | 370 Stream Editor
space 9126 | 150 ADL Compiler
grep 13287 | 809 String Matching
gzip 7933 | 210 Data Compression
flex 14194 | 107 Lexer Generator

Table 8.2: Set of programs and versions used in the experiments

The coverage matrix A of each program is obtained by instrumenting each of
the programs with Zoltar [Janssen et al., 2009] to obtain the statements covered
by each test case. Type and variable declarations and other static code, which are
not instrumented by Zoltar, are excluded from diagnostic rankings and effort
calculations.

Relationship between RTM and C;

Before considering test execution costs, the first question we want to answer is:
what is the relationship between RTM and diagnostic effort, C,, if any? To this end
we randomly chose sets of 1 to 15 untestable components in each of the systems,
and recorded the value of RTM, and C; for a set of simulated faults. These faults
were obtained by simulating random faults in one of the program components
producing a failure for every test case that covers the faulty component.

Figure 8.3 shows the correlation between RTM and C;. It can be clearly seen
that there is a correlation between them, with a linear shape, or very slightly
negative-exponential towards high values of RTM.

The reason for this direct relationship is that a testable (i.e., coverable) system,
although not enough to guarantee a good C,, is a prerequisite. By diagnosability,
a good C; is obtained by covering components in a way that makes them be in
different ambiguity groups. The test matrices used in our study correspond to
fairly diagnosable systems. Therefore, if a component is testable, it will be very
likely also diagnosable, causing this direct relationship between RTM and C;.

The main conclusion that can be drawn from this relationship is that an in-
vestment in runtime testability will cause a direct improvement on C,;. Since the
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Figure 8.3: Correlation between RTM and C,

relationship is very linear, we can be almost certain that our investment in testabil-
ity has an equivalent return on the diagnosability of the system. The exception to
this rule are systems with a large number of large ambiguity groups.

Relationship with Efficiency

A second question we would like to answer is the relationship with diagnostic
efficiency. We have already presented an example in Section 8.1 that illustrates
the fact that good runtime testability and diagnosability are no guarantee to an
efficient diagnosis. This is clearly proven in the first of the two plots of Figure 8.4
that show that there is no correlation whatsoever between RTM, and diagnostic
efficiency, S.

On the other hand, the RSM measurement, obtained by Algorithm 6 provides
a much better correlation, and indicator of the efficiency that can be achieved.
Moreover, RSM being based on G(A) takes both into account the improvement rate
of C;, and the final C;, making it a much more complete measurement.
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Figure 8.4: Correlation of RTM, and RSM with Efficiency

Threats to Validity

The main threat to the validity of our experiments is the representativeness of
the used systems. Adding a broader variety of systems where runtime testing is
performed will enhance the validity of our results both because of the large sample
of architectures but also because it would include more variety in the sources of
test sensitivity.

A second threat stems from the fact that we used simulated faults in our val-
idation. This could be improved by using mutation faults, since there is greater
consensus that mutation faults are similar in nature to faults found during unit
testing.

8.3 RELATED WORK

Testability and testing effort were originally related to the probability of a fault
causing an error, this error propagating to the output [Hamlet and Voas, 1993, Voas
et al., 1991], and the error being actually detected by the test oracle [Bertolino and
Strigini, 1995].

However, testability is affected by many other factors and its measurement has
been studied extensively from a qualitative [Binder, 1994, Gao and Shih, 2005] and
quantitative [Jungmayr, 2002, Freedman, 1991] way. Runtime testability and RTM
were first introduced in [Gonzalez et al., 2009a] and refined in [ Gonzalez-Sanchez
et al., 2010b]. A method for the improvement of runtime testability of component
based systems was described in [Gonzalez-Sanchez et al., 2009]. In contrast with
the previous work, in this chapter we focus in the diagnostic perspective of runtime
testing to optimize the runtime testing preparation costs.

Cost prioritization during testing has been extensively studied, from the point
of view of test execution costs. Test prioritization techniques usually operate by
selecting test cases that provided the highest fault detection potential[Elbaum
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et al., 2002, Jiang et al., 2009a, Li et al., 2007, Rothermel et al., 2001, Smith
and Kapfhammer, 2009, Wong et al., 1997]. Lately, test prioritization which se-
lects tests by their potential to locate faults has been proposed [Gonzalez-Sanchez
et al., 2011e] potential. None of these works take into account preparation cost.

8.4 SUMMARY

Existing literature on runtime testability has considered only the implications of
testability in the prioritization of preparation costs for runtime testing. In this
chapter we have studied runtime testing from the point of view of diagnosis. The
main conclusions are (1) that can be drawn are that runtime testability and di-
agnosability are related strongly to each other, (2) that RTM and RDM have no
relationship with the efficiency of the diagnosis. We have introduced a third mea-
surement, RSM, based on a greedy algorithm that can predict the efficiency of
runtime diagnosis with a good accuracy.
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Conclusions

Runtime testing and diagnosis are a developer’s main means of performing the
quality assurance process of dynamically evolving and high-availability systems,
such as Systems of Systems or Service Oriented Architectures. As part of this quality
assurance process, we have identified the three most relevant characteristics for
runtime testing: (1) test preparation, (2) fault detection, (3) fault localization;
and their associated costs: (1) preparation cost, (2) testing cost, and (3) inspection
cost.

At the core of this thesis, we have investigated the relationship and trade-off be-
tween fault detection and fault localization. We started from the prior knowledge
that boosting the fault detection capability of a test suite (thus, lowering testing
cost) the fault localization capability becomes severely affected. Our approach is a
departure from the commonplace fault detection-centric paradigm towards a fault
localization-centric one, where during testing test cases are not selected by their
fault detection potential, but for their potential to improve the current diagnosis.
In particular, we have investigated an on-line test selection method based on the in-
formation gain heuristic. Although this method provides theoretically the most op-
timal solution, we showed that in practice the method’s performance is not always
good due to estimation errors in the input parameters. Motivated by this fact, we
investigated two alternative approaches. First, we investigated a fall-back mecha-
nism that detects and prevents errors in parameter estimations to adversely affect
the information gain heuristic by switching to a safe mode. Second, we investigate
a simpler, off-line test selection heuristic that achieves comparable performance
and does not suffer from these problems. Besides its comparable performance, the
off-line algorithm does not incur in additional overhead during testing. Further-
more, its computational complexity is much lower than the on-line algorithm.

Furthermore, we explored the novel concept of runtime testability, with an em-
phasis on the cost of the preparation actions needed to achieve testability, and the
trade-off with the fault detection capabilities of runtime tests. As a first step, we
proposed and validated a model and a metric to quantify and predict the value
of runtime testability. Being able to measure runtime testability is the first step
towards its optimization. We provided an integrated method to obtain this mea-
surement from system specifications, and together with the preparation costs, ob-
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tain an optimal sequence of preparations. Our work is not restricted only to the
trade-off between test preparation and fault detection. We also studied the rela-
tionship between test preparation and fault localization, and proposed a metric to
effectively prioritize preparation costs in terms of the fault localization capability
of the system’s test suite.

0.1 SUMMARY OF CONTRIBUTIONS

The main contributions of this thesis are:

e From our study on diagnostic test prioritization, we conclude that, except in
some cases, current test prioritization algorithms are not designed to opti-
mize fault localization. We show how the concept of information gain is the
key to an optimal trade-off between fault detection and fault localization.

e We introduce a novel, low-cost, on-line diagnostic test prioritization algo-
rithm, named SeQuoia. The main novelty of SEQuOIA is the fact that it can
perform efficient test sequencing for diagnosis in systems with multiple faults
and with test cases that can produce false negatives, by using a first order ex-
pansion of the set of minimal diagnostic candidates. Previous approaches
only work in systems where only one fault is present, or in a false negative-
free context. Our experiments with synthetic matrices and simulations with
real program matrices show that SEQuoia outperforms every other technique
in terms of diagnostic effectiveness, with effectiveness improvements of up
to 80%, while hardly sacrificing any fault detection performance. However,
when applied in practice, we show that due to large errors in SEQuUOIA’s input
parameters, its performance can be severely affected.

e We introduce a second low-cost diagnostic test prioritization algorithm, un-
der the name RaprTOR. Unlike SEQUOIA, RAPTOR performs off-line prioritiza-
tion and does not rely so heavily on the accuracy of its input parameters to
work. RapTOR exploits the fact that every spectrum-based fault localization
algorithm relies on quickly differentiating the execution signatures of com-
ponents and comparing them with the observed failures. By enhancing the
rate at which component execution signatures differentiate, RAPTOR is able to
obtain comparable performance to SEQUOIA, even outperforming it in many
cases.

Furthermore, this thesis also makes the following contributions. First, as SE-
QUOIA, and Bayesian diagnosis in general, require the estimation of the false neg-
ative rate of tests before the diagnosis can commence, we research the possibility
of using a mutation study to obtain such information. Our results show that this
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information can be used to obtain a good diagnosis, even though the assumption
of failure independence in the multiple-fault case does not hold in many cases.

Second, the fact that RapTOR outperforms SEQUOIA in many cases, shows that
the optimal solution in theory is not in practice. RapToR not only produces good
results, but is also a simpler algorithm, requires less input parameters, and works
off-line (i.e., does not introduce an overhead in the test process). Whereas from
a scientific point of view SEQUOIA’s value is out of question, from an engineering
point of view, RAPTOR is a much more attractive alternative.

Third, we obtained an analytical performance model that shows how the char-
acteristics of test suites have a great influence in diagnostic effectiveness. Our
model highlights that current practice, where test suites are designed for very
sparse coverage per test, is not optimized for fault detection nor fault localization.
Fortunately, thanks to our model we know that there is ample room for improve-
ment of test suites. This opens the door, for example, to the definition of new
test generation algorithms that optimize test suites based on their potential for an
effective fault localization.

Fourth, we presented runtime testability and the Runtime Testability Metric
(RTM), that can be used to find the optimal investment in preparation costs to
enhance the fault detection capability of our tests during runtime testing. RTM is
based on a system dependency model and provides information independent of the
nature of the test suite. The simplicity of RTM’s model allows easy computation in
the dynamic environment of a SoS.

9.2 RECOMMENDATIONS FOR FUTURE WORK

A multitude of interesting open issues are worth investigating. In the following we
suggest several recommendations for future work:

1. Derivation of FNR Through Static Analysis

We have shown how the knowledge of FNR information can reduce
both testing cost and diagnostic cost. However, these savings do not
take into account that obtaining the FNR, although automated, is a
very expensive process. Future work should investigate alternative FNR
estimation techniques, e.g. by applying static analysis techniques that
try to obtain results similar to the probabilistic approach needed for
PIE.

2. Fall-back Strategies for Noisy FNR

Our work with diagnostic prioritization has highlighted the fact that
the information gain heuristic, although optimal in theory, it can be
affected by erroneous estimations of FNR in practice. This calls for



140 Chapter 9. Conclusions

the definition of strategies to cope with noisy FNR, for example by de-
tecting potentially dangerous situations like high variance in the FNR
estimations, and falling back to a more robust test prioritization algo-
rithm, or simply, to a random test ordering.

3. Staccato Optimization

The SeQuoIA algorithm relies in the StaccaTo algorithm to generate a
new diagnosis D. The results in our evaluation of diagnostic prioritiza-
tion has shown that Staccaro’s performance is very good. There are,
however, a number of possible improvements. First, at each iteration of
the SEQuoIA algorithm, Staccaro has to compute D from scratch, cre-
ating an important performance bottleneck. It would be very beneficial
for SEQuoIA to develop an incremental variant of Staccato. Second,
currently the expansion of D to the first subsumption is done in no
particular order. A 1st order expansion policy that expands first the
candidate with higher probability would help to improve the results of
SEQUOIA.

4. Effectiveness Modeling

We have developed analytical models to explain the differences in di-
agnostic effectiveness between programs. Our diagnostic effective-
ness model provides very reliable predictions for uniform test matri-
ces. However, there is ample room for improvement in the case of
non-uniform matrices. In this case, a model that considers the prob-
ability density of test coverage can be useful. A second issue left for
future work is the extension to test matrices with duplicated columns
(components with identical signatures), where residual diagnostic ef-
fort cannot be totally eliminated.

5. Generation of New Test Suites

The analytical model of diagnostic effectiveness was aimed at under-
standing the differences in performance between different programs.
Our results have shown what characteristics of test suites are the most
desirable for diagnostic prioritization, and opens the door to the devel-
opment of test suite generation techniques that use our model as test
criterion, e.g., as fitness function in a search algorithm.

7. Improvement of RTM

The Component Interaction Graph (CIG), the dependency model used
to predict which operations can be exercised during runtime testing,
has a number of shortcomings that affect the prediction power of RTM.
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The definition of RTM assumes independence between paths, which
is a source of imprecision in the presence of data dependencies (not
modeled). This can be solved by adding explicit data dependencies to
the CIG. A second assumption that when the test interaction reaches a
node, it will be propagated to all its dependencies, which is not always
true. For example, propagation probabilities to each node can be added
to each of the dependencies in the CIG.
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Summary

Cost Optimizations in Runtime Testing and Diagnosis

— Alberto Gonzalez-Sanchez —

Software testing and diagnosis (debugging) is a time-consuming but rather im-
portant task for improving software reliability. Hence, testing and debugging are
an integral part of the quality assurance process of large-scale Systems of Systems.
It is therefore necessary to devise an appropriate verification strategy that not only
achieves this reliability goal, but also does this at a minimum cost. Testing must be
as little disruptive as possible for the running configuration.

The ultimate goal of testing is to prove the absence of faults for all possible
inputs. Since exhaustive testing is hardly ever possible, testing typically aims at
detecting the presence of faults, by trying to produce a failure (the external man-
ifestation of a fault). The longer the program does not produce any failures, the
more certain testers are that the program contains no faults. Literature comprises
a myriad of techniques to efficiently produce failures, e.g., by improving coverage
and/or reducing the testing cost. Once failures have been detected, the faults that
produced them have to be localized. Fault localization is a whole research area on
its own that has recently attracted great interest. The goal of (automated) fault
localization is to reduce the effort that the software developers have to invest in
manually localizing the fault.

Unfortunately for developers, it has recently been shown that effective fault de-
tection and effective fault localization are contradictory goals. In particular, it has
been shown that focusing exclusively on fault detection has a detrimental effect on
fault localization, canceling the savings in testing cost by an increase in diagnos-
tic cost. In this thesis we explore the causes for this cost increase, and propose a
shift in the goal of testing, focusing on techniques that achieve much better fault
localization performance, while maintaining fault detection performance.
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Furthermore, since runtime tests will be carried out in the production system
itself, we dedicate a part of this thesis to exploring further implications of runtime
testing and diagnosis. In particular, the system’s components have to be prepared
for the execution of tests while also remaining functional, i.e., to be made runtime
testable. Runtime testability requires an investment in preparation cost to ensure
the tests maintain their fault detection and localization performance. In this thesis
we will focus on the preparation costs required for runtime testability, and their
trade-off with fault detection and localization costs.

From our study in diagnostic test prioritization, we concluded that, except in
some cases, current test prioritization algorithms are not designed to optimize fault
localization. We showed how the concept of information gain is the key to an op-
timal trade-off between fault detection and fault localization. As a solution, we in-
troduced a novel, low-cost, on-line diagnostic test prioritization algorithm, named
SEQuoIA. The main novelty of SEQuUOIA is the fact that it can perform efficient test
sequencing for diagnosis in systems with multiple faults and with test cases that
can produce false negatives, by using a first order expansion of the set of mini-
mal diagnostic candidates. However, when applied in practice, we showed that
in certain circumstances derived from a large error in SEQUOIA’s input parameters,
its performance can be severely affected. Furthermore, we introduced a second
low-cost diagnostic test prioritization algorithm, named Raptor. Unlike SEQUOIA,
RaprTOR performs off-line prioritization and does not require precise input parame-
ters to work. RAPTOR is able to obtain comparable performance to SEQuUOIA, even
outperforming it in many cases.

This thesis also makes the following contributions. First, as SEQuoia, and
Bayesian diagnosis in general, require the estimation of the false negative rate
of tests before the diagnosis can commence, we researched the possibility of us-
ing a mutation study to obtain such information. Our results showed that this
information can be used to obtain a good diagnosis, although the assumption of
failure independence in the multiple-fault case does not hold in many cases. Sec-
ond, as our experiments with SEQuoia and RarTor showed clear differences in the
improvements that can be obtained between programs, we investigated the cause.
We concluded that the characteristics of test suites have a great influence, espe-
cially the coverage density and distribution of tests. Third, we presented runtime
testability and the Runtime Testability Metric (RTM), that can be used to find the
optimal investment in preparation costs to enhance the fault detection capability
of our tests during runtime testing.



Samenvatting

Kostenoptimalisatie in executietijdtesten en -diagnose

— Alberto Gonzalez-Sanchez —

Software testen en diagnose (debugging) is een tijdrovende maar belangrijke
taak om de betrouwbaarheid van software te verbeteren. Vandaar date testen en
debugging een integraal onderdeel vormen in het proces van de kwaliteitsgarantie
van grote schaal Systemen van Systemen. Het is daarom nodig om een passende
verificatiestrategie te ontwikkelen die niet alleen dit betrouwbaarheidsdoel be-
haalt, maar dit ook doet tegen een minimale kost. Het testen moet zo min mogelijk
de lopende configuratie verstoren.

Het ultieme doel van deze testen is om de afwezigheid van fouten voor alle
mogelijke inputs te bewijzen. Aangezien grondig testen nauwelijks mogelijk is,
is het testen meestal gericht op het opsporen van de aanwezigheid van fouten,
door te proberen om een foutmelding (de externe manifestatie van een fout) te
veroorzaken. Hoe langer het programma geen foutmeldingen veroorzaakt, hoe
zekerder ingenieurs zouden zijn dat het programma geen fouten bevat. De lit-
eratuur beschrijft meerdere methoden om eficiént foutmeldingen te genereren,
bijvoorbeeld door broncodedekking te verbeteren en/of door de kosten van het
testen te verminderen. Zodra storingen zijn opgespoord, moeten de fouten die
deze hebben veroorzaakt worden gelokaliseerd. Het lokaliseren van fouten is een
breed onderzoeksgebied op zichzelf dat recent grote belangstelling heeft gekregen.
Het doel van (geautomatiseerde) foutlokalisatie is het verminderen van de inspan-
ningen die de software-ontwikkelaars moeten leveren om handmatig de fout te
lokaliseren.

Helaas voor de ontwikkelaars, werd het onlangs bewezen dat effectieve foutop-
sporing en effectieve foutlokalisatie tegenstrijdige doelen zijn. In het bijzonder
werd het bewezen dat uitsluitend focussen op foutopsporing een nadelig effect
heeft op foutlokalisatie, wat de besparingen in het testen van de kosten teniet doet
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door een toename in diagnostische kosten. In dit proefschrift onderzoeken we de
oorzaken voor deze stijging van de kosten, en stellen we een verschuiving voor van
het doel van deze testen, met de nadruk op technieken die veel betere prestaties
voor foutlokalisatie kunnen leveren, terwijl ze de prestaties voor foutopsporing
behouden.

Aangezien executietijdtesten zullen worden uitgevoerd in het productiesysteem
zelf, wijden we bovendien een deel van dit proefschrift aan het verkennen van
verdere implicaties van executietijdtesten en -diagnose. In het bijzonder moeten
onderdelen van het systeem worden voorbereid voor de uitvoering van de testen,
terwijl ze ook functioneel moeten blijven, i.e., om executietijdtestbaar gemaakt te
worden. Executietijdtestbaarheid vereist een investering in voorbereidingskosten
om ervoor te zorgen dat de tests hun prestaties voor foutopsporing en -lokalisatie
behouden. In dit proefschrift zullen we ons richten op de voorbereidingskosten van
de executietijdtestbaarheid en hun wisselwerking met de kosten voor foutdetectie
en -lokalisatie.

Uit onze studie van diagnostische testprioritering, concludeerden we dat, be-
halve in sommige gevallen, de huidige testprioriteringsalgoritmen niet ontworpen
zijn voor het optimaliseren van foutlokalisatie. We tonen aan hoe het concept
van informatieverzameling de oplossing is voor een optimale wisselwerking tussen
foutdetectie en foutlokalisatie. Als oplossing introduceren we een nieuw, low-cost,
on-line, diagnostisch testprioriteringsalgoritme, genaamd SEQuoIA. De belangrijk-
ste nieuwigheid van SEQuoIa is het feit dat het efficiént test sequencing kan uitvo-
eren voor diagnose in systemen met meerdere fouten en met testcases die kun-
nen leiden tot valse negatieven, met behulp van een eerste orde uitbreiding van
de set van minimale diagnostische kandidaten. We tonen aan dat in de praktijk
bij bepaalde omstandigheden (afkomstig van een grote afwijking in de inputpa-
rameters van SEQUOIA) de prestaties zwaar worden beinvloed. Verder introduc-
eren we RAPTOR, een tweede low-cost diagnostisch testprioriteringsalgoritme. In
tegenstelling tot SEQuOIA, voert RAPTOR off-line prioritering uit en vereist het geen
nauwkeurige input parameters. RAPTOR is in staat om vergelijkbare en in vele
gevallen zelfs betere prestaties te leveren als SEQUOIA.

Dit proefschrift behandelt ook de volgende onderwerpen. Ten eerste aangezien
SEQUOIA, en bij uitbreding Bayesiaanse diagnose in het algemeen, de schatting van
het percentage vals negatieve testen vereisen voordat de diagnose kan beginnen,
hebben we onderzoek gedaan naar de mogelijkheid om een mutatie onderzoek te
gebruiken om dergelijke informatie te verkrijgen. Onze resultaten tonen aan dat
deze informatie kan gebruikt worden voor het verkrijgen van een goede diagnose,
hoewel de veronderstelling van de onafthankelijkheid voor mislukking in het geval
van meervoudige fouten in veel gevallen niet geldt. Ten tweede hebben we onder-
zoek gedaan naar de oorzaak van het verschil in verbeteringen die kunnen worden
verkregen met diagnostische testprioriteringsalgoritmen aangezien onze experi-
menten duidelijke verschillen aantoonden. We concluderen dat de kenmerken van
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de testreeksen een grote invloed hebben, met name de broncodedekkingdichtheid
en de distributie van de tests. Ten derde presenteren we executietijdtestbaarheid en
de Runtime Testability Metric (RTM), die kunnen worden gebruikt om de optimale
investeringen in voorbereidingskosten te vinden om het foutdetectie vermogen van
onze tests tijdens het executietijdtesten te verbeteren.
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