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A B S T R A C T

Online advertising is a multi-billion dollar industry, forming one of
the primary sources of income for many publishers that offer free web
content. Online Behavioural Advertising (OBA), the practice of show-
ing advertisements based on individual users’ web browsing beha-
viours, greatly improves the expected effectiveness of advertisements,
and is believed to be beneficial to advertisers and users alike. The
privacy of users, however, is threatened by the widespread collection
and exchange of users’ browsing behaviour by dozens of companies
for the purpose of behavioural advertising.

The aim of this thesis is to alleviate these privacy concerns by
investigating how an online advertising system can serve advertise-
ments tailored to users’ interests within the current online advert-
ising ecosystem, such that no party other than the user themselves
can gain any knowledge of the user’s interests. To protect user pri-
vacy in the online advertising ecosystem, two main challenges need
to be overcome. Not only do advertising companies need to adapt
their machine learning models to a setting in which they have no
knowledge of user interests, they also need to integrate their privacy-
preserving targeting systems into a complex advertising landscape
where advertisement impressions are traded within a fraction of a
second.

We present two complete privacy-preserving protocols for online
behavioural advertising that combine machine learning methods com-
monly encountered in existing advertising systems with secure multi-
party computation techniques. The first protocol uses a threshold
variant of an additively homomorphic cryptosystem to distribute trust
between parties while allowing computations on encrypted data, such
that advertisements can be served based on detailed user profiles.
The second protocol distributes trust between advertising companies
using an additively homomorphic threshold secret sharing scheme,
allowing collaborative computations on user profiles while prevent-
ing a coalition of colluding parties smaller than a predefined thresh-
old from obtaining any sensitive information. Both protocols achieve
performance multi-linear in the size of user profiles and the number
of advertising campaigns, and show promising initial results in terms
of privacy and performance. To the best of our knowledge, our two
protocols are the first protocols that preserve user privacy in behavi-
oural advertising while allowing the use of detailed user profiles and
machine learning methods.
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1
I N T R O D U C T I O N

Online advertising is a multi-billion dollar industry, forming one of
the driving economic factors behind free web services [35, 85]. With
a worldwide spend of $178 billion in 2016 [62], advertising has be-
come a pervasive phenomenon on the internet as we know it today,
allowing publishers to offer content to users free of charge. In the
past few years, however, an increasing number of people have chosen
to prevent advertisements from being shown on web pages they visit.
Blocking advertisements has become as easy as a few mouse clicks
with the availability of a class of web browser extensions named ad
blockers. Installation of the uBlock Origin ad blocker for Mozilla Fire-
fox1, for instance, required only three mouse clicks. An estimated
615 million devices use such ad blockers, which amounts to 11% of
the global internet population, and the number is expected to grow
further [76].

The consequence of the increased use of ad blockers is that publish-
ers suffer from a significant decrease in revenue from the advertising
space they offer. The worldwide loss of advertising revenue due to
ad blocking was estimated to be $41.4 billion in 2016, which is 23% of
the total ad spend [77]. In an effort to address the economic impact of
ad blocking, some publishers now request users of ad blockers to al-
low ads on their websites, pay for content that was previously offered
free of charge, or deny access to users of ad blockers altogether [9].
Such practices have sparked an arms race of technologies to block ad-
vertisements, and to circumvent blockage. These developments are
a threat to the business models of many websites with freely avail-
able content. For a sustainable ad-supported internet economy, it is
necessary to address the objections users have to advertisements.

In a recent survey among users of a popular ad blocker, 32% of
respondents indicated that privacy concerns were among the reas-
ons for using an ad blocker [9]. Similarly, in a 2011 survey about
privacy and advertising among United States residents, 94% of re-
spondents considered online privacy an important issue, and 70%
of respondents believed that online advertising networks and online
advertisers should be responsible for safeguarding an individual’s on-
line privacy [97]. The practice of selecting advertisements based on
users’ browsing behaviour, and the data collection required for such
targeting, is one of the factors leading to privacy concerns [92, 98].
Although advertisements tailored to users’ interests are recognized
as being useful for both users and publishers, users are reluctant to

1 https://www.ublock.org/
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2 introduction

accept behaviourally targeted advertisements due to a mistrust of ad-
vertising companies. Moreover, users experience a lack of control over
what information is collected about them [98]. This chapter gives an
overview of the current trend in online advertising, then describes
the practice of online behavioural targeting, and finally explains the
privacy issues of these practices.

1.1 real-time bidding

Since the appearance of the first online advertisement in 1994, the on-
line advertising industry has experienced massive growth, and with
it rapid innovation [99]. The first Internet advertisements were shown
in a ‘scattershot’ approach, much like traditional advertising media
such as television, radio, newspapers and billboards [104]. Unlike
these traditional media, however, the Internet has a much more inter-
active nature. Rather than consuming whatever happens to be sent
their way by publishers, users explicitly request information on the
Internet. Advertisers therefore have a unique view into the behaviour
of users, allowing a precise targeting of advertisements at the relevant
audience. Such new opportunities, along with advances in computer
technology, have led to the emergence of new concepts within the
advertising industry.

The current trend in online advertising is the Real-Time Bidding
(RTB) mechanism of buying and selling advertisements [99]. RTB facil-
itates a real-time auction of advertising space, which allows buyers
to decide how much to bid per impression. This gives advertisers
fine-grained control over how they spend their advertising budget, as
well as on which pages and to whom their advertisements are shown.
These auctions take place at an ad exchange, which operates much
like a stock exchange for ad impressions. The real-time nature of
such auctions, in which bids must be placed in a fraction of a second,
requires the whole auction process to be carried out programmatic-
ally.

To manage the added complexity of RTB, other types of platforms
emerged along with ad exchanges. Such platforms include Demand-
Side Platforms (DSPs), which provide advertisers with technology to
bid on individual impressions from multiple inventories, and Supply-
Side Platforms (SSPs), which support publishers in optimizing advert-
ising yield. Moreover, the opportunity to target ads at individual
users has led to the emergence of Data Management Platforms (DMPs),
which provide user data to DSPs and SSPs.

The interplay between the various parties in the online advertising
ecosystem is illustrated in Fig. 1.1. Prior to ad impressions, advert-
isers set up their campaign, including targeting criteria and campaign
characteristics, with the DSP. When a single ad impression is triggered
by a user visiting a web page that includes an ad slot, the user’s web
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browser is instructed to contact the SSP to request an advertisement.
The SSP forwards the ad request to the ad exchange, along with user
data collected by the SSP. The ad exchange then sends a bid request
to all connected bidders (DSPs), each of which may contact DMPs to
retrieve additional information about the user. Each DSP decides how
much to bid on behalf of its advertisers and responds to the ad ex-
change with the bid value and the associated advertisement. After
collecting responses from bidders, the ad exchange chooses the win-
ning bid and sends a win notice back to the winner. The ad exchange
then sends the advertisement of the winning bidder to the SSP, which
forwards it to the user. Finally, the advertisement is displayed in the
user’s browser. If the ad is clicked, the user’s browser contacts the
advertiser, and the advertiser records the ad click.

Advertiser

Demand-side
platform
(DSP)

Ad exchange Supply-side
platform
(SSP)

PublisherUser

Data management
platform (DMP)

1. Page visit

2. Ad request

3. Ad request4. Bid request

5. User information

0. Campaign details

6. Bid response

7. Ad auction8. Win notice 9. Ad

10. Ad response

11. User feedback

Figure 1.1: Overview of the online advertising ecosystem.

Each type of platform attempts to maximise the value of ad im-
pressions. Supply-Side Platforms help publishers to manage their ad-
vertising inventory. They maximize advertising yield by offering in-
ventory to multiple ad exchanges and direct sales contracts, and pre-
dicting which channel will maximise revenue for an impression. SSPs

can further increase the value of a publisher’s inventory by selling
impressions together with user data. Since SSPs can track user beha-
viour across multiple publishers, they can augment impressions with
behavioural data useful for targeting, driving the price of the ad im-
pression up [70].

Demand-Side Platforms, on the other hand, help advertisers to tar-
get their audience more effectively. They use algorithms to predict
user response to advertisements and optimise buying strategies that
maximise the expected revenue for advertisers. DSPs also connect to
multiple inventory sources, such as ad exchanges, to reach a larger
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audience. Finally, DSPs integrate with data management platforms
and may also collect their own data, enabling precise targeting [70].

1.2 online behavioural advertising

The RTB ecosystem allows advertisers to target advertisements at indi-
vidual users based on previously exhibited behaviour, such as visited
webpages and clicked advertisements. This practice of showing the
most relevant advertisement for a viewer based on their browsing be-
haviour is known as Online Behavioural Advertising (OBA). OBA has
been shown to greatly improve click-through rates of advertisements,
allowing for highly effective targeting of advertisements at specific
consumer groups or even individual consumers [103]. Users see ad-
vertisements that are more relevant to their interests, and may help
them discover a product or service they need. Advertisers, on the
other hand, benefit from accurately targeted advertisements because
they are more likely to reach the desired audience, and thus increase
the expected return on investment of the advertising budget. Finally,
publishers benefit from an increased value of the advertising space
they offer, allowing for the continuation of the ‘free content’ business
models that internet users have become accustomed to.

For OBA to work, information about both the webpage and the user
associated with the auctioned ad impression must be passed along a
number of different parties. Typically, the webpage served by the pub-
lisher includes a piece of code that causes the user’s web browser to
contact an SSP. The SSP then identifies the user, and sends information
about the user to the ad exchange. The ad exchange, in turn, sends
this user information, along with information about the webpage and
publisher, to all DSPs participating in the auction. Each of these DSPs

may have its own information about the user, and may contact one
or more DMPs to obtain additional user information. The gathered
information is then used to predict the response of the user to spe-
cific advertisements, which in turn is used to place a bid on the ad
impression.

1.3 privacy issues

The nature of the data that is used for OBA, as well as the exchange of
such data between a large number of parties, raises privacy concerns.
Dozens of third party advertising companies track users across the
web to keep track of the web pages visited by users, which products
they purchase, users’ location, which devices and software they use,
and more [40]. Such information about user activity is widely shared
between companies, often without users’ knowledge or consent [14,
74]. While many advertising companies allow users to opt out of
behavioural advertising, opt-out programs only limit a particular use
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of data, rather than limiting the collection of user data or other uses
of tracking data [64].

Behavioural targeting primarily relies on a user’s web browsing
history to estimate the probability of a user clicking on an advertise-
ment. Such browsing histories include visited web pages, but also
search queries and previously clicked advertisements. The brows-
ing history is rarely the only input for the estimation, however. Apart
from characteristics of the current page, additional information about
the user is gathered to improve the accuracy of the estimation. Such
information commonly includes the user’s location, (partial) IP ad-
dress, and user agent, which describes the specific browser and op-
erating system used. When possible, this may be further augmented
with demographics, such as age and gender, and a history of online
purchases.

There are a number of issues with widespread collection and shar-
ing of user data. Firstly, the nature of the data that is collected is
highly sensitive. Pages visited by a user can indicate location, in-
terests, purchases, employment status, sexual orientation, financial
challenges, medical conditions, and more [64]. Moreover, web brows-
ing histories are analysed at large scale to find patterns of activity,
which allows even more inferences about users’ interests. While
these inferences are made to serve advertisements tailored to users’
interests, knowledge of people’s behaviour and interests, possibly in-
cluding political, financial, or medical information, leaves ample op-
portunity for abuse.

The possibility of abuse is further increased by the shape of the
advertising landscape. User information is not securely stored at
a single party, but is widely shared amongst parties. Advertising
companies normally have access only to partial web browsing his-
tories, as each company relies on the cooperation of publishers to
allow tracking on their web pages. Using a technique called cookie
matching, however, parts of these histories are leaked to other com-
panies [74]. Cookie matching is a widespread practice that allows ad
exchanges, DSPs and other parties to synchronize unique user identi-
fiers and share data [14, 42, 74], and each of the parties involved in
cookie matching is a potential attacker.

Users are given little insight and control over which data is collec-
ted about them and which parties have access to this data. Due to
information leakage via cookie matching, and the exchange of per-
sonal data via DMPs, user data is spread to a large number of third
parties. Many users are unfamiliar with some of these third parties,
and would not voluntarily allow data collection by these parties [98].
While opt-out mechanisms are offered by the advertising industry,
these mechanisms are difficult to use and mislead users into think-
ing that browsing data is not collected about them [61]. Furthermore,
tracking companies adopt new techniques to track users who actively
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attempt to avoid online tracking, for instance by regularly clearing
browser cookies. A variety of such persistent tracking mechanisms
was found to be used in practice, indicating that even users who
choose to take countermeasures against tracking are not necessarily
protected from unwanted data collection [1].

Browsing histories not only contain sensitive personal information,
they are also tightly linked to users’ identities. Olejnik et al. [73]
found that a vast majority of internet users had unique browsing his-
tories, and that these unique histories could be used as fingerprints of
users. With a small number of observed web page visits, users could
be identified based on their browsing fingerprint. Moreover, even in-
direct observations about user history, such as interest categories in-
ferred by some advertisers, were sufficient to uniquely identify a large
number of users [73]. It is therefore possible to link distinct brows-
ing sessions to the same user, implying that some countermeasures
against tracking, such as private browsing modes offered by most
web browsers, may not be effective at protecting users.

Possible attackers are not limited to companies within the advert-
ising ecosystem; adversaries acting as advertisers or monitoring users
can also abuse behavioural advertising to learn sensitive information
about users. Castelluccia et al. [22] find that interest categories can be
reconstructed from the advertisements that are shown to a user. An
adversary who can observe which advertisements are shown during
a short timespan could therefore infer a user’s interests, even if those
interests were not apparent during the time of observation. For in-
stance, an employer could infer that an employee was looking for a
new job outside office hours, based on the advertisements shown to
the employee during office hours. Korolova [59] shows that precise
targeting mechanisms and reporting options offered by Facebook can
be abused by an advertiser to infer private attributes of user profiles.
Their attack shows that information that should not be visible to ad-
vertisers can be leaked using precise targeting, undermining the trust
people may have in Facebook to hide private information from third
parties. Similarly, Conti et al. [30] demonstrate an attack that allows
inference of user interests by combining data from advertiser and
publisher systems offered by Google, showing a significant privacy
issue in targeted advertising.

1.4 research goal

The ad blocking arms race calls for a profound change to the use
of personal information by the online advertising industry. In order
to sustain the profitability of OBA and regain users’ acceptance, the
online advertising industry should address privacy issues. The goal
of this research is therefore to alleviate the privacy concerns caused by
the use of sensitive personal information for advertisement selection,
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while allowing behavioural targeting of advertisements. We aim to
demonstrate the feasibility of behavioural targeting of advertisements
while protecting user privacy to the extent that no party within the
advertising ecosystem can gain any information about users’ interests.
The underlying research question of this thesis is as follows:

How can an online advertising system serve advertisements
tailored to users’ interests in the Real-Time Bidding model, such
that no party other than the user themselves can gain any know-
ledge of the users’ interests, without degrading the system’s re-
sponsiveness perceived by users?

This research question raises the following sub-questions:

1. How can the value of an advertisement for a user be estimated,
based on the user’s past behaviour, without any knowledge of
that past behaviour or the user’s interests?

2. How can information about a user’s behaviour be made avail-
able for the purpose of advertisement value estimation, without
disclosing the meaning of that information?

3. How can a model, used to estimate the value of an advert-
isement for a user, be trained with individual user responses
without disclosing the user’s response to advertisements?

4. How can a privacy-preserving value estimation model be in-
tegrated into the RTB model, such that the auction and billing
processes reveals no information about users’ interests?

5. How can the four sub-questions described above be accomplished
without degrading the responsiveness of the system perceived
by users?

1.5 our contributions

In this thesis, we present two complete protocols that preserve user
privacy in OBA, are compatible with modern online advertising mech-
anisms, and support the use of highly detailed user profiles. The two
protocols satisfy the same set of requirements, but one protocol uses
additively homomorphic encryption to achieve user privacy, whereas
the other uses secret sharing techniques. We believe the protocols
presented in this thesis to be the first to make use of distributed trust
in machine learning for preserving privacy in OBA tasks, as well as
the first to allow learning users’ preference patterns without relying
on a trusted party. Both protocols are based upon machine learning
techniques commonly encountered in existing OBA systems, and al-
low multiple data processors to operate on the same user data, while
not revealing any information about users’ behaviour or interests.
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Based on proof-of-concept implementations of the presented proto-
cols, we show the decrease in computational cost that can be obtained
from cooperative computation by competing parties on secret-shared
data, compared to an approach in which each party individually per-
forms computations on encrypted data. Moreover, our implementa-
tions suggest that a cryptographic approach to preserving privacy in
OBA can achieve the efficiency required for real-time predictions, as
demanded by the RTB model of buying and selling advertisements.

1.6 thesis outline

The structure of this thesis is as follows. The first part of this thesis
provides a background on OBA and previous works on the topic of
privacy in online advertising. Chapter 2 gives an overview of com-
mon OBA mechanisms that are used in the RTB setting, describing
bidding strategies, user profiling methods, and response prediction
models. In Chapter 3, various previous approaches to preserving pri-
vacy in online advertising are presented, along with a discussion on
why these approaches are inadequate or incomplete. The second part
of this thesis describes novel solutions to preserve privacy in OBA,
starting in Chapter 4 with a description of the application setting, re-
search challenges, and methodology. Subsequently, the two protocols
are described. The first protocol, AHEad, is presented in Chapter 5,
followed by the second protocol, BAdASS, in Chapter 6. Finally, we dis-
cuss the obtained results and provide an outlook for future research
opportunities in Chapter 7



2
O N L I N E B E H AV I O U R A L A D V E RT I S I N G
M E C H A N I S M S

The Online Behavioural Advertising (OBA) landscape is formed by a
complex combination of mechanisms that enable behavioural target-
ing of advertisements. In the RTB model, the process of targeting is
largely left to bidding parties, such as DSPs. Bidders generally em-
ploy a number of different techniques to optimize their bids. To im-
prove the understanding of users, tracking and profiling techniques
are used to obtain a user profile. When an advertisement request
arrives, triggered by a web page visit, the request is combined with
an existing user profile to predict the response of the specific user to
an advertisement. The predicted response is subsequently used in a
bidding strategy to calculate the final bid price. If the bid wins the
auction, the advertisement is served to the user, and the user’s ac-
tual response (clicking on the advertisement or not) is reported back
to the bidder, who uses the feedback to improve the response predic-
tion process. The sequence of these techniques is illustrated in Fig. 2.1.
In this chapter, each of the general mechanisms used in behavioural
targeting is described, and some of the specific techniques that are
commonly used in existing systems are outlined.

2.1 bidding strategies

Ad exchanges are the central components of the real-time bidding
ecosystem, providing open marketplaces to buy and sell advertising
space. They set the price for each ad impression in a real-time auc-
tion by offering the impression up for bids. Each buyer connected to
the ad exchange places a bid based on their valuation of the impres-
sion, after which the ad exchange sells to the highest bidder. While
some large advertisers connect to ad exchanges directly, most advert-
isers connect to a DSP, which bids on impressions on behalf of the
advertisers.

As noted in [108], the optimal bid price is determined by the expec-
ted utility of the ad impression, and the expected cost. In practice, the
utility of an impression is generally based on an estimation of a user’s
response to an advertisement, such as the Click-Through Rate (CTR)
or Conversion Rate (CVR). The cost, on the other hand, is a prediction
of how much an advertiser needs to pay to win the auction. Since ad
exchanges generally hold a second-price auction, where the winner
pays the second-highest bid, participants can benefit from adjusting
their bid based on expected competing bids. Some recently proposed

9
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Tracking Profiling

Response
prediction

Page visit

BiddingAd serving

Ad request (via Ad
Exchange)

Ad click

Bidding process

Figure 2.1: The components commonly used by DSPs to behaviourally target
advertisements. Arrows indicate information flows.

methods to estimate the distribution of competing bids make use of
the full bid request (e.g. [100, 102]). Many other methods to predict
the bid landscape, however, rely only on historical observations of
winning prices (e.g. [24, 108]).

To calculate a bid value, response predictions are turned into bids
through a bidding strategy. A bidding strategy can be defined as a
function b(θ(x), x), where x ∈ Rd is a d-dimensional bid request and
θ(x) is the predicted user response. Note that throughout this docu-
ment, bold symbols such as x are used to describe vectors. Bidding
strategies may incorporate additional information to optimize the ad-
vertising campaign performance, such as the available budget and
the value of a click to the advertiser. A simple, but very widely used
bidding strategy bids the true value of an impression. Such truthful
bidding maximises the expected reward for an advertiser [99].

In the presence of budget constraints and a dynamic market, how-
ever, bidders may choose to adopt non-truthful bidding strategies.
Taking into account competing bids allows optimization of the bid-
ding strategy based on the probability of winning the ad auction,
such that the expected revenue is maximized given budget and cam-
paign duration constraints. The probability of winning can be defined
as a function w(b(θ(x), x), x). As described in [108], assuming a se-
quential dependency x → θ → b greatly simplifies optimization of
bidding. The bidding function b can then be assumed to only directly
depend on θ(x), that is b(θ(x), x) ≡ b(θ(x)), while still gaining the de-
pendency of x through θ(x). Likewise, the winning function can be
assumed to depend only on the bid value through x → θ → b → w, that
is: w(b, x) ≡ w(b). Analysis of data on winning bids in [108] suggests
this is a sensible assumption, as the dependency on the bid request
is far smaller than that on the bid price. With these assumptions,
the bidding function can be optimized with respect to the response
prediction θ, with no further dependency on the bid request x.
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2.2 user profiling

In order to calculate a suitable bid price for an advertisement impres-
sion, a DSP must be in the possession of a profile of the user associated
with the impression. Various techniques are combined in the creation
of user profiles. This section describes methods used to track users’
browsing behaviour across the web, followed by techniques to link
user identifiers between different companies. Finally, techniques to
model observed browsing events into usable feature vectors for ma-
chine learning tasks are described.

2.2.1 Tracking techniques

Web pages visited by users are one of the primary sources of inform-
ation for behavioural targeting [84]. To track the web browsing be-
haviour of users across the web, companies within the advertising
ecosystem use a variety of techniques. Most of these techniques re-
quire collaboration between the tracker and the publisher, typically in
the form of the publisher including some content to be loaded from
the tracker’s servers on their web pages. By collaborating with many
publishers, trackers can gain an increasingly complete view of web
page visits across the web.

The most well-known tracking method uses HTTP cookies, which
are used to persist small pieces of data across requests in a user’s
browser. Cookies are associated with a domain, and are sent along
with every request to that domain. While cookies are useful to persist
user preferences or authentication data, cookies are also used to re-
cord web browsing behaviour. A web page can contain content, such
as images, that are retrieved from other domains. During retrieval
of such third-party content, the external domains can also set cook-
ies. These third-party cookies are sent back with every subsequent
request to the external domain, along with an HTTP referrer header
containing the URL of the first-party web page on which the content
was included. Using a unique identifier as the cookie content, this
mechanism allows trackers to link web page visits to the same user,
and thus to track user behaviour. Typically, trackers instruct publish-
ers to include on their pages a small, 1 × 1 pixel transparent image
that is loaded from the tracker’s domain, allowing the tracker to log
web page visits on those pages [21].

Browser cookies can be easily removed by users, however. There-
fore, some trackers have adopted more resilient tracking techniques
to actively circumvent users’ tracking preferences, such as evercook-
ies or fingerprinting. Evercookies refer to combinations of differ-
ent browser storage vectors such as Flash cookies, browser cache,
and HTML local browser storage, which are used to recreate deleted
HTTP cookies [1]. Browser fingerprinting refers to tracking techniques
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Browser

Ad exchange Bidder

(1) Redirect to
http://bidder.com/cm?id=abc123

User’s cookie: id=abc123

(2) http://bidder.com/cm?id=abc123

Cookie: id=456def

User’s cookie: id=456def

Ad exchange’s cookie: id=abc123

Bidder’s cookie: id=456def

(3) Match cookie
abc123 with 456def

Figure 2.2: Cookie matching sequence, adapted from [74].

which do not rely on local browser storage to persist an identifier, but
identify users based on unique combinations of browser and device
characteristics [37]. These techniques typically rely on inclusion of
JavaScript from the tracker, which reports back to the tracker’s serv-
ers with a user identifier and the visited web page. Both evercookies
and fingerprinting are used in practice, and combinations of tracking
techniques are used to increase the resilience against countermeas-
ures [1].

2.2.2 Cookie matching

Since each tracking party uses its own unique identifiers to track
users, companies can significantly improve their knowledge of users
by linking user identifiers and sharing data [74]. The practice of shar-
ing user identifiers stored in cookies is known as cookie matching or
cookie syncing. Cookie matching is widely used by ad exchanges and
bidders to translate user identifiers [14, 42, 74]. The general cookie
matching sequence is illustrated in Fig. 2.2. Typically, the ad exchange
sends a script or redirection, which instructs the user’s browser to
send a request to the bidder. This request contains the cookie or user
identifier used by the ad exchange, and since the request is made to
the bidder’s domain it also includes the bidder’s cookie. The bidder
thus receives both its own cookie and the cookie of the ad exchange,
which allows linking the two identifiers to the same user [74].

2.2.3 User modelling

The collection of raw browsing events, such as web page visits and
search queries, supplies advertising companies with detailed user in-
formation. Using this data directly in a machine learning task for
response prediction is challenging, however, since the data has a very
high dimensionality. Moreover, positive events in the form of ad
clicks or conversions are very rare. It is therefore preferable to reduce
the raw data to a lower dimensional user model. Behavioural model-
ling techniques can be divided into roughly three categories: interest-
based segmentation, web page clustering, and using raw data.



2.2 user profiling 13

The assumption underlying many of the proposed user modelling
methods is that similar users will have a similar response to a given
advertisement. A common practice in behavioural advertising is to
assign users to predefined interest categories using a hierarchical cat-
egorization scheme [29, 96]. An example of such an interest category,
as used by Google Ads, is Finance → Credit & Lending → Loans, where
the arrows indicate an hierarchical relation [48]. User segmentation
based on interest categories allows for simple audience selection by
only showing advertisements to users within interest segments re-
lated to the advertisement’s topic.

Interest categories can be extracted from web pages visited by a
user in a number of ways. Raeder et al. [87] suggest the use of ex-
isting web page categorizations obtained from third party data pro-
viders. An example of a category data provider is the Open Dir-
ectory Project (ODP), a community-maintained directory organizing
URLs into a hierarchical ontology. Using such a directory, the high-
dimensional feature space of URLs becomes a low-dimensional space
of categories. RePriv [43], an attempt to implement client-side soft-
ware to locally perform user modelling for content personalization,
also uses interest categories from the ODP. Rather than relying dir-
ectly on the manual classification of web pages in the ODP, RePriv
trains a Naïve Bayes classifier on documents obtained from the ODP

to locally classify documents. For each category in the taxonomy,
3000 documents are retrieved from the ODP. From these documents,
words that occur in at least 15% of the documents are selected as at-
tribute words. These attribute words are then used to train a Naïve
Bayes classifier, which classifies new documents based on the words
they contain.

Toubiana et al. [96] describe a similar category extraction method,
which uses a social bookmarking site to map keywords extracted
from documents into interest categories. From the social bookmark-
ing site, the URL and title of bookmarked pages are collected, as
well as tags assigned by users. A precomputed matrix of similar-
ities between the user-assigned tags and interest category names is
then used to obtain the categories for a web page, by computing the
similarities between keywords obtained from the page and the tags
associated with categories.

Using a fixed interest taxonomy for response prediction, however,
may be too coarse due to the limited number of categories [80]. More-
over, assigning users to disjoint categories does not capture relations
between interests, and it fails to describe complex combinations of
multiple interests. Therefore, it may be desirable to assign mixtures
of interests to users in an unsupervised fashion, instead of mapping
users to hierarchical categories. Ahmed et al. [6] use Latent Dirichlet
Allocation (LDA) to characterize users by a mixture of topics. LDA is
a topic-based semantic modelling algorithm that describes the avail-
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able data without requiring editorial data. The benefit of such unsu-
pervised modelling is that it is able to cover topics that an editor is
not aware of, and is thus not language and culture specific. LDA is
a hierarchical Bayesian model, introduced in [18] for the purpose of
modelling discrete data such as text. It models each item of a collec-
tion, such as a word in a search query or page title, as a mixture over
an underlying set of topics. Each of these topics is, in turn, modelled
as a mixture over an underlying set of topic probabilities. While the
application of LDA to behavioural targeting still describes users with
a subset of a fixed number of topics, it has several advantages over
clustering. Firstly, modelling users as a mixture of topics enables
capturing time-varying user interests. Secondly, topics themselves,
being extracted from a dynamic corpus of search queries and web
pages, can change over time. Since LDA is unsupervised, the model
can adapt to changing topics without editorial intervention. Finally,
all user actions are represented using a single vocabulary of words,
providing a consistent representation of user interests.

Given sufficient data, however, behavioural targeting benefits from
fine-grained user models [80]. Aly et al. [7, 8] therefore represent a
user as a stream of historical behaviour. The user history includes
both active events, such as clicking ads and issuing search queries,
and passive events, such as viewing ads and visiting web pages. Vis-
ited web pages are clustered into several smaller subdirectories to
reduce the dimensionality. Moreover, categories are extracted from
web pages using an existing hierarchical page categorizer. These fea-
tures are weighted by both frequency and recency: events that occur
often are assumed to be more relevant, as are events that occurred
recently.

Raeder et al. [87] also use clustering of visited web pages to reduce
the profile dimensionality. However, they do not cluster web pages
on the similarity of their content or co-visitation patterns of site vis-
itors. Instead, URLs are clustered based on the likelihood of conver-
sions in past advertising campaigns. The underlying assumption is
that future campaigns that are similar to past campaigns will attract
comparable user responses within the same URL clusters. To obtain a
clustering flexible to newly observed URLs, the 15 000 domain names
with the highest visitation rates were clustered using a hierarchical
clustering algorithm. Using a subset of frequently observed URLs re-
duces the danger of variance due to a lack of data for parameter
estimation. When a user visits a web page, instead of adding the
URL of the visited page to the user model, an indicator that the user
visited one or more of the domains in the associated cluster is added.
Such a binary representation keeps the user model simple, while not
resulting in decreased predictive performance.

Driven by the abundance of browsing data compared to a lack of
sufficient user conversion data, Raeder et al. [86] model users as a col-
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lection of URLs. These URLs are hashed into a high-dimensional space,
using the resulting value as the index in a binary feature vector. This
practice, known as feature hashing or the hashing trick and originally
introduced by Weinberger et al. [101], allows capturing arbitrary pro-
file information p into a d-dimensional feature vector x through the
use of hashing functions:

xi = ϕ
(h,ξ)
i (p) = ∑

j∶h(j)=i
ξ(i)pi, (2.1)

where h∶N → {1, . . . , d} and ξ∶N → {±1} are hash functions, and ϕ

is a hashed feature map. Such feature hashing enables the inclusion
of any sort of information in the user profile, while limiting the size
of the feature vector to a fixed number of dimensions. In practice,
the hashing trick is sometimes simplified to result in a binary feature
vector, where any nonzero element is set to 1.

Feature hashing, sometimes combined with binary feature vectors,
is widely used in user response estimation [99], as described in work
conducted at Yahoo [3], Criteo [25], Alibaba [27], Dstillery [86], and
the winning contributions to two recent click-through rate predic-
tion challenges [57]. Google, however, did not benefit from feature
hashing [65]. Adding semantic information about web pages to the
user model did not result in significantly improved predictive per-
formance. These findings suggest that, given sufficient browsing his-
tory data, user models need not incorporate additional semantic and
demographic information.

2.3 response prediction

When a DSP receives a bid request, the value of an impression must be
estimated for each of the advertising campaigns run by the DSP. The
value of an impression is based on a prediction of the user response,
such as CTR or CVR. The predicted user response is subsequently used
in the bidding strategy to determine the final bid price [99]. Since user
response differs per campaign, each campaign is treated as a separate
targeting task, such that a new set of one or more models is trained
for each new campaign [5, 7, 31, 80].

The goal of user response prediction is, given a bid request and a
user profile, to predict the probability of a user clicking the advertise-
ment (or, in the case of CVR prediction, the probability of a conversion
within a timespan after viewing the advertisement). Response predic-
tion is a typical supervised machine learning problem. Data instances
can be represented as a pair (x, y), where x ∈ Rd is a d-dimensional
input feature vector describing the bid request and user information,
and y is the user response label. The label is usually binary, such
as whether an ad click occurred or not. The input features are of-
ten encoded as a binary vector, either through feature hashing or
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by encoding each categorical field as a high-dimensional space, with
every category of the field a separate dimension. As a result, the bin-
ary feature vector is typically extremely sparse. From a collection of
historical observations, DSPs then estimate the probability of a click:
ŷ = P(y = 1 ∣ x) [99].

2.3.1 Logistic regression

One straightforward solution to predict the CTR is to use logistic re-
gression, which is used to estimate the probability of the binary out-
come y based on predictor variables x [99]. The logistic regression
model obtains from the binary output a continuous variable by tak-
ing the log odds ratio, or logit, of an observed outcome y given a pre-
dictor vector x. The logit is fitted to x using a weight vector w ∈ Rd,
such that the logistic regression model is a linear model of the log
odds ratio [25]:

log
P(y = 1 ∣ x, w)
P(y = 0 ∣ x, w)

= w⊺x. (2.2)

To predict the outcome of a new bid request x, the inverse of the lo-
git, which is the sigmoid function, is used to estimate the probability
of a click ŷ:

ŷ = σ(w⊺x) = 1
1+ e−w⊺x . (2.3)

Important factors in the predictive performance of a response pre-
diction system are the recency of the data used to train the model and
the frequency with which the model is trained [54]. Therefore, ad-
vertising companies regularly train new models, use online learning
algorithms, or combine online and batch learning [3, 25, 65]. McMa-
han et al. [65] use an online learning scheme based on a Stochastic
Gradient Descent (SGD) algorithm. For every new instance x, the
click prediction ŷ is calculated using Eq. (2.3). After some time, the
actual label y is observed, either by the user clicking on the ad (y = 1),
or by the absence of an ad click within a predefined timespan (y = 0).
From this observed label, the logistic loss or negative log-likelihood
is calculated as

l(w) = −y log ŷ − (1− y) log(1− ŷ). (2.4)

To train the logistic regression model, weight parameters w are
searched that minimize the logistic loss on a set of training samples.
In an online SGD algorithm, the gradient of the loss function, ∇l(w) =
(ŷ− y)x, is used to update the logistic regression model incrementally
for each individual sample. The update rule is then defined as

w ← w − η∇l(w), (2.5)
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where η is the learning rate. The learning rate can be a constant
value, but may also be set to decay per iteration. He et al. [54] explore
several schemes for updating the learning rate, and find that a per-
coordinate learning rate achieves the best prediction accuracy. Such
a per-coordinate learning rate scheme, proposed in [65], updates the
learning rate for each feature separately, such that the learning rate
for feature i at iteration t is set to

ηt,i =
α

β +
√
∑t

j=1 g2
j,i

, (2.6)

where gj,i is the ith coordinate of the gradient g j = ∇lj(wj) at iteration
j, and α and β are two tunable parameters. The advantage of a per-
coordinate learning rate over a global learning rate is that the learning
rate decreases faster for features that occur often, whereas features for
which little data is available decrease slowly [65]. Note that while the
feature vector x might have billions of dimensions, it is generally very
sparse, containing only a small number of non-zero entries [65]. Both
the calculation of ŷ and the update of w involve only the non-zero
entries and are therefore very fast [99].

The sparse, high-dimensional input vectors encountered in OBA can
also lead to overfitting of the model. Therefore, a regularization term
on the weight vector is often added to the loss function [99]. Typic-
ally, L2 regularization is used to prevent overfitting, resulting in the
optimization problem

w = arg min
w

n
∑
t=1
(lt(w)+

λ2

2
∥w∥22) , (2.7)

where n is the number of training samples, lt(w) is the loss for sample
t, such as the logistic loss from Eq. (2.4), and λ2 is the regularization
parameter. Additionally, L1 regularization may be used to reduce
the number of weight parameters in the model, resulting in a sparse
model and thus reduced memory use [25]. For a more thorough
description of L1 and L2 regularization for logistic regression and
their properties, see e. g. [69].

Logistic regression is the basis for many response prediction sys-
tems used in practice, e. g. at Criteo [25], Facebook [54], Google [65],
and Dstillery [84]. These systems use logistic regression because it is
easy to implement, scales well to large numbers of features as well
as large numbers of samples, and can be trained in an incremental
fashion [25, 65].

Although linear models such as logistic regression are easy to im-
plement with high efficiency, only shallow patterns for individual
features can be learned. In OBA, however, interactions between dif-
ferent features might have a significant predictive quality. Chapelle
et al. [25] therefore introduce conjunction features, which are the
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Cartesian products of individual features. These conjunctions cap-
ture interactions between any two features with a logistic regression
model.

2.3.2 Factorization machines

Another approach to capturing feature interactions, which does not
involve a quadratic growth in the number of features, is to use a
non-linear model. The Factorization Machine (FM) model, proposed
in [89], considers feature interactions by mapping them into a low-
dimensional space. FMs learn a latent vector for each feature. Each
latent vector consists of k factors, where k is a user-specified para-
meter. The effect of feature interactions is then modelled by the inner
product of two latent vectors:

ŷ = σ(w0 +
n
∑
i=1

wixi +
n
∑
i=1

n
∑

j=i+1
⟨vi, vj⟩xixj), (2.8)

where σ is an activation function, such as the sigmoid function, w0

is a global bias term, wi is a bias factor for feature i, vi is the latent
vector for feature i, and ⟨⋅, ⋅⟩ is the inner product of two vectors.

If the available data is very sparse, FMs may estimate interactions
better than feature conjunctions in a linear model [89]. Because inter-
action parameters are factorized, the data for one interaction helps es-
timate the parameters for related interactions. Therefore, meaningful
predictions are possible even for feature pairs not observed during
training. Moreover, the computational complexity of prediction for
FMs is O(n̄k), where n̄ is the average number of non-zero features per
instance, whereas that of logistic regression with feature conjunctions
is O(n̄2) [57].

FMs and variants thereof have recently received attention in CTR pre-
diction problems. Oentaryo et al. [72] extended FMs with importance
weights and hierarchical learning to improve predictive performance
in cold-start scenarios. In [94], an online learning method for FMs is
introduced by combining FMs with adaptive learning rate and regu-
larization techniques from McMahan et al. [65]. The resulting method
showed an improved performance over standard FM trained with SGD.
Pan et al. [79] modify FMs to address the problem of highly sparse
data for CTR prediction.

In [57], Juan et al. introduce a variant of FMs called Field-aware
Factorization Machines (FFMs) as an effective approach for CTR pre-
diction. Since input features for CTR prediction are typically encoded
as binary vectors, different values for the same categorical variable
are assigned distinct features. The FFM model groups these distinct
features into ‘fields’, such that different features describing the same
variable, such as which publisher will display an advertisement, are
grouped together.
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In the regular FM model, every feature has one latent vector, which
is used to learn the interactions with all other features. However,
a feature may have a different effect on features from different fields.
Therefore, the FFM model keeps several latent vectors for each feature,
such that the interaction of a feature with every field can be captured.
Feature interactions are then modelled by the inner product of the
latent vectors of a feature that are learned for the field of another
feature:

ŷ = σ(w0 +
n
∑
i=1

wixi +
n
∑
i=1

n
∑

j=i+1
⟨vi, f j , vj, fi⟩xixj), (2.9)

where fi and f j are the fields of features i and j, respectively. The
complexity of prediction for FFMs is O(n̄2k).

FFMs have been used to win two recent CTR prediction challenges,
and experiments in a production system have shown that response
prediction using FFM can significantly improve business metrics com-
pared to logistic regression [56].

2.3.3 Transfer learning

One of the major challenges in CTR prediction, and particularly in CVR

prediction, is that positive labels, i. e. clicks on ads or conversions,
are extremely rare [84]. Web browsing data, on the other hand, is
relatively abundant. Transfer learning deals with such problems by
transferring knowledge from a source task with ample training data
to a target task where learning data is expensive to get [106].

Dalessandro et al. [31] transfer knowledge from a source model
trained on browsing events to a CVR prediction target task. The source
model, a logistic regression model trained on browsing behaviour on
an advertiser’s website, is expected to identify users who are similar
to the clients of an advertiser. The resulting model parameters µ are
then used as a prior to the regularization term of the target task. With
an L2 regularization term as in Eq. (2.7), the optimization problem
becomes

ŵ = arg min
w

n
∑
t=1
(lt(w)+

λ2

2
∥w − µ∥22) . (2.10)

Perlich et al. [84] evaluate transfer learning in a production CVR

prediction system, where multiple models from different source tasks
are combined into a new low-dimensional feature space. However,
the reported production results only include a comparison with a
randomly targeted control group.

Zhang et al. [106] use transfer learning to implicitly and jointly
learn user profiles on both web browsing behaviour and ad response
behaviour. The two-stage mechanism of user segmentation, as de-
scribed in Section 2.2.3, followed by response prediction, is combined
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into a single model. The model is the combination of tasks: web
browsing prediction, described as a collaborative filtering task, and
response prediction, described as a CTR task. Both tasks use FMs as
prediction models. Knowledge from the collaborative filtering task
is then transferred to the CTR task by using the weights and latent
vectors learned in the collaborative filtering task as priors for their
counterparts in the CTR task.

2.3.4 Deep learning

Recently, some attempts have been made to utilize Deep Neural Net-
works (DNNs) in response prediction for display advertising. Chen et
al. [27] use a DNN model to predict the CTR of image advertisements,
based on the contents of the images. Zhang et al. [107] adopt DNNs

to automatically detect interactions between categorical features. A
supervised-learning embedding layer using FMs is used to reduce the
high-dimensional, sparsely populated input feature space to a low-
dimensional, dense feature space for the neural network. While the
industry claims the use of DNNs for CTR prediction [109], very little
details on models or implementation are available.
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P R I O R A RT

The privacy risks posed by tracking and profiling practices in online
advertising have led to the development of a variety of tools to protect
the privacy of users [40]. The advertising industry itself offers some
tools that allow users to opt out of behavioural advertising. How-
ever, these opt-out programs merely limit the use of data, and do
not limit the collection of user data nor other uses of tracking data.
Users of opt-out tools frequently believe that they are opting out of
tracking, making these tools somewhat misleading [61]. The Do Not
Track (DNT) header is another industry attempt to limit tracking, us-
ing an HTTP header sent by a user’s web browser to indicate that the
user wishes not to be tracked. Similar to opt-out mechanisms, the
DNT header requires cooperation from the parties performing online
tracking. DNT headers have repeatedly been found to be ineffective at
limiting behavioural targeting of advertisements [2, 13].

Other tools designed to protect user privacy in online advertising
adopt various approaches. Some tools aim to be compatible with the
current economic model of ad-supported websites, whereas others of-
fer methods to block online advertisements altogether. This chapter
gives an overview of existing tools aimed at privacy protection in on-
line advertising, describes the underlying techniques, and evaluates
the potential utility the tools offer advertising companies in the cur-
rent OBA landscape.

3.1 tracker blocking

One widely used approach to protect privacy in online advertising
is to use client-side tools that block requests to tracking or advert-
ising parties [67]. Such blocking tools operate on the user’s machine,
without requiring any cooperation from tracking parties or website
operators. Some blocking tools aim to prevent advertisements from
being shown altogether, whereas others focus primarily on blocking
trackers.

Blocking tools employ a variety of techniques to block requests to
trackers. Many popular ad-blocking tools are implemented as exten-
sions to web browsers, whereas others operate at the network level.
Ad-blocking extensions, such as the popular Adblock Plus1, have fine-
grained access to network requests. A number of different methods

1 Adblock Plus (https://adblockplus.org) claims to be the world’s most popular
browsing extension, used on 100 million devices. A list of other common ad blocking
tools is given in [67].
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can be used to determine which network requests are to be blocked.
Some extensions use community-maintained blacklists of Uniform
Resource Identifier (URI) patterns to block, whereas others use a cent-
ralized approach, where the blacklist is maintained by the developer
of the browser extension [67]. Blacklists, however, are difficult to
maintain and difficult to use. Therefore, machine learning seems a
promising direction for tracking countermeasures [15]. One browser
extension employing heuristics to algorithmically detect trackers is
Privacy Badger2, supported by the Electronic Frontier Foundation. Pri-
vacy Badger detects tracking parties by observing requests to third-
party websites, and searching for the same high-entropy strings in
multiple requests [67]. Similarly, Acar et al. [2] use heuristics to de-
tect web browser fingerprinting by intercepting accesses to browser
properties that could be used for fingerprinting.

Network-based blocking techniques, on the other hand, work inde-
pendent of the underlying application or web browser [67]. These
techniques block entire domain names using DNS filtering, or use
interception proxies to filter on URI patterns. While network-based
blocking tools have seen an increased popularity for blocking on mo-
bile devices (e.g. [66]), these tools lack the fine-grained access to net-
work requests that browser extensions have [67].

While tracker blocking gives users some control over which track-
ers are contacted by their browser and which advertisements they see,
tracker blockers generally fail to completely block tracking. Moreover,
blocking network requests breaks some websites, particularly when
using heuristic detection techniques [67]. Finally, ad blockers and
tracker blockers severely limit the advertising revenue for publishers,
thus endangering the business model of many websites [40].

3.2 obfuscation and anonymization

Since many potential tracking parties provide useful functionality
to websites, such as social media widgets or Content Delivery Net-
works (CDNs) hosting website content, blocking all trackers often re-
duces the functionality of a website [34]. An approach to hiding user
interests from trackers without blocking content is to add noise to the
collected data, a technique known as obfuscation [20, 34, 60]. Obfusca-
tion techniques deliberately produce misleading, false, or ambiguous
data [20]. Obfuscation has been used to make the process of tracking
a user more difficult, but also to make identifying a user based on
collected data more difficult. Two different but related obfuscation
techniques are used in the works described in this section. The first
approach replaces original data with pseudo-random data, whereas
the second approach inserts pseudo-random traffic into a stream of
original traffic.

2 https://www.eff.org/privacybadger

https://www.eff.org/privacybadger
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Nikiforakis et al. [71] obfuscate web browser attributes to protect
against tracking based on web browser fingerprints. A key insight in
their work is that not uniqueness of a web browser fingerprint, but
linkability across multiple visits enables fingerprint-based tracking.
Therefore, browser fingerprints are made non-deterministic, which
makes them hard to link across browser sessions. A similar approach
is taken by Torres et al. [95], who spoof attributes such that their
combination does not make the user stand out due to inconsistencies
between the attributes.

Degeling and Herrmann [34] analyse user interest profiles gener-
ated by Google, and use this information to obfuscate profiles with
dummy traffic. After extracting the most likely user profile from a
browsing history, an anti-profile is created based on the interests that
are least likely to be part of the real user profile. The anti-profile is
used as a basis for the generation of dummy traffic, such that the
generated traffic does not reinforce interests already present in the
real user profile. Although the insertion of dummy traffic resulted in
measurable changes to user interests as reported by Google, the effect
of obfuscation was overshadowed by a high variance of user profiles
over time. Moreover, the creation of artificial user profiles did not re-
semble human browsing patterns, and may thus have been detected
as obfuscation attempts.

While randomization of web browser characteristics or user in-
terests is likely to have a somewhat higher utility to publishers than
completely blocking advertisements, such obfuscation techniques do
not allow any behavioural targeting. Papaodyssefs et al. [81] therefore
use k-anonymity to ensure that browsing histories are not uniquely
identifiable, yet contain useful behavioural information. Proposed by
Sweeney [93], the k-anonymity model ensures that a user is indistin-
guishable from at least k − 1 other individuals. Such k-anonymity is
achieved by a combination of suppression of data points that make a
user too dissimilar from other users, and insertion of pseudo-random
data points that increase the similarity between users.

To perform the anonymization, parts of browsing histories are sup-
pressed by a proxy that maps public cookies, as set by trackers, to
private cookies exposed to a user’s web browser. Browsing events
generated by a user are only passed through to the tracker if they
do not make the browsing signature of the user distinguishable from
browsing signatures of at least k − 1 other users. If a browsing event
threatens to make a user’s browsing history too dissimilar from other
browsing histories, one of two intervention policies is applied: either
the tracking cookie is dropped, or the user’s browsing history is ob-
fuscated with web pages that increase the similarity with other brows-
ing histories.

By ensuring that at least k users expose similar browsing histories
to trackers, an attempt is made to prevent re-identification of users
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based on their browsing behaviour. The proposed architecture, how-
ever, relies on a proxy that has access to the browsing histories of all
users. The privacy problem is thus shifted from one tracking party
to another. Moreover, the used similarity metric compares domains
rather than individual web pages, which may make the proposed
approach ineffective against trackers who extract information from
visited web pages.

The obfuscation-based approaches described here have been shown
to have some effect on user profiles in practice, but neither the effect
on user privacy nor the impact on advertising utility is thoroughly
analysed. Obfuscation attempts in similar domains have been shown
to be unsuccessful at protecting user privacy, e. g. in web search [82],
location-based services [83], or DNS queries [55]. Furthermore, feed-
back from users with obfuscated profiles, in the form of e. g. clicks
on advertisers, may lead to a decrease in targeting performance for
all other users if user profiles contain false interests.

3.3 local profiling

Many of the proposed solutions to enhance the privacy of OBA store
user profiles locally on the user’s own machine. Local profiling tech-
niques construct a user profile, typically consisting of a set of in-
terest keywords, from a user’s observed web browsing behaviour.
These profiles are then made available to advertising companies in
a privacy-preserving way. Browsing behaviour is thus generalized
to a set of interest keywords before being shared with third parties.
Generalization reduces the granularity of the represented data to a
range of possible values, and is commonly used in privacy-preserving
techniques such as k-anonymity [4]. Advertising companies thus no
longer have access to detailed web browsing histories, which reduces
the amount of information leaking to third parties.

Bilenko and Richardson [17] propose a method for storing user
profiles within the user’s web browser, while profile updates are
performed on a server. The profile contents are based on search
keywords and clicks on advertisements. While storing profile con-
tent on the user’s machine gives the user insight into the data used
for advertising, as well as some level of control over that data, the
proposed method does not prevent the server operator from building
a user profile since all profile updates are performed by the server.

Fredrikson and Livshits [43] present RePriv, a framework for loc-
ally discovering user interests and sharing them with third parties.
Interest topics are extracted from visited web pages into a taxonomy
maintained by the ODP, and are assigned a level of interest. To ensure
that the user population is not distributed too sparsely among interest
topics, the taxonomy is limited in depth. Given explicit user permis-
sion, the categories that comprise most of the browser history, as well
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as the interest levels associated with these categories, are shared with
third parties via an HTTP header.

Locally constructed user profiles are used in a variety of ways
in work on privacy-preserving online advertising. In Adnostic [96],
an architecture for privacy-preserving targeted advertising, both pro-
filing and targeting are performed within the user’s web browser.
When a user visits a web page containing an ad slot, an advertising
network is contacted by the user’s web browser. The advertising net-
work sends back a list of multiple advertisements based on the page
content. The Adnostic web browser extension then selects the most
relevant advertisement from the downloaded list by comparing topic
tags of the advertisement with the locally constructed user profile. A
major drawback of Adnostic is that it does not hide the user’s web
browsing behaviour from the advertising network. Furthermore, only
a small set of advertisements is downloaded for the web browser ex-
tension to make a selection from, and this set is selected without any
behavioural targeting.

Privad [51, 52] combines locally computed user profiles with an
honest-but-curious third-party anonymizing proxy, called the dealer,
between the user and the advertising network, called the broker. The
client software of Privad requests advertisements from the broker by
anonymously subscribing to broad interest keywords and broad non-
sensitive demographics. The broker sends a set of advertisements
matching the interest keywords and demographics, which are loc-
ally filtered and cached by the client software. If a user has mul-
tiple interest categories, these are separately reported to the broker
in a manner that prevents linking interests to the same user. Com-
munication between the client and the broker is anonymized by the
dealer, whereas the contents of the communication are hidden from
the dealer by means of encryption with either the broker’s public
key or an agreed upon session key. Since advertisements are selected
from the local cache, and thus no third parties are contacted to re-
trieve advertisements on individual web page visits, advertising com-
panies cannot track web browsing behaviour. However, realising a
third party proxy that does not collude with the broker, yet satisfies
the broker’s and advertiser’s demands, may be a difficult problem to
solve [12]. Moreover, such a party may introduce a single point of
failure in the advertising system.

Proposed by Backes et al. [12], ObliviAd uses a Secure Copro-
cessor (SC) to perform behavioural advertising while ensuring that
user data remains private. ObliviAd assumes the presence of a loc-
ally computed user profile, consisting of a set of interest keywords.
Advertisements are selected by matching advertisement keywords to
profile keywords on an SC. The contents of user profiles and selected
advertisements are hidden from the broker by the client directly com-
municating with the SC over a secure channel. A more detailed de-
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scription of the advertisement selection process in ObliviAd is given
in Section 3.4. Contrary to Privad, ObliviAd allows the broker to
learn the identity of the user, but hides any information about user
interests. An anonymizing proxy or network is thus avoided.

Androulaki and Bellovin [10] propose an advertising system where
a user manually selects product categories and specific products that
they are interested in to create partial user profiles. A user is thus
not associated with a single profile describing all their interests, but
with a number of profiles each describing a subset thereof. When an
advertisement is requested, one of the partial profiles is shared with
the advertising network via an anonymizing network and a proxy
responsible for fraud detection and billing.

While local user profiling can be used to alleviate many of the pri-
vacy concerns in OBA, its adoption in existing solutions is subject to
some pitfalls. All solutions described here assume an online advert-
ising model where a central party, called broker or ad network, is
responsible for selecting which advertisement to show to a user. This
selection is based on a combination of interest keywords and target-
ing keywords submitted by advertisers. In the current RTB model,
however, advertisement selection has shifted towards bidders such
as DSPs, each of whom uses profile contents to optimize their bids.
Response prediction methods used by bidders are far more complex
than trivial keyword matching as used in the described solutions. Not
only do many response prediction models rely on information far
more detailed than generalized interest categories, they also combine
the data of millions of impressions to learn patterns in user response.
Generalization through local user profiling is thus expected to res-
ult in worse personalization performance than current advertisement
selection algorithms [40].

Finally, even generic interest keywords are sensitive information.
Generalized interest segments alone may disclose sensitive inform-
ation, such as getting pregnant, repairing bad credit, and debt re-
lief [64]. Moreover, Olejnik et al. [73] show that categories of websites
can be used to uniquely identify a large amount of web users. Given a
unique interest fingerprint, a single leakage of Personally Identifiable
Information (PII) is sufficient to link previous and future observations
to a user identity.

3.4 cryptographic approaches

One of the earliest works on privacy-preserving targeted advertising,
by Juels [58], proposed the use of cryptographic constructions to pro-
tect user privacy while allowing behaviourally targeted advertising.
Green et al. [49] classify cryptographically anonymized advertising
systems into three categories: systems based on mix networks, voting
systems, and hardware-based systems. Mix networks, introduced by
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Chaum [26], are networks of servers through which multiple mes-
sages are anonymized by randomly permuting and re-encrypting
them. Hardware-based approaches use specialized Secure Copro-
cessors (SCs) to hide user data from advertising networks. Voting sys-
tems are used to privately report advertisement impressions or clicks
to the advertiser. They are typically based on an additively homo-
morphic encryption scheme, such as ElGamal [38, 96] or Paillier [49,
78]. Such schemes allow anyone with access to a public key pk and
ciphertexts Epk(m1) and Epk(m2) to create the ciphertext Epk(m1 +m2),
without having knowledge of m1 and m2 or the corresponding secret
key. A central party can thus sum individual encrypted impression
reports to obtain a single aggregate ciphertext [49].

Juels [58] uses a Private Information Retrieval (PIR) scheme, which
enables a user to request an advertisement from a server without
the server learning any information about the user’s request. The
scheme is built upon the assumption that a set of advertisement serv-
ers is present. To ensure privacy and output correctness, the number
of honest servers must be above a threshold. When retrieving an
advertisement, each user locally computes which advertisement to re-
quest, based on an advertiser-supplied selection function and local
profile information. The identifier of the selected advertisement is
encrypted and sent to the servers along with a user identifier, where
the request is anonymized by a mix network. Simultaneously, the en-
crypted identifier is replaced by an encrypted advertisement, which
is re-encrypted with the user’s public key using proxy re-encryption,
and sent back to the user.

The threshold PIR scheme used by Juels, however, is not suitable
for real-time ad serving due to the time needed for the mixing pro-
cess [12, 58]. Therefore, Backes et al. [12] propose ObliviAd, a more
efficient PIR approach based on secure hardware. The advertising
model upon which ObliviAd is based is that of a single untrusted
broker acting as a matchmaker between multiple advertisers and pub-
lishers. To request an advertisement using ObliviAd, a user sends
a locally generated profile, consisting of interest keywords, to the
broker over a secure channel. The broker then retrieves advertise-
ments associated with profile keywords from an advertisement stor-
age, modelled as a dictionary of keyword and advertisement pairs.

To secure the advertisement selection process, ObliviAd uses a
Secure Coprocessor (SC), combined with an Oblivious RAM (ORAM)
scheme. The ORAM model protects the access pattern of software
on memory [46], and is used in ObliviAd to hide the access pattern
of the SC on the storage containing advertisements. The SC ensures
that the broker cannot learn user information from the internal pro-
cessor state, and additionally allows anyone to remotely verify that
the broker is running the correct program. The ORAM, on the other
hand, ensures that the broker cannot learn which advertisement is
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retrieved for a user. To privately report ad impressions or clicks, Ob-
liviAd uses electronic tokens that are sent to the user along with an
advertisement. These tokens contain encrypted information about
the shown advertisement, as well as the time at which they were gen-
erated, and are digitally signed by the SC. Upon viewing or clicking
the advertisement, the user sends the token back to the SC, where it
is decrypted and mixed with tokens from other users before being
published. By mixing tokens on the SC, the broker cannot determine
which user viewed which advertisement.

Although the use of secure hardware to protect privacy seems like a
promising solution, ObliviAd comes with some limitations. As noted
by Green et al., hardware-based solutions seem infeasible without
increasing the cost beyond the point of profitability [49]. Moreover,
the advertising model upon which ObliviAd is based does not corres-
pond well to the complexity of the current RTB model. Not only are
many different parties involved in advertisement selection, the mod-
els used to select appropriate advertisements are also more complex
than straightforward keyword matching. Finally, advertising com-
panies may not be willing to disclose which algorithms they use for
ad selection due to competition among advertising platforms [41].

Adnostic [96], of which the local profiling component is described
in Section 3.3, uses a voting system based on homomorphic encryp-
tion to privately report which advertisement was viewed by a user.
Adnostic creates, for each downloaded advertisement, an encryption
of either 0 or 1, to indicate if the advertisement was viewed. A vec-
tor of the encrypted values is sent to the server, along with zero-
knowledge proofs that each value is an encryption of either 0 or 1,
and that the sum of the values is exactly 1. Upon receiving a vector
of ciphertexts, the server multiplies each encrypted value with the
cost of an impression, and adds the encrypted values to encrypted
counters for each advertisement. Finally, the encrypted counters are
decrypted by a Trusted Third Party (TTP).

Green et al. [49] propose an alternative to the voting scheme used
in Adnostic. The proposed protocol uses zero-knowledge proofs that
are more efficient, in terms of bandwidth, than the proofs in Adnostic.
The improved efficiency is achieved by using proofs of set member-
ship, proposed by Groth and Kohlweiss [50], as well as reducing the
sizes of encryptions. Moreover, a computational PIR scheme is used
to retrieve advertisements. Similar to Adnostic, however, the authors
suggest downloading advertisements prior to impressions, making
the scheme unsuitable for real-time targeting.

3.5 privacy of selected advertisements

While much of the research on privacy in online advertising focuses
on sensitive user information being exposed to companies in the ad-
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vertising ecosystem, behaviourally targeted advertisements can reveal
user interests to other parties as well. Castelluccia et al. [22] show that
an adversary can infer users’ interests by observing only a small num-
ber of targeted advertisements. Their attack uses Google Ads Prefer-
ences, a tool that gives users insight into their interest categories as
inferred by Google, to categorize individual advertisements. Coun-
termeasures proposed by the authors include ad-blocking software,
locally selecting advertisements as is done in e. g. Adnostic [96], or
sending advertisement requests and responses over a secure channel
to prevent eavesdropping.

A different attack on privacy in targeted advertising is demon-
strated by Korolova [59], who exploits highly detailed targeting cap-
abilities offered by Facebook to infer private information about in-
dividuals. Their attack is performed by creating advertisements on
Facebook, with targeting criteria set such that only a single user
matches the criteria. The targeting criterion for a private attribute
that the attacker wants to learn, such as a person’s sexual orienta-
tion, is set to a different value for each of the created advertisements.
When a view is reported for one of the advertisements, the attacker
learns the value of the private attribute.

Lindell and Omri [63] propose countermeasures to attacks abusing
highly specific targeting, such as the attack demonstrated by Koro-
lova. Their proposed solution uses a differentially private mechan-
ism for releasing advertising campaign statistics. Differential privacy,
suggested by Dwork et al. [36], requires that a change of a single
database entry changes the distribution of responses given by the
database only slightly [63]. This is achieved by adding randomized
noise to the output of queries for campaign statistics, such as impres-
sions, clicks, unique impressions, and unique clicks. The added noise
ensures that an attacker cannot determine with high probability if an
advertisement was viewed or clicked by any specific user, and thus
prevents the attack described by Korolova.

Korolova [59] notes, however, that advertisers might be hesitant
to accept being charged based on noisy campaign statistics. Indeed,
differential privacy requires a trade-off between privacy and utility.
Lindell and Omri [63] deem an error of over a hundred clicks to be
reasonable, which may decrease the cost-effectiveness of small, highly
targeted campaigns in particular. Moreover, Korolova argues that,
since symmetrically distributed random noise is typically used to
achieve differential privacy, an attacker can make accurate inferences
by averaging a sufficiently large number of campaigns [59]. Finally,
advertisers who use click feedback to optimize their campaigns, as is
common in CTR prediction tasks as described in Section 2.3, may suf-
fer from a decreased predictive performance due to noisy campaign
statistics.
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R E S E A R C H C H A L L E N G E S A N D M E T H O D O L O G Y

The ad blocking arms race makes it evident that, in order to maintain
the ad-supported web as we know it today, the privacy concerns of
users must be addressed while maintaining the profitability of OBA.
While several approaches to enhance the privacy of OBA have been
suggested, none of the existing solutions can achieve user privacy in
the current RTB model without harming the economic benefits of OBA.
Previous work limits the available targeting information, underestim-
ates the complexity of the advertising landscape and ad selection
models, or precludes learning preference patterns from individual
responses.

The goal of this thesis is to alleviate some of the privacy concerns
associated with OBA and the RTB model. In this chapter, the con-
crete setting within which this thesis is placed is described, as are
assumptions about the behaviour of the different parties involved in
online advertising. Afterwards, challenges that need to be overcome
to ensure user privacy are outlined. Finally, the methodology used to
achieve the objective of this research is discussed.

4.1 application setting

The online advertising landscape is a complex, heterogeneous eco-
system consisting of a wide variety of parties, some of which offer
highly specialized niche services whereas others attempt to operate
throughout the whole advertising process1. To obtain a well-defined
application setting, we simplify the complex advertising landscape to
the set of roles described in Section 1.1, as is common in academic
discourse related to RTB. A schematic overview of the setting is given
in Fig. 4.1.

We assume that no party has a monopoly position, i. e. all roles
are fulfilled by at least two different parties. As a simplification, ad-
vertisers always use exactly one DSP to manage their campaigns, and
thus do not connect to ad exchanges directly. Moreover, we assume
that DSPs are the only parties that perform operations on user data,
such that personalization of advertisements is performed entirely by
DSPs, whereas ad exchanges only request bids from DSPs and select
the highest bid. These assumptions allow us to disregard SSPs and
DMPs as data processors, and therefore not consider either as active

1 The LUMAscape, which is the industry-standard categorization of companies operat-
ing in the online advertising landscape, attempts to give a clear overview of the sec-
tor. See http://www.lumapartners.com/lumascapes/display-ad-tech-lumascape/
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Advertisers DSPs Ad exchanges SSPs Publishers Users

DMPs

Figure 4.1: Schematic overview of the application setting. The depicted
number of parties fulfilling any role and the connections between
parties in different roles are for illustrative purposes only; the ap-
plication setting is not limited to this exact configuration.

players in our application. Instead, we assume that SSPs and DMPs act
as a mere conduit for encrypted data with no access to keying mater-
ial, and ignore either party in the description of our protocol design
for simplification purposes. However, an SSP may still be present
between the user and ad exchanges for the purpose of offering ad-
vertising space to multiple ad exchanges.

We base our protocols on a semi-honest security model, where
parties may attempt to gather sensitive information from the protocol
execution, but do not deviate from the protocol. Since some existing
companies act as both ad exchange and DSP, we must assume that ad
exchanges and DSPs may collude to obtain information.

We assume that all DSPs use a logistic regression model to perform
response prediction, given the widespread acceptance of logistic re-
gression as a strong baseline model in industry and academia alike,
as well as its computational simplicity. The logistic regression mod-
els are trained using unregularized online SGD as described in Sec-
tion 2.3.1 and used by McMahan et al. [65]. We further assume that
DSPs use linear bidding functions of the form Bk(ŷ) = ck,1ŷ + ck,2 for
campaign-specific constants ck,1 and ck,2 for a campaign k. Although
a linear bidding function may not be capable of fully capturing com-
plex bidding strategies used in practice, it is used for illustrative pur-
poses, and could be replaced by a more complex bidding function.
Additionally, we assume that the learning rate is a campaign-specific
constant shared across all coordinates, such that a single learning rate
is used for all model parameters of a campaign.
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4.2 research challenges

To alleviate privacy concerns within the current RTB model, three
main challenges need to be overcome. Firstly, machine learning mod-
els employed by DSPs in the advertisement selection process must be
adapted to a setting in which they do not have access to raw user data.
Secondly, the advertisement selection models must be integrated into
the RTB model without disclosing user interests to any party other
than the user. Finally, the applied privacy protections must have ad-
equate efficiency for use in real-time applications. These three main
challenges can be divided into specific components, each of which is
described in this section.

4.2.1 Advertisement selection

The data-driven approach to response prediction that allows DSPs to
estimate the value of an ad impression currently entails the collection
and use of user data by DSPs. Preventing DSPs from gaining any know-
ledge of user interests, while allowing prediction of click-through
rates and learning from observed user behaviour, poses the first of
the main research challenges. Several aspects of this challenge need
to be considered.

user profiling The collection and encoding of user data for use
in CTR prediction is currently performed in a manner that discloses
individual page views to DSPs, as described in Chapter 2. Both the
contents of user profiles and the method of data collection need to
be altered to preserve user privacy. The high dimensionality of user
profiles, often encoded as sparse binary vectors before being used in
the response prediction model, is a particularly challenging problem.
While such sparse binary vectors can be efficiently compressed and
used in the clear, processing high-dimensional user profiles without
disclosing the contents of these profiles foregoes efficient compres-
sion and hinders performance optimizations based on the profile
sparsity.

response prediction and bidding Naturally, the lack of raw
user data requires changes to the response prediction and bidding al-
gorithms. These algorithms must make estimations by combining the
user profile, private to the user, with the model parameters, which
we consider to be private to the DSP due to fierce competition in the
advertising market. These estimations must be made without disclos-
ing information about user interests, which could be inferred from
e. g. the predicted response or the bid value, in the process.
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user feedback Bidders typically require user feedback, such as
clicks on ads, to improve their targeting models. In previous work,
such as the works described in Section 3.4, such feedback is gener-
ally aggregated or mixed to obtain global click-through rates, which
are considered sufficient for campaign optimization in those works.
Modern ad selection models as described in Section 2.3, however, use
individual responses as training data. It is thus necessary to report
such individual responses in a privacy-preserving manner, and pro-
cess them quickly, privately, and in the absence of the user.

4.2.2 Integration into the application setting

Although preserving privacy in individual bidders’ advertisement se-
lection tasks is challenging in and of itself and is vital to our goal
of preserving privacy in OBA, it cannot guarantee the user’s privacy
throughout the whole RTB process. Revealing which advertisement
was shown to a user, for instance, may harm the user’s privacy as
argued in e. g. [22]. We therefore consider the additional challenge
of integrating the advertisement selection process into the RTB setting.
Again, several factors contribute to this challenge.

complex application setting The application setting we con-
sider, as described in Section 4.1, is based on a complex advertising
landscape. Some companies within this online advertising ecosystem
aim to own the entire value chain, i. e. act as DSP, SSP and ad exchange
simultaneously. One can therefore not reasonably assume that parties
fulfilling different roles will not collude. We must thus assume that
parties offering different services collude.

privacy of selected advertisements Revealing the advert-
isements that were shown to a user may harm the privacy of that
user, as described in Section 3.5. Moreover, DSPs with a small set of
similar campaigns may expose users to homogeneity attacks. If a bid-
der with a portfolio consisting entirely of campaigns for loans wins
an auction, they can infer that the user may have an interest in loans.
Such inferences can be made even if the DSP is not aware of the exact
advertisement that is shown to the user. Ideally, a DSP should not
know that one of their bids won the auction to prevent such attacks.
However, this conflicts with the need for individual user responses,
and may not be desirable due to business considerations.

request filtering To limit the amount of computation and com-
munication required by both DSPs and ad exchanges, some ad ex-
changes allow DSPs to filter ad requests before they are sent to the DSP.
Such filtering conditions allow the exclusion of ad requests based on
various characteristics. Filtering of ad requests may disclose user in-
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formation to DSPs in a manner similar to the microtargeting attack
described by Korolova [59] (see Section 3.5). Sufficiently precise fil-
tering conditions allow DSPs to make inferences about user groups or
even individual users. Not performing filtering, however, may result
in a significant increase in computation and communication costs, as
every ad request must be processed by every DSP.

advertisement serving Many online advertisements contain
large media elements, such as images or videos. To reduce the band-
width necessary for bidding, these media elements are typically not
included in the bid response. Instead, the bid response that wins the
auction instructs the user’s web browser to retrieve the media ele-
ments from an advertisement server. However, this practice may give
the server insight into which advertisement was shown to which user.

4.2.3 Efficiency

Naïvely applying privacy protections to a task that makes extensive
use of sensitive data, such as OBA, can have disastrous performance
consequences. Although privacy-preserving protocols exist for many
of the primitive operations required for OBA, simply replacing each
of these operations with the corresponding protocols is likely to lead
to extremely bad performance. We therefore consider as a final re-
search challenge minimization of the performance impact, such that
sufficient efficiency is gained for a real-time application.

4.3 methodology

To achieve the main research goal of alleviating the privacy concerns
caused by the use of sensitive personal information for advertisement
selection while allowing behavioural targeting of advertisements, we
design and implement two complete privacy-preserving OBA proto-
cols. The two protocols are based on two different secure multi-party
computation techniques, but adhere to the same application setting as
defined in Section 4.1 and fulfil the same set of design requirements.
To answer research questions 1 to 4 defined in Section 1.4, we divide
the protocols into four subprotocols. To answer research question 5,
we analyse the efficiency of the protocols in terms of computational
and communicational complexity, and measure the runtime of proof-
of-concept implementations of the protocols.

4.3.1 Design requirements

In designing a privacy-preserving OBA system, we focus on a subset
of the identified challenges and techniques. As the main contribu-
tion of this thesis is privacy-preserving advertisement selection in the
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RTB model, we limit the challenges that we consider to exclude homo-
geneity attacks, request filtering, and efficient advertisement serving.
Based on the research goals described in Section 1.4 and the identi-
fied challenges, we specify the following requirements for the design
of a privacy-preserving OBA system:

predictive performance The system must be able to learn from
observed user responses. The logistic regression models that
are used by DSPs to predict responses to ad impressions must
be updated periodically with the goal of improving predictive
performance of the model. We assume that the use of online or
batched updates of the form of Eq. (2.5), using a static global
learning rate parameter, converge to provide sufficient predict-
ive performance and do not require a minimum level of predic-
tion accuracy.

integration The system must be applicable to the RTB model and
integrated into the advertising landscape as described in Sec-
tion 4.1. The following properties must be satisfied:

• A user receives the advertisement with the highest estim-
ated value after sending a single request to a fixed set of
known parties (e. g. one or more ad exchanges). The user
cannot be assumed to know the topology of the OBA land-
scape, and can thus not send individual ad requests to
every DSP.

• An ad exchange requests bids from all DSPs upon receiving
an ad request;

• DSPs submit bids on ad impressions on behalf of advert-
isers.

profile privacy Information from which the interests of a user
can be inferred must not be revealed to any party other than
the user. The following information is considered to be private
to a user:

• The contents of user profiles;

• The advertisements that are shown to a user, the campaigns
to which these advertisements belong, and the DSPs that are
responsible for these campaigns;

• The predicted response of a user to an advertisement;

• The bid value associated with an advertisement for a user;

• The actual response of a user to an advertisement.

Note that user anonymity is not assumed nor required for pri-
vacy; we aim to hide the behaviour of a user rather than the
identity of a user. Therefore, user identifiers are not considered
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to be private to a user. A consequence of revealing user identi-
fiers is that temporal behaviour of users can be tracked in the
sense that advertising companies can determine when a user
is online. Hiding such temporal behaviour, however, requires
unlinkability of advertisement requests, which may impose sig-
nificant additional computational costs.

model privacy Due to fierce competition in the advertisement in-
dustry, model parameters used by a DSP must not be revealed to
any party other than the DSP. The following parameters used by
DSPs in estimating the value of an ad impression are considered
to be private to the DSPs:

• The model parameters w;

• The parameters c1 and c2 used in a campaign’s bidding
function;

• The learning rate η;

• The predicted response of a user to an advertisement;

• The bid value associated with an advertisement for a user.

Note that the predicted user response and the bid value are
private to both the user and the DSP. These values should there-
fore not be directly revealed to any party, and can only be used
in encrypted or aggregated form.

4.3.2 Evaluation

Our research is aimed at preserving privacy in OBA rather than op-
timizing the predictive accuracy of OBA techniques. We therefore
evaluate the two protocols based on whether they preserve user pri-
vacy and the computational cost of the provided protections, rather
than the predictive performance of the implementations. Since we
design the protocols to meet the privacy requirements outlined in
Section 4.3.1, under the assumption that these requirements provide
the desired privacy protection, the focus of our evaluation will be on
the computational performance of the protocols.

Due to the lack of existing work that aims to satisfy the same goals
as our research, a comparison between the protocols we present and
previous work would be inaccurate. Although the ObliviAd protocol
described in Section 3.4 aims to hide user interests from advertisers
in a manner similar to this research, it cannot estimate the value of an
ad impression and is therefore incompatible with the RTB setting, nor
with the data-driven prediction models encountered in modern OBA

solutions. We therefore compare our two protocols with each other
rather than with previous work.

We measure the computational performance of a proof-of-concept
implementation of our protocols by simulating the OBA process for
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varying application settings. We measure the runtime of our pro-
tocols w.r.t. two variables. Firstly, we increase the number of DSPs

present in the simulation, while keeping all other variables fixed, to
analyse the impact of the number of DSPs on the runtime of the pro-
tocol. Secondly, we increase the size of user profiles while keeping all
other variables fixed. For an honest comparison, the implementations
of both protocols simulate all parties in the advertising landscape in
a single process thread, such that all computations are performed se-
quentially. Moreover, we assume the existence of local user profiles.

To simulate user profiles, we use a public real-world dataset con-
taining 10 days of click-through data from the Avazu advertising plat-
form. The Avazu dataset, originally released for a click-through rate
prediction challenge2, contains chronologically ordered impression
data containing both clicks and non-clicks, as well as 20 variables de-
scribing the ad request. Contrary to most other publicly available
click-through datasets, the Avazu datasets contains information that
can be used to uniquely identify individual users, which we use to
simulate the profile update phase for different users. Since we use
feature hashing, the meaning of the other variables encountered in
the dataset, some of which are anonymized, is irrelevant.

2 Avazu Click-Through Rate Prediction challenge on Kaggle, https://www.kaggle.

com/c/avazu-ctr-prediction

https://www.kaggle.com/c/avazu-ctr-prediction
https://www.kaggle.com/c/avazu-ctr-prediction


5
A H E A D : A D D I T I V E LY H O M O M O R P H I C
E N C RY P T I O N I N A D V E RT I S I N G

The first of two protocols we present is AHEad, a privacy-preserving
protocol for OBA that ensures user privacy by processing sensitive
user information in encrypted form. AHEad combines a threshold
variant of an additively homomorphic encryption scheme with a lo-
gistic regression model for response prediction. Advertisements can
therefore be served based on detailed user profiles, while perform-
ance linear in the size of user profiles can be achieved. To the best
of our knowledge, AHEad is the first protocol to achieve our goals of
preserving user privacy in OBA, that is compatible with the RTB mech-
anism of buying ads, and allows the use of detailed user profiles and
machine learning methods. Our use of threshold homomorphic en-
cryption distributes trust between parties, such that no single party
can decrypt sensitive information, while enabling multiple DSPs to
operate on the same encrypted user data.

In this chapter, we describe and evaluate the design of AHEad. We
start by outlining cryptographic preliminaries in Section 5.1, after
which we describe the protocol design in Section 5.2. An analysis
of the efficiency of the protocol is provided in Section 5.3. Finally, we
evaluate the AHEad protocol in Section 5.4.

5.1 cryptographic preliminaries

The AHEad protocol makes extensive use of a threshold variant of
an additively homomorphic encryption scheme, such as Paillier [78]
as used in our implementation of AHEad. The homomorphic prop-
erties of Paillier’s encryption scheme allow the computation of an
encryption Epk(m1 +m2) = Epk(m1) ⋅ Epk(m2), where Epk(x) is the en-
cryption of message x under public key pk, by any party with ac-
cess to the public key pk. Using this property, one can also compute
Epk(c ⋅m) = Epk(m)c for a public constant c.

AHEad uses a two-party threshold variant of the Paillier encryption
scheme by Hazay et al. [53] to distribute trust between parties. The
scheme described by Hazay et al. is a simplification of the t-out-of-n
threshold decryption scheme presented by Damgård and Jurik [32]
to form a 2-out-of-2 scheme. The two-party threshold Paillier scheme
uses additive shares of a private decryption exponent as private key

This chapter is an extended version of a paper submitted to the 9
th IEEE International

Workshop on Information Forensics and Security (WIFS) 2017.
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shares, allowing both parties to compute a decryption share. The
plaintext is then immediately computable from the combination of
both decryption shares.

In the remainder of this chapter, we use [m] to denote an encryp-
tion of a message m using the two-party threshold Paillier scheme,
and have omitted individual share decryption and combination steps
from our protocol descriptions for the sake of brevity. The notations
[⋅]u and [⋅]DSP represent encryptions using any asymmetric encryp-
tion scheme under the public key of the user or the DSP, respectively.
Finally, we use the notation [x] to denote the element-wise encryption
of a vector x.

5.2 protocol design

As described in Section 4.1, ad exchanges and DSPs are assumed to
collude. To preserve privacy in the presence of colluding parties, we
slightly modify our application setting by introducing an additional
entity called Privacy Service Provider (PSP). The PSP is assumed not
to collude with any other party and is trusted to follow the protocol
specification. However, the PSP is not trusted with private data in un-
encrypted form. To distribute trust between the PSP and other parties,
we use a threshold homomorphic cryptosystem, where one share of
the private key is held by the PSP, and each of the DSPs and ad ex-
changes holds a copy of the other key share. This setup requires
collaboration between the PSP and an advertising company in order
to decrypt an encrypted value.

AHEad is divided into 5 different phases: initial setup, user profil-
ing, bidding, auction, and model update. Each of these phases is de-
scribed in the following subsections. An explanation of symbols used
in the description of the protocol design is provided in Table 5.1.

5.2.1 Initial setup

Prior to execution of the protocol, a key pair for the two-party Paillier
scheme is generated. Key generation can be performed either by a TTP

or using a distributed protocol as outlined e. g. by Hazay et al. [53].
The private key is secret shared between the PSP and advertising com-
panies, such that the PSP holds one part of the private key, and each
DSP and ad exchange holds a copy of the other part of the private
key. Note that we assume the existence of a secure communication
channel between each party, such that a partial decryption sent from
the PSP to a DSP cannot be intercepted by any other party. Moreover,
each DSP generates a key pair for use in the profile update protocol,
using any asymmetric cryptosystem and publishes their private key.
Similarly, each user generates a key pair using any asymmetric cryp-
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symbol explanation

u Unique user identifier.

k Unique campaign identifier.

γ Unique DSP identifier.

Kγ Set of campaigns run by a DSP γ.

x Input feature vector obtained by feature hashing.

wk Model parameter vector for a campaign k, where wk,i is
the ith coordinate of wk.

ηk Learning rate parameter for campaign k.

Bk(⋅) Bidding function for campaign k.

bk Bid value for campaign k.

ak Advertisement associated with campaign k.

π(x) Random permutation function, which re-orders the ele-
ments of vector x.

π−1(⋅) Inverse permutation of π(⋅), such that π−1(π(x)) = x.

Table 5.1: Explanation of symbols used in AHEad

tosystem and publishes their public key. Finally, advertisers set up
their campaigns such that DSPs can bid on their behalf.

5.2.2 User profiling phase

In the user profiling phase, information about a user’s behaviour
must be shared with a DSP without disclosing any information about
the user’s interests, as per the profile privacy requirement. The com-
mon practice of sharing individual browsing events via e. g. tracking
cookies, as described in Section 2.2.1, evidently does not fulfil this re-
quirement. Although browsing events could be shared in encrypted
form to ensure profile privacy, encoding this information under en-
cryption into a finite feature vector usable in the response prediction
task poses a significant challenge. Therefore, browsing behaviour is
recorded within the user’s web browser to form a locally stored user
profile. Local profiling can be performed using existing techniques,
such as RePriv [43] as described in Section 3.3. The resulting profile
information is captured into a d-dimensional feature vector x using
feature hashing (see Section 2.2.3).

Since sending the full d-dimensional feature vector during each ad-
vertisement request would incur prohibitively high communication
costs, feature vectors are cached at DSPs. Caching significantly re-
duces the amount of communication required during the time-sens-
itive advertisement selection phase, and allows feature vectors to be
updated in the background to minimize delays experienced by the
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Protocol 5.1 Profile update protocol of AHEad, executed jointly
between a user, DSP, and PSP, and initiated periodically by every user.

1: procedure user:send-profile-update(x, u)
2: Pick r ∈R Zd
3: P ← {(i + r (mod d), [xi]) ∣ xi ≠ 0}
4: invoke psp:expand(P, [(u, r)]DSP) at PSP

5: end procedure

6: procedure psp:expand(P, [(u, r)]DSP)
7: for j ← 1, d do

8: [x̃j]←

⎧⎪⎪⎪⎪⎨⎪⎪⎪⎪⎩

[v] if (j, [v]) ∈ P

[0] otherwise
9: end for

10: invoke dsp:update-profile([x̃] , [(u, r)]DSP) at DSP

11: end procedure

12: procedure dsp:update-profile([x̃], [(u, r)]DSP)
13: Decrypt [(u, r)]DSP
14: Select profile [x] for user u
15: for i ← 1, d do
16: [xi]← [x̃i−r (mod d)]
17: end for
18: end procedure

user. To further decrease communication costs, profile updates are
periodically sent by the user. Profile updates can be performed in
either an incremental fashion or by completely replacing the user
profile, depending on the expected size of user profiles. Incremental
updates may be less costly to encrypt and transmit for users, but re-
quire computationally expensive operations at DSPs as each coordin-
ate of the cached user profile must be updated with the incremental
update. AHEad takes the latter approach of replacing the user profile.
However, the protocol can easily be modified to process incremental
updates by using the additively homomorphic properties of the used
encryption scheme.

Protocol 5.1 outlines the steps that are performed during a periodic
profile update. When a user u initiates the profile update protocol,
they generate a d dimensional feature vector x from their local profile
information using the hashing trick. Due to this hashing trick, x is
expected to be a very sparse, but high-dimensional vector. To reduce
the computation and communication costs for the user, x is encoded
as a set of pairs of indices and values for only the non-zero elements
in x:

P ← {(i + r (mod d), [xi]) ∣ xi ≠ 0, r ∈R Zd} , (5.1)
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where r is a randomization term used to rotate the indices of non-zero
elements. The compression of x greatly reduces the amount of en-
cryptions performed by the user, as well as the bandwidth required to
transmit the encrypted profile. However, profile compression comes
at the cost of additional computational cost and bandwidth at the
PSP and DSP, as the compressed profile must still be expanded to a
dense form that is usable by the logistic regression model without
revealing information about the profile contents. Since the indices of
non-zero elements could be used to infer profile contents, profile ex-
pansion must be performed in such a way that these indices are not
revealed. Therefore, profile expansion is performed jointly by the PSP

and DSP, where the PSP knows that certain elements are non-zero, but
not what the locations of those elements are in x, and the DSP knows
the locations of elements, but not what their values are.

To perform the expansion, the compressed representation P of the
user’s profile is sent to the PSP, along with the ciphertext [(u, r)]DSP.
The rotation of indices prevents the PSP from learning the true in-
dices of the non-zero elements of x. The PSP subsequently expands
P into an element-wise encryption of the original feature vector x
with its elements rotated r times due to the randomization of indices
performed by the user, setting any element not present in P to an
encryption of zero. This expansion is sent to the relevant DSP, along
with the ciphertext [(u, r)]DSP. The DSP decrypts the user identifier
and random number, and rotates the received profile expansion back
to its original indices using r. Finally, the DSP stores the encrypted
profile information of the user.

5.2.3 Bidding phase

During the bidding phase, every DSP calculates a bidding price for
each of their campaigns, based on a cached user profile. The bidding
phase is initiated by the user contacting an ad exchange with a re-
quest for an advertisement. The ad exchanges sends a bid request to
every DSP, each of which executes the bidding protocol. For each ad-
vertising campaign k, the user response ŷ is assumed to be estimated
using a logistic regression model as described in Section 2.3.1. The
bidding price is subsequently derived from ŷ using a linear bidding
function Bk as per the assumptions outlined in Section 4.1.

The sigmoid function σ that is used to make predictions in logistic
regression models (see Eq. (2.3)) is non-trivial to compute under ad-
ditively homomorphic encryptions due to the division and exponen-
tiation used in the function. In existing literature considering the
sigmoid function in privacy-preserving protocols, two different ap-
proaches are used to compute the result of the sigmoid function. The
first approach is to use an approximation of the function, either us-
ing a Taylor series [105] or a piecewise linear approximation [28]. The
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Protocol 5.2 Bidding protocol of AHEad, executed jointly between a
DSP γ and the PSP, and invoked by the ad exchange at every DSP.

1: procedure dsp:submit-bid({(wk, Bk, ak) ∣ k ∈ Kγ} , [x])
2: for all k ∈ Kγ do

3: [sk]←
d
∏
i=1
[xi]wk,i

4: end for
5: Pick random permutation function π(⋅)
6: [s′]← π([s])
7: invoke [ŷ′]← psp:calculate-sigma([s′]) at PSP

8: [ŷ]← π−1([ŷ′])
9: for all k ∈ Kγ do

10: Re-randomize [ŷk]
11: [bk]← Bk([ŷk])
12: send [ak]u , [bk] , [ŷk] , [k] to PSP

13: end for
14: end procedure

15: procedure psp:calculate-sigma([s])
16: Decrypt [s]
17: for all si ∈ s do
18: ŷi ← σ(si)
19: end for
20: return [ŷ]
21: end procedure

second approach is revealing the input of the sigmoid function to the
holder of the private key, such that the result can be computed in
the clear [11, 75]. We argue that in our setting, revealing the input
w⊺x of the sigmoid function to the PSP is acceptable. Since w is not
known to the PSP, revealing w⊺x does not leak information about x.
Note that, if w were known to the PSP, it could be possible for the
PSP to extract information about x. Similarly, if x were known to the
PSP, it could be possible to extract information about w. The result ŷ
of the sigmoid function, which is the estimated click probability, may
leak information about the degree to which the user is interested in
a particular topic if a DSP has a small set of similar campaigns. How-
ever, no information about the identity of the user is passed to the PSP

during the bidding phase, and thus the PSP cannot infer any inform-
ation other than that a user exists who is interested in a particular
topic. Since each DSP submits to the PSP multiple inner products s,
computed for all campaigns the DSP is responsible for and permuted
before submission, the PSP cannot link estimated click probabilities to
individual campaigns, provided the DSP is responsible for multiple
campaigns. Alternatively, a DSP can submit additional encryptions of
randomly generated values to mask the real inner product. Finally,
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the result of the sigmoid function does not reveal information about
bid values to the PSP, as the bidding functions are unknown to the
PSP. We therefore take the second approach of computing the sig-
moid function in the clear at the PSP, and returning an encryption of
the click probability to the DSP.

Protocol 5.2 outlines the bidding protocol, as invoked at every DSP

γ by the ad exchange when requesting bids. The model parameters
wk of a campaign k are known to the DSP, allowing computation of
w⊺k x in a single round using the homomorphic properties of the used
cryptosystem (see line 3 of Protocol 5.2). The resulting vector of in-
ner products s is randomly permuted before being sent to the PSP to
obtain encryptions of click probabilities. Each encrypted click prob-
ability [ŷk] is passed through the bidding function Bk, which can also
be computed using the homomorphic properties of the used crypto-
system as both the scaling factor c1 as the offset term c2 are known
to the DSP. Finally, an encryption of the advertisement ak under the
user’s key, along with encryptions of the bid value bk, the click prob-
ability ŷk, and the campaign identifier k under the shared threshold
key are sent to the PSP for use in the auction protocol.

5.2.4 Auction phase

During the auction phase, the PSP and the ad exchange engage in a
secure comparison protocol, such as described in e. g. [68, 90], to se-
lect the highest bid and associated advertisement. The use of a secure
comparison protocol prevents either party learning both the winning
advertisement and the corresponding bid value, such that user in-
terests are not revealed as per the profile privacy requirement and
bid values are not revealed as per the model privacy requirement. At
the start of the auction phase, the PSP holds encryptions of all bids
submitted by the DSPs through the bidding protocol. These bids con-
sist of encryptions of the bid value, the predicted response, and the
campaign identifier, each under the shared threshold key, as well as
an encryption of the advertisement under the user’s key. The bids
are randomly permuted by the PSP before being sent to the ad ex-
change. After repeated execution of the secure comparison protocol
to find the highest bid, the ad exchange holds an encryption of the
index of the highest bid. The index is decrypted by the ad exchange
with cooperation of the PSP, allowing the ad exchange to forward the
encrypted bid information to the user, who decrypts and displays the
advertisement and stores the other ciphertexts for use in the model
update protocol. Since the bids were permuted before being sent to
the ad exchange, revealing the index of the highest bid does not reveal
any information about which campaign won the auction.
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5.2.5 Model update phase

After an advertisement is shown to a user, the response prediction
model associated with the shown advertisement can be updated to
learn from the observed user action y, which is a binary label in-
dicating either a click (1) or no click (0), as described in Eq. (2.5).
In the current, non-privacy-preserving setting, only clicks are repor-
ted to the DSP, and non-clicks are inferred from the absence of click
reports. Since we want to hide whether a user clicked on an ad-
vertisement, however, we must always report something, including
non-clicks. Note that we cannot reveal the value ŷ − y used in the
model update, since its value leaks information about both ŷ and
y. Moreover, we cannot reveal ŷ to the PSP as the PSP could link
that to values observed earlier during the bidding phase. Therefore,
we must rely on users to calculate the full gradient of the loss func-
tion g = (ŷ − y)x used in model updates. Ensuring profile privacy
through the use of user-computed gradients, however, comes at the
cost of significant bandwidth use by the user, as they must upload the
full d-dimensional gradient vector to the PSP for every advertisement
shown.

Since DSPs must know the values of model parameters w to perform
efficient predictions during the bidding phase, model updates must
be revealed to the DSP. A single update gradient, however, contains
information about the contents of the user profile used to calculate the
gradient. Therefore, we aggregate update gradients of different users
on a per-campaign basis at the PSP before revealing the aggregated
model update to the DSP. From the aggregated model update, the
DSP cannot determine which values originated from which individual
gradient, thus preserving profile privacy.

Protocol 5.3 outlines the model update protocol of AHEad. The user
calculates the gradient of the loss function in the encrypted domain
based on the encryption of ŷ received together with the advertise-
ment. The encrypted gradient is sent to the PSP along with encryp-
tions of the bid value and the campaign identifier. Communication
is performed via the ad exchange, which acts as a proxy to hide the
identity of the user from the PSP to ensure that the PSP cannot link the
user identity to the shown advertisement. After decrypting the cam-
paign identifier in cooperation with the ad exchange, the PSP adds
the encrypted gradient and the encrypted bid value to the campaign-
specific aggregates. After aggregating sufficient values for a cam-
paign from a small batch of users, the aggregate gradient is sent to the
DSP along with decrypted shares of the gradient elements, such that
the DSP can decrypt the gradient and update the campaign’s model
parameters. Additionally, the PSP reveals the aggregated bid values
such that advertisers can be billed without revealing individual bid
values.
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Protocol 5.3 Model update protocol, executed jointly by a user, PSP,
and DSP, and initiated by a user after viewing an advertisement

1: procedure user:send-model-update(x, y, [ŷ] , [b] , [k])
2: [δ]← [ŷ] ⋅ [−y]
3: for i ← 1, d do

4: [gi]←

⎧⎪⎪⎪⎪⎨⎪⎪⎪⎪⎩

[δ]xi if xi ≠ 0

[0] otherwise
5: end for
6: Re-randomize [b] , [k]
7: invoke psp:aggregate([g] , [k] , [b]) at PSP via AdX

8: end procedure

9: procedure psp:aggregate([g] , [k] , [b])
10: Decrypt [k]
11: for i ← 1, d do
12: [ĝk,i]← [ĝk,i] ⋅ [gi]
13: end for
14: [b̂k]← [b̂k] ⋅ [b]
15: if sufficient values are aggregated for campaign k then
16: invoke dsp:update([ĝk] , k) at DSP

17: end if
18: end procedure

19: procedure dsp:update-model([g] , k)
20: Decrypt [g]
21: for i ← 1, d do
22: wk,i ← wk,i − ηkgi
23: end for
24: end procedure

5.3 performance analysis

We evaluate the performance of AHEad using both a theoretical ana-
lysis in terms of the number of cryptographic operations performed
by parties participating in each of the subprotocols, and a set of meas-
urements obtained from a proof-of-concept implementation. More-
over, we describe the communication complexity of AHEad.

5.3.1 Computational complexity

To analyse the computational complexity and scalability of AHEad, we
list the number of cryptographic operations performed by each party
per invocation of every subprotocol. The amount of performed op-
erations depends on a number of variables, listed in Table 5.2. The
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symbol description

ν Number of non-zero elements in the user’s profile.

d Dimensionality of user profiles.

d′ Number of ciphertexts required to describe a full d-
dimensional user profile.

κ Number of campaigns of a DSP.

K Total number of campaigns.

ζ Number of model updates aggregated per campaign.

ϵ Size in bits of a single ciphertext.

ϵ′ Size in bits of a partially decrypted ciphertext.

δ Size in bits of an integer.

ρ Number of rounds required for the secure comparison
of K values.

γa Number of bits transmitted by the data holder in K − 1
invocations of the secure comparison protocol.

γb Number of bits transmitted by the private key holder in
K − 1 invocations of the secure comparison protocol.

Table 5.2: Symbols used in the computational analysis of AHEad.

number of non-zero elements and the dimensionality of user profiles
are dependent on the profiling method used, and can be chosen by
the advertising industry to form a trade-off between expressiveness of
user profiles and computational costs. The number of model updates
aggregated per campaign forms a trade-off between learning speed
(and thus prediction accuracy) and privacy. Finally, the number of
campaigns of a DSP and the total number of campaigns are determ-
ined by the shape of the advertising landscape. The latter variable is
based on the existence of a single ad exchange and a single PSP, and
can be reduced by dividing DSPs among multiple ad exchanges and
PSPs. Note that ν, κ, K, and ζ are expected to be several orders of
magnitude smaller than d.

Table 5.3 lists the amortized number of operations performed by
each party for each subprotocol. All subprotocols have a complex-
ity at most linear in the number of campaigns and the size of user
profiles. The bidding protocol requires the largest number of op-
erations due to the computation of [w⊺x] for every campaign of a
DSP. However, the computation of these values is trivially paralleliz-
able and can thus be sped up significantly using multiple processors.
Moreover, the required number of operations can be reduced by em-
ploying a sparsity-inducing update model, such as the Follow The
(Proximally) Regularized Leader (FTRL) model described by He et
al. [54], which performs efficient L1 and L2 regularization to reduce
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protocol operation user adx dsp psp

Profile
update

Encryption ν d − ν

Decryption 1

Bidding

Encryption 2κ K

Share decryption κ K

Multiplication κ(d − 1)
Exponentiation κd

Randomization κ

Bidding function κ

Auction
Comparison K − 1 K − 1

Decryption 1

Model
update

Exponentiation ν

Encryption d′ − ν

Multiplication 1 1+ d′

Share decryption 1+ d′
ζ 1+ d′

ζ

Table 5.3: Number of cryptographic operations performed per invocation of
each subprotocol of AHEad.

the number of non-zero values in w. A sparse model parameter vec-
tor reduces the amount of computation necessary since only non-zero
parameters need to be considered in computing the inner product.
Since the final stage of model parameter updates is performed in the
clear, a model such as FTRL can be implemented without significant
changes to the protocol and at little to no cost to the runtime of the
model update protocol. Further speed improvements can be achieved
by packing multiple values into a single ciphertext in the model up-
date phase, such that d′ < d, reducing the number of encryptions
performed by the user, the number of multiplications performed by
the DSP, and the number of decryptions performed jointly by the DSP

and PSP. Moreover, packing reduces the amount of communication
bandwidth required between the parties.

5.3.2 Communication complexity

We analyse the communication complexity of AHEad by listing the
number of bits transmitted by each party in every round of a single
invocation of every subprotocol. The required communication band-
width depends on a number of variables, which are described in
Table 5.2. The size of a partially decrypted ciphertext ϵ′ includes
both the original ciphertext and the partially decrypted ciphertext, as
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protocol round user adx dsp psp

Profiling
1 ν (ϵ + δ)+ ϵ

2 dϵ + ϵ′

Bidding
1 κϵ′

2 Kϵ

3 4κϵ

Auction
1 4Kϵ

2, . . . , ρ + 1 γa γb

ρ + 2 4ϵ

Update
1 (d′ + 2)ϵ
2 (d′ + 1)ϵ + ϵ′

3
d′ϵ′+δ

ζ

Table 5.4: Communication bandwidth in bits per invocation of each subpro-
tocol of AHEad.

both are necessary to fully decrypt the ciphertext, such that ϵ′ = 2ϵ.
The number of rounds required for the auction protocol ρ depends
on the round complexity of the used secure comparison protocol and
the number of campaigns K, as does the total communication cost
of the auction protocol. Note that the maximum of K values can be
found in ⌈log2 K⌉ invocations of the secure comparison protocol, such
that the round complexity ρ is logarithmic with respect to K, as are
the communication complexities γa and γb.

Table 5.4 lists the amortized number of bits transmitted by each
party for each subprotocol, as well as the number of rounds of com-
munication. The communication complexity of all protocols is at
most linear in either the size of user profiles d or the number of cam-
paigns K, provided that the communication complexity of a single
invocation of the secure comparison protocol is constant. Note that
if the user profile is distributed to multiple DSPs in the profile update
phase, the communication complexity of the profile update phase be-
comes multilinear in the profile size and the number of DSPs. Only
the auction protocol has a non-constant round complexity, which is
logarithmic in the number of campaigns K. Since d is expected to be
much larger than K, the communication complexity is dominated by
the profile update and model update protocols due to their linearity
with respect to d. Although the amount of communication bandwidth
required between the parties during the model update protocol can
be reduced by packing multiple values into a single ciphertext, as de-
scribed in Section 5.3.1, the large dimensionality of user profiles and
thus update gradients leads to significant bandwidth requirements.
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Figure 5.1: Total computation time required by a single run of each subpro-
tocol of AHEad for an increasing number of DSPs, with a fixed
profile size d = 212 and number of campaigns per DSP κ = 10.
Model update time is averaged using ζ = 10.

5.3.3 Implementation

To measure the runtime of AHEad, we made a proof-of-concept imple-
mentation of the protocol in C++ using the SeComLib library1. The
implementation simulates all parties within a single process thread,
thus performing all operations sequentially. All cryptographic op-
erations use a key length of 2048 bits to achieve a sufficiently high
security level2. Real values, such as model weights, are represented
as 16-bit fixed-point numbers. For the auction phase, an implementa-
tion of the secure comparison protocol by Erkin et al. [39] as provided
by SeComLib is used. Furthermore, data packing is used to speed up
model updates.

The runtime tests were executed on a mobile workstation running
Arch Linux on an Intel® Core™ i7-3610QM 2.3 GHz quad-core pro-
cessor with 8 GB RAM. Figure 5.1 shows the impact of the number
of DSPs, and thus the total number of campaigns, on the total compu-
tation time. The time spent in the profile update protocol increases
linearly with the number of DSPs since a profile update must be pro-
cessed by each DSP. In a real-world setting, DSPs would operate in
parallel, rather than our sequential simulation, resulting in constant-
time performance of the profile update protocol. The bidding and
auction protocols cannot be fully parallelized across DSPs due to the

1 Secure Computation Library, http://cys.ewi.tudelft.nl/content/secomlib
2 See e. g. https://www.keylength.com for key lengths as recommended by various

organizations. The NIST considers a key length of 2048 sufficiently secure until 2030.

http://cys.ewi.tudelft.nl/content/secomlib
https://www.keylength.com
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Figure 5.2: Total computation time required by a single run of each subpro-
tocol of AHEad for an increasing profile size d, with a single DSP

running a single campaign. Model update time is averaged using
ζ = 10.

operations performed by the PSP and ad exchange, and thus scale
linearly in the number of DSP. Since the model update protocol is
only performed once for every advertisement shown, and the num-
ber of advertisements shown is independent of the number of DSPs,
its runtime is independent of the number of DSPs.

Figure 5.2 shows the impact of profile dimensionality on the total
computation time. It is evident that, although all subprotocols scale
linearly with profile size, high-dimensional profiles as used in prac-
tice, such as d = 224 as used by Chapelle et al. [25], result in dozens
of seconds of computation time for every shown advertisement. The
runtime of the bidding protocol increases particularly fast with an
increase of the profile dimensionality due to the exponentiations re-
quired in the computation of the inner product w⊺x. Although the
runtime of the bidding protocol can be decreased through the use of
parallelization and sparse models, calculating the inner product of
large vectors under additively homomorphic encryption is an inher-
ently expensive operation, and will lead to user-noticeable delays.

As described in Section 5.3.2, the communication costs are dom-
inated by the profile update and model update protocol. We show
this in Table 5.5 by listing the communication bandwidth in kibib-
ytes required by the AHEad protocol for specific parameters used in
our implementation. Given a key length of 2048 bits, a single Paillier
ciphertext requires ϵ = 4096 bits of communication. Using a 16-bit
fixed-point representation of real values and a single overflow bit
between values, we can pack ⌊2048/17⌋ = 120 values into a single
ciphertext. With a profile dimensionality of d = 220, we thus need
d′ = ⌈d/120⌉ = 8739 ciphertexts to represent a full update gradient. As-
suming the presence of ν = 100 non-zero values in a user profile and
a 32-bit integer representation, and taking κ = 10, K = 100, and ζ = 10,
we obtain the bandwidth use listed in Table 5.5. From the table, it
is evident that the bandwidth used during the profile update phase
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protocol round user adx dsp psp

Profile update
1 51

2 524 289

Bidding
1 10

2 100

3 20

Auction
1 200

2, . . . , ρ + 1 γa γb

ρ + 2 2

Model update
1 4371

2 4371

3 874

Table 5.5: Bandwidth usage of AHEad in KiB per invocation of each subpro-
tocol, based on realistic parameters used in our implementation
of AHEad.

far exceeds any other phase, with the PSP transmitting 512 MiB per
profile update. The bidding phase, however, is very efficient, with
each DSP transmitting a total of only 3 KiB per campaign. Moreover,
at 4.3 MiB per viewed advertisement, the bandwidth use of the user
is acceptable for modern unmetered connections.

5.4 discussion

AHEad is, as far as we know, the first protocol using machine learning
over encrypted data to preserve privacy in OBA. DSPs must cooperate
with a semi-honest, non-colluding PSP to estimate a user’s response
and the corresponding bid price within the encrypted domain, after
which the PSP and ad exchange engage in a privacy-preserving auc-
tion to select the winning bid. Encrypted reports of individual clicks
and views of advertisements are reported to the PSP, where they are
aggregated for billing and model update purposes.

Profile privacy as well as model privacy are ensured in the semi-
honest setting by distributing trust between parties using a thresh-
old additively homomorphic encryption scheme. At no point in the
protocol are the contents of the user profile or the shown advertise-
ment revealed to any party other than the user themselves, nor are
campaign-specific model parameters maintained by the DSP revealed
to any party other than the DSP. Individual bid prices are revealed
to no party at all but are aggregated for billing purposes. Finally,
estimated click probabilities, although revealed to the PSP, cannot be
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linked to users or individual campaigns, provided a DSP is respons-
ible for multiple campaigns or masks their campaign with phony sub-
missions.

The computation required by AHEad quickly increases with pro-
file dimensionality, resulting in over 100 seconds of computation per
bid for a profile dimensionality d = 220 on a single processor core of
our modest hardware. Moreover, an encrypted user profile of size
220 requires 500 MiB of storage space and communication bandwidth
between DSPs and the PSP, as well as 4.3 MiB of bandwidth between
the user, the ad exchange and the PSP for every viewed advertisement
if data packing is used. Nevertheless, AHEad shows promising initial
results in terms of privacy and achieves performance linear in the
profile size and the number of DSPs, and can benefit from significant
decreases in runtime if operations are parallelized.



6
B A D A S S : B E H AV I O U R A L A D V E RT I S I N G W I T H
A P P L I E D S E C R E T S H A R I N G

The second of the two protocols we present is BAdASS, a privacy-
preserving protocol for OBA that protects user privacy by distributing
trust between DSPs. Where AHEad uses expensive homomorphic en-
cryption to operate on encrypted user data, BAdASS uses additively
homomorphic secret sharing techniques to securely split sensitive in-
formation between parties. Parties collaboratively compute response
predictions using a logistic regression model, and use a hierarchical
secure auction protocol to select the winning advertisement. Our use
of threshold secret sharing distributes trust between parties, such that
collusion between any number of parties smaller than a predefined
threshold does not reveal any sensitive information, while enabling
DSPs to collaboratively estimate the values of ad impressions without
having insight into private data.

In this chapter, we describe and evaluate the design of BAdASS.
We first describe cryptographic preliminaries in Section 6.1. Sub-
sequently, we provide a detailed description of the design of the pro-
tocol in Section 6.2, after which we analyze the computational costs
of the protocol in Section 6.3. Finally, we briefly discuss the BAdASS

protocol in Section 6.4.

6.1 cryptographic preliminaries

To cryptographically protect user privacy, BAdASS makes use of two
forms of secret sharing, as well as an asymmetric cryptosystem that
allows universal re-encryption. Secret sharing schemes distribute a
secret value s between a group of parties, such that each party ob-
tains a share of the secret. Reconstruction of s from the shares is
only possible if a sufficient number of parties combine their shares,
whereas any subset of parties that is not qualified to know the secret
value cannot reconstruct the secret. Both secret sharing schemes used
in BAdASS prevent an unqualified set of parties from learning any in-
formation about s, even when they combine their shares.

additive secret sharing The first form of secret sharing used
in BAdASS is a simple 2-out-of-2 additive secret sharing scheme, in
which a secret is shared between two parties, and both shares are re-

This chapter is an extended version of a paper to be submitted to the 21
st Interna-

tional Conference on Financial Cryptography and Data Security 2017

55
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quired to reconstruct the secret. In an additive secret sharing scheme,
as described by e. g. Bogdanov [19], a secret value s ∈ Zn for some
number n is split into shares s1 ∈r Zn and s2 = s − s1 (mod n), using
as s1 a value chosen uniformly at random from Zn, and as s2 the sub-
traction of the random value from the secret value. Reconstruction
of the secret value is as simple as addition of the two shares, modulo
n. We use the notation ⟪s⟫ to denote an additive sharing of a value s,
where ⟪s⟫i is the ith share, and the sharing ⟪v⟫ of a vector v indicates
an element-wise additive secret sharing of v.

shamir secret sharing The second scheme used in BAdASS is
Shamir’s secret sharing scheme [91], a t-out-of-n threshold scheme
in which a secret is shared among n parties, from which any subset
of size at least t can reconstruct the secret. Shamir’s secret sharing
scheme is based on polynomial evaluations in a finite field of prime
order p. To share a secret value s ∈ Zp, the holder of the secret gener-
ates a polynomial f of degree t− 1 with coefficients randomly chosen
from Zp, with f (0) = s. Each party i for i = 1, . . . , n is given a share
si = (i, f (i)). Any set of parties of size at least t can reconstruct the
secret value using Lagrange polynomials:

f (0) =
t
∑
j=1

f (xj)
t
∏
m=1
m≠j

xm

xm − xj
, (6.1)

where xj is the first element of the share of a party j. We use the
notation ⟨s⟩ to indicate a (t, n) Shamir secret sharing of a value s, for
some predefined t and n, and ⟨v⟩ denotes an element-wise Shamir
sharing of the vector v.

Shamir’s secret sharing scheme is additively homomorphic, such
that ⟨m1⟩ + ⟨m2⟩ = ⟨m1 +m2⟩. Parties holding shares of two secret
values can thus compute shares of the sum of the two values, without
interaction with other parties. Furthermore, a public value c can be
added to a shared secret m without interaction by adding c to each
of the shares, i. e. ⟨m⟩ + c = ⟨m + c⟩. Likewise, a shared secret can be
multiplied with a public value c by multiplying each of the shares
with c, i. e. ⟨m⟩ ⋅ c = ⟨cm⟩.

Multiplication of the shares of two secret values, described by poly-
nomials f and g of degree t − 1, results in points on the polynomial
h = f ⋅ g with h(0) = f (0) ⋅ g(0), such that the resulting shares describe
the multiplication of the two secret values. However, h is of degree
2(t − 1), thus requiring 2t − 1 shares to reconstruct the secret. Ben-Or
et al. [16] therefore describe a multiplication protocol in which the res-
ulting polynomial is reduced to degree t − 1 and randomized. Given
a sharing of a value s, where ⟨si⟩ is held by party i, the degree reduc-
tion step is performed by each party splitting their share ⟨s⟩i into a
new (t, n) sharing ⟨s⟩i,1, . . . , ⟨s⟩i,n. Each party i distributes their sub-
shares among all parties, such that party j is given the subshare ⟨s⟩i,j.
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Each party j then combines the received subshares ⟨s⟩1,j, . . . , ⟨s⟩n,j into
a new share ⟨s⟩′j. The resulting sharing ⟨s⟩′ is a new (t, n) sharing of
the value s. Gennaro et al. [45] simplify the degree reduction and
randomization steps into a single step, requiring a single round of
communication per multiplication. Note that n needs to be at least
2t − 1 for degree reduction to work.

universal re-encryption Universal re-encryption, presented
as a technique for mix networks by Golle et al. [47], allows re-ran-
domization of a ciphertext without access to the public key that was
used during encryption. In BAdASS, we use the universal re-encryp-
tion technique presented in [47], based on a multiplicatively homo-
morphic cryptosystem such as ElGamal [38]. In this chapter, we use
the notation JxKu to denote the encryption of a value x under the
public key of user u using a universal re-encryption scheme.

6.2 protocol design

In the BAdASS protocol, the contents of user profiles are secret-shared
between DSPs to provide profile privacy. To perform computations on
the user profile, as is necessary in computing bids and model updates,
collaboration between the DSPs holding a share of the user profile is
thus required. As described in the design requirements, the protocol
needs to satisfy both profile privacy and model privacy. For collabor-
ative computation of bids and model updates, however, knowledge of
profile information as well as model parameters is necessary. There-
fore, not only the user profile x is secret-shared between DSPs, but
also campaign-specific parameters w, η, c1, and c2.

Collaborative computation on secret-shared values introduces com-
putational overhead, as operations are duplicated across each of the
parties holding a share of the secret. We therefore introduce the no-
tion of a DSP group, where we define a DSP group Γi to be a set of DSPs

of size at least m = 2t − 1. Computations on behalf of a DSP γi,j ∈ Γi
are performed entirely within Γi, such that the number of DSPs per-
forming computations for γi,j is minimized. In our protocol descrip-
tions, any operations performed by DSPs on secret-shared values are
assumed to be performed by all DSPs in a DSP group Γi. Plaintext
values and encrypted values are generated by the DSP responsible
for the campaign on which computations are performed and, where
necessary, published within Γi.

Since each DSP needs the cooperation of the other DSPs within their
group, the DSPs have an incentive to perform computations on each
other’s campaigns. A potential imbalance between a DSP’s compu-
tation on their own campaigns and that on campaigns of other DSPs

may arise due to differing numbers of campaigns or a different rate of
shown advertisements, as the model update protocol is invoked only
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symbol explanation

u Unique user identifier.

v Unique bid request identifier.

k Unique campaign identifier.

Γi DSP group i.

γi,j Unique DSP identifier, where γi,j is the j
th

DSP of DSP

group Γi

KΓi Set of campaigns run by DSP group Γi.

x Input feature vector obtained by feature hashing.

wk Model parameter vector for a campaign k, where wk,i is
the ith coordinate of wk.

ck Bidding function parameters for a campaign k.

ηk Learning rate parameter for campaign k.

bk Bid value for campaign k.

ak Advertisement associated with campaign k.

π(x) Random permutation function, which re-orders the ele-
ments of vector x.

π−1(⋅) Inverse permutation of π(⋅), such that π−1(π(x)) = x.

M List of vectors containing information associated with
bid values for use in the auction protocol.

Table 6.1: Explanation of symbols used in BAdASS

for shown advertisements. To prevent consistent imbalances, a new
grouping of DSPs can periodically be made, at the cost of a re-sharing
of campaign parameters among the new DSP groups.

The choice of the recombination threshold t directly influences the
size of DSP groups, and thus the amount of duplicated operations and
the computational overhead experienced by DSPs. However, t also
determines the trust a user can place in the system; picking a small
t increases the probability of sufficient DSPs colluding to reveal secret
values. A suitable trade-off must thus be made between privacy and
performance.

Similar to AHEad, we introduce a PSP into the application setting to
assist in privacy-preserving computations. Assumptions regarding
the behaviour of the PSP remain unchanged. The PSP is thus not trus-
ted with private data in unencrypted form, but is assumed to follow
the protocol specification without colluding with any other party.

BAdASS is divided into 5 different phases: initial setup, user pro-
filing, bidding, auction, and model update. Each of these phases
is described in the following subsections. An explanation of symbols
used in the description of the protocol design is provided in Table 6.1.
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6.2.1 Initial setup

During the initial setup phase, advertisers set up their campaigns
such that DSPs can bid on their behalf, and the PSP divides the DSPs

into groups, such that each group contains at least m parties. More-
over, each DSP shares campaign-specific parameters among the DSPs

in their group. Finally, each user generates a key pair using any mul-
tiplicatively homomorphic asymmetric cryptosystem and publishes
their public key.

6.2.2 User profiling phase

To preserve profile privacy during the user profiling phase, browsing
behaviour is recorded locally within the user’s web browser. Analog-
ous to Section 5.2.2, we assume the existence of local profile inform-
ation, which is captured into a d-dimensional feature vector x using
feature hashing.

To satisfy the integration requirement, which dictates that a user
cannot be assumed to know the topology of the OBA landscape, the
user profiling phase must ensure that the locally generated user pro-
file is securely shared among DSPs without the user contacting each
DSP individually. Therefore, the user splits their profile into two addit-
ive shares in Zp, one of which is given to the ad exchange, the other
to the PSP. Both the ad exchange and the PSP, in turn, create Shamir
shares from their additive shares, which are distributed among the
DSP groups for which the profile update is intended. Every DSP within
the group thus receives two Shamir shares, which are combined into
a single Shamir sharing using the sum of the two shares. The user
profiling phase is illustrated in Protocol 6.1.

Depending on the feature hashing method used, the feature vec-
tor x is either binary or contains only small values. Assuming the
use of a binary feature vector, it would be ideal from the user’s per-
spective to create additive shares of the feature vector in Z2, rather
than Zp, as smaller shares reduce the required communication band-
width. Subsequent computations on the user profile, however, must
be performed in Zp to represent real values with sufficient precision.
Securely converting shares in Z2 to shares in Zp, however, is a prob-
lem of its own requiring at least one round of communication (see e. g.
Damgård and Thorbek [33] or Bogdanov [19]). In our setting with two
additive shares, it would suffice to compute the exclusive disjunction
of the two shared bits in Zp, which, if calculated as a⊕ b = a + b − 2ab,
requires a single invocation of the multiplication protocol per conver-
sion. Given the large dimensionality of user profiles, however, shar-
ing the user profile in Z2 would come at the cost of d invocations
of the multiplication protocol in one round. One must thus make a
trade-off between communication cost for the user, and computation
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Protocol 6.1 Profile update protocol of BAdASS, executed jointly
between a user, ad exchange, PSP and DSP group, and initiated peri-
odically by every user.

1: procedure user:send-profile-share(x, u)
2: Pick r ∈R Zd

p
3: ⟪x⟫1 ← x − r
4: ⟪x⟫2 ← r
5: invoke share-profile(u,⟪x⟫1) at AdX

6: invoke share-profile(u,⟪x⟫2) at PSP

7: end procedure

8: procedure share-profile(u,⟪x⟫m)
9: ⟨⟪x⟫m⟩← shamir-share(⟪x⟫m)

10: for all γi,j ∈ Γi do
11: invoke dsp:combine-profile(u, ⟨⟪x⟫m⟩γi,j ) at DSP γi,j
12: end for
13: end procedure

14: procedure dsp:combine-profile(u, ⟨⟪x⟫m⟩)
15: store ⟨⟪x⟫m⟩ for user u
16: if ⟨⟪x⟫1⟩ and ⟨⟪x⟫2⟩ are both stored then
17: ⟨xu⟩← ⟨⟪x⟫1⟩+ ⟨⟪x⟫2⟩
18: end if
19: end procedure

and communication costs for the DSPs. Note that if sharing the user
profile in Zp, the number of bits sent by the user is 2d⌈log2 p⌉. Given
a realistic choice of profile size d = 220 and a 32-bit field order p, this
amounts to only 8 MiB per profile update. Therefore, the option of
sharing the user profile in Zp has been favoured in Protocol 6.1.

6.2.3 Bidding phase

During the bidding phase, every DSP group cooperatively calculates
bidding prices for each of the campaigns the group is responsible for.
When a user contacts an ad exchange with a request for an advertise-
ment, the ad exchange sends a bid request to every DSP group, each
of which executes the bidding protocol. As described in Section 4.1,
user responses are estimated using a logistic regression model, and
bidding values are derived from the response estimations using a lin-
ear bidding function. Moreover, the sigmoid function that is used to
make predictions is evaluated in the clear by the PSP. The rationale
behind letting the PSP evaluate the sigmoid function is given in Sec-
tion 5.2.3.
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Protocol 6.2 Bidding protocol of BAdASS, executed jointly by a DSP

group Γi and the PSP, and invoked by the ad exchange at every DSP

group.
1: procedure dsp:calculate-bid({⟨wk⟩, ⟨ck⟩, ⟨ηk⟩ ∣ k ∈ KΓi}, u, v)
2: for all k ∈ KΓi do

3: ⟨sk⟩←
d
∑
i=1
⟨xu,i⟩ ⋅ ⟨wk,i⟩

4: Pick a unique random value rk
5: Store mapping rk → (JakKu, Γi) at PSP via AdX

6: end for
7: Pick random permutation function π(⋅)
8: ⟨s′⟩← π(⟨s⟩)
9: invoke ⟨ŷ′⟩← psp:calculate-sigma(⟨s′⟩) at PSP

10: ⟨ŷ⟩← π−1(⟨ŷ′⟩)
11: for all k ∈ KΓi do
12: ⟨bk⟩← ⟨ck,1⟩ ⋅ ⟨ŷk⟩+ ⟨ck,2⟩
13: end for
14: end procedure

15: procedure psp:calculate-sigma(⟨s⟩)
16: s ← combine ⟨s⟩
17: for all si ∈ s do
18: ŷi ← σ(si)
19: end for
20: return ⟨ŷ⟩
21: end procedure

Protocol 6.2 outlines the bidding protocol, as invoked at every DSP

group Γi. The model parameters wk of a campaign k and the user
profile x are shared among the DSPs in Γi. The multiplications that are
required for the calculation of the inner product of wk and x in line
3 are performed locally, without degree reduction. Since the results
of these local multiplications are not used in further multiplications,
the sum of all multiplied values is a single sharing ⟨sk⟩ of degree
2t − 2. As the PSP subsequently collects and combines all shares of sk,
no degree reduction step is required in the calculation of the inner
product.

As stated by the model privacy requirement, campaign paramet-
ers ck,1, ck,2 and ηk are private to the DSP responsible for campaign
k, and must not be revealed to other DSPs. Therefore, each of these
parameters is shared among the parties in the DSP group. Calculation
of the bid price b = c1ŷ + c2 therefore requires a single invocation of
the multiplication protocol for every campaign, which can be paral-
lelized such that all bid values are calculated in a single round of
communication.
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To adhere to the profile privacy requirement, the shown advert-
isement ak and the responsible DSP γi,j should be revealed only to
the user. During the bidding protocol, each advertisement ak is en-
crypted using the user’s public key. The encrypted advertisement is
submitted to the PSP, via the ad exchange such that the PSP cannot
link the submission to a specific DSP, along with a random number
rk and the group descriptor Γi. Finally, the PSP stores the mapping
rk → (JakKu, Γi), which will be used in the auction phase to retrieve
the winning advertisement.

6.2.4 Auction phase

To ensure profile and model privacy, the predicted response ŷ and
the bid value b must not be revealed to any party, and the campaign
identifier k of the advertisement shown to the user may be revealed
only to the user. The values ŷ, b, η, and k are all required during the
model update protocol, however. A DSP group must thus be able to
retrieve the correct shares of ŷ, b, η, and k during the model update
protocol, while preventing linkability between a user who reports a
response and the advertisement that was shown to that user. In order
to store the correct shares for later use, the auction protocol uses a
hierarchical auction in which each DSP group individually engages in
a secure comparison protocol to select the highest of the bids within
the DSP group, after which each of the highest bids is submitted to a
global auction to select the final winner.

Note that, due to the use of secret sharing, the global auction can-
not be performed by the ad exchange alone. Although the PSP could
engage in a secure comparison protocol with the ad exchange, secure
multiplication of Shamir shares requires at least 3 parties to particip-
ate, and to maintain in the auction protocol the same level of trust as
in the bidding protocol, at least m parties are required, where m is
the minimum number of parties in a DSP group. In BAdASS, the global
auction is therefore not performed by the ad exchange, but by a DSP

group that is randomly selected by the ad exchange, denoted Γ∗. Al-
ternatively, the ad exchange and PSP could participate in the global
auction by selecting m− 2 individual DSPs to reach a sufficiently large
auction group.

The auction protocol is shown in Protocol 6.3. The protocol relies
on a secure comparison protocol that takes as input shares of two
values a and b, and gives as output shares of 1 if a ≥ b, and shares of 0
otherwise. Such a protocol is described by e. g. Reistad and Toft [88].
During the procedure to find the maximum bid, shares of the highest
bid, as well as additional information associated with the highest
bid, are obtained via multiplication with the result of the comparison.
During the multiplication, performed as ⟨b̂⟩← ⟨ρ⟩ ⋅ ⟨bi⟩+ (1− ⟨ρ⟩) ⋅ ⟨b̂⟩,
where b̂ is the current highest bid, and bi is compared against the
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Protocol 6.3 Auction protocol of BAdASS, executed jointly by every
DSP group Γi, an auction group Γ∗, and the PSP.

1: procedure dsp:prepare-auction(v, ⟨b⟩, ⟨r⟩, ⟨ŷ⟩, ⟨η⟩, ⟨k⟩)
2: for all Γi do
3: ⟨Mi⟩← (⟨ri⟩, ⟨ŷi⟩, ⟨ηi⟩, ⟨ki⟩)
4: (⟨bmax

i ⟩, ⟨rmax
i ⟩, ⟨ŷmax

i ⟩, ⟨ηmax
i ⟩, ⟨kmax

i ⟩)← max-bid(⟨bi⟩, ⟨Mi⟩)
5: Store mapping v → (⟨bmax

i ⟩, ⟨ŷmax
i ⟩, ⟨ηmax

i ⟩, ⟨kmax
i ⟩)

6: end for
7: invoke perform-auction(v, ⟨bmax⟩, ⟨rmax⟩) at Γ∗

8: end procedure

9: procedure perform-auction(v, ⟨b⟩, ⟨r⟩)
10: (⊥, ⟨rmax⟩)← max-bid(⟨b⟩, ⟨r⟩)
11: invoke psp:send-ad(⟨rmax⟩) at PSP

12: end procedure

13: procedure max-bid(⟨b⟩, ⟨M⟩)
14: ⟨b̂⟩← ⟨b1⟩
15: for j ← 1, ∣⟨M⟩∣ do
16: ⟨M̂j⟩← ⟨Mj,1⟩
17: end for
18: for i ← 2, ∣⟨b⟩∣ do
19: ⟨ρ⟩← ⟨bi⟩ ≥ ⟨b̂⟩
20: ⟨b̂⟩← ⟨ρ⟩ ⋅ ⟨bi⟩+ (1− ⟨ρ⟩) ⋅ ⟨b̂⟩
21: for j ← 1,∣⟨M⟩∣ do
22: ⟨M̂j⟩← ⟨ρ⟩ ⋅ ⟨Mj,i⟩+ (1− ⟨ρ⟩) ⋅ ⟨M̂j⟩
23: end for
24: end for
25: return ⟨b̂⟩, ⟨M̂⟩
26: end procedure

27: procedure psp:send-ad(⟨r⟩)
28: r ← combine ⟨r⟩
29: (JaKu, Γi)← lookup r
30: Re-randomize JaKu

31: Send (JaKu, Γi) to user via AdX

32: end procedure

highest bid, a single invocation of the degree reduction step after the
addition suffices to obtain the desired value.

In the first stage of the auction protocol, each individual DSP group
performs its own auction, resulting in shares of the values b, ŷ, η, and
k that are associated with the highest bid. These values are stored
along with the unique bid request identifier v for later use. Note that
in the last comparison of this first stage, the degree of the shares of
bmax

i , rmax
i , and kmax

i should not be reduced after the multiplications
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in lines 20 and 22. The shares of b and k associated with the winning
bid will be sent to the PSP in a randomized order in the model update
phase, and a high degree of the shares greatly reduces the probability
that the PSP successfully recombines the shares. After the local auc-
tion, shares of the values b and r associated with the highest bid are
shared with the auction group Γ∗, which performs a global auction of
the highest bids of all DSP groups. Due to the re-sharing, the degree
of the shares of b and r is reduced such that Γ∗ can perform calcu-
lations on the values. Shares of the random identifier r associated
with the highest bid in the global auction are sent to the PSP, where
the shares are combined to retrieve the encrypted advertisement and
campaign identifier associated with the highest bid.

Although it is tempting to store the mapping between r and the
advertisement at the ad exchange to eliminate a round of commu-
nication during ad retrieval, doing so would violate profile privacy
due to the assumption that DSPs and ad exchanges may collude. The
mapping must therefore be maintained by the non-colluding PSP. To
ensure unlinkability between the encrypted advertisement retrieved
from the PSP after the auction and the values submitted prior to the
auction, the PSP performs re-randomization of the encrypted advert-
isement on line 30. However, the PSP should get no information about
the user’s identity in the bidding or auction phase, as such informa-
tion could be used in combination with response predictions from the
bidding phase to infer the degree to which the user is interested in a
particular topic, as described in Section 5.2.3. The PSP should there-
fore perform the randomization of the advertisement without access
to the user’s public key, which can be achieved using universal re-
encryption [47]. Finally, the encrypted advertisement and the group
descriptor, as well as the bid request identifier v, are sent via the ad
exchange to the user, who decrypts and displays the advertisement.

Since the mappings rk → (JakKu, Γi) are sent via the ad exchange
during the bidding phase, and we assume the PSP not to collude with
any party, the PSP cannot match values rk to individual DSPs, nor to
campaigns. Revealing the value rmax to the PSP therefore gives the PSP

no more information than the DSP group of the winner of the auction.
We consider the winning DSP group not to be private information, as
a DSP group is assumed to be responsible for a large, heterogeneous
set of campaigns, from which no user interests can be inferred. The
winning campaign is thus not revealed to any party.

6.2.5 Model update phase

During the model update phase, the response prediction model asso-
ciated with the shown advertisement is updated using the update
rule from Eq. (2.5). The update rule combines the observed user
response y, the predicted response ŷ, the learning rate η and the
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user profile x to calculate an update gradient. The profile privacy
and model privacy requirements dictate that each of these values is
private to either the user, the responsible DSP, or both. Moreover, the
campaign identifier k must not be linkable to the user identifier u as
linking these values would reveal which advertisement was shown to
which user, yet k must be revealed in order to select the correct model
parameter vector to be updated, and u must be revealed in order to
select the correct user profile.

In the model update phase of AHEad, the user is responsible for
computing update gradients under encryption. These gradients are
sent to the PSP, via the ad exchange acting as an anonymizing proxy,
and aggregated per campaign before being revealed to the DSP. User-
computed gradients, however, place a heavy computational and com-
municational burden on the user. Furthermore, the approach of the
user being the sole party computing update gradients cannot easily
be adapted to the computationally less expensive secret sharing set-
ting without revealing the value ŷ to the user, yet ŷ is considered
private to the DSP as per the model privacy requirement. Therefore,
the model update phase of BAdASS shifts the computational burden of
computing update gradients from the user to the DSP group respons-
ible for the shown advertisement.

In order to ensure unlinkability between users and campaigns, the
model update protocol is split into three stages. During the first stage,
the user identifier is revealed to the DSP group responsible for the
shown advertisement, which calculates shares of the update gradient
g = η(ŷ − y)x. In the second stage, each DSP submits a set of mul-
tiple gradient shares to the PSP, which mixes the received shares via
random rotation. The PSP then re-shares the set of gradient shares
among the DSP group. In the final stage, the campaign identifiers of
the set of gradients are revealed to the DSP group, allowing the DSP

group to apply the gradients calculated in the first stage to the cor-
rect parameter vector. Since the gradient shares have been mixed, the
DSP group cannot link values revealed in the third phase to values
revealed in the first phase.

The model update protocol is outlined in Protocol 6.4. The pro-
tocol is initiated by a user u, who reports shares of their response y
directly to the responsible DSP group based on the group descriptor
Γi received along with the advertisement. Moreover, the user sends
the bid request identifier v and the user identifier u to Γi. In the
first phase, the update preparation phase, each DSP retrieves their
shares of b, ŷ, η, and k, stored during the auction phase, based on the
bid request identifier v. Using these shares, the DSP group calculates
shares of δ = η(ŷ − y). Since this calculation involves multiplication
of real values, encoded as fixed-point numbers, the result must be
scaled back to the appropriate fixed-point representation, using e. g.
the truncation protocol outlined by Catrina and Saxena [23]. The res-
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Protocol 6.4 Model update protocol of BAdASS, invoked by the user at
the DSP group responsible for the displayed advertisement.

1: procedure dsp:prepare-model-update(v, u, Γi, ⟨y⟩)
2: (⟨b⟩, ⟨ŷ⟩, ⟨η⟩, ⟨k⟩)← lookup v
3: ⟨δ⟩← truncate(⟨η⟩ ⋅ (⟨ŷ⟩− ⟨y⟩))
4: for i ← 1, d do
5: ⟨gi⟩← ⟨xu,i⟩ ⋅ ⟨δ⟩
6: end for
7: ⟨G⟩← ⟨G⟩∪ ⟨g⟩
8: ⟨B⟩← ⟨B⟩∪ ⟨b⟩
9: ⟨K⟩← ⟨K⟩∪ ⟨k⟩

10: if sufficient values are accumulated then
11: for all γi,j ∈ Γi do
12: Pick random ri,j
13: Rotate (⟨G⟩i,j, ⟨B⟩i,j, ⟨K⟩i,j) ri,j times
14: end for
15: invoke psp:mix-shares(Γi, ⟨G⟩, ⟨B⟩, ⟨K⟩) at PSP

16: end if
17: end procedure

18: procedure psp:mix-shares(Γi, ⟨G⟩, ⟨B⟩, ⟨K⟩)
19: if shares from all γi,j ∈ Γi have been received then
20: Pick random r
21: Rotate (⟨G⟩, ⟨B⟩, ⟨K⟩) r times
22: ⟨G′⟩← re-share ⟨G⟩
23: ⟨B′⟩← re-share ⟨B⟩
24: ⟨K′⟩← re-share ⟨K⟩
25: invoke update-model(⟨G′⟩, ⟨B′⟩, ⟨K′⟩) at Γi
26: end if
27: end procedure

28: procedure dsp:update-model(⟨G′⟩, ⟨B′⟩, ⟨K′⟩)
29: for all γi,j ∈ Γi do
30: Rotate (⟨G′⟩i,j, ⟨B′⟩i,j, ⟨K′⟩i,j) back ri,j times
31: end for
32: K ← combine ⟨K′⟩
33: for all ⟨g′⟩ ∈ ⟨G′⟩, ⟨b′⟩ ∈ ⟨B′⟩, k ∈ K do
34: for i ← 1, d do
35: ⟨wk,i⟩← ⟨wk,i⟩− ⟨g′i⟩
36: end for
37: ⟨b̃k⟩← ⟨b̃k⟩+ ⟨b′⟩
38: end for
39: end procedure
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ulting value δ is multiplied with each element of the user profile to
form the update gradient. Since new sharings of the update gradient
will be created by the DSP in the mixing step, the d multiplications
that are required to calculate the update phase can be performed loc-
ally, without reducing the degree of the result. The update gradient
shares, as well as the bid value shares and the campaign identifier
shares, are locally stored as lists ⟨G⟩, ⟨B⟩, and ⟨K⟩ until sufficient
values are aggregated for mixing.

When sufficient values are accumulated by a DSP group Γi, the
shares of all DSPs in Γi are sent to the PSP for mixing. To prevent
recombination of shares by the PSP, each DSP γi,j in the group Γi picks
a random number ri,j, and rotates their lists of shares ⟨G⟩i,j, ⟨B⟩i,j, and
⟨K⟩i,j ri,j times. Given a sufficiently large aggregation threshold, the
average number of attempts needed for the PSP to successfully com-
bine the received shares becomes prohibitively large. The PSP sub-
sequently picks a random number rPSP, and rotates each of the lists
of shares rPSP times, such that the positions of output values cannot
be linked to the positions of input values.

The share values themselves need also be randomized before being
sent back to the DSPs to prevent linking input values to output values.
Randomization of a secret-shared value ⟨s⟩ is typically performed
by generating a new random sharing ⟨0⟩, and adding the generated
shares to ⟨s⟩. Since the PSP does not know which received shares
belong to the same value, however, such randomization cannot be
performed by the PSP. Instead, the PSP splits each received share ⟨s⟩i
into a new sharing ⟨s⟩i,1, . . . , ⟨s⟩i,n. These subshares are distributed
among the DSPs in Γi in a manner analogous to the degree reduction
step described in Section 5.1, such that each party j receives subshares
⟨s⟩1,j, . . . , ⟨s⟩n,j. The DSPs then recombine the received subshares to
obtain new shares of the original values ⟨s⟩i.

The PSP cannot perform recombination of shares by itself due to
the random rotation of input lists, such that the PSP does not know
which of the shares belong to the same value. Therefore, each DSP

is given lists of the subshares created by the PSP, where a subshare
originating from a share submitted by DSP γi,j is rotated ri,j + rPSP
times. To match subshares originating from the same value, each DSP

rotates the subshares originating from DSP γi,j back ri,j times, such
that subshares of the same value are in the same position in the lists.
After recombining the rotated subshares, each DSP has lists ⟨G′⟩, ⟨B′⟩,
and ⟨K′⟩, where each of the lists contains shares of the same values
as were submitted to the PSP, rotated rPSP times.

The DSPs proceed to combine ⟨K′⟩ to reveal the list of campaign
identifiers to which the gradient and bid shares belong. Due to
the mixing of the lists, DSPs cannot link the campaign identifiers re-
vealed in the third phase to user identifiers revealed in the first phase,
provided a sufficiently large mixing threshold is chosen. Finally, each
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DSP locally updates their shares of the model parameter vectors with
the list of gradient shares, and adds the received bid shares to the
corresponding bid value aggregates.

6.3 performance analysis

To evaluate the performance of BAdASS, we provide both a theoretical
analysis of the computational and communication complexities of the
subprotocols, and a set of measurements obtained from a proof-of-
concept implementation. The theoretical analysis provides an over-
view of the performance impact incurred by the use of secret sharing
for each of the parties, whereas measurements from the implementa-
tion show the actual performance of the protocol, taking into account
all required computations.

6.3.1 Computational complexity

To analyse the computational complexity and scalability of BAdASS,
we list the number of costly operations performed by each party per
invocation of every subprotocol. We consider operations that require
communication between parties, such as multiplications, reconstruc-
tion of a secret value (if the reconstruction requires an additional
round of communication), and invocations of the comparison and
truncation protocols, to be costly operations. Moreover, we list the
re-sharing of shares by the PSP in the model update phase as a costly
operation, as it is essentially the same as the degree reduction step
of the multiplication protocol. Finally, we count the number of cryp-
tographic operations performed by the protocols. Computations that
are performed locally, such as homomorphic additions and local mul-
tiplications without degree reduction, are not considered in the com-
plexity analysis.

The computational complexity of BAdASS depends on a number of
variables, which are described in Table 6.2. Note that the dimen-
sionality of user profiles d is expected to be much larger than the
number of campaigns K and the number of DSPs n. Table 6.3 lists the
amortized number of operations performed by each party for each
subprotocol. The profile update protocol does not make use of any
expensive subprotocols, as it consists only of distributing shares of
the user profile, and local additions of shares. Note, however, that
the user creates d additive shares, and the ad exchange and PSP both
create d shamir shares. In the bidding protocol, each DSP performs a
multiplication for every campaign within its DSP group to calculate
the bid value, and an encryption of the advertisement for all its own
campaigns. Calculation of shares of the inner product ⟨w⊺x⟩ is per-
formed locally, as explained in Section 6.2.3, and since the resulting
value is reconstructed by the PSP, no degree reduction step is neces-
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symbol description

d Dimensionality of user profiles.

n Number of DSPs.

g Number of DSP groups.

m Size of a DSP group.

κ Number of campaigns of a DSP.

K Total number of campaigns.

Ki Number of campaigns within a DSP group Γi.

ζ Number of model updates accumulated per DSP group.

σ Size in bits of a secret share.

ξ Size in bits of an advertisement tuple, consisting of an
encrypted advertisement, a group descriptor, and a ran-
dom identifier.

λ Total number of comparisons required to find the max-
imum bid. Equal to ⌈log2 (Ki − 1)⌉+ ⌈log2 (g − 1)⌉.

ρ Number of rounds required by a single run of the com-
parison protocol.

γ Number of bits transmitted in a single run of the com-
parison protocol.

T Number of rounds required by a single run of the trun-
cation protocol.

τ Number of bits transmitted in a single run of the trun-
cation protocol.

Table 6.2: Symbols used in the computational analysis of BAdASS.

sary. The multiplications involved in calculating the inner product
are thus ‘free’.

In the first step of the auction protocol, each DSP group Γi loops
through the max-bid procedure Ki − 1 times, where each loop invokes
the comparison protocol once, and the multiplication protocol 5 times
to obtain shares of the maximum values (as described in Section 6.2.4,
each sum of two multiplication requires a single invocation of the
degree reduction step). The second step of the auction protocol per-
forms the same loop g times, where g is the number of DSP groups,
but with 2 multiplications instead of 5. The second step, however, is
performed by any single DSP group only once for every g auctions,
as the ad exchange picks a random DSP group to perform the global
auction for every ad request. The amortized cost of the global auc-
tion for a DSP group is thus 1 comparison and 2 multiplications per
invocation of the auction protocol.
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protocol operation user adx dsp psp

Profiling Sharing d d d

Bidding
Multiplication Ki

Encryption κ

Reconstruction K

Auction

Comparison Ki

Multiplication 5Ki + 2

Reconstruction 1

Re-encryption 1

Decryption 1

Update

Multiplication 1

Truncation 1

Re-sharing (d + 2)m
Reconstruction 1

Table 6.3: Number of invocations of operations performed per invocation of
each subprotocol of BAdASS.

In the model update protocol, a DSP group performs 1 multiplic-
ation and 1 truncation to obtain shares of δ, and subsequently per-
forms d local multiplications to compute the update gradient. As
explained in Section 6.2.5, the d multiplications need no degree reduc-
tion step, as the PSP creates new shares of the values in the mixing
step, and are thus ‘free’. The mixing step is performed once every
ζ invocations of the model update protocol, processing ζ updates at
once. The amortized cost of the mixing step is thus equal to the cost
of processing a single update. To process a single update, the PSP

re-shares all m shares of the d-dimensional update gradient, as well
as m shares of the bid value and m shares of the campaign identifier.
Note that each DSP needs to perform d+ 2 local recombinations of the
created subshares, which are not listed in the table. Moreover, the
DSPs need to perform a single reconstruction to obtain the campaign
identifier.

The computational complexity of the profile update protocol is
O(d), i. e. linear in the profile size d. Note that the number of shares
created by the ad exchange and DSP depends on the number of DSPs

that receive the profile udpate. The computational complexity of the
bidding protocol is O(K), i. e. linear in the total number of campaigns
due to its reliance on the PSP to calculate the user response estimation
for every campaign. Note, however, that the number of computations
performed locally by the DSPs is dependent on the profile size d. The
amortized complexity of the auction protocol is O(Ki), i. e. linear in
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protocol rounds user adx dsp psp

Profiling 2 2dσ dmσ dmσ

Bidding
2 Kξ (m + 1)Kiσ+

κξ

Kmσ

Auction
λ(ρ + 1)+ 3 ξ (5Ki − 3)mσ+

Kiγ + 2 1
g σ

ξ

Update
T + 1 3

ζ mσ (d + 1)mσ +
τ + (d + 3)σ

(d + 2)m2σ

Table 6.4: Communication bandwidth in bits and number of rounds of com-
munication per invocation of each subprotocol of BAdASS.

the number of campaigns run within a DSP group, and even the num-
ber of local computations is independent of the profile size d. Finally,
the amortized complexity of the model update phase is O(dm) due
to the re-sharing of every share received by the PSP. The group size
m, however, is bounded by 4t− 3, since any group of size 4t− 2 can be
split into two groups of size 2t − 1. Therefore, m can be considered a
small constant, resulting in a computational complexity linear in the
profile size.

6.3.2 Communication complexity

We analyse the communication complexity of BAdASS by listing the
number of bits transmitted by each party in a single invocation of
every subprotocol. Moreover, we list the number of rounds of com-
munication required by every subprotocol. The variables used in the
description of the communication complexity are listed in Table 6.2.
The number of rounds and number of transmitted bits for the auc-
tion and model update protocols depend on implementations of the
secure comparison and truncation protocols, and are thus expressed
using variables describing the complexities of these protocols.

Table 6.4 lists the amortized number of bits transmitted by each
party for each subprotocol, as well as the number of rounds of com-
munication required by each subprotocol. The round complexities
of the profile update and bidding protocols are constant. Since the
group size m is bounded by the constant 4t− 3, and the share size σ is
constant, the communication complexity of the profile update phase
can be considered linear with respect to the profile size d. Note that
if the user profile is distributed among multiple DSP groups, the com-
plexity of the user profiling phase becomes multilinear in the profile
size and the number of DSPs. During the bidding phase, the ad ex-
change acts as a proxy to transmit a total of K advertisement tuples,
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and the PSP transmits K sharings of the estimated user response. Each
DSP performs Ki multiplications, each requiring m shares to be trans-
mitted, sends Ki shares of inner products to the PSP, and sends an
advertisement tuple for each of its κ own campaigns to the PSP via
the ad exchange. The total communication complexity of the bidding
phase is thus O(K), or linear in the number of campaigns.

The auction protocol consists of a number of comparisons logar-
ithmic with respect to the number of campaigns within a group and
the number of groups. Note that the total number of campaigns K
is bounded by Kmaxg, where Kmax

i is the maximum of the number
of campaigns of all groups. The round complexity of the auction
phase is thus O(log2 K), or logarithmic in the number of campaigns,
provided the round complexity of the comparison protocol is con-
stant. Since each DSP performs an average of Ki comparisons per
invocation of the auction protocol and transmit a fixed number of
shares for each multiplication, the communication complexity of the
auction protocol is linear in the number of campaigns, provided the
communication complexity of the comparison protocol is constant.

The model update protocol contains a single invocation of the trun-
cation protocol, of which the number of rounds is considered con-
stant, as well as one round of multiplication. Every ζ invocations,
three more rounds for mixing and combining are performed. The
amortized round complexity of the model update protocol is there-
fore constant. Although the amount of bits transmitted by the PSP

contains a factor m2, we can assume this to be a small constant due
to the small upper bound on m. The average communication com-
plexity of the is O(d), provided the communication complexity of the
truncation protocol is constant and the group size m is bounded by a
constant.

6.3.3 Implementation

To measure the runtime of BAdASS, we made a proof-of-concept imple-
mentation of the protocol in C++. We use a custom implementation
of secret sharing protocols, and an implementation of ElGamal and
universal re-encryption based on the SeComLib library. The secure
comparison protocol is based on a simplified version of the protocol
by Reistad and Toft [88] as implemented in VIFF1 [44]. Real values,
such as model weights, are represented as 16-bit fixed-point num-
bers. All operations using Shamir shares are performed in a prime
field of order p = 231 − 1, such that share values can be represented as
32-bit integers, and two fixed-point values can be multiplied without
causing an overflow. The reconstruction threshold t is set to 3, res-
ulting in a DSP group size m of 5. The key length for the ElGamal

1 Virtual Ideal Functionality Framework. Available online at https://github.com/

kljensen/viff/blob/master/viff/comparison.py

https://github.com/kljensen/viff/blob/master/viff/comparison.py
https://github.com/kljensen/viff/blob/master/viff/comparison.py
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Figure 6.1: Total computation time required by a single run of each subpro-
tocol of BAdASS for an increasing number of DSPs, with a fixed
profile size d = 212 and number of campaigns per DSP κ = 10.
Model update time is averaged using ζ = 10.

cryptosystem is set to 2048 bits to achieve a sufficiently high security
level2.

The implementation simulates all parties within a single process
thread, thus performing all operations sequentially. The measure-
ments of computation time therefore do not take communication over-
head into account. However, they do show the computational cost
of all calculations, including invocations of subprotocols such as the
multiplication protocol and the comparison protocol, as well as all
local computations.

The runtime tests were executed on a mobile workstation running
Arch Linux on an Intel® Core™ i7-3610QM 2.3 GHz quad-core pro-
cessor with 8 GB RAM. Fig. 6.1 shows the impact of the number of
DSPs, and thus the total number of campaigns, on the total compu-
tation time, using a fixed profile size and number of campaigns per
DSP. The time spent in the profile update protocol grows linearly
with the number of DSPs due to the profile update being processed
by an increasing number of DSPs. The computation time per DSP,
however, is independent of the number of DSPs, as are the computa-
tion times for the user. Only the ad exchange and the PSP need to
perform more computations when the number of DSPs increases, as
more secret shares need to be created. Although the profile update

2 See e. g. https://www.keylength.com for key lengths as recommended by various
organizations. The NIST considers a key length of 2048 sufficiently secure until 2030.

https://www.keylength.com
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Figure 6.2: Total computation time required by a single run of each subpro-
tocol of BAdASS for an increasing profile size d, with a single DSP

group running a total of 5 campaigns. Model update time is
averaged using ζ = 10.

phase cannot be fully parallelized due to the central role of the ad
exchange and PSP, a large part of the computation will be performed
in parallel by independent DSP groups in a realistic setting.

The bidding and auction protocols, combined in the middle graph
in Fig. 6.1, scale linearly with the number of DSPs. As in the profile up-
date protocol, most of the computation can be parallelized across DSP

groups, such that computing the inner product, the bid value, and
the maximum bid within a group are all independent of the number
of DSP groups. However, the computation of the sigmoid function
for each of the campaigns is performed by a single party. Therefore,
the bidding protocol scales linearly in the number of campaigns and,
given a fixed number of campaigns per DSP, linearly in the number of
DSPs. The number of values compared in the global auction depends
on the number of DSP groups, and therefore scales linearly in the
number of DSPs. Since the model update protocol is performed once
for every shown advertisement, and the computations are performed
jointly by a single DSP group and the PSP, its runtime is independent
of the number of DSPs.

Fig. 6.2 shows the impact of profile dimensionality on the total
computation time, given a fixed number of DSP groups and a fixed
number of campaigns per DSP. The shown times are the combined
computation times of all parties, with a single DSP group consisting
of five DSPs. The computation time required by the model update
protocol far exceeds that of the profile update, bidding, and auction
protocols, due to the large number of subshare recombinations per-
formed by the DSPs as well as the large number of sharings created
by the PSP. Based on our measurements, we estimate that if the com-
putations performed by the DSPs are parallelized, the average time
spent on the model update protocol for a profile dimensionality of
d = 220 drops from 2.6 seconds, as shown in Fig. 6.2, to about 750 ms
per invocation. Note that the computation time is averaged, as the
expensive mixing and update steps are only performed once every
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protocol rounds user adx dsp psp

Profiling 2 8192 20 480 20 480

Bidding 2 51 6.25 2

Auction λ(ρ + 1)+ 3 0.5 5+Kiγ 0.5

Update T + 1 3
ζ 0.02 24 576+ τ 102 400

Table 6.5: Bandwidth usage of BAdASS in KiB per invocation of each subpro-
tocol, based on realistic parameters used in our implementation
of BAdASS.

ζ = 10 invocations of the model update protocol. The computation
times of the bidding and auction phase and the profile update phase
are both below 150 ms for large profile sizes, even when DSPs are
simulated sequentially, and thus seem very well suited for use in a
real-time setting as required by the RTB advertising model. The rel-
atively large amount of computation performed in the model update
phase is less time sensitive, and can thus be periodically performed
as a background task without harming the user experience.

In Section 6.3.2 we listed the average communication complexity of
each of the subprotocols of BAdASS, and showed that the bandwidth
consumption of the model update and profile update protocols far ex-
ceeds that of the bidding and auction protocols. In Table 6.5, we list
the average communication bandwidth in kibibytes required by the
BAdASS protocols for specific parameters used in our implementation.
We use a share size σ = 32 bits, and a group size of m = 5 DSPs. Each
DSP is responsible for κ = 10 campaigns, and with two groups the total
number of campaigns is K = 100. The profile dimensionality is d = 220,
and the size of an advertisement descriptor is assumed to be 4160

bits, of which 4096 bits are the encrypted advertisement, 32 bits the
random identifier, and 32 bits the group descriptor. From the table, it
is evident that the profile update and model update require a signi-
ficant amount of communication, with up to 100 MiB per invocation,
on average, of the model update protocol. The time-sensitive bid-
ding and auction protocols, however, require very little bandwidth.
Moreover, very little bandwidth is used by the user, with only the
periodically executed profile update protocol requiring more than a
few dozen bytes at 8 MiB per invocation, making the bandwidth use
of the user very acceptable for modern unmetered connections.

6.4 discussion

With BAdASS, we have shown that privacy can be preserved in OBA at
the cost of minimal user-noticeable delays. Trust is distributed among
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DSPs using threshold secret sharing, such that any group of collud-
ing DSPs smaller than the reconstruction threshold cannot obtain any
sensitive information. DSPs collaboratively compute bid prices within
the secret-shared domain and use a hierarchical secure auction to de-
termine the highest bid, without any knowledge of a user’s interests.
Reports of individual clicks and views of advertisements are secret-
shared among DSPs, where they are used to privately update model
parameters via a mixing step at the PSP.

BAdASS ensures profile privacy and model privacy by distributing
sensitive information, and thus trust, among parties. The contents
of the user profile, the shown advertisement, and the actual user
response are not revealed to any party other than the user them-
selves, and campaign-specific model parameters are not revealed to
any party other than the DSP responsible for the campaign. Individual
bid prices are not revealed to any party, but are aggregated for billing
purposes. The predicted user response, although revealed to the PSP,
cannot be linked to individual users or campaigns. The mixing step
in the model update protocol allows the response prediction models
used by the DSPs to be trained using observed user responses, without
disclosing the value of the response or the shown advertisement, such
that the predictive performance of the models can be improved over
time. Finally, the protocols are integrated into the RTB setting by form-
ing DSP groups from existing DSPs, with the addition of a single new
party.

Although the presented model update protocol requires a total of
200 MiB of communication per shown advertisement, as well as an
estimated 750 ms of computation time, on average, on our modest
hardware, the computational performance of BAdASS as a whole is
promising. Simulated sequentially on commodity hardware, the pro-
file update, bidding, and auction protocols complete in a fraction of
a second even for a large profile dimensionality d = 220. Most compu-
tations can be parallelized across DSPs or DSP groups, and operations
that cannot be parallelized are at most linear in the number of cam-
paigns or the profile size. Moreover, the communication complexities
of the bidding and auction protocols are very modest, and although
the profile update protocol has a communication complexity linear
in d, resulting in the transmisssion of 48 MiB of data for d = 220, it
can be invoked infrequently, such that the bandwidth use remains
acceptable.



7
D I S C U S S I O N A N D F U T U R E W O R K

The multi-billion dollar online advertising industry has helped shape
the ad-supported web as we know it today. Privacy concerns raised
over modern behavioural advertising practices, however, drive users
to adopt advertisement blocking tools, posing a threat to the business
models of publishers and advertising companies. The resulting ad
blocking arms race shows that, in order to maintain the ad-supported
web, privacy concerns of users must be addressed while maintaining
the profitability of OBA.

Several approaches to enhance user privacy in OBA have been sug-
gested in previous work, but none of the previously proposed solu-
tions succeed in achieving user privacy in the current online advert-
ising landscape without harming the economic benefits of OBA. Pre-
vious work does not take into account the complexity of the online
advertising landscape, precludes learning preference patterns from
individual responses, or severely limits the available targeting inform-
ation. In this research, we demonstrate the feasibility of behavioural
targeting of advertisements without disclosing users’ interests by fo-
cussing on the following research question:

How can an online advertising system serve advertisements
tailored to users’ interests in the Real-Time Bidding model, such
that no party other than the user themselves can gain any know-
ledge of the users’ interests, without degrading the system’s re-
sponsiveness perceived by users?

In this chapter, we return to the research question and discuss
how the two presented protocols achieve the research goal. More-
over, we provide future research directions by identifying remaining
open problems and improvements.

7.1 discussion

In this thesis, two complete privacy-preserving protocols for OBA are
presented. Both protocols combine a machine learning method com-
monly encountered in existing advertising systems with secure multi-
party computation techniques, allowing the system to learn from ob-
served user responses while maintaining both profile privacy and
model privacy. In the first protocol, AHEad, a threshold variant of the
additively homomorphic Paillier cryptosystem is used to distribute
trust between DSPs, the ad exchange, and the PSP. Each DSP performs
computations on its own advertising campaigns in cooperation with
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the PSP, using encrypted user profiles to ensure profile privacy. In the
second protocol, BAdASS, the additively homomorphic Shamir secret
sharing scheme is used to distribute trust between DSPs. DSPs are
clustered into small groups, within which they collaboratively per-
form computations on each other’s campaigns, together with the PSP,
using secret-shared user profiles and campaign parameters to ensure
profile privacy and model privacy.

Contrary to some of the prior art described in Chapter 3, the pro-
tocols presented in this thesis do not rely on absolute anonymity and
unlinkability of users. Anonymity and unlinkability requirements
would require users to distribute a fresh user profile for every reques-
ted advertisement, leading to a great increase in both computational
and communication costs. Instead, the protocols hide the behaviour
of users, such that the identity of a user is not considered private in-
formation. As a consequence, data exchange practices such as cookie
matching, described in Section 2.2.2, or the collection and trade of
user data by DMPs, can be performed without infringing on user pri-
vacy. Because of the format of encrypted or secret-shared user pro-
files, obtained through feature hashing, data from multiple sources
such as DMPs can easily be combined by using the additively homo-
morphic properties of the underlying encryption or secret sharing
scheme, without any party gaining insight into the meaning of the
data.

In Section 1.4, we identify five sub-questions of the main research
question. The first sub-question focuses on estimating the value of an
advertisement for a user, based on the user’s past behaviour, without
any knowledge of that past behaviour of the user’s interests. The
presented protocols both solve this problem in the bidding phase, us-
ing a logistic regression model to predict the user’s response based on
encrypted or secret-shared user profiles, followed by a linear bidding
function with which the truthful value of an estimated response is
calculated. Although the sigmoid function that is used in predicting
user responses is computed in the clear by the PSP, we argue that no
information about user interests is disclosed to any party. Moreover,
no information about campaign parameters is disclosed to any party
other than the responsible DSP.

The second sub-question describes the problem of making inform-
ation about a user’s behaviour available for the purpose of advertise-
ment value estimation, without disclosing the meaning of that inform-
ation. The two protocols both rely on locally generated user profiles,
as described in previous work, which are distributed to DSPs in a
privacy-preserving manner during the user profiling phase. Because
user profiles are prepared for direct use by the privacy-preserving ma-
chine learning model employed for user response estimation within
the user’s web browser, the DSPs need no knowledge of the meaning
of the encrypted or secret-shared information.



7.1 discussion 79

In the third sub-question, we inquire how the privacy-preserving
response estimation model can be trained with observed user re-
sponses, without disclosing the value of the response. In AHEad,
the model update phase requires users to compute encrypted update
gradients, which are sent to the PSP via the ad exchange, which acts
as an anonymizing proxy. The PSP aggregates updates of multiple
users on a per-campaign basis before revealing the aggregated gradi-
ents to the DSP, which updates its model parameters in the clear. In
BAdASS, the user secret-shares the value of their response among the
DSP group, which computes the update gradient using secret-shared
model parameters. To ensure profile privacy, the link between user
and campaign is broken by mixing complete update gradients, the
bid value and the campaign identifier at the PSP. In both protocols,
neither the user response nor the link between user and campaign are
disclosed to any party other than the user.

The fourth sub-question focuses on integration of the privacy-pre-
serving value estimation model into the RTB setting, such that advert-
isement auctions reveal no information about users’ interests. Both
protocols serve advertisements in encrypted form, such that the con-
tents of advertisements are not revealed during the auction process.
The highest bid value is determined using a secure comparison pro-
tocol, and the campaigns associated with encrypted advertisements
are hidden by randomizing identifiers. Therefore, no party learns
which campaign is the winner of the auction, nor which advertise-
ment is shown to which user.

The fifth and final sub-question investigates the efficiency of the
proposed protocols. Both protocols achieve performance multi-linear
in the size of user profiles and the number of advertising campaigns.
However, the two protocols differ significantly in terms of compu-
tational and communicational complexity. AHEad, based on homo-
morphic encryption, requires more than 100 seconds of computation
time to calculate a single bid value using a profile dimensionality of
220 on our modest hardware. BAdASS, on the other hand, simulates the
calculation of five bid values by five DSPs in less than 150 milliseconds
on a single processor core. Although model updates are expensive in
both protocols, the model update phase of BAdASS requires more than
20 times less computation time than that of AHEad. In terms of com-
putational complexity, BAdASS is not only much more efficient than
AHEad, it is even efficient enough to serve advertisements in real time
as required by the RTB model, provided the communication between
DSPs incurs minimal latency.

In terms of communication, both protocols have considerable band-
width requirements due to the transmission of complete user profiles
and update gradients. In AHEad, the PSP must transmit 500 MiB per
DSP for every invocation of the profile update protocol with a profile
dimensionality of d = 220. In BAdASS, on the other hand, the model
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update protocol requires the transmission of 100 MiB by the PSP for
every shown advertisement. Although the bidding and auction phase
require significantly less bandwidth, the prohibitive communication
complexity of both protocols leaves opportunity for further improve-
ments. Notwithstanding, the results obtained with BAdASS show that
by collaboratively computing predictions using secret sharing tech-
niques, a level of performance can be achieved in the time-sensitive
bidding and auction phases that does not degrade the responsiveness
perceived by the user.

7.2 future work

The presented protocols are, to the best of our knowledge, the first
protocols that combine machine learning models with secure multi-
party computation techniques to preserve privacy in OBA. The two
protocols, and BAdASS in particular, show promising results in terms
of privacy and performance. There is, however, ample opportunity
for improvement of the protocols.

performance of model updates Although the performance
achieved by BAdASS is significantly better than that of AHEad, the
model update protocol, invoked for every shown advertisement, re-
quires the transmission of multiple secret shares, as well as the gener-
ation of new sharings and recombinations of secrets, for every dimen-
sion of the user profile. These computations are performed to break
the link between the user identifier, needed to select the correct user
profile, and the campaign identifier, needed to select the model para-
meters to update. The resulting performance of the model update
protocol, however, is unsatisfactory for use in a real-time application.
Therefore, further performance improvements of the model update
protocol are necessary.

A possible direction for improvement is an ORAM-based storage
for model parameters, allowing DSPs to update model parameters
without knowing the campaign identifier that is currently needed to
select the correct model parameters. Similar to the current mixing-
based approach, however, ORAM-based parameter storage requires
the transmission of complete parameter vectors between the storage
and the processor, as well as re-randomization of shares to avoid
linkability between updates.

malicious behaviour A crucial assumption made in the design
of the two protocols is that all parties are semi-honest, i. e. they are
assumed to follow the protocol description, but attempt to learn as
much sensitive information as possible. In a real-world scenario, in
particular in the case of BAdASS, parties engaging in the protocols may
have incentives to act maliciously and deviate from the protocol de-
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scription. DSPs, for instance, may attempt to modify the bid values
submitted on behalf of their competitors in order to gain an unfair
advantage. Likewise, DSPs may attempt to corrupt model parameters
of their competitors in the model update phase, or may report invalid
bid price aggregates. Users, too, may act maliciously by submitting
invalid profiles or responses in order to corrupt model parameters.
Although malicious behaviour can be discouraged via regulation es-
tablished by ad exchanges, detection of cheating parties is difficult
due privacy requirements preventing disclosure of most values used
in the protocol.

In future work, privacy-preserving OBA protocols should be adap-
ted to a malicious setting by including auxiliary proofs and integrity
checks with which the integrity of computations can be ascertained
and cheating parties can be detected. Such adaptation, however, is
faced with the same efficiency challenges as the current research due
to high profile dimensionalities. The performance impact of proofs
should thus be minimized, calling for a specialized solution rather
than naïve applications of existing verifiable secret sharing schemes.

bidding functions and auctions Some bidders may employ
non-truthful bidding strategies based on historical observations of
winning bid prices, as described in Section 2.1. In the proposed pro-
tocols, we considered only linear bidding functions with predefined
parameters, whereas DSPs may employ more complex bidding func-
tions in practice. Adoption of non-linear or data-driven bidding
strategies in a privacy-preserving bidding protocol, however, is a chal-
lenge on its own due to privacy requirements. Individual bid prices
should not be revealed to any party, nor should the winning DSP learn
when it wins an advertisement auction. A future research direction
is therefore to investigate the integration of non-linear, data-driven
bidding strategies into a privacy-preserving bidding protocol.

parameter tuning and optimization The response predic-
tion models used in AHEad and BAdASS are generally considered to be
capable of achieving competitive prediction performance, provided
suitable parameters are chosen. Tuning the parameters to achieve
competitive performance, however, requires insight into the predict-
ive performance of the model, as well as access to sufficient training
data. To gain insight into the predictive performance of the model,
however, one needs access to both predicted responses and observed
responses, such that a performance metric can be calculated based on
the differences between predictions and observations. Due to privacy
requirements, AHEad and BAdASS do not disclose click predictions or
observed responses.

An additional challenge to parameter tuning is that in BAdASS, in-
dividual parties cannot obtain complete training datasets due to the
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use of secret sharing. DSPs could choose to tune model parameters
in the live system, but may be reluctant to experiment on ongoing
campaigns. Alternatively, DSPs within a DSP group could collabor-
atively tune model parameters using stored historic observations as
training data, but given the computational cost of parameter tuning,
DSPs may have little incentive to perform computations only to im-
prove the prediction models of their competitors. In future work, the
problem of parameter tuning in privacy-preserving machine learning
models should be investigated in order to alleviate objections that
data processors might have to adopting data encryption.

7.3 concluding remarks

The objective of this research has been to alleviate privacy concerns
caused by the use of sensitive personal information for advertisement
selection, while allowing behavioural targeting of advertisements. Al-
though several approaches to enhance privacy in OBA have been sug-
gested, previous work is unable to achieve user privacy in the current
online advertising landscape due to the use of overly generalized user
profiles, underestimations of the complexity of the advertising land-
scape and ad selection models, or an inability to learn preference
patterns from individual responses.

The two protocols presented in this thesis achieve the research
objective by distributing trust, previously placed in a single party,
among a set of parties. The first presented protocol, based on a thresh-
old cryptosystem, suffers from considerable computational costs, par-
ticularly during the highly time-sensitive bidding phase. However,
the second protocol, based on a secret-sharing scheme, achieves a
level of efficiency that allows computing predictions and bids for in-
dividual users within a fraction of a second, as demanded by the
RTB mechanism of trading advertisement impressions. These find-
ings suggest that the online advertising ecosystem could harmonize
demands for privacy with the economic benefits of behavioural ad-
vertising through the adoption of cryptographic tools to protect user
information, without introducing significant delays in the advertise-
ment serving process.

The privacy and performance achieved by the BAdASS protocol pro-
vide a first step towards adoption of privacy-preserving methods by
the online advertising ecosystem. The heavily fragmented shape of
the online advertising landscape lends itself particularly well to the
use of efficient secret-sharing techniques, giving advertising compan-
ies the opportunity to cooperatively move towards acceptable forms
of behavioural advertising. Doing so can provide a competitive ad-
vantage, as ad-blocking tools may allow advertisements served by
companies that respect users’ privacy, and publishers that care for
the privacy of their visitors may prefer selling advertisement space
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via ad exchanges that engage in privacy-preserving auctions. The
results obtained with BAdASS show that it is possible to serve advert-
isements tailored to users’ interests without disclosing those interests
to any party, all within a fraction of a second. Given these results, the
online advertising ecosystem as a whole no longer has an excuse not
to invest in users’ privacy – not only to safeguard their own business,
but to save the web as we know it today.
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