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The cover page image is taken from the first live inference of the optical flow pipeline using
SPECK™
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Conv2d w/ Relu
ch=16, k=3, s=2

Conv2d w/ Relu
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Encoder converted
to SNN with IAF
neurons deployed on
SPECK™

Events stream

Input Gate: Conv2d
ch=2%32, k=3
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ch=32, k=3

Deblurring the accumulated
events image through
contrast maximization loss

Fig. 1: Self-Supervised network training pipeline. The incoming event stream is first partitioned into fixed duration of 10 ms.
These segments are fed sequentially into the network. For each segment, the model predicts a dense optical flow map (visualized
using the HSV color model, with hue indicating motion direction and value (brightness) indicating motion magnitude), assigning
a motion vector to every input event. After processing a sufficient number of segments, a backward pass is performed using

the contrast maximization loss to update the network weights.

Abstract—Neuromorphic hardware and spiking neural net-
works (SNNs) offer a bio-inspired path to low-latency, energy-
efficient computation by emulating the brain’s asynchronous
spike-based processing, particularly attractive for real-time op-
tical flow estimation on resource-constrained micro aerial ve-
hicles (MAVs). We leverage a SynSense SPECK™ system-on-
chip, which integrates a Dynamic Vision Sensor (DVS) with
a neuromorphic processor, to realize live, onboard flow-based
attitude and thrust control from dense event-based optical flow.
Our inference architecture combines spiking and analog layers in
a hybrid SNN-ANN framework, enabling the use of SPECK™ for
regression task in a closed-loop drone control, an application not
previously demonstrated on the chip. Despite the chip’s compact
form factor, the system produces dense flow in real time and
achieves stable indoor hover using flow-based control. The hybrid
pipeline runs 2x faster than an ANN-only baseline at identical
power. These results highlight the promise of neuromorphic
sensing and processing for ultra-efficient, autonomous flight in
real-world scenarios.

|. INTRODUCTION

MAVs are increasingly used in applications such as in-
dustrial inspection [1], [2], search and rescue [3], and pre-
cision agriculture [4]. Accurate and energy-efficient percep-
tion is essential for enabling real-time autonomy in these
resource-constrained platforms. Neuromorphic computing of-
fers a promising solution to these constraints by emulating the
brain’s energy-efficient, event-driven processing paradigm [5],
[9]. Unlike traditional clocked systems that process redundant
information frame by frame, neuromorphic processors operate
asynchronously using sparse, spike-based data. This leads to
significantly lower power consumption and reduced latency,
making them ideally suited for onboard deployment on micro
aerial vehicles [15]. Paired with event-based vision sensors
[10], which output pixel-level brightness changes instead of
full frames, neuromorphic systems can process only the most



relevant information, further conserving energy and computa-
tional resources.

One of the most valuable perception tasks in this context
is event-based optical flow estimation, the computation of
apparent motion between successive visual inputs. Optical flow
is a foundational cue for ego-motion estimation [11], obstacle
avoidance [12], and visual navigation [13]-[15]. While many
real-time robotic systems use sparse events [16] or frame-
based optical flow [17] approximations, dense optical flow
provides per-pixel motion estimates [18], [19], [30], enabling
finer control and better robustness in complex or dynamic
environments. However, conventional dense flow algorithms
are often too computationally expensive for MAVs. The com-
bination of event-based sensing and neuromorphic computing
presents a compelling alternative, one that supports real-time,
dense motion estimation in a compact, energy-efficient man-
ner, fully aligned with the hardware and mission constraints
of autonomous micro drones.

This work introduces a computationally efficient and
hardware-constrained approach for estimating dense optical
flow from event-based data using the SynSense Speck2e neu-
romorphic chip [24]. SPECK™ is the world’s first fully neu-
romorphic system-on-chip that combines a Dynamic Vision
Sensor (DVS) with a DYNAP-CNN neuromorphic processor
[6]. Moreover, by using just Integrate-and-Fire (IAF) neurons
without decay, SPECK™ achieves asynchronous, sparse, low-
latency and highly energy-efficient computation.

Our proposed architecture (Fig. 1) is designed to run in
real time on MAVS, enabling low-latency ego-motion control
for drone hovering. It follows an encoder-memory-decoder
structure inspired by IDNet [33], and is trained using a self-
supervised contrast maximization loss, commonly used in
event-based optical flow literature [30], [32]. To improve flow
estimation accuracy over time, we incorporate an iterative
warping strategy similar to that of Paredes-Vallés et al. [32].
The model is initially trained as a conventional ANN using
ReLU activations. Leveraging the ANN-to-SNN conversion
capability of the SPECK™ toolchain, the encoder is converted
into a spiking implementation suitable for deployment on the
DynapCNN core of the SPECK™ chip.

The main contributions of this work are as follows:

- To the best of our knowledge, this is the first demonstra-
tion of closed-loop control using dense optical flow on a
drone with the SPECK™ neuromorphic processor.

- We achieve real-time inference of dense optical flow
using a compact, low-power neuromorphic system, show-
casing its suitability for embedded aerial robotics.

- We present a hybrid SNN-ANN architecture that inte-
grates a spiking encoder deployed on SPECK™, which
preserves performance compared to pure ANN counter-
part while significantly reducing latency.

- We provide quantitative evaluation of latency and demon-
strate the viability of event-based spiking perception for
onboard drone control.

The remainder of this paper is organized as follows: Sec. Il

reviews related work; Sec. Il presents the SPECK™+ANN
methodology and control design; Sec. IV reports on exper-
iments, including RSAT, AEE, OptiTrack validation, latency
and flight test; Sec. V discusses results and limitations; Sec. VI
concludes the paper.

Il. RELATED WORK

We review literature related to our goal of event-based opti-
cal flow estimation, flow-based control, and performing these
perception tasks on the SPECK™ neuromorphic processor.

A. Event-Based Optical Flow

Event cameras have significantly advanced optical flow esti-
mation by offering high temporal resolution, low latency, and
sparse output. The first learning-based approach, EV-FlowNet
by Zhu et al. [18], employed a UNet-style architecture trained
in a self-supervised manner using photometric loss between
grayscale frames from a secondary camera. To remove the
reliance on conventional frames, Zhu et al. [29] introduced
a contrast maximization framework that learns directly from
event data by optimizing the sharpness of motion-compensated
event frames.

Subsequent works built on this idea to improve robust-
ness and efficiency. Hagenaars et al. [30] restructured the
training pipeline to minimize temporal encoding in the input
and enhance the convexity of the loss landscape, yielding
more stable training and improved generalization. Building
on this, Paredes-Vallés et al. [32] relaxed the assumption
of linear motion and proposed an iterative warping strategy.
This allowed flow predictions to be refined across multiple
forward passes, increasing accuracy while preserving low-
latency, high-frequency inference, ideal for real-time robotic
applications.

More recently, Wu et al. [33] introduced IDNet, a
lightweight encoder-memory-decoder architecture specifically
designed for event-based optical flow estimation. In contrast
to earlier heavy-weight models, IDNet eliminates skip con-
nections and utilizes convolutional recurrent layers such as
ConvGRU, offering a compact yet effective solution. This
reflects a broader shift in the field toward models that maintain
competitive accuracy while remaining efficient enough for
potential deployment on embedded or neuromorphic hardware.

However, none of the aforementioned approaches have been
realized on neuromorphic processors, and their original archi-
tectures are not directly compatible with resource-constrained
platforms like SPECK™. Nonetheless, they serve as critical
building blocks in the evolution of self-supervised event-based
flow estimation. Inspired by these advancements, our work
adapts and simplifies the IDNet framework, replacing its en-
coder and memory modules, to demonstrate, for the first time,
partial deployment of such models on SPECK™, bridging
the gap between high-performance event-based perception and
ultra-low-power neuromorphic computing.

B. Control from Event-based Optical Flow

Several works have demonstrated the viability of using
event-based optical flow directly for closed-loop control of



MAVs. Hagenaars et al. [34] introduced a neuromorphic
controller evolved to perform high-speed landings using flow
divergence from downward-looking event cameras, achieving
robust sim-to-real transfer while maintaining extremely low
spiking activity, even demonstrating successful landings with
just a single spiking neuron. Extending this, Dupeyroux et
al. [14] deployed an SNN-based landing controller on Intel’s
Loihi chip [38], using only 35 neurons to compute thrust
commands from ventral flow divergence, again trained through
evolution and validated in real-world flights. More recently,
Paredes-Vallés et al. [15] presented a fully neuromorphic
vision-to-control pipeline using event data as input and spiking
outputs for motion control, integrating perception and action
on-chip. Their system supports complex behaviors such as
hovering, sideways flight, and landing, all executed on Loihi
chip with just 27 pJ per inference.

While these studies underscore the potential of neuromor-
phic control systems, they rely on diverse sensing modalities
and platforms such as Intel’s Loihi, which provide substan-
tially greater computational resources than SPECK™. For
example, Loihi-2 integrates approximately 1M neurons and
128 neuromorphic cores per chip, compared to SPECK™’s
0.32M neurons and 9 convolutional cores/layers [35], [36].
To date, none of these approaches have been demonstrated
on SPECK™, which operates within a far more constrained
computational budget.

C. Previous SPECK™ Implementations

Previous implementations on the SPECK™ chip
have demonstrated its viability for real-time, on-device
neuromorphic perception tasks under severe energy and
computational constraints. One notable example is the LENS
system [41], which combined a spiking neural network
with an event-based vision sensor on the SPECK™ chip to
perform large-scale visual place recognition on a hexapod
robot. Despite using models as small as 180 kB with only
44,000 parameters, LENS achieved localization performance
comparable to conventional Sum-of-Absolute-Differences
(SAD) across traversals of up to 8 km, while consuming less
than 8% of the energy.

Building on SPECK™’s demonstrated potential for low-
power place recognition, we ask whether such constrained neu-
romorphic hardware can also support more demanding percep-
tion—action loops. Specifically, we investigate dense optical-
flow estimation and closed-loop control using SPECK™,
aiming to show that, even with partial on-chip deployment,
this architecture enables real-time, low-latency perception-to-
control pipelines for next-generation autonomous robots. Prior
work establishes that event-based optical flow can be accurate
and that flow-based control is effective; however, most dense
methods rely on heavyweight encoders and to our knowl-
edge, none demonstrate closed-loop flight using SPECK™,
These gaps motivate our approach: a hybrid SPECK™+ANN
pipeline that runs a neuromorphic encoder on the chip for low-
latency feature extraction, couples it to a lightweight memory

and decoder for dense flow, and closes the loop on optic-flow
observables for control.

I1l. METHODOLOGY

We first define the input representation of events (temporal
slicing) and the SPECK™ hardware interface used to stream
and bin continuous event data. We then describe the network
architecture: a spiking encoder on SPECK feeding a compact
ANN head (MminGRU + decoder) for dense flow. Training
uses self-supervised contrast maximization, with losses and
implementation details specified. Next, we explain how dense
flow is processed for drone control: spatial aggregation of u, v
components of the estimated flow, divergence estimation. We
outline the drone architecture and finally present the closed-
loop perception-and-control design, where an outer Pl loop
regulates roll/pitch via horizontal flow and modulates thrust
via flow divergence while yaw is held fixed.

A. Input Representation

The event camera integrated with the processor on
SPECK™ chip outputs a stream of asynchronous events,
where each event e; = (X, Vi, ti, pi) encodes the pixel location
(Xi, Vi), the timestamp tj, and the polarity p; [{H1,—1},
indicating an increase or decrease in brightness, respectively.
These events are triggered only when the local brightness
change at a pixel surpasses a predefined contrast threshold,
resulting in a sparse, high-temporal-resolution representation
of the scene.

For training, the event stream is divided into consecutive,
non-overlapping temporal windows of 10 ms to achieve high-
frequency inference and to have enough events to determine
optical flow. Within each window, events are accumulated
into a voxel grid representation based on polarity, resulting
in a tensor of shape (Batch_size,2,H, W), where the two
channels correspond to positive and negative polarities. This
representation captures the spatial distribution of events within
each time slice, while preserving temporal locality. These
inputs are fed sequentially to the network. No explicit temporal
encoding is applied prior to training, allowing the model to
learn temporal patterns directly from the raw input structure
using a self-supervised contrast maximization loss [28].

B. SPECK™ Hardware

SynSense’s SPECK™ processor presents a unique oppor-
tunity for advancing ultra-efficient autonomous systems. By
tightly integrating a DVS with a non-leaky Integrate-and-Fire
spiking neural processor in silicon, SPECK™ enables event-
driven computation with minimal latency and power overhead,
key for real-time, edge-level deployment. The SPECK™ neu-
romorphic processor however, imposes several architectural
constraints that influence model design. It supports a maximum
of nine convolutional layers in a strictly feedforward config-
uration, using IAF neurons implemented directly in silicon.
The use of bias terms is discouraged, as it complicates the dy-
namics of spike integration and leakage is not supported. The
processor accepts input dimensions up to 128 x 128 pixels,



while the output feature map size is limited to 64 %< 64 pixels.
These limitations necessitate progressive spatial downsampling
in the encoder and prevent the use of architectural features
such as skip connections or upsampling layers on-chip. An
IAF neuron [40] is described as:

TV = —Vieak + R (Isyn + Ibias) 1)

with vieax being the constant leak. Because it is constant, it
can be joined with the regular bias, such that the equation v
will be simplified to (2);

1 _
V=R lgn + lpias 2
with _
Ihias = Vieak/R (3)

The constant resistance R has unity value and only serves to
match units between membrane potential and currents.

C. Network Architecture

To avoid U -Net-style designs, whose extensive skip con-
nections are common in event-based flow literature, we adopt
a compact encoder—-memory—decoder architecture tailored to
streaming spatiotemporal events and real-time dense flow.
Our design is inspired by IDNet (Wu et al. [33]), which
uses a residual encoder, a ConvGRU memory, and a decoder
that upsamples to full resolution. While the original IDNet
employs residual blocks in the encoder, a ConvGRU-based
memory module, and a simple decoder with upsampling to the
original resolution, such architectural choices pose challenges
for deployment on constrained neuromorphic hardware like
SPECK™.

To address these limitations, we propose a lightweight
variant of the model (34.9k parameters)(Fig. 1) with the
following modifications:

- A simple three-layer feedforward encoder without resid-
ual connections, which reduces memory overhead and
simplifies hardware implementation.

- A computationally efficient memory module based on the
MinGRU designed by Feng et al. [39], which effectively
captures temporal dependencies with minimal complex-
ity.

- A lightweight decoder composed of two convolutional
layers followed by upsampling to reconstruct the dense
flow map at the original input resolution.

Although the memory and decoder components of our
architecture cannot yet be deployed on SPECK™, we utilize
a lightweight combination of minGRU and decoder layers off-
chip, which allows for faster inference.

D. Self-Supervised Learning via Contrast Maximization

For training, we use the UZH-FPV dataset [46] together
with SPECK™ data collected in-house. To avoid per-pixel
labels and any auxiliary sensing, we adopt a self-supervised,
event-only objective based on contrast maximization (CM),
originally introduced by Zhu et al. [29] and extended in [30],

[32]. We deliberately prefer CM over image-based photometric
losses [7], similarity maximization [8], and tile-based CM
variants [20] because our aim is to learn directly from events,
without imposing motion assumptions over extended time
horizons, while supporting a high-rate, streaming pipeline in
which events are processed with minimal pre-processing.

The core idea of CM is to warp asynchronous events to a
common temporal reference using the predicted optical flow
and minimize the temporal dispersion of the warped events.
This sharpens their alignment and encourages the network to
learn accurate motion estimation.

We follow the multi-reference CM framework proposed
in [32]. During training, the input event stream is di-
vided into batches of R + 1 consecutive event frames, each
spanning 10ms. These are voxelized into tensors of shape
(b, 2,128, 128), where b denotes the batch size and the two
channels represent positive and negative event polarities. The
network outputs a stack of R + 1 dense optical flow maps of
shape (b, R + 1,128,128, 2), one for each temporal reference
frame.

Simultaneously, all raw events in the batch are aggregated
into an event cloud tensor of shape (b, n,5), where each event
is encoded as (Xi, Vi, ti, Pi, bi), spatial coordinates, timestamp,
polarity, and batch index.

Given an event e; = (Xi, ti, pi), where X; = (Xi, i) 5 We
warp the event to a reference time ts using the predicted flow
u(x;i):

XP= Xi + (trer — i) - U(Xi) 4)

To evaluate the temporal alignment quality of the warped
events, we compute the Image of Warped Events (IWE), which
is a per-pixel, polarity-separated timestamp map defined as:

1
KX = XPKY —y)) - 4
KX =Xy —yj) +¢

Tp(X; U, tef) =

()

Here, kK(a) = max(0,1 — |a|) is the bilinear interpolation
kernel, and € is a small constant for numerical stability. Sharp
temporal alignment leads to a more peaked IWE, which is
desired.

The contrast loss is then defined as the mean squared
timestamp values, normalized by the number of active pixels:

—
L0907 + T-(x)?

Lem(trer) = Tn0) > 0]+ ¢

(6)

where T4 and T_ are the timestamp images for positive
and negative events, and n(x) counts events per pixel. The
normalization avoids bias toward dense regions.

To incorporate the iterative refinement effect, the total CM
loss over the full sequence of R reference frames is computed
as the average over all time steps:

LBy = = Low(te) @)
R+1

ter=0



This ensures that flow predictions remain consistent and
temporally sharp across the entire batch, promoting a robust
and stable learning signal during training.

E. Processing Optical Flow for Drone Control

Translational Flow. Our network outputs dense optical
flow maps of shape (2,128, 128), representing horizontal and
vertical motion components (u and v). For onboard use,
we compute the mean of each flow component across the
spatial dimensions, yielding a single (u, v) motion vector per
frame. This compact representation enables low-bandwidth
downstream control without sacrificing directional fidelity.

Divergence Estimation. To estimate divergence from mo-
tion, we adopt and modify the method proposed by de Croon
et al. [43]. Unlike their original approach, which assumes
consistent ventral expansion or contraction in the optical flow
field, we observed that such structure is not always present in
our optical flow vectors. Consequently, the ventral flow vectors
are noisy indicators of divergence in our setting.

The original method selects up to 40 feature points using
the Shi-Tomasi corner detector [45] and tracks them across
consecutive frames using the Lucas-Kanade optical flow al-
gorithm [44]. Divergence is then computed by sampling 50
random pairs of these flow vectors and comparing the distances
between tracked points in subsequent frames.
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Fig. 2: Quadrant-based approach for computing divergence
using noisy ventral flow vectors. The blue and purple lines
illustrate image distances for a single selected pair of optical
flow vector out of 4. Each vector pair yields one estimate of
optical flow divergence Dj, computed using Equation 8

Instead, we propose a quadrant-based approach (Fig. 2)
better suited to unreliable ventral flow vectors. The (2, 128,
128) flow map is divided into four quadrants, and the average
flow vector is computed within each quadrant. Divergence is
then estimated by forming adjacent pairs between quadrant

means: (0,1), (1,2), (2,3), and (3,0). For each pair, we apply
the flipped (Eq 8) divergence formula from [43], comparing
the distances between vectors in subsequent frames. The final
divergence is the mean of all 4 pairs divergences:

1 deid - deoae(i)

5=t :
N._ de—nac(i)

(®)
1
where

- D: estimated divergence,

- N: number of sampled vector pairs,

- d¢(i): distance between the i-th vector pair at time t,

- di—at(i): distance for the same pair one interval earlier

(constant since quadrant centers are fixed).

To distinguish true divergence from translational motion
(which can also yield apparent divergence), we introduce an
additional check: if at least three of the average flow vectors
in adjacent quadrants point in roughly the same direction
(i.e., their angular difference is within a small threshold), the
motion is considered translational, and the divergence is set to
zero. This filtering step improves robustness in practical flight
scenarios.

F. Drone Architecture

Jetson Orin NX

Speck2e “1”|
Devkit

Fig. 3: Figure A shows the side view of drone containing
Jetson Orin NX and SPECK™ facing downwards. Figure B
shows the SPECK™ platform specifically Speck2eDevkit.

The drone platform employed in this work features a dual-
computer architecture (Fig. 3) that enables autonomous flight
and real-time onboard perception. Low-level flight control
is managed by a Kakute H7 flight controller running PX4
firmware, which handles attitude stabilization and thrust reg-
ulation. High-level processing tasks, including event-based
optical flow inference (in conjunction with the SPECK™
neuromorphic processor) and control decision-making, are
executed on an onboard Jetson Orin NX companion computer.

Communication between the companion computer and the
flight controller is established using ROS 2. Control commands
are transmitted via PX4’s attitude_setpoint interface,
allowing the system to issue desired pitch, roll, and thrust
values for real-time flight control.

G. Closed-Loop Perception—and—Control on the Drone

From a bio-robotics standpoint, and following the “accom-
modating unobservability” argument of de Croon etal. [37],









