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Reconstruction of Extended Target Intensity Maps
and Velocity Distribution for Human Activity

Classification
Nicolas C. Kruse , Graduate Student Member, IEEE, Ronny G. Guendel,

Francesco Fioranelli , Senior Member, IEEE, and Alexander Yarovoy, Fellow, IEEE
Abstract— The problem of human activity classification using a

distributed network of radar sensors has been considered. A novel
sensor fusion method has been proposed that processes data from
a network of radar sensors and yields 3-D representations of
both reflection intensity and velocity distribution. The formulated
method has been verified in an experimental case study, where
activity classification was performed using data collected with
14 participants moving in diverse, unconstrained trajectories
and executing nine activities. The classification performance
of the proposed method has been compared to alternative
fusion methods on the same dataset, and a test accuracy and
macro F1-score of, respectively, 87.4% and 81.9% have been
demonstrated. A feasibility study has also been performed to
demonstrate the ability of the proposed method to generate 3-D
distributions of intensity and target velocity.

Index Terms— Extended target, human activity classification,
radar network, sensor fusion.

I. INTRODUCTION

WITHIN the context of healthcare, radar is considered
a promising sensor modality for the monitoring of

patients and vulnerable individuals in their home environ-
ments. The monitoring capabilities of radar include vital sign
estimation [1], [2], gait analysis [3], [4], fall detection [5],
[6], gesture recognition for interaction with smart devices and
automatic sign language interpretation [7], [8], [9], [10], and
activity classification [11], [12], [13], [14]. The noncontact
nature of radar sensing allows for monitoring in situations
where wearable sensors would prove disadvantageous, such
as in cases where subjects may forget or object to wearing a
sensor. Additionally, radar is an active sensor and functions
in complete darkness or glaring lights, with no hindrance to
the user. Finally, no visual images are captured, which can be
beneficial in terms of perceived privacy from the side of the
end-users.
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To aid in activity classification, sensor fusion has been
utilized to great effect in the literature. The combination of
data from multiple heterogeneous sensors [15], [16] or from
multiple radar sensors operating in a network [17], [18], [19]
allows them to complement each other and compensate for
weaknesses of individual sensors. For the case of radar in
particular, the most precise position and velocity measure-
ments are generally in the radial direction. This suggests that
a network of radars can improve the perception of the location
and velocity distribution of different body parts of the observed
subject compared to a single radar, provided that the network
is sufficiently spatially diverse.

With the proliferation of machine learning (ML) techniques,
sensor fusion approaches often rely on a fused representation
that constitutes a latent space in an ML model [15], [17],
[19], [20]. In other words, the feature space after fusion is no
longer easily human-interpretable. These fused feature spaces
are optimized for a specific task and mostly do not generalize
well to other applications. Other common fusion types are
decision-based, where predictions from multiple classifiers are
merged on the basis of, e.g., prediction confidence [14], [17].
A disadvantage of these approaches is that the individual
classifiers do not have access to a representation with infor-
mation from all sensors, thus potentially limiting performance.
Finally, simple fusion approaches are utilized where the fused
representation is a concatenation of radar data domains from
multiple sensors [13], [18], [19]. In these cases, no data
association between sensors is performed.

Various fusion approaches for radar networks in the litera-
ture for human activity classification have been investigated.
To the best of the authors’ knowledge, there is no method
that aims to explicitly model and estimate both reflection
intensity and velocity distribution of the target in 3-D. This
capability would be important to combine interpretability and
task versatility. Interpretability comes from a shared data rep-
resentation from different nodes that are based on intensity and
Doppler/velocity, both of which are quantities that are easily
understandable and related to the kinematics of the observed
activities. Task versatility is here defined as the potential to
utilize the fused representations for multiple applications, for
example, target tracking or activity classification.

In this work, a novel sensor fusion method is proposed
that processes raw data from a network of radar sensors and
yields 3-D representations of both reflection intensity and
velocity distribution. Specifically, range–angle–Doppler rep-
resentations of data from a network of distributed monostatic
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radar are processed into two 3-D fields defined in Cartesian
coordinates. The first of these fields contains the reconstructed
reflection intensity at each point in a 3-D spatial grid; the
second is a vector field of reconstructed velocities, in the
context of human activity classification related to the combined
movement of different body parts. The efficacy of the pro-
posed fusion method is evaluated through a classification case
study. A challenging, publicly available dataset of continuous
human activities is processed using the proposed method.
The fused intensity maps and velocity fields are then used
as input to a convolutional neural network-bidirectional long
short-term memory (CNN-BiLSTM) architecture, tasked with
discriminating nine different human activities. Additionally,
an experimental feasibility study is performed to demonstrate
the ability of the proposed method to yield 3-D representations
of extended target shape and velocity distribution. This work
is an extension of the preliminary analysis presented in [21].
Specifically, two major additions are the development of a
classification pipeline to demonstrate the accuracy of the
proposed fusion method, and an extension of the proposed
method to yield a full 3-D representation of reflection intensity
and velocity distribution. In addition, an extensive study on
the number and position of radar nodes in the network is per-
formed to evaluate their effect on classification performance.

The remainder of this work is organized as follows.
In Section II, the proposed sensor fusion method for recon-
struction of reflection intensity and velocity profile of human
movements is explained, followed by a description of the 2-D
case study used to validate the method in Section III. Results
of this case study are presented and discussed in detail in
Section IV. The 3-D feasibility study is presented in Section V,
and conclusions follow in Section VI.

II. PROPOSED METHOD

The fusion method proposed in this work comprises two
main elements: a voxelization of the observed human target
into a 3-D spatial grid and a reconstruction technique of the
measured reflection intensity and dominant velocity in each
voxel. The method is agnostic to the angular capabilities of
the radar sensors utilized and functions with any number
of sensors, provided that this exceeds the amount of spatial
dimensions considered for the problem. At least four spatially
distributed radar nodes are needed to reconstruct intensity and
velocity distribution in a 3-D grid, in the case that angular
information is not available.

Inputs to the proposed fusion method are N radar data
tensors from a network of N radar sensors. The tensors
represent measured signal amplitude and have dimensions of
range, Doppler (radial velocity), and azimuth and elevation if
the radar sensors are capable of measuring them. The outputs
of the method are a spatial distribution of reflection intensity
as well as a vector field of reconstructed velocities.

It is assumed that the human body is a nonrigid, extended
target. For the purposes of activity classification, the sim-
plification to a point target with a single velocity is too
limiting. Although the distribution of radial velocities of the
human target can be measured by multiple radar systems,
an association problem prevents the determination of a 3-D
velocity profile through direct sensor fusion. The human body

is, however, subject to kinematic constraints. The allowed joint
movements are principally rotational in nature, which implies
that the velocity profile along the limbs will vary smoothly.
Given this implication, it follows that a volume element that
is small in comparison to the human target can be assumed
to contain a dominant velocity. This assumption underlies
the velocity reconstruction aspect of the proposed method.
It should be noted that the assumption does not hold in the
cases where, e.g., two limbs pass in close proximity relative
to the size of the volume element. In these cases, volume
elements may contain multiple dominant velocities.

The proposed fusion method takes radar data tensors
D(r, θ, φ, v) from a network of radar sensors as input, where
azimuth θ and elevation φ are optional, depending on the
front-end architecture of the considered radar. Dimensions r
and v represent the range and Doppler, respectively. As this
information can be provided by a variety of radar systems
with varying processing approaches, no specific architecture or
typology of radar is assumed, provided that Doppler shifts and
so radial velocity components can be measured. In the specific
case of a pulsed single-channel system, with a complex-
valued fast-time/slow-time matrix S(t f , ts), the radar data
tensor is acquired through the application of a discrete Fourier
transform (DFT) along the slow-time dimension

D(r, v) = Fts

[
S
(
t f , ts

)]
. (1)

Here, Fts is the DFT operation along the slow-time
dimension ts .

The set of radar sensors will be indicated by N , and the
cardinality of this set is denoted by N = |N |. In the remainder
of this section, vectors and unit vectors will be indicated with
arrows ( p⃗) and hat operators ( p̂), respectively. Thus, p⃗ = p p̂
and p = p⃗ · p̂. An estimated vector is indicated with a tilde
( p̃).

Ethics approval for this article was granted by the TU Delft
HREC (ID 1387).

A. Intensity Maps
As a first step to the proposed method, 3-D space in the

field of view of the radar network is uniformly voxelized in
Cartesian coordinates, resulting in a grid with a spacing that
can be adjusted based on, e.g., the resolution characteristics
of the radar sensors utilized. For each volume element in the
grid, the range to each sensor is computed, as well as the
azimuth and elevation angles if available for the radar sensors
used. These computations are achieved through a coordinate
transfer mapping for each individual sensor.

Consider the center of a volume element in Cartesian
coordinates x⃗ = [x, y, z]. The vector is first translated to place
the sensor n in the origin and is rotated such that the sensor
boresight is in the positive x-direction, as

x⃗ ′

n = R−1
n

(
x⃗ − x⃗n

)
(2)

where x⃗n is the position of sensor n and

Rn = R(θAz)R(φEl)

=

cos θAz cos φEl − sin θAz cos θAz sin φEl

sin θAz cos φEl cos θAz sin θAz sin φEl

− sin φEl 0 cos φEl

. (3)
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Here, the rotation matrix Rn for the sensor n is defined as a
function of the boresight elevation φEl and azimuth angle θAz

with respect to the positive x-axis. Subsequently, a mapping
f : R3

→ R3 is employed to transform to a spherical
coordinate system: f (x⃗) = r⃗ = [r, θ, φ]. The transformation
is given by

r = ||x⃗ || (4)

θ = arctan
y
x
, x > 0 (5)

φ = arcsin
z

||x⃗ ||
, x > 0. (6)

Note that the angles φ and θ are limited to the hemisphere in
the positive x-direction.

After transforming the grid to the frames of the individual
sensors as in (2) and applying the aforementioned mapping
into spherical coordinates, the respective radar data tensors
can be evaluated to yield the measured signal amplitude at
each volume element. As the transformed grid may not align
with the range–angle map of a sensor, the signal amplitude of
a volume element is taken to be that of the closest data point
in the sensors’ range–angle map. The individual tensors are
of dimension D(r, θ, φ, v), and reflection intensity for each
volume element x⃗ is determined by summing received signal
amplitude over the radial velocity dimension v. Contributions
from the set of radar sensors N are then summed up, as

I
(
x⃗
)

=

∑
n∈N

∑
v

D
(

f
(
x⃗ ′

n

)
, v
)
. (7)

By repeating this process for each volume element in the grid,
an intensity map I can be constructed.

B. Velocity Field Reconstruction

The reconstruction of the velocity field for the extended
target starts with the same grid definition and transforma-
tion as outlined in Section II-A. In contrast to the intensity
map computation, the dominant Doppler/velocity component
is recorded for each voxel in the grid, and for each radar
sensor in the network. For this work, the dominant Doppler
component is considered to be the Doppler index with the
highest amplitude, as

vn = vn(r, θ, φ) = arg maxv(D(r, θ, φ, v)). (8)

The resultant set of N Doppler components from the set of
radar sensors is assumed to originate from a dominant velocity
in the volume element. In order to reconstruct this full 3-D
velocity from the N projections, i.e., the projections on the line
of sight of each radar, the process of orthogonal projection is
inverted by means of a minimization problem.

First, consider the generic plane defined by the vectors p⃗
for which the following holds:

p⃗ · n̂ + ci = 0. (9)

Here, n̂ is a unit vector orthogonal to the plane and ci a
constant. For the specific case of a Doppler/velocity projection
seen by a radar sensor, the true target velocity u⃗ projects onto
the sensor’s line of sight x̂ ′

n , yielding v⃗n as shown in Fig. 1.
It follows that all possible u⃗ are given by the vectors u⃗ − v⃗n

Fig. 1. Vector representation of quantities relevant for velocity reconstruction.
x̂ ′

n : line-of-sight unit vector from radar n to voxel at x⃗ ; u⃗: true velocity in
voxel at x⃗ ; and v⃗n : radial velocity measured by sensor n.

that are in the plane that is orthogonal to x̂ ′
n . Since vn is known

and vn = v⃗n · x̂ ′
n , v⃗n can be substituted for p⃗ and x̂ ′

n for n̂
in (9) to solve for the constant ci,n

v⃗n · x̂ ′

n + ci,n = 0 (10)
ci,n = −vn. (11)

A set of N planes can now be defined that, in an ideal case,
would intersect in a single point u⃗

p⃗ · x̂ ′

n − vn = 0 (12)

where p⃗ ∈ R3 and n ∈ N .
In the nonideal case of real targets, an optimization problem

can be set up to find the point with minimum distance to the
set of N planes, i.e., to determine the best fitting intersection
point ũ. First, a cost function is defined as the sum of squared
distances of a point p⃗ to the set of planes as per (12). This is
formulated as follows:

E
(

p⃗
)

=

∑
n∈N

(
p⃗ · x̂ ′

n − vn
)2

(13a)

=

∑
n∈N

((
p⃗ · x̂ ′

n

)2
− 2 p⃗ · vn x̂ ′

n + v2
n

)
(13b)

=

∑
n∈N

((
p⃗T x̂ ′

n x̂ ′T
n p⃗
)
− 2 p⃗T vn x̂ ′

n + v2
n

)
. (13c)

Matrix notation is used from (13c) onward for the sake of
clarity. The derivative of the cost function with respect to p⃗
is given by

d E
d p⃗

= 2
∑
n∈N

x̂ ′

n x̂ ′T
n p⃗ − 2

∑
n∈N

vn x̂ ′

n (14)

and setting this derivative to 0 yields the best fitting intersec-
tion point, namely, the vector ũ, as∑

n∈N

x̂ ′

n x̂ ′T
n ũ −

∑
n∈N

v⃗n = 0 (15a)

ũ =

(∑
n∈N

x̂ ′

n x̂ ′T
n

)−1 ∑
n∈N

v⃗n. (15b)

The resulting vector ũ is the assumed dominant velocity
in the voxel. This velocity reconstruction can be applied to
all voxels in the considered volume of interest of the radar
network, thus yielding a vector field ũ(x⃗). The velocity field
can in principle be computed for all voxels, including those
with only noise. Hence, it can be decided to only compute,
or visualize, the field at those voxels where the corresponding
intensity map exceeds a user-defined threshold, i.e., I (x⃗) > ϵ.

Authorized licensed use limited to: TU Delft Library. Downloaded on August 07,2025 at 09:39:50 UTC from IEEE Xplore.  Restrictions apply. 
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Fig. 2. Single humatics PulsON P410 radar sensor with antennas.

After the computation of the scalar reflection intensity map
and velocity vector field at all voxels, the final representation
generated by the proposed method is given by both I (x⃗)

and ũ(x⃗). This representation constitutes a fusion of the data
from the N sensors into three spatial dimensions and can be
subsequently used for tasks such as classification of activities.

III. EXPERIMENTAL CASE STUDY IN 2-D

To demonstrate the efficacy of the proposed method,
an experimental case study is conducted. The objective of this
study is to gauge the accuracy of the reconstructed velocity
distribution and reflection intensity maps for human activity
classification tasks. Specifically, the intensity map and velocity
field are computed according to the method described in
Section II and used as input to a deep learning model with the
aim of classifying different human activities. The dataset used
for this case study is publicly available [22] and features 120-s
sequences of nine different human activities of unconstrained
duration and direction. The data are captured with a network
of five pulsed ultra-wideband (UWB) radar sensors, operating
as distributed monostatic nodes. For classification, a hybrid
CNN-BiLSTM architecture is employed to process the fused
representations of intensity maps and velocity fields.

A. Radar Operating Characteristics

The radar system utilized for data capture is a set of
five time-domain PulsON P410 pulsed UWB sensors [23],
as shown in Fig. 2. For interference mitigation, the sensors
feature a coded, pseudorandom pulse repetition interval (PRI)
variation, paired with coherent pulse integration [23], [24].
Returns from other nodes, thus, only represent an elevated
noise floor. This coding allows simultaneous operation of all
sensor nodes, essentially operating the radar network as an
ensemble of distributed monostatic nodes. The nodes operate
at a center frequency of 4.3 GHz and feature a bandwidth
of 2.2 GHz, resulting in a range resolution of approximately
6.8 cm. A pulse repetition frequency (PRF) of 122 Hz is
maintained, which gives a maximum unambiguous velocity of
±2.13 m·s−1. All nodes are single-input-single-output (SISO)
and feature an antenna pattern that is symmetric in azimuth.
As such, no information is available on the angle of arrival of
target reflections.

B. Sensor Geometry

The location of the five radar sensors is shown in Figs. 3
and 4. All sensors are placed on a semicircle of diameter
6.38 m, at regular 45◦ intervals. The measurement area is the
concentric circle of diameter 4.38 m.

Fig. 3. Experimental setup used in the case study. Five radar sensors are
arranged in a semicircle at 45◦ intervals.

Fig. 4. Schematic representation of the experimental setup used in the case
study, with the network of five radar nodes.

Since the proposed method is inherently based on the fusion
of data from different radar nodes, various sensor network
geometries are evaluated. As the dataset has been collected
with the fixed five-node geometry from Fig. 4, only subsets of
these nodes can be evaluated. These subsets can be realized
by leaving data from specific nodes out during the processing.
Due to computational constraints, not all subsets that are
possible with five nodes have been tested experimentally.
Hence, subsets that are in the same rotational symmetry group,
or that exhibit a bilateral symmetry along a horizontal axis, are
represented in this study by a single member of the respective
symmetry group. This is done under the assumption that the
activities in the experimental scene were performed in fully
random trajectories so that there is minimal bias in activity
location or orientation. As an example, the configuration
(1, 2, 4) is rotationally symmetric to the configuration (2, 3, 5),
and only the former is included in the experiment. As an
exception to this, configurations (1, 3) and (2, 4) are both
included with the aim of gauging any bias in the location
and direction of activities in the dataset. All the geometries
that are evaluated in this work are displayed in Fig. 5.

C. Sequences of Human Activities

The dataset contains sequences of continuous human activ-
ities of unconstrained duration. A total of 14 participants are
recorded performing 30 sequences of 120 s each, yielding
840 min of data in 420 sequences. In total, nine different
activities are performed, as listed in Table I. The sequence
types are diverse in the order and combination of the nine
activities, including walking around the measurement area

Authorized licensed use limited to: TU Delft Library. Downloaded on August 07,2025 at 09:39:50 UTC from IEEE Xplore.  Restrictions apply. 
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Fig. 5. Schematic representation of all the evaluated sensor network geometries with the five available radar nodes in the network. Each considered geometry
is color-coded, and the constituent sensors are connected by dashed lines. (a) Two-node geometries. (b) Three-node geometries. (c) Four-node geometries.

TABLE I
DISTRIBUTION OF SAMPLES AMONG THE NINE

ACTIVITY CLASSES

and falling at various locations and orientations. “Mixed”
sequences containing all nine activities performed in random
order and locations are also included. The ground-truth labels
are created by the participants themselves by means of a
handheld remote control. A full description of all sequence
types is included with the dataset [22].

D. Preprocessing

Preprocessing is performed on the data of each radar sensor
prior to the implementation of the proposed method described
in Section II. First, the real-valued vector output by each
of the sensors is Hilbert-transformed, and a fast-time/slow-
time matrix with complex values is constructed, which is
essentially considered as a range–time matrix. The slow-time
indices corresponding to one coherent processing interval
TCPI are then selected from this larger matrix for Doppler
processing. Finally, fast Fourier transform (FFT) along the
slow-time dimension is performed to obtain a range–Doppler
representation. This process is repeated along the sequence
of original data with constant TCPI to generate a sequence of
range–Doppler matrices. As no angular information can be
extracted from the data of a single radar, the tensor defined in
Section II is in this case only represented in two dimensions,
as: D(r, θ, φ, v) = D(r, v). Hence, the proposed method will
operate in this case on bidimensional range–velocity matrices
D(r, v).

E. Method Parameters and Classification Approach

Since the radar sensors offer no angular information and
are located in the same horizontal plane, it is decided to

consider only the horizontal xy plane for this study. The
vertical z-direction is, thus, effectively projected onto the hor-
izontal plane. It is hypothesized that in the recorded scenarios
enough movement occurs in this horizontal plane in order to
effectively perform activity classification, i.e., the activities
can be distinguished by their horizontal velocity and reflection
intensity distributions.

For the case study, the method parameters employed for
obtaining the intensity map and velocity field are specified
as follows. The coherent processing interval TCPI is set to
0.26 s, which at the PRF of 122 Hz corresponds to 32 slow-
time samples. This value is based on proven effectiveness
in [25] and balances Doppler and time resolution for the
highly dynamic nature of human motions. In order to process
the full 120-s sequences, a series of intensity maps and
velocity fields are computed. These are spaced at 32 slow-
time sample intervals, i.e., one per coherent processing interval
without overlap. This interval will hereafter be referred to as
a “time step.” The measurement area is divided into a grid of
15 × 15 cm cells. As mentioned before, the range resolution
of each sensor is about 7 cm and the grid size is selected as a
compromise between reconstruction accuracy and computation
time. Finally, the velocity field that is computed at each step
is masked using the intensity map. This ensures that only
velocities associated with the presence of a detected target
are used as input to the classification pipeline. Specifically,
the velocity vectors that are kept are those at the coordinates
where the intensity values exceed the 95th percentile of the
intensity values distribution for that time step. The size of the
extended target after applying a threshold between the 90th and
99th percentiles remains largely unchanged, due to a relatively
steep intensity boundary.

The classification approach aims to utilize a hybrid CNN-
BiLSTM model. The CNN first extracts features from the
2-D intensity map and velocity field for each time step, i.e.,
each CPI. Subsequently, the BiLSTM network performs the
prediction step with access to the time series of feature vectors
of the full sequence. The CNN-BiLSTM architecture benefits
from the translation equivariance of the CNN to effectively
extract features from a spatial domain. In the time domain,
the BiLSTM can process the extracted features as a time
series spanning the full duration of the activity sequence. Such
hybrid spatial–temporal architectures are used effectively in
the literature [7], [26], [27], and the model for this study is
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Fig. 6. Schematic representation of the hybrid CNN-BiLSTM network utilized in the case study. Data are represented as 3-D tensors with dimension Width ×

Height × Channels/Depth. The size of convolutional and maxpooling layers is shown as (CNN kernel size, channels) and (maxpooling kernel size, maxpooling
stride size). The output after the last fully connected layer is a time series of class predictions y(t).

inspired by Zhu et al. [20]. The hybrid architecture is shown
schematically in Fig. 6.

The velocity vector field generated by the proposed method
at each time step is rewritten as two scalar 2-D fields
of magnitude and angle, the latter confined in the interval
[−π, π]. Together with the corresponding intensity map, they
are stacked, forming a 44 × 44 ×3 input array. This input
size is specifically the result of the chosen 15 × 15 cm grid
cell size, and the 6.38-m baseline of the sensor network. The
activities in the dataset are performed in all directions and
at random locations. To further mitigate potential bias in the
orientation of the movement, all inputs are randomly rotated
in the horizontal plane by integer multiples of 90◦. Within the
network, two sequential convolutional blocks extract spatial
features and are paired with maxpooling layers for dimension-
ality reduction. The hyperparameters for the two convolutional
blocks are shown in Fig. 6 and are based on the LeNet-5
architecture [28]. A fully connected layer subsequently yields
a feature vector of 128 elements for this time step. Finally,
a BiLSTM layer with 168 hidden units processes all feature
vectors and yields a class prediction at each time step. The
number of hidden units and the feature vector length are based
on [18] and [20], respectively.

For training and validation, a leave-one-person-out (L1PO)
scheme is adopted. Data from one participant are kept as a
testing set, using the remaining participants’ data for training
the model. This process is repeated for all participants.

IV. EXPERIMENTAL RESULTS AND DISCUSSION

In this section, the results of the case study will be dis-
cussed, namely: an example of a typical intensity map and
velocity field, the L1PO benchmark result, and the results of

the study on sensor geometry. Despite the lack of angular
capabilities of the individual radar sensors, favorable results
are achieved, thanks to the proposed method that leverages
data from the radar network. The results are then compared to
alternative methods in the literature in Section IV-B. Finally,
the results are further discussed in the form of a classifica-
tion error analysis, and computational considerations will be
outlined.

In Fig. 7, a typical intensity map and velocity vector
field output are shown for the proposed method. The five
sensors are marked with red squares, and the color scale
is normalized to the maximum intensity value. The subject
can be seen at the experimental area center point and is in
this CPI moving in the negative y-direction. At half of the
maximum intensity, it can be seen that the target takes up
a space of approximately 60 ×30 cm. Based on the target
orientation, these measurements correspond to expectation,
i.e., approximately 60-cm shoulder width and 30-cm torso
depth. The reconstructed velocities also correspond to the
motion performed at this specific moment in time, with the
vector field representing the bulk torso motion in the negative
y-direction. A processing artifact can be seen in the form of
a ring centered around middle sensor 3, with a section of this
ring contained in the dashed ellipse. This artifact is the result
of the relatively strong contribution of sensor node 3 in this
particular situation, paired with the inability of differentiating
returns from multiple azimuth directions.

The results for the L1PO testing approach are summarized
in Fig. 8. Test accuracy and macro F1-score are shown for
each participant in the dataset, averaged over all sequences.
The average test accuracy and macro F1-score over all par-
ticipants are also indicated with horizontal lines. Two notable
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Fig. 7. Typical intensity map and velocity vector field output with zoomed-in
view inset on the human target area. Sensors are numbered and marked with
red squares. The human subject is located in the center and is moving in
the negative y-direction at this specific CPI. Velocity vectors are only shown
where reflection intensity exceeds 80% of the maximum. A dashed ellipse is
used to show processing artifacts.

Fig. 8. Results for the classification task, evaluated using an L1PO testing
scheme. Test accuracy and macro F1-score results are shown for each
participant. Averages are indicated with horizontal lines.

outliers with low F1-score can be identified in Fig. 8, namely,
participants 11 and 13, with respect to the other participants.
Inspection of the test results for these participants reveals
that the excess errors primarily stem from transition events
between, e.g., walking and a subsequent fall. As the ground
truth is recorded by the participants themselves by clicking on
a remote controller, there is variability in when a transition is
indicated. For the two outliers, it is noted that this variation

TABLE II
RESULTS OF THE STUDY ON SENSOR NETWORK GEOMETRY. THE

UTILIZED TWO-, THREE-, AND FOUR-NODE GEOMETRIES

CAN BE SEEN IN FIG. 5(A)–(C), RESPECTIVELY

is relatively large compared to the remaining 12 partici-
pants, leading to increased ambiguity. Despite the outliers,
the average performance metrics show the suitability of the
method for classification. Section IV-B compares the attained
result with alternative methods in the literature on the same
dataset, demonstrating improved classification performance of
the proposed method.

A. Sensor Geometry Evaluation

A summary of the experiments pertaining to the sensor
network geometry is shown in Table II, where different utilized
geometries are shown in Fig. 5. For each amount of radar
nodes used to reconstruct intensity and velocity fields, the
average test accuracy and macro F1-score over all unique
geometries are displayed, along with the standard deviation for
both metrics. For every individual geometry experiment, the
L1PO scheme is used. As such, 14·(5+4+3+1) = 182 models
are trained in total.

It is noted that performance increases with a larger amount
of radar sensors used for the proposed data fusion method.
This can be explained by two main factors.

1) Increased spatial diversity within the sensor network
provides a greater range of observation angles, miti-
gating the effects of (partial) occlusion of the human
target and individual body parts. This enhanced spatial
diversity improves target illumination, resulting in a
stronger intensity distribution following the application
of the proposed method. In contrast with the surrounding
empty space, this enhanced distribution enables the
application of the threshold to more accurately identify
the target volume. As a result, a more accurate selec-
tion of velocity vectors originating from the target is
achieved, providing the classification model with the
most reliable information regarding both the spatial
extent of the target and its velocity distribution.

2) More sensors result in more instances of radial velocity
measurement. This overdetermined system, paired with
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the least square error (LSE)-based approach used for
the velocity reconstruction, results in mitigation of, e.g.,
measurement error in individual Doppler components.
This, in turn, increases the accuracy of the velocity
reconstruction in a grid cell.

In the case of two node geometries, it is hypothesized that a
geometry that provides orthogonal measurements would give
the highest performance. As the sensors provide no azimuth
information, an orthogonal pair of range measurements will
yield the most localized intensity profile. Inspection of the
results in Table II, however, reveals the opposite, with geome-
tries (1, 2) and (1, 3) yielding a performance that is almost two
standard deviations lower than geometries (1, 4) and (1, 5).
A possible explanation for this is the higher importance of
larger differences in observation angles, allowing the target to
be more completely illuminated.

To gauge potential bias in the data toward specific orienta-
tions or areas, geometries (1, 3) and (2, 4) are compared. The
attained accuracy is 76.8% and 77.3%, respectively, within the
two-sensor standard deviation of 1.6%.

For the three- and four-node geometries, the increase in
performance is accompanied by a decrease in the standard
deviation of the results. This lower effect of sensor position-
ing may, in this case, be indicative of partial redundancy.
Of interest is that for three- and four-node geometries, the
best performance is again achieved for those geometries that
include the sensor pair (1, 5). It is, thus, concluded that
a large azimuthal opening angle of the sensor geometry is
beneficial for the application of the proposed method for
activity classification.

Summarizing the study on sensor network geometry reveals
a roughly linear trend in performance increase per added
sensor. At the maximum of five sensors, no saturation of
performance is observed. This seems to indicate that further
expansion of the sensor network can increase the classification
performance. Based on the error analysis in Section IV-C,
promising locations for additional sensors would be those
that offer boresight axes that are not in the horizontal plane.
These additional sensors would be able to provide information
pertaining to the vertical velocity distribution. A secondary
note on the geometry study is the relatively low effect of sensor
geometry in comparison to the amount of sensors. The former
yields performance variations on the order of 2%, whereas
the latter brings about changes in excess of 5%. This may
be due to the range of studied geometries all being relatively
restricted to a half-circle, as opposed to, e.g., on a sphere
or more complex topology. Finally, not all possible network
configurations are evaluated, as mentioned in Section III.
Under the assumption that the dataset is unbiased in activity
location and orientation, this should have a limited impact.
However, individual nodes observe different clutters in the
laboratory space which potentially affects their contribution
to the fusion process.

B. Comparison to Alternative Approaches

A comparison is made with alternative fusion-classification
approaches. Results are obtained on the same dataset, and

TABLE III
TEST ACCURACY AND MACRO F1-SCORE RESULTS FOR THE PROPOSED

CLASSIFICATION METHOD VERSUS TWO REFERENCE METHODS. ALL
RESULTS ARE BASED ON THE SAME DATASET [22] AND THE SAME

L1PO VALIDATION SCHEME. THE RESULTS IN THIS TABLE ARE
FOR THE FULL NINE-CLASS CLASSIFICATION PROBLEM.

*: [14] AND †: [20]

TABLE IV
TEST ACCURACY AND MACRO F1-SCORE RESULTS FOR THE PROPOSED

CLASSIFICATION METHOD VERSUS TWO REFERENCE METHODS. ALL
RESULTS ARE BASED ON THE SAME DATASET [22] AND THE SAME

L1PO VALIDATION SCHEME. THE RESULTS IN THIS TABLE ARE
FOR A FIVE-CLASS CLASSIFICATION PROBLEM. *: [14],
†: SIGNAL FUSION [18], AND ‡: FEATURE FUSION [18]

employing the same L1PO testing scheme. It should be
noted that some of the reference methods performed their
evaluation on a constrained five-class problem, where activities
like “Falling from walking” and “Falling from standing” are
merged into “Falling.” Where this is the case, the results for the
proposed method are also evaluated for the five-class problem.
Table III shows the nine-class comparison, and Table IV shows
the five-class comparison.

For the full nine-class classification task, the reference
fusion-classification methods comprise one based on the point
Transformer architecture [14], and one on a hybrid CNN-Bi-
gated recurrent unit (GRU) architecture [20]. For the former,
radar data are processed into a point cloud representation
with dimensions range, radial velocity, time, and reflection
intensity. Point clouds from various sensors are fused by
simply adding the points from all individual sensors into a
single point cloud object. No data association is performed,
or an attempt to estimate a more comprehensive representation
of reflection intensity and/or velocity distribution, as in the
proposed method. In [20], the fusion of data from N sensors is
achieved through a maxpooling operation over N feature maps.
The feature maps are the result of the CNN module processing
spectrogram representations of the sensor data. Both reference
methods feature a fused representation that is at a higher
abstraction level than the proposed method with respect to
the kinematics of the observed experimental scene. Because
of this, the versatility of the proposed fused representation is
assumed to be greater in terms of applicability to other tasks,
such as for instance tracking or specific fall detection methods,
such as the one proposed in [21]. In addition, the classification
performance of the proposed method is improved with respect
to the reference methods.
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Fig. 9. Confusion matrix for the test result for a single participant.

In the case of the constrained five-class classification prob-
lem, favorable results are also achieved with the proposed
method. The reference methods are again based on the point
Transformer architecture [14], and a selection of RNNs [18].
Two types of fusion are employed in [18]. First, signal fusion
entails elementwise addition of N complex-valued range–time
representations from N sensors. A single spectrogram is then
computed based on the fused range–time matrix. The second
type is feature fusion and comprises the concatenation of
N spectrogram representations along the Doppler dimension.
In terms of macro F1-score, improvements of almost 4 %point
are achieved when utilizing the proposed method. The test
accuracy is within 0.4 %point of the best-performing model.

Finally, the benefits of the velocity reconstruction are
illustrated by training a model using only the intensity map
data, and without the accompanying velocity vector fields.
Sequences are randomly distributed following an 80%/20%
ratio into a training set and a testing set. This approach
yields an accuracy of 50.04% and a macro F1-score of
48.45%, clearly indicating the superiority of the proposed
method.

C. Error Analysis and Computational Considerations

Fig. 9 shows a representative confusion matrix for a single
L1PO result, i.e., with test data from a single participant.
The five largest errors in this matrix will be discussed. Most
prevalent among the classification errors is the confusion
between “Falling (Walking)” and “Walking.” A likely expla-
nation for this error is the ambiguous transition point between
these activities. Since predictions are made at every time step
(0.26 s), the ambiguous time between walking and falling
constitutes a relatively large amount of equally ambiguous
predictions. This ambiguity is compounded by variability in
the ground truth due to each participant indicating transition
points themselves by clicking on a remote controller. The next
four most frequent errors are between activities that all share
an initial forward rotation of the torso, including standing up
from sitting. Since the case study is constrained to the 2-D

Fig. 10. Experimental setup used in the 3-D feasibility study. Sensors are
placed at the base of an isosceles right triangle with sides of 290 cm. The
lower sensors are located at a height of 70 cm and the upper sensors at 185 cm.
Targets are positioned at the apex of the triangle.

horizontal plane, these errors can be attributed to a lack of
information on both the vertical posture of the subject, as well
as a lack of a detailed vertical velocity profile. It is noted that
standing up from the ground is kinematically distinct to the
other activities with a strong vertical component and as such
exhibits fewer errors during classification.

Typical computational requirements, based on the classifi-
cation case study and available hardware, are reported here.
Fusion processing of a full 120-s sequence on a single core of
a 3.40-GHz i5 CPU takes on average 51 s. However, since time
steps are independent, multicore processing yields significant
improvements. Typical CNN-BiLSTM models are on the order
of 10 MB, and inference time for a full sequence is less than
0.1 s on an NVIDIA Tesla V100S.

V. EXPERIMENTAL FEASIBILITY STUDY IN 3-D

To demonstrate the ability of the proposed method to yield
3-D representations of extended targets and motions, a feasi-
bility study is performed. For this study, data are captured with
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Fig. 11. Results for the 3-D feasibility study. (a)–(d) 3-D intensity and velocity fields are represented with the maximum intensity of the thresholded 3-D
matrix projected on three orthogonal axes. (a) Human subject standing upright. (b) Human subject moving down into squatting position. (c) Human subject
sitting in squat. (d) Human subject moving back up to the standing position. (e) Metal sphere used for feasibility study. (f) Intensity distribution of metal
sphere, represented with two 2-D slices of full 3-D intensity matrix.

a four-sensor network that extends not only in the horizontal
plane but in the vertical direction as well. The measurement
setup is shown in Fig. 10, and the sensors are the same as
those used in the 2-D case study. Two scenes are captured: a

metal sphere of diameter 30 cm suspended 120 cm from the
ground, and a human subject performing a series of squats,
thus exhibiting movements toward the upward and downward
directions periodically.
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The data are processed following the proposed method, and
the results are shown in Fig. 11. Fig. 11(a)–(d) represents 3-D
intensity and velocity fields at key points during the squat-
ting activity, with the maximum intensity of the thresholded
3-D matrix projected on three orthogonal axes to facilitate
visualization. The four states of standing upright (a), moving
down into squatting position (b), sitting in squat (c), and
moving back up to the standing position (d), feature intensity
and velocity distributions that correspond to the physical
expectation of the human movement. Noise levels in this
experiment are, however, higher, indicating that an alternative
sensor geometry or additional preprocessing may be required
to fully utilize the proposed method in 3-D for subsequent
classification purposes. Fig. 11(e) and 11(f) contains the
metal sphere and corresponding 3-D intensity distribution,
respectively. The distribution is visualized by means of two
2-D slices of the 3-D intensity matrix. The sphere is seen at
the correct height and surface area.

VI. CONCLUSION

This work proposes a novel sensor fusion method that
processes data from a network of radar sensors and yields
3-D representations of both reflection intensity and velocity
distribution. The fused representation can be obtained regard-
less of the capacity of the individual radars to determine angle
of arrival. The fused data representation is easily linked to
the kinematic of the observed target and allows for versatile
application to various tasks, from tracking to human activity
classification.

The proposed method is evaluated in a case study, where it
is applied to a human activity classification problem. For this
task, sequences of human activities from a publicly available
dataset are processed using the method. Subsequently, clas-
sification is performed by means of a hybrid CNN-BiLSTM
model. For an L1PO testing scheme, a test accuracy and macro
F1-score of 87.4% and 81.9% are achieved, outperforming
alternative fusion methods on the same dataset. An extensive
study on the number and position of radar nodes in the network
is performed to evaluate their effect on classification perfor-
mance. It is found that for the five-node geometry utilized in
the case study, additional nodes can likely further increase
prediction accuracy. Most notably, error analysis indicates
that additional sensors that are not in the horizontal plane
are expected to improve classification most substantially. An
experimental feasibility study is also conducted, successfully
demonstrating the proposed method’s capability to produce
3-D representations of extended target shapes and velocity
distributions.

In future work, a network of multiple-input multiple-output
(MIMO) sensors will be utilized to fully exploit the capa-
bilities of the method. Specifically, the inclusion of velocity
components in the vertical direction is expected to mitigate
classification errors between activities that feature distinctive
vertical motions. Additionally, an extension of the method
to allow for the classification of multiple people in the
experimental scene is planned, leveraging on the multiple
perspectives from different radars to separate the signatures
of each individual.
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