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SUMMARY

Learning representations from relational time series is a fundamental problem in many
applications involving social networks, finance, and urban water systems, among oth-
ers. In these domains, a wide variety of tasks require modeling relational time series
for imputating missing ratings in a social network, forecasting of stock prices in a fin-
ancial market, and anomaly detection in urban water systems. Such data upholds com-
plex relatio-temporal dependencies that introduce multiple challenges per se. Data ef-
ficiency, robustness to structural perturbations, scalability to large-scale networks, in-
terpretability, and transferability are some main challenges pertaining to the full scale
deployment of machine learning solutions in this setting. However, the underlying fun-
damental challenge is to jointly model the temporal patterns and the relational depend-
encies simultaneously underpinning the aforementioned issues. This dissertation aims
to study machine learning models for relational time series for this setup.

The first contribution of this dissertation is a novel model architecture, called Graph-
Time Convolutional Neural Network (GTCNN), that jointly models the temporal patterns
and the relational dependencies in relational time series by consider the product domain
of time and relational graphs. We theoretically study the vertex and spectral behavior of
this model and show that GTCNN is robust to structural perturbations and provide inter-
pretation of relatio-temporal neighborhoods created in the product domain. A recursive
implementation is proposed to improve the scalability of GTCNN to large-scale networks
or longer temporal windows. However, the data efficiency is limited as GTCNN requires
labeled training data in abundance.

Another contribution of this dissertation is a self-supervised learning framework, called
Graph-Time Convolutional Autoencoder (GTConvAE), that pretrains GTCNN using self
supervised learning on unlabeled data alongside up-sampling and down-sampling mod-
ules to improve the data efficiency. It is also studied and shown that GTConvAE is robust
to structural perturbations and can be interpreted similarly to GTCNN. A case study on
urban water systems is presented to show the effectiveness in detecting anomalies and
cyberattacks in water level sensors in a real-world application. Even though GTConvAE
requires less labeled data, it still needs complete and abundant time series data for pre-
training. Moreover, for the scenarios where limited data is available for training, we pro-
posed a trend filtering optimization problem for relational time series and proceed to
unroll the optimization iterations into a graph neural network architecture. The result-
ing model performs well in low-data regimes but relies on the assumption that the time
series are piecewise smooth.

Finally, the key contribution of this dissertation, called Graph Kalman Network (GKNet)
addresses the data efficiency problem. GKNet build on a graph state space model to
jointly model the temporal patterns and the relational dependencies in relational time
series. This model encodes the structural perturbations in the graph state space model

IX



X SUMMARY

to improve the robustness and compensate it in the learning process. The parameters of
the state space model are learned in a data-driven manner within the GKNet architecture
to perform downstream tasks. GKNet is robust to structural perturbations, interpretable,
and transferable to new networks with different structures while requiring only a small
amount of labeled data. A case study on urban water systems is presented to show the
effectiveness of GKNet in extreme scenarios when the time series are only observed at a
few nodes in the network.



1
INTRODUCTION

1.1. RELATIONAL TIME SERIES
Time series are ubiquitous and are collected increasingly in various domains such as
finance [1], healthcare [2], transportation [3], urban water networks [4], and social
networks [5]. Traditional time series modeling mostly focuses on a single sequence
of measurements, however, in many applications, the data is relational and consists
of multiple time series that are interdependent [6]. This type of data is known
as relational time series where the relationships between different entities play a
crucial role in modeling temporal dynamics. For example, in social networks, the
interactions between users define the relations and any personal attributes of the
users, like their political views, can be considered as time series data. Similarly, in
financial markets, the stock prices of different companies are interrelated through
historical correlations that can be used to predict future stock prices. In urban
water networks, the relationships are defined by the physical connections between
different parts of the network through pipes and the water pressure in each part can
be considered as a time series data. The existence of such relational structures in
time series demands for new methods that can capture the temporal dynamics of
the data while considering the relationships between the different entities.

Machine learning on relational time series poses several challenges that need to
be addressed. First, the temporal and relational patterns governing the time series
are intertangled and need to be modeled jointly in a principled manner. Third, the
relationships at hand are usually noisy or inaccurate, and the model should be robust
against such perturbations. Second, relational time series suffer from missing values
due to various reasons like sensor failures and their installation expenses, network
disconnections, or privacy concerns; hence, a model must leverage the relationships
efficiently to account for the lack of data. Fourth, the data is often high-dimensional
as there are millions of users in social networks or thousands of stocks in financial
markets; hence, the scalability of the model is mandatory. Finally, the model is
expected to be interpretable and provide insights into the underlying structure of the
relational time series, so one can modify it for a different application or transfer
it to another domain. Addressing these challenges necessitates developing a new
mathematically tractable framework - one that is expressive enough to model the
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relational time series while being built upon principles. The foundational principles
are required so that we can leverage our knowledge from non-relational time series
modeling and propose methods for this new domain.

1.2. GRAPHS AND RELATIONAL DATA

A common way to represent relational data is through graphs [7], where the nodes
represent entities and the edges account for their pair-wise relationships. The time
series are values assigned to each node and the edges account for the relationships
among them. It is important for the graph structure to contribute to the modeling of
time series as an inductive bias such that we can compensate for the lack of data [8].

Graph Neural Networks (GNNs) are a class of deep non-linear models operating on
graph-based data [9]. GNNs are designed to capture the relational structure of the
data by propagating information in local neighborhoods that allows them to model
complex nonlinear patterns while having the graph as its inductive bias. GNNs
can also be extended to different temporal tasks such as forecasting, imputation,
anomaly detection, and classification [10].

Recently, graph-based methods have gained popularity in modeling multivariate
time series [10]. We divide the existing methods into two categories of hybrid
and fused. The hybrid models rely on cascading developed models for graph
and time series analysis [11, 12], making them amenable for implementation and
computation. For instance, the works in [13–15] concatenate a GNN by a recurrent
neural network (RNN) or its variants. On the other hand, the fused models impose
the graph structure into the conventional time series analysis models [16–18], aiming
to jointly capture the relational and temporal patterns in the time series. For
example, the works in [19–21] employ different variants of RNN architectures with
graph-based transformations to capture the relational structure of the data. While
both approaches have their own advantages and disadvantages, the fused models are
more flexible and can be extended to more complex scenarios as they are operating
on a joint relatio-temporal domain and allow a higher degree of mathematical
tractability.

By virtue of their structural properties, graphs can resolve the challenges of
scalability and transferability. However, while graph-based models are promising,
they still face challenges regarding lack of mathematical tractability, data scarcity,
and robustness against structural perturbations. For example, in financial markets,
the graph is inferred from the data correlations and suffers from estimation errors,
and in the urban water networks, the graph is constructed based on the physical
properties of the infrastructure that can be noisy or change over time. These
scenarios accentuate the importance of a principled machine learning model that is
mathematically tractable to learn meaningful representations from the often hidden
relatio-temporal dependencies in the time series. Such model allows for theoretical
analysis and guarantees on model stability against structural perturbations. On the
other hand, data scarcity is a common challenge in many real-world applications,
especially in urban water networks where the number of sensors is limited due to
high installation and maintenance costs.
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Targeting the need for developing methods tailored to relational time series, this
dissertation aims to answer the following research question:

How to learn meaningful representations from relational time series in
a principled and mathematically tractable manner while being robust
against structural perturbations and data scarcity?

Hence, this dissertation provides a foundational, principled, and tractable framework
for learning from relational time series that jointly exploits the relational and
temporal dependencies. Such a deep learning framework is rooted in two signal
processing principles: convolution and state space models. The convolution
principle leverages local relationships in the data and have shown effective in
modeling images via convolutional neural networks (CNNs) and graph-based data via
graph convolutional networks (GCNs). Moreover, the convolution operator embeds
(in/equi)variance properties of the signal domain into the learning process, and it
is stable to domain deformations in both images [22] and graphs [23]. However, it
requires a non-trivial generalization to the graph-time domain. On the other hand,
state space models capture latent influences in the time series evolution and have
been widely used in Kalman filters and RNNs. Such framework provides a high
degree of flexibility by disconnecting the observations from the temporal evolution
and even allows integrating the convolution principle to exploit the benefits of
both. However, designing a state space model for relational time series needs a
careful consideration of the graph structure into both the state and the observation
equations to maintain the benefits of the state space framework and the graph
biases. The graph will act now as our inductive bias to aid learning, reduce the
computational and parameter cost, and allow tractability in both frameworks.

1.3. THESIS CONTRIBUTION
The contributions of this dissertation are fourth-fold.

Graph-Time Convolutional Neural Networks (GTCNNs).
We propose a general framework for processing multivariate time series in a
graph-based principled manner named Graph-Time Convolutional Neural Networks
(GTCNNs). Considering the discrete time domain as a line graph, the GTCNN
operates on the product space of the relational graph and the time domain line
graph allowing the model to jointly retrieve the patterns from both domains.
The time series now can be seen as scalar functions from the nodes of this
relatio-temporal graph to the real space. The introduced product graph defines a
clear relatio-temporal proximity allowing the model to exploit relatio-temporal local
relationships, ultimately, enhancing the interpretability of this approach. The model
is built upon the convolution principle in the product domain which enables a
joint graph-time spectral analysis and theoretical tractability. Deploying the spectral
properties of the model alongside matrix perturbation theory, we study the stability
of the model against graph perturbations which is crucial in real-world applications
where the available graph structure is noisy or inaccurate. This contribution
addresses the research question when sufficient data are available for training.
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Graph-Time Convolutional Autoencoder (GTConvAEs).
In this contribution, we consider applications when relational time series suffer from
missing values that is common in tasks such as forecasting and imputation which
brings us closer to the ultimate scenario of operating in a data scarce manner. A
well-studied approach to tackle missing values in the data is (self/un)-supervised
learning [24]. And a prominent method in this regard is an autoencoder architecture
that aims to imitate the concept behind the data and recreate itself. An autoencoder
contain two main parts, and encoder that maps the input data to a latent space and
a decoder that reconstructs the input data from the latent space. The latent space is
usually of lower dimension and captures an abstract explanation of the data. In the
case of multivariate time series, we use the GTCNN alongside with down-sampling
modules to transform the input time series into the latent space accounting for
both their relational and temporal structures. The decoder architecture is similar
except that up-sampling modules are used to reconstruct the input data from the
latent space. The proposed model is called Graph-Time Convolutional Autoencoders
(GTConvAEs) and is used to impute missing values in the multivariate time series
and detect anomalies in a case study on urban water networks. The convolutional
principle in here allows extending the same theoretical grounds with the GTCNN as
well as preserving the model stability against graph perturbations. This contribution
addresses the research question in a more practical scenario while it still requires
the data in abundance.

Graph-Time Filtering and Unrolling Networks (GT-Unrolling).
In this contribution, we consider a case where the data is lacking, and consequently
the model needs to be trained on a small portion of time series. Learning from
data can be seen as a spectrum between statistical models and fully data-driven
networks. Statistical models demand the data to strictly follow their assumptions,
while data-driven models learn from the data without any specific criteria relying
on their gigantic number of parameters. The downside of data-driven models is
that they require a large amount of data to reliably estimate their parameters while
the statistical models can fit the data with observing just few samples. Based on
the problem at hand, none of the above can be efficient as the solution and a
trade-off between the two is required. A common approach that aims to exploit
the benefits of both statistical and data-driven models to address this problem is
to frame the required task as an optimization problem and use iterative solutions
to build principled neural networks; a technique commonly known as model-based
deep learning [25, 26]. This way, one can design a data-driven model biased with
statistical assumptions and balances the trade-off for the amount of available data.
However, defining a proper regularization term for relatio-temporal time series is
non-trivial and requires a principled approach. We propose an optimization problem
based on the product space of the graph and time domain and unroll it under the
principles of trend filtering. The results corroborate that the proposed approach can
perform reliably when trained with a few samples. This contribution makes a step
towards addressing the research question in a data scarcity regime.

Graph Kalman Network (GKNet).
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In this contribution, we target a scenario where the data is scarce, and differently
from above, no prior knowledge or task-specific optimization formulation can be
formulated. To model the time series and aid learning, we consider there exists a
latent representation which follows a certain statistical model, and we aim learning
the transformation to the latent space in a data-driven manner. To this end, we
propose a model for multivariate time series that enforces the latent variable to
follow a heat diffusion process closely. Then we use GTCNNs to transform the data
to this state representation and perform downstream tasks in the latent space. The
GTCNNs are trained based on a data fidelity loss alongside with a regularization
term that enforces the latent variable to follow the heat diffusion process. As
the diffusion processes are well studied, the downstream task is simple to handle
and the model can be trained on a small portion of the data. The structural
perturbations are considered built-in in this model accounting for edge uncertainties
and inaccuracies and the model is compensating for that in a statistical manner. In
conclusion, this contribution addresses all the aspects of the research question in a
challenging setting using a novel framework, while at the same time, it accounts for
the structural uncertainties.

1.4. DISSERTATION OUTLINE
The dissertation contains seven chapters organized as follows. Fig. 1.1 summarizes
the outline of the dissertation and the connections between the chapters.

Chapter 2: Background. This chapter provides the necessary technical background
required to follow the subsequent chapters. We introduce graphs, multivariate time
series, and relevant neural network architectures.

Chapter 3: Graph-Time Convolutional Neural Networks. In this chapter, we
introduce GTCNNs and study their spectral properties. We show the stability of
the model against graph perturbations, its permutation equivariance property, and a
recursive implementation of the model.

Chapter 4: Graph-Time Convolutional Autoencoders. This chapter introduces
GTConvAEs architecture and studies its theoretical properties, specifically its
robustness to structural perturbations. We show the model can be used for
imputation and anomaly detection in multivariate time series, and employ it in a
case study on urban water networks to detect anomalies caused by cyberattacks.

Chapter 5: Graph-Time Trend Filtering and Algorithm Unrolling. This chapter
proposes an optimization problem on multivariate time series using the product
graph framework and proceeds with unrolling the solution to design a graph-based
neural network architecture.

Chapter 6: Graph Kalman Networks. In this chapter, we propose a novel framework
for learning from multivariate time series based on state space model and stochastic
partial differential equations. We extend this model into a neural-aided variant
with more expressively and better performance. An extensive case study on the
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Figure 1.1.: The outline of the dissertation.

stormwater systems is provided to evaluate GKNet’s in an off-benchmark setting
where the training set is small.

Chapter 7: Conclusion. This chapter concludes the dissertation and provides a
reflection on the contributions and future research directions.
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2
BACKGROUND

In this chapter, we introduce the necessary preliminary materials to follow the rest
of the thesis. We start by introducing graphs and signals over them. We then
continue with graph neural networks as a modeling tool for graph signals. Finally,
we proceed with time-varying graph signals and extension of graph neural networks
for temporal data.

2.1. GRAPHS AND GRAPH SIGNALS

2.1.1. GRAPHS

A graph G = {V ,E } is a mathematical structure that consists of a set of vertices
V = {v1, . . . , vN } and a set of edges E = {e1, . . . ,eM } ⊆ V ×V with each edge ek = (vi , v j )
representing a pair-wise connection. The graph G can be used to model networks or
relational data where the vertices represent the entities and the edges represent the
relationships between them, such as, social networks, financial networks, and water
distribution systems. The edges in E can be ordered or unordered pairs depending
on the application. A graph with all unordered pairs is an undirected graph, while
a graph with ordered pairs is a directed graph. We use Ni to denote the set of
neighbors of vertex vi , i.e., Ni = {v j ∈ V : (vi , v j ) ∈ E }. Moreover, a scalar value can be
assigned to each edge w(·) : V ×V → R to represent the strength of the relationship
between the vertices. For simplicity, we assume the range of weight function w(·) is
in positive real numbers R+, and we refer to such graph as a weighted graph.

2.1.2. GRAPH REPRESENTATION MATRIX

The graph structure can be represented algebraically using different matrices.

Incidence matrix. The incidence matrix B ∈ {−1,0,1}N×M with M = |E | encodes the
information about each edge in a column N -vector with 1 and -1 entries at the
corresponding vertices. For an undirected graph, an arbitrary direction can be
chosen for each edge.

Adjacency matrix. The adjacency matrix A ∈RN×N is a square matrix that represents
the connections between the vertices. The entry Ai j is 1 if the vertices vi and v j are

9
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connected, and 0 otherwise. If the edges are weighted, the entry Ai j = w(vi , v j ) is
the weight of the edge between vi and v j .

Laplacian matrix. The Laplacian matrix L ∈ RN×N is a symmetric positive
semi-definite matrix defined as L = D−A, where D is the diagonal degree matrix with
Di i =∑N

j=1 Ai j . The Laplacian matrix ignores the direction of the edges, instead, it
provided palatable properties for the analysis of the graph [27, 28]. This matrix can
also be defined based on the incidence matrix B as L = Bdiag(w)B> with w ∈ RM

being the vector of edge weights, i.e., wk = w(vi , v j ) given ek = (vi , v j ), and diag(·)
converts a vector into a diagonal matrix of the same size.

Graph Shift Operator (GSO) [29]. We can represent the structure of a graph with a
generic matrix S ∈RN×N called graph shift operator where

[S]i j = 0 if (vi , v j ) ∉ E . (2.1)

The sparsity pattern of the GSO S matches the graph G in the sense that the
non-zero entries of S correspond to the edges in the graph. The adjacency matrix A
and the Laplacian matrix L are special cases of the GSO. Other cases include their
normalized counterparts, such as the normalized adjacency matrix or the normalized
Laplacian matrix.

2.1.3. GRAPH SIGNAL

A graph signal x : V →R is a mapping from the set of vertices V to the real numbers.
This mapping can be represented as a vector x ∈RN with xi = x(vi ) being the signal
value function at node vi . For instance, in a social network, the graph signal
can represent the number of followers of each user, in a sensor network, it can
represent the temperature readings at each sensor node, or in a water network, it
can represent the water pressure at each junction.

As the graph signal is defined over the non-Euclidean domain of the graph
structure, the traditional signal processing tools such as Fourier analysis and filtering
cannot be directly applied. These signals reflect the properties of the underlying
graph structure and considering the graph topology is essential for analyzing these
signals. The above-mentioned representation matrices can be used as topology-aware
operators to analyze the graph signals. Hence, the goal is to design a function
y = f (x,S;θ) that maps the graph signal x into a target output y implying the graph
structure S with parameters θ. The target y differs based on the given tasks, for
example, in denoising task it is the clean graph signal, in imputation task it is the
filled graph signal, and in forecasting task it is the future graph signal. The function
f (·) can be any, preferably differentiable, function that is suitable for the task at
hand, such as a polynomial over the GSO, a neural network, or a combination of
them.

2.1.4. SPECTRAL DOMAIN OF GRAPHS

A graph signal x can be represented by spectral components of its corresponding GSO.
For simplicity, we assume the GSO S is the Laplacian matrix L. The Laplacian matrix
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L for a connected positively weighted graph is a symmetric positive semi-definite
matrix, which leads to a real and non-negative spectrum, i.e., 0 = λ1 ≤ λ2 ≤ ·· · ≤ λN

with an orthonormal basis. Then, the eigen-decomposition of the Laplacian matrix
can be written as L = UΛU> with U = [u1, . . . ,uN ] being the matrix of eigenvectors
and Λ = diag(λ1, . . . ,λN ) being the diagonal matrix of eigenvalues. Reformulating
eigenvalues via the Courant-Fischer theorem leads to the following expression for
the eigenvalues of the Laplacian matrix [7]

λn = min
x⊥u1,...,un−1

x>Lx

x>x
(2.2)

which introduces a relationship between the eigenvalues and the signal variation
over the graph. Using this motivation, the Graph Fourier Transform (GFT) is defined
as the expansion of a graph signal over the eigenvectors of the Laplacian matrix (or
its GSO in general case) as

x̂ = U>x and x = Ux̂ =
N∑

i=1
x̂i ui (2.3)

where x̂ is the spectral representation of the graph signal x. A similar analogy exists
also for directed graphs and other type of GSO. We refer interested readers to [30].

2.2. GRAPH NEURAL NETWORKS
A GNN is a function f (x,S;H ) composed of a nonlinear concatenation of multiple
graph-aware mappings fl (x,S;hl ) from a graph signal into an embedding domain,
i.e.,

f (x,S;H ) =σ( fL(σ( fL−1(. . . ,S,hL−1)),S,hL)) (2.4)

with σ(·) being a non-linear activation function, and L is the number of layers.
The output of the GNN is an embedded representation of the input graph signal
x that captures the structural and relational information of the graph G . Hence,
one can augment the output with a fully-connected neural network with shared
parameters across the nodes to map the embedded representation into the target
output y properly. Given a training set of graph signals {(xi ,yi )}m

i=1, the GNN
parameters can be trained in a data-driven manner by minimizing the empirical
loss 1

m

∑
i L(yi , f (xi ,S;H )) via backpropagation. General applications of GNN

includes graph signal interpolation, node classification, link prediction, and graph
classification.

2.2.1. GRAPH CONVOLUTIONAL FILTERS

Convolutional operators are the fundamental building block of conventional signal
processing. They allow exploring the invariance in the data, which is paramount to
build convolutional-based learning solutions [29]. The convolution operation can be
extended to the graph domain given a shift operator corresponding to the graph
structure. We begin with the definition of a graph signal shift.
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Figure 2.1.: Graph convolutional filter. The red nodes indicate the support of the
graph signal after each GSO application. The input graph signal is
passes through a graph shift register and the resulting shifted signals are
weighted and summed to generate the output signal.

Definition 1 (Graph signal shift [29]). A graph signal shift is a linear operator
S : RN → RN that applies a valid GSO defined in (2.1) to a graph signal x, i.e.,
S(x) = Sx. Hence, the shifted signal at node i can be computed as

[Sx]i =
∑

j∈Ni

si j x j , (2.5)

where Ni is the set of neighbors of node i .

The shift operator S is local in the graph domain, i.e., it only considers the
neighbors of each node. This can also be seen as an information propagation over
the graph domain depending on the used GSO. For example, the adjacency matrix
A propagates the information based on the connections between the nodes, while
the Laplacian matrix L is a difference operator and propagates a measure of graph
signal smoothness as [Lx]i =∑

j∈Ni
Ai j (xi −x j ).

Given the concept of graph signal shift, we can define the graph convolutional
filter analogous to the finite impulse response (FIR) filter in the traditional signal
processing as a parametric shift-and-sum operator.

Definition 2 (Graph Convolutional Filter [29]). A graph convolutional filter of order
K is a linear mapping H : RN →RN with parameters h = [h0, . . . ,hk ]> that sums up to
K shifted versions of the input signal x as

H(x) =
K∑

k=0
hk Sk x = H(S)x (2.6)

where H(S) =∑K
k=0 hk SK is the parametric polynomial matrix of the shift operator S.

The output at each node is a linear combination of the input signal at the
node itself up to K -hop neighbors. This is due to the fact that the graph shift
operator S is local and shares the same support as the graph structure. The graph
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convolutional filter in (2.6) can serve as the mapping f (x,S;h) = H(S)x of a GNN
architecture. The polynomial in (2.6) is general and one can also have specific
orthogonal polynomials such as Chebyshev or Jacobi polynomials to design the
graph convolutional filters [29]. Fig. 2.1 illustrates the graph convolutional filter
operation.

Definition 3. (Frequency response) Let the GSO S be diagonalizable as S = UΛU−1

with U = [u1, . . . ,uN ] being the matrix of eigenvectors and Λ = diag(λ1, . . . ,λN ) the
diagonal matrix of eigenvalues. The frequency response of the graph convolutional
filter H(S) is defined as

h(λ) =
K∑

k=0
hkλ

k . (2.7)

The frequency response characterizes the graph convolutional filter in the graph
spectral domain as

ŷ = U−1H(S)x = h(Λ)x̂ (2.8)

where x̂ = U−1x and ŷ = U−1y are the graph Fourier transform of the input and
output graph signals, respectively.

2.2.2. GRAPH CONVOLUTIONAL NEURAL NETWORKS

The graph convolutional filters can be used to model data on graphs and perform
filtering operations, however, the linearity confines the expressiveness of the filters
for modelling non-linear patterns in the data. Graph convolutional neural networks
(GCNNs) are designed to increase the expressiveness of the filters by cascading them
with non-linear activation functions [31]. We introduce GCNNs by elaborating first
on their basic building block, the graph perceptron.

Definition 4 (Graph Perceptron [32]). A graph perceptron is a non-linear mapping
Φ : RN →RN that applies a graph convolutional filter H(S) followed by an entry-wise
non-linear activation function σ(·), i.e.,

Φ(x;S,h) =σ(H(S)x). (2.9)

Fig. 2.2 illustrates the frequency response of a graph perceptron. Assume the
output of the graph convolutional filter is y = H(S)x, and the output of the activation
function is z =σ(y). The modulation via the activation function σ(·) can affect the
frequency content of the output signal y noticably, and consequently, increases the
expressiveness of the graph filter.

Definition 5 (GCNN [32]). A GCNN with L layers is a composition of L graph
perceptrons over Fℓ different features (channel) in each layer ℓ. The output of the
ℓ-th layer is computed as

x f
ℓ
=σ(

Fℓ−1∑
g=1

H f g
ℓ

(S)xg
ℓ−1) f = 1, . . . ,Fℓ (2.10)
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H(S) σ(·)

|x̂| |ĥ(λ)| |ŷ | |ẑ|

Figure 2.2.: Frequency response of a graph perceptron. The input graph signal
x is passed through a graph convolutional filter H(S) followed by an
entry-wise non-linear activation function σ(·) to generate the output
graph signal z.

Layer 1 Layer 2

H1(x) σ(·) H2(x) σ(·)x0 = x
x1

x2 =Φ(x;S,H )

Figure 2.3.: Graph convolutional neural network (GCNN) with L = 2 layers and 1
channel per layer F1 = F2 = 1. The input graph signal x0 is passed through
two graph perceptrons with parametric graph convolutional filter H1(S)
and H2(S).

where H f g
ℓ

(S) is the graph convolutional filter for the f -th feature in the ℓ-th layer. A
feature or a channel f is a dimension of latent representation in each layer and the
graph signals need to be aggregated across this dimension to pass to the next layer.
Thus, a general aggregation function AGGF : (RN )F → RN can be used to combine
the outputs of F channels, however, in (2.10) we use a summation operator for
simplicity. Assuming FL = 1 and x0 = x, the output of the GCNN is the output of the
last layer and can be written as

xL =Φ(x;S,H ) (2.11)

with H = {h f g
ℓ

} being the set of filter parameters for all layers and channels. Fig. 2.3
illustrates a GCNN with L = 2 layers and F1 = F2 = 1. For simplicity, we consider
Fℓ = F for all layers ℓ in the rest of the chapter.

2.2.3. LEARNING WITH GCNNS

To train a GCNN in a data-driven manner, it is required a training set of graph
signals x and their corresponding targets y ∈ RNo as T = {(xi ,yi )}|T |

i=1 and a loss
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function J (·) : RNo → R. The goal is to learn the parameters H of the GCNN that
minimize the empirical loss over the training set, i.e.,

H ⋆ = argmin
H

1

|T |
∑

(x,y)∈T

J (y−Φ(x;S,H )). (2.12)

The cost function J (·) can be any differentiable function that measures the
discrepancy between the predicted output and the target output (if present)
combined with a regularizer term. For example, mean squared error (MSE) for
regression tasks with parameter sparsity regularizer reads as

J (y−Φ(x;S,H )) = ‖y−Φ(x;S,H )‖2
2 +λ‖g (H )‖1. (2.13)

Other instances include l1-norm for sparse regression, and cross-entropy for
classification purposes.

The optimization problem in (2.12) can be solved using gradient-based
optimization methods such as stochastic gradient descent (SGD) or its variants
through backpropagation as long as the loss function is differentiable w.r.t. the
parameters H .

2.2.4. GCNNS THEORETICAL PROPERTIES

As it follows from Definition 5, graph filters are at the core of GCNNs to learn
representations from the graph and graph signals. Here, we go more in depth into
their role and the properties they provide to the GCNN.

Property 1 (Permutation equivariance). Given a permutation matrix P ∈ {0,1}N×N , a
GCNN is permutation equivariant meaning

Φ(P>x;P>SP,H ) = P>Φ(x;S,H ). (2.14)

That is, permuting the input P>x and the domain P>SP prior to applying the GCNN
is equivariant to applying the permutation on the same GCNN output with the
nominal input x and GSO S. This property ensures that the output of the GCNN is
invariant to the node ordering in the graph which is essential for the analysis of
graph signals. Permutation equivariance allows the GCNN to exploit internal data
symmetries as the permutation forms of a symmetry group [33]. This is analogous
to the as 2D-convolution for images that rely on translation groups. Thus, they are
prominent tools to learn representations from graph signals.

Property 2 (Computational complexity). Given a GCNN with L layers and F features
per layer, the computational cost of a forward pass is O (LF 2K M) where K is the
order of the graph convolutional filters due to the GSO sparsity pattern and recursive
nature of the implementation.

Property 3 (Shared parameters). Given a GCNN with L layers and F features per
layer, the number of parameters is |H | = LF 2K that is independent of the graph size
due to the shared parameters of the graph convolutional filters across the nodes.
This property enables GCNNN to tackle the curse of dimensionality for larger graphs.
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Definition 6 (Graph absolute perturbation). An absolute graph perturbation is a
change in the graph structure that can be represented as a perturbation matrix E
added to the GSO S as Ŝ = S+E.

Definition 7 (Graph relative perturbation). A relative graph perturbation is a change
in the graph structure that can be represented as a perturbation matrix E added to
the GSO S as Ŝ = S+(SE+ES). The relative perturbation ensures the nodes connected
to more edges are more affected by the perturbation than the nodes connected to
fewer edges, i.e., the perturbation is relative to the graph structure.

Property 4 (Stability). A GCNN is stable to graph perturbations given a restriction
of the graph convolutional filters. This property provides reliability to GCNNs in
real-world applications where the graph structure is prone to changes and noise.

Remark: The term stability is used in the context of GCNNs to refer to the bounded
changes in the output of a GCNN given bounded changes in the input graph
structure. Considering the graph structure as an input to the GCNN, this definition
of stability is analogous to the Bounded-Input Bounded-Output (BIBO) stability. This
definition persists throughout the dissertation.

2.2.5. STABILITY OF GCNNS

As the stability property of GCNNs is central in this dissertation, we elaborate more
on it. The changes in the output of a GCNN are bounded by the changes in the
input graph structure as long as the graph convolutional filters are integral Lipschitz
meaning they are less discriminative on higher frequency content in the data. The
proof also holds for graph convolutional filters, however, the restriction on the filters
is limiting while GCNNs remain discriminative through the non-linear activation
functions.

Definition 8 (Integral Lipschitz filter [34]). A filter H(S) is integral Lipschitz if there
exists a constant C such that ∣∣∣∣λ∂h(λ)

∂λ

∣∣∣∣≤C (2.15)

where h(λ) is the frequency response of the graph convolutional filter H(S) and
satisfies |h(λ)| ≤ 1. For polynomial filters, such as graph convolutional filters in (2.6),
there always exists a constant C that satisfies the above condition.

Theorem 1 (Stability [34]). Let Ŝ = S+ (SE+ES) be a perturbed GSO with E being a
perturbation matrix with bounded spectral norm ‖E‖ ≤ ϵ. A GCNN Φ(x;S,H ) with
C -integral Lipschitz filters holds

‖Φ(x;S,H )−Φ(x; Ŝ,H )‖2 ≤ 2C (1+δ
p

N )LF 2ϵ‖x‖2 (2.16)

where δ= (‖U−V‖+1)2 −1 is the misalignment between the eigenbasis U of GSO S
and V of perturbation matrix E.
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The stability bound of a GCNN loosens as the number of layers L increases or the
graph size N is larger. This corollary suggests a trade-off between expressiveness and
stability in the design of GCNNs. A trained GCNN can be made more stable if the
graph filters are constrained to integral Lipschitz functions during training. Finally,
the term δ depends on the perturbation matrix eigenbasis which makes the stability
bound vary noticeably for different realizations of perturbation matrix.

2.3. LEARNING FROM TIME-SERIES ON GRAPHS
In this section, we introduce the concept of time-series over graphs and how to
define them as time-varying graph signals. Then, we proceed with the conventional
methods to learn and analyze such time series followed by an overview of GNN-based
approaches.

Remark: The term time-series over graphs is used to refer to the data that is defined
over a graph structure and evolves over time while the graph structure is fixed.
This is different from the case where the graph structure itself changes over time
alongside the data, which is not the focus of this dissertation.

2.3.1. TIME-VARYING GRAPH SIGNAL

A time-varying graph signal is a mapping from the product space of vertices and
time to the real numbers as

x : V ×R+ →R. (2.17)

Hence, a time-varying graph signal can be represented as a vector-valued function
over time as x(t ) = [x(v1, t ), . . . , x(vN , t )]>, or equivalently, x : R+ → RN . This
representation can be seen as a sequence of graph signals where each graph signal
is defined over the same graph structure but at different time instances. In a
discrete-time setting with a fixed sampling rate, the time-varying graph signal can
be represented as a matrix X ∈ RN×T with T being the number of time instances.
We define xt as the graph signal at time instance t , i.e., xt = X[:, t ], x(i ) as the time
series at node i , i.e., x(i ) = X[i , :]. Fig. 2.4 illustrates both continuous and discrete
time-varying graph signals and their representations, respectively.

The main challenge of working with such data is their complex interactions among
time and graph domain simultaneously. The signal propagates over the network
based on the graph structure, and each signal themselves can change over time.
This makes the analysis of time-varying graph signals dependent on a joint analysis
of the graph structure and the temporal dynamics.

2.3.2. LEARNING FROM TIME-VARYING GRAPH SIGNALS

Let T = {(Xi ,Yi )}|T |
i=1 be a training set of time-varying graph signals with corresponding

target signals. This can be extracted from a time-series over a graph structure
x(t ) using T as the window size to generate Xi ∈ RN×T as the input data
and the target signal Yi ∈ RNo×To is generated based on the application. Let
Φ(·;G ,H ) : RN×T →RNo×To be a parametric graph-based model that maps the input
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Figure 2.4.: (a) A continuous time series over a graph that can be represented with
vector-valued function x(t ). (b) A discrete time series over a graph that
can be represented with a matrix X where each column is a graph signal
at a specific time instance.

time-varying graph signal to the target signal. The goal is to learn the parameters H

of the model that minimizes the time-averaged empirical loss over the training set as

H ⋆ = argmin
H

1

|T |
∑

(X,Y)∈T

1

To

To∑
t=1

Jt ([Φ(X;G ,H )]t , [Y]t ), (2.18)

where Jt (·, ·) is a differentiable loss function at time t and [·]t denotes the t-th
column of the matrix, and Φ(X;G ,H ) is a model that considers the graph structure
G alongside temporal dependencies in the learning process.

The input-output relation of the model Φ(·) depends on the application at hand.
For example, in a forecasting task, the input is a historical time-varying graph signal
and the target is the future time-varying graph signal, i.e., xt+1 =Φ(Xt ;G ,H ). In an
interpolation task, the input is a time-varying graph signal with missing values and
the target is the complete time-varying graph signal, i.e., X =Φ(M¯X;G ,H ) where
M is the masking matrix and ¯ is the Hadamard product. Finally, in an anomaly
detection task, the input is a complete time-varying graph signal and the target
y ∈ 0,1 is a classification label indicating whether the input signal is anomalous or
not, i.e., y =Φ(X;G ,H ).

The core challenge is to design a model Φ(·) that can effectively capture the
complex interactions between the temporal dynamics and the graph structure. This
function needs to account for both structural symmetries in the graph domain and
temporal dependencies in the time domain, simultaneously, while maintaining data
efficiency and computational scalability.
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Figure 2.5.: Spatial and temporal graphs along with signals over their nodes. (Left)
Spatial graph and graph signal at time t . Scalar xt (2) is the signal and
node two recorded at time t . It is proximal with signals at nodes one,
three, and four. (Right) Temporal graph and i th time series illustrated as
graph signal. Edges in green are those of a directed line graph, while
edges green and grey are of a cyclic graph.

xt(1)

xt(2)

xt(3)
xt(4)

� =

x1(i)

x2(i)

x3(i)

x1(1)

x1(2)

x1(4)

x2(4)

x3(1)

x3(2)

x3(3)
x3(4)

Kronecker: S⊗ = ST ⊗ S⊗; |E⊗| = 2|ET ||E|
Cartesian: S× = ST ⊗ IN + IT ⊗ S; |E×| = T |E|+N |ET |
Strong: S� = S⊗ + S× |E�| = |E⊗|+ |E×|

Figure 2.6.: Different product graphs and the formation of multivariate temporal
data over them. (grey edges) Kronecker product G⊗ =GT ⊗G . (green and
red edges) Cartesian product G× = GT ×G . (All edges) Strong product
G⊠ =GT⊠G .

2.3.3. TEMPORAL GRAPH NEURAL NETWORKS

Temporal graph-based learning models can be divided into hybrid and fused models
based on the way they handle the temporal and graph domain.

Hybrid models combine distinct learning models for graph and temporal data.
Commonly, they use GNNs to extract higher-level relational features over the graph
nodes and process these features by a temporal recurrent neural network (RNN),
Convolutional neural network (CNN), or their variants.

The advantage of hybrid models lies within their simple and efficient
implementation since they benefit from modular graph-based and temporal blocks.
However, this modularity makes it unclear how to best combine them for the task
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at hand and analyze theoretically their inner-working mechanisms. Moreover, they
are disjoint and sequential in nature (first graph and then temporal processing or
vice-versa); thus, are more restrictive and require each node to accumulate global
information. Hence, in this thesis, we focus on fused models to address these
limitations.

Fused models integrate the graph in conventional temporal data-driven models to
capture the relatio-temporal patterns in the data. For example, the work in [18]
replaces the transformation in an RNN by graph convolutional filters to bias the
temporal hidden dynamics with the graph structure.

Fused models require a new relatio-temporal domain to account for both structural
symmetries and temporal dependencies. In this thesis, we use two prominent
approaches to define this domain: (i) product graphs and (ii) state space models. We
elaborate on these next.

2.3.4. PRODUCT GRAPHS FOR TIME-VARYING GRAPH SIGNALS

Product graphs aim at representing a multivariate temporal recursion as a static
graph signal over a larger graph capturing both spatial and temporal relations [35].
The product graph arises in several fields, including biology and finance. They can
decompose large graphs, alleviating storage requirements and computational efforts.

A scalar time series can be seen as a graph signal residing on top of a line graph,
where each node of the graph represents the discrete time index. When we have
a multivariate time series residing on top of a network, two graphs can be used
to represent such setting: i) the line graph for each time series; and ii) the spatial
graph, to capture dependencies among time series. Product graphs enable us to
have a unified and combined picture of this spatio-temporal dataset, by combining
the two graphs into a larger one.

Consider an N × 1 multivariate signal xt collected over T time instances in
matrix X = [x1, . . . ,xT ]. The t th column xt = [xt (1), . . . , xt (N )]> may be measurements
of different sensors in a sensor network at time t , whereas the i th row
xi = [x1(i ), . . . , xT (i )]> may be the time series of sensor i over the T time instants.
When learning representations from the data in X we are interested in exploiting
both the spatial dependencies in xt and the temporal dependencies in xi . However,
despite learning from these spatial and temporal relations is important to extract
patterns in X, we need to devise methods that exploit them jointly as an inductive
bias for learning representations [36].

When data xt have a (hidden) underlying structure, we can capture their spatial
relations through a spatial graph G = (V ,E ) of N nodes in set V = {1, . . . , N } and |E |
edges in set E ⊆ V ×V . We represent the structure of G via its graph shift operator
(GSO) matrix S ∈RN×N which is a sparse matrix with non-zero entries [S]i j 6= 0 only
if (i , j ) ∈ E or i = j [37]. We can view xt as a graph signal with scalar xt (i ) residing
on node i . Likewise, we can capture the temporal relations in xi through a temporal
graph GT = (VT ,ET ) of T nodes in set VT = {1, . . . ,T } and |ET | edges in set ET ∈ VT ×VT .
Each node represents one time instant t and set ET contains an edge if signals at
instances t and t ′ are related. Also, we represent the structure of GT with its GSO
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matrix ST ∈RT×T . Data xi can be seen as a graph signal with scalar xt (i ) being the
value at node t . Examples of GT are the directed line graph that assumes signal
xt (i ) depends only on the former instance xt−1(i ), the cyclic graph that accounts for
periodicity, or any other graph that encodes the temporal dependencies in xi , see
Fig. 2.5.

Given graphs G , GT , we can capture the spatiotemporal relations in the data X
through product graphs

G¦ =GT ¦G = (V¦,E¦,S¦) . (2.19)

The node set V¦ = VT ×V is the Cartesian product between VT and V with cardinality
|V¦| = N T and node i¦ ∈ V represents the space-time location (i , t ); see Fig. 2.6.
The edge set E¦ ⊆ V¦×V¦ connects now space-time locations, which structure and
respective GSO S¦ ∈ RN T×N T are dictated by the type of product graph. Typical
product graphs are [38]:

• Kronecker product: G⊗ = GT ⊗G = (V⊗,E⊗,S⊗) has the GSO S⊗ = ST ⊗S. The
number of edges is |E⊗| = 2|E ||ET |. The Kronecker product translates the spatial
coupling into a temporal coupling in which spatiotemporal nodes i¦ = (i , t ) and
j¦ = ( j , t +1) are connected only if the spatial nodes i , j are connected in G and
the temporal nodes t and t +1 are connected in GT ; grey edges in Fig. 2.6.

• Cartesian product: G× =GT ×G = (V×,E×,S×) has the GSO S× = ST ⊗ IN + IT ⊗S.
The number of edges is |E×| = T |E |+N |ET |. The Cartesian product implies
a temporal coupling by connecting each spatial node to itself in consecutive
instants as dictated by GT , i.e., the spatiotemporal nodes i¦ = (i , t ) and
j¦ = (i , t +1) are connected if time instants t and t +1 are adjacent; red and
green edges in Fig. 2.6.

• Strong product: G⊠ =GT⊠G = (V⊠,E⊠,S⊠) has the GSO S⊠ = ST ⊗ IN + IT ⊗S+
ST ⊗S. The number of edges is |E⊠| = |E ||ET |+T |E |+N |ET |. The strong product
is the union of the Kronecker and Cartesian products. Here, spatiotemporal
nodes i¦ = (i , t ) and j¦ = ( j , t +1) are connected if time instants t and t +1
are adjacent in the temporal graph GT and spatial nodes i and j are either
neighbors or i = j in graph G ; red, green, and grey edges in Fig. 2.6.

Column-vectorizing X into x¦ = vec(X) ∈ RN T we obtain a product graph signal in
which the i th entry is the signal value at the spatiotemporal node i¦. Some of such
values are illustrated in Fig. 2.6.

2.3.5. STATE SPACE MODELS FOR TIME-VARYING GRAPH SIGNALS

state space models (SSMs) are a powerful framework for modeling temporal functions
including the ones evolving over graphs, particularly when the observed data is noisy,
incomplete, or indirectly related to the underlying process. An SSM represents the
system dynamics using a hidden state that evolves over time, capturing the latent
structure of the process, and an observation model that relates the hidden state to
the observed data.
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Definition 9 (Graph state space model). A state space model for time-varying graph
signals consists of state and observation equations:

xt = f (xt−1,ut ;G ,θs ), (state transition) (2.20)

yt = g (xt ;G ,θo), (observation model) (2.21)

where xt ∈RN is the hidden state at time t , ut ∈RN is the input graph signal, yt ∈RN

is the observed output, F(·) is the state transition function, G(·) is the observation
function, and θs ,θo are the parameters of the model.

Graph SSMs are simultaneously accounting for the graph structure through
transition and observation functions f (·) and g (·), respectively, while modeling the
temporal dynamics via the hidden state xt ; thus, they are reliable candidates for
fused relatio-temporal models. Moreover, SSMs are highly flexible and can be
adapted to various applications by choosing appropriate forms for f (·) and g (·). For
example, a continuous-time state x(t ) can be used and modeled with a stochastic
differential equation (SDE) to capture continuous latent dynamics.

2.3.6. CONCLUSION

We introduced the fundamental concepts and definitions, including time-varying
graph signals, product graphs, SSMs, and GCNNs. These concepts form the basis for
the subsequent chapters, where we will use product graphs combined with GCNNs
to address different relatio-temporal modelling tasks in Chapters 3, 4, and 5. Finally,
we leverage SSMs combined with GCNNs to design scalable and data efficient model
for relatio-temporal data in Chapter 6.
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GRAPH-TIME CONVOLUTIONAL

NEURAL NETWORKS

In this chapter, we introduce a novel graph-time convolutional neural network
(GTCNN) for analyzing network time-series data. The GTCNN operates on the
product domain of discrete-time graph and relational structure provding a joint
relatio-temporal neighborhood leading to a more expressive model accouting for both
relational and temporal dependencies simultaneously. Leveragig the convolution
principle in the product domain enables GTCNN to enjoy a spectral representation
that allows us to further study stability and theoretical properties of the model, and
also, to capture symmetry groups in the relational data similar to translation groups
in images. 1

3.1. INTRODUCTION
Learning from multivariate temporal data is a challenging task due to their intrinsic
spatiotemporal dependencies. This problem arises in applications such as time
series forecasting, classification, action recognition, and anomaly detection [39–43].
The spatial dependencies can be captured by a graph either explicitly such as in
transportation networks or implicitly such as in recommender systems [44]. Therefore,
graph-based inductive biases should be considered during learning to exploit the
spatial dependencies alongside with temporal patterns in a computationally and data
efficient manner. Based on advances in processing and learning over graphs [45, 46],
a handful of approaches have been proposed to learn from multivariate temporal
data [47]. The main challenge is to capture the spatiotemporal dependencies by
built-in effective biases in a principled manner [36].

The convolution principle has been key to build learning solutions for graph-based
data [33, 48]. By cascading graph convolutional filters and pointwise nonlinearities,
graph convolutional neural networks (GCNNs) have been developed as non-linear

1This chapter is based on the publication: M. Sabbaqi and E. Isufi, "Graph-Time Convolutional Neural
Networks: Architecture and Theoretical Analysis," in IEEE Transactions on Pattern Analysis and
Machine Intelligence, vol. 45, no. 12, pp. 14625-14638, Dec. 2023.
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models for graph-based data [49, 50]. Such a principle reduces both the number
of learnable parameters and the computational complexity in the GCNN, ultimately,
overcoming the curse of dimensionality [33, 36]. The convolution operation allows
also for a mathematical tractability of GCNNs. On the one hand, it is a permutation
equivariant operation, implying that it can capture structural symmetries to aid
learning [33, 51]. On the other hand, it enjoys a spectral duality by means of a
graph signal processing analysis [45], which, in turn, can be used to characterize the
stability of GCNNs to perturbations in the support [23, 51–53]. The overreaching goal
of this paper is to leverage the convolution principle to learn from spatiotemporal
data as well as study the theoretical properties of this model.

3.1.1. RELATED WORKS

There are two stream of works related to this paper: one developing architectures;
and one studying their stability.

Architectures. Spatiotemporal graph-based learning models can be divided into
hybrid and fused models. Hybrid models combine distinct learning algorithms for
graph and temporal data. They use GCNNs to extract higher-level spatial features
and process these features by a temporal RNN, CNN, or variants of them. The works
in [14, 54, 55] concatenate a GCNN by an LSTM where the former is applied per
timestamp and the latter per node. Instead, the work in [56] uses an RNN followed by
a GCNN. Another work in [39] uses a narrower graph convolutional layer in between
two temporal gated convolution layers, whereas [57] combines graph diffusion with
temporal convolutions. Another approach is to ignore the graph structure and use
temporal CNNs augmented by the attention mechanism to reduce the number of
parameters and ease training [58]. Graph WaveNet uses a gated dilated temporal
convolution followed by a first order graph convolution [59]. Fused models impose
the graph structure into conventional spatiotemporal models to jointly capture the
spatiotemporal relationships [19, 20, 40, 60, 61]. The fully connected blocks are
replaced by graph convolutions to generate graph-based latent embeddings. The
work in [60] proposed graph-based VARMA to learn spatiotemporal embeddings. The
authors in [19, 61] employ variants of RNN models with graph convolution-based
blocks, while [20] also designs a graph-based gating module. In another approach,
the spatial graph is passed through a continuous temporal shift operator to define a
spatiotemporal convolution [62]. The work in [40] starts with a graph partitioning
and defines a spatiotemporal neighborhood in each partition to perform message
passing. The works in [63, 64] use diffusion schemes where the output is a function
of the signals of at most one hop neighbors. Since diffusion is considered in a causal
fashion the information from the k-hop spatiotemporal neighbors is considered in
subsequent layers, which may be limiting to extract patterns.

The advantage of hybrid models lies within their simple and efficient
implementation since they benefit from modular spatial and temporal blocks.
However, this modularity makes it unclear how to best combine them for the task
at hand and analyze theoretically their inner-working mechanisms. Moreover, they
are disjoint and sequential in nature (first graph and then temporal processing or
vice-versa); thus, are more restrictive and require each node to accumulate global
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information. Instead, fused models overcome these issues but they mostly use a
low-order spatiotemporal aggregation which limits their effectiveness in capturing
spatiotemporal patterns. We address this challenge by leveraging product graphs to
represent multivariate time series [38]. Product graphs have been widely used for
modeling complex data [65], the matrices [66], and developing a graph-time signal
processing framework [67]. However, their use for learning from spatiotemporal
data has been limited. The work in [68] builds spatiotemporal scattering transforms
using product graphs and shows their advantages over alternative data representative
solutions. Here, we use product graphs as a platform to run spatiotemporal
convolutions and build neural network solutions with it. The work in [40] implicitly
uses the Cartesian product graph to build a spatiotemporal neighborhood. Differently,
we develop a principled convolutional framework for learning via any product graph,
multi-resolution neighborhood information aggregation in each layer ( [40] focuses
only on immediate neighbors), and introduce a parametric product graph to learn
the spatiotemporal coupling.

Stability. Studying the stability of graph neural networks to graph perturbation
reveals their potentials and limitations w.r.t. the underlying support. The work in [23]
provided a stability scheme to relative perturbations on the graph for GCNNs by
enforcing graph convolutional filters to vary smoothly over high graph frequencies.
Authors in [69] proposed a linear stability bound to graph arbitrary perturbation
for a large class of graph filters named Cayley smooth space. The work in [70]
considers an edge rewiring model for perturbation and provides an upper bound for
output changes. The authors in [52] proved that GCNNs are stable to stochastic
perturbation model where links have a probability of existence in the graph. In
case of spatiotemporal graph neural networks, the work in [20] developed a stability
analysis to graph perturbation following the model in [23]. The authors in [62]
have used the relative perturbation model in [23] to investigate their model stability
properties. We also pursue a similar analysis as [23] for the graph-time convolutional
neural network to approve its capabilities and observe the effects of time component
in the stability and transferability properties of them. The similar base of stability
analysis allows us to compare the proposed model with previous works in [20, 62]
and collect insights into how different learning solutions for spatiotemporal data
handle uncertainty in the spatial support. Differently from the latter, the proposed
stability results via product graphs provides direct links with that of GCNNs if time is
invariant, highlighting also the impact of how the temporal component is accounted
for a joint spatiotemporal learning.

3.1.2. CONTRIBUTION

We consider the convolutional principle over product graphs as an inductive
bias to build graph-time convolutional neural network (GTCNN) for learning from
multivariate temporal data. Our specific contributions are:

C1) Principled architecture: We develop an architecture that leverages graph-time
convolutions and product graphs as a spatiotemporal inductive bias to reduce
the computational cost and the number of trainable parameters. We also
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propose a solution to learn the spatiotemporal coupling and a recursive
implementation to tackle the high dimensionality of the product graphs.

C2) Theoretical properties: We prove GTCNNs are permutation equivariant. Then,
leveraging concepts from graph-time signal processing, we show the learned
filters act in the joint graph and temporal spectral domain as point-wise
multiplication between the learnt frequency response and the graph-time
Fourier transform of the input.

C3) Stability: We prove the GTCNN is stable to perturbations in the spatial graph.
Our result shows the GTCNN becomes less stable for larger graphs and that the
temporal window in the product graph affects it more severely than increasing
the number of nodes. We provide a thorough discussion of our stability bound
w.r.t. baselines and alternative approaches.

C4) Numerical performance: We compare the GTCNN with baseline and state-
of-the-art solutions in different tasks about time series classification and
forecasting. The GTCNN outperforms the baseline GCNN model that ignores
the temporal dimension and compares well with alternatives on benchmark
datasets.

The structure of this paper is as follows. Section. 3.2, introduces product graphs
and signals over them to formulate our problem. In Section. 3.3, the GTCNN is
proposed and its properties are discussed. Section. 3.4 is dedicated to stability
analysis of GTCNNs. Section. 3.5 contains the numerical results and experiments to
corroborate the strengths of GTCNNs. Finally, Section 3.6 concludes the paper.

3.2. PROBLEM MOTIVATION
We are interested in learning representations from the spatiotemporal data in X
for a particular task such as inferring the source of a signal [71], forecasting
future values [39], or classifying time series [40]. While the product graph is a
viable mathematical tool to represent the structure in X, we can also ignore it
and process X with standard approaches such as the vector autoregressive (VAR)
models [72], multilayer perceptrons (MLPs) [73], or recurrent neural networks
(RNNs) [74]. However, such techniques face two main limitations. First, their
number of parameters and computational complexity is of order O (N 2) as they
involve dense layers, suffering the curse of dimensionality [33]. Second, they depend
on the fixed order of the time series. The latter is a challenge because the learned
representations do not permute with the time series and, when a new time series
becomes available, the whole system needs to be retrained. Consequently, these
models are not transferable.

One strategy to overcome such challenges is to exploit separately the spatial
and the temporal structure by first processing X column-wise with a graph neural
network (GNN) [9] and successively with a temporal convolution or RNN [54, 56].
However, such strategy fails to exploit the spatiotemporal coupling in the data and
leverages only the coupling in the learned higher-level representation of the GNN,
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ultimately, limiting the performance and interpretability. One way to overcome this
challenge is to embed a graph structure within a recursive model such as VAR [60] or
RNN [19, 20]. Working with graph-based VAR models is limiting because they work
in the linear space, while graph-based RNN works only with a fixed latent-space
dimension of N (number of the nodes) or require an additional pooling step. Both
the latter are uncomfortable because RNN-type of algorithms work best with a
lower-dimensional latent space and finding the appropriate pooling strategy adds an
extra challenge to the whole system [9]. Another aspect of RNNs is that they suffer
training issues in their vanilla form; hence, LSTMs [75] or GRUs [76] are needed,
which put more emphasis on the temporal dependencies rather than on the joint
spatiotemporal ones.

Differently, we propose a first-principle neural network solution that exploits
product graphs as an inductive bias for the spatiotemproal coupling, that is modular
to any pooling technique, and that puts equal emphasis on the joint spatiotemporal
learning. Building on first principles allows for a mathematical tractability akin to
that of the principled spatial CNN [48]. To achieve these goals, we leverage the
shift-and-sum principle of the convolution operation [77] to propagate information
over the product graph but differently from a GCNN [48] we leverage the sparsity
of the product graph to handle its large dimensionality. Working with the
convolution principle allows also developing an architecture that is equivariant to
permutations [48], enjoys a spectral analysis via the graph-time Fourier transform [67,
78] (Section 3.3), and that is stable to perturbations in the spatial support in BIBO
sense (Section 3.4).

3.3. GRAPH-TIME CONVOLUTIONAL NEURAL NETWORKS
In this section, we define the graph-time convolutional neural network (GTCNN) and
discuss its properties both in the vertex and in the spectral domain.

3.3.1. GRAPH-TIME CONVOLUTIONAL FILTERS

The key element to build a GTCNN is the graph-time convolutional filter. For
a product graph G¦ = (V¦,E¦,S¦) and signal x¦, the output y¦ of a graph-time
convolutional filter of order K is

y¦ = H(S¦)x¦ =
K∑

k=0
hk Sk

¦x¦ (3.1)

where h0, . . . ,hK are the parameters and H(S¦) := ∑K
k=0 hk Sk¦ denotes the filtering

matrix. The qualifier convolution for filter (3.1) comes from the fact that it shifts the
input x¦ up to K times over the product graph S0¦x¦,S1¦x¦, . . . ,SK¦ x¦ and builds the
output y¦ as a scaled sum of these shifts; see Fig. 3.1. Since S¦ is spatiotemporally
local, the shift S¦x¦ diffuses the signal from the spatiotemporal node i¦ to any other
immediate spatiotemporal neighbor j¦. From recursion Sk¦x¦ = S¦(Sk−1¦ x¦), we can see
that higher-order powers Sk¦ diffuse the signal to spatiotemporal neighbors that up
to k−hops. This implies that filter (3.1) is spatiotemporally local in a neighborhood
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Figure 3.1.: Graph time convolutional filter of order two illustrated for a Cartesian
product graph. Each block shifts the signal x¦ over the product graph by
its graph shift operator S¦. Each shift implies a neighborhood coverage
highlighted in yellow for a particular node. Each shifted signal Sk¦x¦ is
scaled by its filter coefficient hk and summed up to build the output
y¦. Changing the product graph implies a different spatiotemporal
neighborhood coverage.

of radius K . The filter resolution depends on the order K but also on the type of
product graph. For instance, the Kronecker product ignores the information present
at time t limiting the spatial resolution but has a high temporal one; the Cartesian
product brings in the spatial information of time t but accounts for the temporal
proximity only for signal values at the same node; the strong product accounts for
both and needs a lower order K to cover a particular neighborhood; Fig. 3.1.

The locality of S¦ allows obtaining the output y¦ in (3.1) with a computational
cost of order O (K |E¦|). The latter can be achieved by leveraging the recursion
Sk¦x¦ = S¦(Sk−1¦ x¦). This complexity order is appealing despite we work with a large
GSO and input vector. However, it should be noted that |E¦| is in turn governed by
the type of product graph [cf. Fig. 2.6], thus making the strong product a suitable
choice only if the spatial graph is highly sparse. It also follows from (3.1) that the
order of parameters is O (K ) and it is independent on the spatial and temporal
dimensions.

3.3.2. GTCNNS

A graph-time convolutional neural network (GTCNN) is a composition of graph-
time convolutional filters with pointwise nonlinearities. Specifically, consider an
architecture composed of L layers ℓ= 1, . . . ,L and let Hℓ(S¦) =∑K

k=0 hkℓSk¦ be the filter
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used at layer ℓ. The GTCNN propagation rule is

x¦,ℓ =σ
(
Hℓ(S¦)x¦,ℓ−1

)= (
K∑

k=0
hkℓSk

¦x¦,ℓ−1

)
(3.2)

where x¦,0 := x¦ is the GTCNN input. Fig. 3.2 illustrates a GTCNN of three layers. To
augment the representation power, we consider multiple nodal features per layer in
matrix X¦,ℓ−1 = [x1

¦,ℓ−1, . . . ,xF
¦,ℓ−1] ∈ RN T×F where each column xg

¦,ℓ−1 is a graph-time
signal feature at layer ℓ−1. These features are passed through a bank of graph-time
convolutional filters and pointwise nonlinearities to yield the output features of layer
ℓ

X¦,ℓ =σ

(
K∑

k=0
Sk
¦X¦,ℓ−1Hkℓ

)
(3.3)

where Hkℓ ∈ RF×F is the parameter matrix containing the coefficients of the filter
bank at layer ℓ. To ease the analysis of the filer bank in (3.3), we make explicit the

input-output relation between the f th output feature x f
¦,ℓ and the g th input feature

xg
¦,ℓ−1 as

x f
¦,ℓ =σ

( F∑
g=1

H f g
ℓ

(S¦)xg
¦,ℓ−1

)
=σ

( F∑
g=1

K∑
k=0

h f g
kℓ Sk

¦xg
¦,ℓ−1

)
(3.4)

for all f = 1, . . . ,F and where H f g
ℓ

(S¦) =∑K
k=0 h f g

kℓ Sk¦ is one of the F 2 filters used in
layer ℓ.

Recursions (3.3) (resp. (3.4)) are repeated for all layers. In the last layer ℓ= L,
we consider without loss of generality the number of output features is one, i.e.,
x¦,L := x1

¦,L . This output is a function of the input x¦ and the collection of all filter

banks H f g
ℓ

(S¦) [cf. (3.1)]. Grouping all filters in the filter tensor H (S¦) = {H f g
ℓ

(S¦)}ℓ f g ,
we can define the GTCNN output as the mapping

x¦,L :=Φ(x¦;H (S¦)) with H (S¦) = {H f g
ℓ

(S¦)}ℓ f g . (3.5)

The GTCNN parameters are learned to minimize a loss L (xL ,Y) computed over a
training set of input-output pairs T = {x¦,Y}.

As it follows from (3.1), the number of parameters in each filter is K +1. This gets
scaled by the number of filters per layer F 2 and the number of layers L, yielding
an order of O (K F 2L) parameters defining the GTCNN. Likewise, the computational
complexity for running the filter bank for L layers is of order O (K F 2L|E¦|). Such
orders are similar to those of conventional GCNNs working with time invariant
signals. This is a consequence of exploiting the sparsity of product graphs and the
spatiotemporal coupling via graph convolutional filters [cf. (3.1)]. In the next section,
we shall discuss how to learn this spatiotemporal coupling.

Alternative graph-time neural networks. Once the product graph is built, we can
employ any aggregation scheme to collect spatiotemporal information. For the sake
of completness, we detail here the message passing neural network (MPNN) [46] and
the graph attention network (GAT) [79].
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MPNNs update a spatiotemporal node’s latent representation x¦,ℓ by passing a
message from its neighborhood as

m(i )
¦,ℓ−1 = f (x¦,ℓ−1[ j ] : (i , j ) ∈ E¦) (3.6)

where m(i )
¦,ℓ−1 is the message vector for node i , x¦,ℓ−1[ j ] is the output of layer ℓ−1

at node j , and f (·) is a differentiable and permutation equivariant function. Each
node’s latent vector can be updated based on inferred messages and its current
feature vector as

x¦,ℓ = g (x¦,ℓ−1,M¦,ℓ−1) (3.7)

where M¦,ℓ−1 = {m(i )
¦,ℓ−1} collects all the messages for each node and g (·) is an

arbitrary differentiable function (i.e., neural networks). Since we are considering
the spatiotemporal product graph, the messages are including spatiotemporal
information, and the type of product graph dictates which nodes are forwarding
these messages.

GATs use an attention mechanism to update latent representation of each node
based on its neighborhood as

x¦,l+1[i ] =σ

( ∑
(i , j )∈E¦

αi j Hx¦,ℓ[ j ]

)
(3.8)

where αi j indicates attention coefficients and H ∈ RF×F is a linear transformation
to map the features between layers. The type of product graph rules the attention
coefficients αi j and their calculation.

In both MPNN and GAT models, we can split the rule over space and time to have
a different message passing or attention scheme. All in all, these represent different
principles to learn spatiotemporal representation with product graphs. We continue
with convolutional principle since it provides theoretical tools for their analysis and
leave the MPNNs and GATs to interested readers.

3.3.3. LEARNING THE SPATIOTEMPORAL COUPLING

The GTCNN output in (3.5) is influenced by the type of product graph but it is
unclear which form is most suitable for a specific problem. To avoid imposing a
wrong inductive bias, we consider the parametric product graph GSO

S¦ =
1∑

i=0

1∑
j=0

si j

(
Si

T ⊗S j
)

(3.9)

where by learning the four scalars {si j } we learn the spatiotemporal coupling. The
parametric product graph generalizes the three product graphs seen in Section 2.3.4.
For instance, setting s11 = 1 and the rest zero we get the Kronecker product. But
allowing each si j to take any real value weigh accordingly the impact of the spatial
and temporal graphs into the final product graph. Note also that s00 6= 0 implies
the presence of spatiotemporal self-loops. If all si j ’s are non-zero, the parametric
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H1(S¦) σ(·)

H2(S¦) σ(·)

H3(S¦) σ(·)

x¦,0 = x¦

x¦,1

x¦,2

Φ(x¦;H (S¦))

Layer 1

Layer 2

Layer 3

Figure 3.2.: GTCNN block diagram. On each layer a graph time convolutional filter
[cf. (3.1)] is composed by a point-wise non-linearity, and all these layers
are cascaded to generate the output.

product graph has |E¦| = |E⊠|+N T edges, which are N T more edges than the strong
product because of these self-loops.

Building a GTCNN with the graph-time convolutional filter (3.1) but with the
GSO (3.9) matches the spatiotemporal coupling with the task at hand. However,
treating {si j } as learnable parameters is practical only if we fix the filter order to
K = 1.2 For higher orders K ≥ 2 this implies pre-computing the powers Sk¦ of (3.9) and
storing them in the memory as the computational complexity of each multiplication
is of order O ((N T )3). Yet, storing the powers in the memory is still impractical for
large spatial graphs. Another way to mitigate these issues is to rearrange the whole
filter expression as shown next.

Proposition 1. Consider the spatial graph G with shift operator S and the temporal
graph GT with shift operator ST . The graph-time convolutional filter in (3.1)
operating with the parametric product graph in (3.9) is a particular case of

H(S,ST ) =
K̄∑

k=0

K̃∑
l=0

hkl (Sl
T ⊗Sk ) (3.10)

where K̄ and K̃ are the orders over the spatial and temporal graphs respectively and
{hkl } are the parameters.

Proof. See Appendix A.1.

Building a GTCNN with a filter tensor H (S,ST ) = {H f g
ℓ

(S,ST )}ℓ f g yields an
architecture that is more flexible than (3.5). This is because of:

1. Filter H(S,ST ) [cf. (3.10)] has more freedom to control the spatial and temporal
resolution in each layer through orders K̄ and K̃ . Differently, filter H(S¦)
[cf. (3.1)] does not allow for such an independent control, in which order K

2This would be the spatiotemporal form of GCN [80].
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influences the spatiotemporal resolution in a coupled manner. This allows
exploiting more resolution in a particular domain.

2. Filter H(S,ST ) learns how the spatiotemporal coupling influences the graph-
time convolution through parameters {hkl }. This happens for each layer and
feature. This is also more powerful than learning {si j } and {hk } disjointly as in
H(S¦) because it matches the importance of the multihop resolutions with the
spatiotemporal links.

3. Filter H(S,ST ) enjoys the same computational cost of H(S¦). Computing the
output y¦ = H(S,ST )x¦ requires computing all shifts x(k,l )

¦ = (Sl
T ⊗Sk )x¦ for all

k ∈ [K̄ ] and l ∈ [K̃ ]. These shifts can be written in a recursive manner as

x(k,l )
¦ = (ST Sl−1

T ⊗SSk−1)x¦. (3.11)

Exploiting the properties of the Kronecker product3, we can write the latter as

x(k,l )
¦ = (ST ⊗S)(Sl−1

T ⊗Sk−1)x¦
= (ST ⊗ IN )(IT ⊗S)(Sl−1

T ⊗Sk−1)x¦. (3.12)

Thus, we can compute x(k,l )
¦ recursively as

x(k,l )
¦ = (ST ⊗ IN )x(k,l−1)

¦
= (ST ⊗ IN )(IT ⊗S)x(k−1,l−1)

¦ (3.13)

where x(k,l−1)
¦ = (IT ⊗S)x(k−1,l−1)

¦ is the spatially shifted signal and x(0,0)
¦ := x¦.

Recursion (3.13) implies that we can compute x(k,l )
¦ from x(k−1,l−1)

¦ with a cost
of O (T |E |+N |ET |). Since we need to perform the latter for all k ∈ [K̄ ] and
l ∈ [K̃ ], we have a computational cost of order O (K̄ T |E |+ K̃ N |ET |), which is
linear in the product graph dimension. The GTCNN cost is F 2L times the
latter.

3.3.4. PROPERTIES

The convolution principle allows studying two fundamental properties: equivariances
to permutations in the vertex domain and the filters’ frequency response in the
frequency domain. We shall discuss these properties for a GTCNN with the more
general filter H(S,ST ) [c.f. (3.10)] but the results hold also for filter H(S¦) [c.f. (3.1)].

Permutation equivariance allows assigning an arbitrary ordering to the nodes. This
is a desirable property since a graph does not change by the permutation of its
nodes, hence the GTCNN output should stay unchanged up to a reordering. The
GTCNN is permutation equivariant as shown by the following proposition.

3(A⊗B)(C⊗D) = AC⊗BD [81].
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Proposition 2. Let x¦ = vec(X) be the signal over the product graph G¦ with shift
operator S¦ = ST ¦S. Consider also the output of a graph-time filter H(ST ,S)x¦. Then,
for a permutation matrix P belonging to the set

P = {P = {0,1}N×N : P1 = 1,P>1 = 1}

it holds that

P>vec−1(Φ(x¦;H (ST ,S)))=Φ(x¦;H (ST ,P>SP))vec(P>X). (3.14)

Proof. See Appendix. A.2.

That is, the GTCNN operating on a multivariate time-series over a spatial graph
S has the equally permuted output of the GTCNN operating on permuted spatial
graph P>SP. This property allows the GTCNN to exploit the spatiotemporal
data dependencies and symmetries encoded in the product graph to enhance
learning [33].

Spectral analysis of filter (3.10) can help us to study their behaviors and what
spectral features they learn for a specific task. It also provides a fundamental
framework for further analyzing the robustness of the GTCNNs to perturbations as
we shall detail in the next section. To do so, consider the eigendecomposition
of the spatial GSO S = VΛVH with eigenvevtors V = [v1, . . . ,vN ] and eigenvalues
Λ = diag(λ1, . . . ,λN ). Consider also the eigendecomposition of the temporal GSO
ST = VT ΛT VH

T where VT = [vT,1, . . . ,vT,T ] is the matrix of temporal eigenvectors and
ΛT = diag(λT,1, . . . ,λT,T ) is that of temporal eigenvalues. Then, the GSO of the
product graph S¦ can be eigendecomposed as

S¦ = V¦Λ¦VH
¦ = (VT ⊗V)(ΛT ¦Λ)(VT ⊗V)H (3.15)

with eigenvectors are V¦ = VT ⊗V and eigenvalues Λ¦ =ΛT ¦Λ dictated by the product
graph. Then, we can define the graph-time Fourier transform of signal x¦ as
x̃¦ = (VT ⊗V)Hx¦ [38, 67]. This transform represents the variation of the multivariate
time-series over the product graph in terms of product graph eigenvectors. Using
these concepts, the following proposition characterizes the spectral behavior of
filter (3.10).

Proposition 3. Consider the eigendecomposition of the spatial GSO S = VΛVH and
the temporal GSO ST = VT ΛT VH

T . Consider also the graph-time Fourier transform of

the output signal ỹ¦ = (VT ⊗V)Hy¦ and the input signal x̃¦ = (VT ⊗V)Hx¦. Then, the
filtering operation (3.10) operates in the graph-time frequency domain as

ỹ¦ = h (ΛT ,Λ) x̃¦ (3.16)

with the filter frequency response matrix

h (ΛT ,Λ) =
K̄∑

k=0

K̃∑
l=0

hkl (Λl
T ⊗Λk ) (3.17)

with diagonal entries [h (ΛT ,Λ)]kk = h (λT t ,λi ) and k = N (t −1)+ i for i = 1, . . . , N and
t = 1, . . . ,T .
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Proof. See Appendix. A.3.

That is, the graph-time filtered version y¦ of x¦ with the filter H(ST ,S) corresponds
to an element-wise multiplication in the graph-time frequency representation, i.e.,
ŷt i = h([ΛT ]t , [Λ]i )x̂t i . This is a direct extension of the convolution theorem [77]
to the spatiotemporal setting, ultimately, justifying the qualifier convolution for
filter (3.10). It shows that by learning the parameters hkl we not only learn
spatiotemporal coupling in the vertex domain with desirable properties but also the
frequency response of these filters to extract relevant spectral patterns.

3.4. STABILITY ANALYSIS
We now investigate the BIBO stability properties of GTCNNs w.r.t. perturbations
on the spatial graph to characterize its learning capabilities. Analyzing stability is
important as we often may not have access to the ground truth spatial graph. In
some cases, the inferred graph may be imperfect and we have to train the GTCNN
over a perturbed graph; in other cases, practical physical networks (e.g., water or
power networks) slightly differ from the one we train the GTCNN, e.g., because of
model mismatches. So, having a stable GTCNN is desirable to perform the task
reliably and allow transference [51].

We analyze the stability w.r.t. the relative perturbation over the spatial graph

Ŝ = S+ (ES+SE) (3.18)

where Ŝ is the perturbed GSO and E is the perturbation matrix [23]. Such model
suggests that the graph perturbation depends on its structure, i.e., a node with more
connected edges is relatively more prone to more perturbation. To characterize
the GTCNN stability, we consider graph-time convolutional filters with a frequency
response that varies slightly in the high spatial frequencies (eigenvalues Λ) and
arbitrarily in the temporal one, see Fig. 3.3.

Definition 10. Given a graph-time filter with an analytic frequency response h(λT ,λ)
[cf. (3.17)]. We say this filter is graph integral Lipschitz if there exists constant C > 0
such that for all graph frequencies λ1,λ2 ∈Λ, it holds that

|h(λT ,λ2)−h(λT ,λ1)| ≤C
|λ2 −λ1|
|λ2 +λ1|/2

. (3.19)

Expression (3.19) implies that the filter’s two-dimensional frequency response is
Lipschitz in any interval (λ1,λ2) of graph frequencies where the Lipschitz constant
depends on their gap |λ2 +λ1|/2. The latter is similar to the integral Lipschitz
property for GCNNs working on time invariant signals [23] since we treat spatial
perturbations, but it does not restrict the temporal behavior of the filter.4 For

4If we would ignore the product graph structure and discuss the stability results using [23]
straightforwardly the filter needed be spatiotemporal integral Lipschitz. This in turn affects
discriminability [51].
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the two-dimensional frequency response, this implies that its partial derivative is
restricted as ∣∣∣∣λ∂h(λT ,λ)

∂λ

∣∣∣∣≤C , (3.20)

i.e., the filters in a GTCNN have a frequency response that cannot vary drastically on
high graph frequencies for all temporal frequencies but the filter can vary arbitrary
over the temporal frequencies. Fig. 3.3 illustrates this property.

Definition 11. Consider a graph-time convolutional filter with an analytic frequency
response h(λT ,λ) [cf. (3.17)]. We say this filter has a normalized spectral response if
|h(λT ,λ)| ≤ 1 for all λ, λT .

This implies that the filter’s gain B = ‖H(ST ,S)‖ to be less or equal to 1, B ≤ 1, w.r.t.
an l2-measure. Def. 11 is required as the output of each layer should not magnify
the input norm, otherwise, the system will become less stable as the number of
layers increase, even in absence of perturbation. Otherwise, constant B would also
appear in the following stability result of the GTCNN.

Theorem 2. Let S = VΛVH and ST VT ΛT VH
T be spatial and temporal graph shift

operators, respectively. Let also Ŝ be the relatively perturbed graph shift operator
[cf. (3.18)]. Consider the error matrix has the eigendecomposition E = UMUH where
U are the eigenvectors and M is the diagonal matrix of eigenvalues. Assume the
error matrix has a bounded operator norm ‖E‖ ≤ ϵ. Consider a GTCNN with L layers,
F features and integral Lipschitz spatial-temporal graph filters [cf. Def. 10] with
normalized spectral responses [cf. Def. 11]. Let also its nonlinearities be 1-Lipschitz,
i.e., |σ(a)−σ(b)| < |a −b|, such as ReLU. Then, the distance between the GTCNN
outputs Φ(x¦;ST ,S,H ) on the nominal graph and Φ(x¦;ST , Ŝ,H ) on the perturbed
graph is upper bounded by

‖Φ(x¦;H (ST ,S))−Φ(x¦;H (ST , Ŝ))‖2 ≤ LF L−1∆ϵ‖x¦‖2 (3.21)

where ∆= 2C (1+δT
p

N ), δ= (‖U−V‖2+1)2−1 indicates the eigenvector misalignment
between the spatial graph shift operator S and error matrix E, N is the size of spatial
graph, and T is the size of temporal graph.

Proof. See Appendix A.4.

Result (3.21) generalizes the findings in [23] to the spatiotemporal domain and
states that GTCNNs are stable to relative perturbations in the spatial graph for integral
Lipschitz graph-time convolutional filters in the graph frequency domain (modifying
of [23] for product graphs enforces this assumption on both time and graph frequency
domains). Together with the permutaiton equivariance [Prop. 2], results (3.21) shows
that GTCNNs allow for inductive learning and that are transferable architectures.
Such result provides three main insight on its stability/transferability:

1. The GTCNN is less stable for larger graphs (
p

N ) as more nodes are exchanging
information over a perturbed graph. Instead, its stability is more affected by
the temporal resolution as increasing T implies replicating the entire perturbed
spatial graph.
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Figure 3.3.: A spatial Lipschitz graph-time filter. The frequency response varies
smoothly over high graph frequencies, while it has sudden changes on
temporal frequencies.

2. The GTCNN is less stable if it is more discriminative in the nominal graph.
This is reflected by term LF L−1 and it is due to the larger number of filters
operating on the perturbed graphs. Such a observation shows also an inherit
trade-off between stability and discriminability of GTCNNs.

3. Finally, we see the impact of each individual filter via the Lipschitz constant C .
The latter in turn controls the filter discriminability on high graph frequencies
to improve stability.

Comparison with alternative bounds. We discuss now that exploring the product
graph sparsity with GTCNN provides more stable solutions compared with baselines
that ignore it. We discuss also the relation of result (3.21) with the stability result for
spatiotemporal learning [20, 62].

Product graph GCNN: One trivial learning solution on product graphs is to ignore
what different edges represent and naively deploy a GCNN over this large graph
of N T nodes. Generalizing the results in [23] for the product graph with N T
nodes yields a stability bound of ∆GCNN = 2C

p
T (1+δ

p
N T ) since it assumes the

perturbation over all the edges in the product graph including temporal ones, so,
the noise energy scales by

p
T and it applies over N T nodes. The latter leads to a

stability bound 2C T times looser than (3.21). Moreover, Theorem 2 restrains the
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graph-time filter variability only on spatial frequencies, while if we apply directly the
results of [23], we restrain also high temporal frequency variations.

GCNNs: Another way to approach spatiotemporal learning is to treat the time
series as features over the nodes and deploy a conventional GCNN. Leveraging again
the result of [23], such a solution will have a stability bound ∆GCNN = 2C T L(1+δ

p
N )

as we replicate filters in each layer T times for each feature, including the input
layer. This bound is magnificently large due to factor T L .

GGRNN [20]: Graph gated recurrent neural networks (GGRNNs) replace the
linear transformations in a recurrent neural network with graph filters to learn
spatiotemporal patterns. They have a stability bound ∆GGRNN =C (1+p

Nδ)(T 2 +3T ).
Comparing with (3.21), ∆GGRNN expands at a higher rate by a factor of T , but
note that the term T 2 +3T also implicitly contains the effect of layers L in itself.
The assumptions behind the stability theorem in [20] are similar to Theorem 2,
i.e., spatial integral Lipschitz filters and 1-Lipschitz nonlinearity. In conclusion,
Theorem 2 and [20] present closely related stability bounds based similar conditions
but for different models.

ST-GNN [62]: Space-time graph neural network (ST-GNN) linearly composes a
GSO with a continuous time shift operator to define a space-time shift operator.
The stability to relative perturbation on the spatial graph is equal to GCNN [48],
i.e., ∆STGNN = 2C (1+δ

p
N ). This bound suggests that ST-GNN can process temporal

properties of times series robustly under spatial perturbation. The result (3.21)
reflects the effect of time series length on stability of GTCNN as it involves time
directly into convolutional filters to capture spatiotemporal patterns in the data.

3.5. NUMERICAL RESULTS
This section evaluates the GTCNN performance in different scenarios and compares
it with other state-of-the-art algorithms. In all experiments, the ADAM optimizer is
used to train the model and an unweighted directed line graph is selected as the
temporal graph. A complete hyperparameter selection is reported in Appendix A.5.

3.5.1. SOURCE LOCALIZATION

The task is to detect the source of a diffusion process over a graph by observing the
time-series of length T . The graph is an undirected stochastic block model with
C = 5 communities and N = 100 nodes. The edges are randomly and independently
drawn with probability 0.8 for nodes in a same community and 0.2 for nodes in
different communities. At t = 0, a random node takes a unitary value and diffuses it
throughout the network 30 times as e−tL. The model is fed with a multivariate time
series {xt−T , . . . ,xt−1} randomly selected after at least t = 15 diffusion and the goal is
to detect the community corresponding to the source node. Our aim here is to study
the role of the different product graphs; hence, we compare different GTCNNs with
the baseline GCNN that ignores the temporal connections and treats time as feature.

The dataset contains 2000 samples with a 80/10/10 split. All architectures have
two layers with two second order filters. The cross-entropy loss is used for all
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models except for the parametric which its cost is also regularized by an l1-norm of
product graph parameters {si j } with regularization weight β= 0.05 to enforce sparse
spatiotemporal connections. The temporal windows are selected from T ∈ {2,3,4,5}
and the features from F1,F2 ∈ {4,8,16,32}. The models are trained for 1000 epochs
with 100 batch size. Each experiment is done for 10 different random graphs and 10
different dataset realization.

The results in Fig. 3.4 suggest that accounting for the temporal connections even
through a fixed product graph improves the performance. Considering consecutive
times as features in the GCNN can be translated as a fully connected temporal
graph, so, the improved performance by enforcing a reasonable structure to temporal
samples was expected. Better results are achieved by using parametric product graph
as it learns the temporal connections for the specific task. This flexibility reduces
also the number of failed training attempts compared with the fixed product graphs
and the GCNN.

3.5.2. MULTIVARIATE TIME-SERIES FORECASTING

Table 3.1.: Performance comparison of GTCNN and other baseline models for
different prediction horizons. The best performance is shown in bold and
the second best is underlined. The standard deviation of all models are of
the order 10−3 and are omitted to avoid an overcrowded table.

Data Models
3-Steps 6-Steps 12-Steps

MAE RMSE MAPE MAE RMSE MAPE MAE RMSE MAPE

M
E

T
R

-L
A

ARIMA [82] 3.99 8.21 9.60% 5.15 10.45 12.70% 6.90 13.23 17.40%

G-VARMA [60] 3.60 6.89 9.62% 4.05 7.84 11.22% 5.12 9.58 14.00%

GP-VAR [60] 3.56 6.54 9.55% 3.98 7.56 11.02% 4.87 9.19 13.34%

FC-LSTM [82] 3.44 6.30 9.60% 3.77 7.23 10.90% 4.37 8.69 13.20%

Graph Wavenet [59] 2.69 5.15 6.90% 3.07 6.22 8.37% 3.53 7.37 10.01%

GMAN [83] 2.94 5.89 7.51% 3.22 6.61 8.92% 3.68 7.49 10.25%

STGCN [39] 2.88 5.74 7.62% 3.47 7.24 9.57% 4.59 9.40 12.70%

GGRNN [20] 2.73 5.44 7.12% 3.31 6.63 8.97% 3.88 8.14 10.59%

GTCNN (this work) 2.68 5.17 6.85% 3.02 6.20 8.30% 3.55 7.35 10.21%

P
E

M
S-

B
AY

ARIMA [82] 1.62 3.30 3.50% 2.33 4.76 5.40% 3.38 6.50 8.30%

G-VARMA [60] 1.88 3.96 4.28% 2.45 4.70 5.42% 3.01 5.83 7.10%

GP-VAR [60] 1.74 3.22 3.45% 2.16 4.41 5.15% 2.48 5.04 6.18%

FC-LSTM [82] 2.05 4.19 4.80% 2.20 4.55 5.20% 2.37 4.74 5.70%

Graph WaveNet [59] 1.30 2.74 2.73% 1.63 3.70 3.67% 1.95 4.52 4.63%

GMAN [83] 1.34 2.82 2.81% 1.62 3.72 3.63% 1.86 4.32 4.31%

STGCN [39] 1.36 2.96 2.90% 1.81 4.27 4.17% 2.49 5.69 5.79%

GGRNN [20] 1.33 2.81 2.83% 1.68 3.94 3.79% 2.34 5.14 5.21%

GTCNN (this work) 1.25 2.66 2.61% 1.65 3.68 3.82% 2.27 4.99 5.11%



3.5. NUMERICAL RESULTS

3

39

Figure 3.4.: Comparison of GCNN with parametric and non-parametric GTCNN
performances on source localization task to emphasize on the role of
spatiotemporal couplings.

We applied the GTCNN to address traffic and weather forecasting on four
benchmark datasets. On the traffic forecasting task, we used parametric product
graph while the recursive model is applied for the weather forecasting problem. The
goal is to show that both solutions compare well with alternatives. The results are
compared with baseline methods to provide insights into the GTCNN capabilities
and limitations. For baselines, we considered:

• ARIMA: autoregressive integrated moving average model using Kalman filter [82].
This model treats each time series individually.

• G-VARMA: graph vector autoregressive moving average model [60]. This model
works upon statistical assumptions on the data and takes the spatial graph
into account.

• GP-VAR: graph polynomial autoregressive model [60]. It has fewer parameters
than G-VARMA yet considers the spatial graph.

• FC-LSTM [82]: fully connected LSTM performing independently on time series,
i.e., one LSTM per time series.

• Graph WaveNet: A hybrid convolutional model for time-series over graph [59].

• GMAN : A multi-attention graph-based network designed for traffic predic-
tion [83]

• STGCN : spatial-temporal graph convolution network which uses graph
convolution module alongside with 1D convolution [39].

• GGRNN : gated graph recurrent neural network which replace linear transforms
in an RNN by graph convolutional filters [20].
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Traffic forecasting. We considered the traffic network datasets METR-LA and
PEMS-BAY. METR-LA contains four months of recorded traffic data over 207 nodes
on the highways of Los Angeles County with 5 minutes resolution [82]. PEMS-BAY
includes six months of traffic information over 325 nodes in Bay Area with similar
resolution of METR-LA. We considered the same setting as in [84]. The shift operator
is a directed adjacency matrix constructed by applying a Gaussian threshold kernel
over the road network distance matrix. The goal is to predict the traffic load in time
horizons 15−30−60 minutes having the time series for last 30 minutes, i.e., T = 6.

Both datasets are divided into a 80/10/10 split chronologically. The GTCNN is fixed
and contains two layers with third order filters and the parametric product graph.
We evaluated the number of features in each layer from F ∈ {4,8,16}. The objective
function is the regularized mean squared error (MSE) via the l1-norm on the product
graph parameters s, i.e., L = MSE(x̂t+1,xt+1)+β‖s‖1. The regularization weight is
chosen from β ∈ {0,0.05,0.1}. For the GGRNN, we evaluated features F ∈ {4,8,16} and
filter orders K ∈ {3,4,5}. For the other models, the parameters have been set similar
to [59]. The evaluation metrics are the mean absolute error (MAE), the root mean
squared error (RMSE), and the mean absolute percentage error (MAPE).

Table 3.1 compares the performance of GTCNN and other baseline models. The
GTCNN outperforms the other models in a short horizon while Graph WaveNet
and GMAN work better for longer horizons. The benefits in the short term are
due to high order spatiotemporal aggregation in the GTCNN which allows capturing
efficiently the spatiotemporal patterns in the data. On the longer term, the Graph
WaveNet works better because it captures longer term patterns by increasing the
receptive field of the model through dilated convolutions. Graph Wavenet can also
be fed with a longer time series as it works only with the spatial graph. GMAN
also captures long-term pattern in the data through its multi-attention mechanism
among different time stamps. Differently, the GTCNN does not capture them and an
efficient implementation remains an interesting extension.

Weather forecasting. We considered two benchmark datasets, Molene and NOAA.
The Molene dataset contains 744 hourly temperature measurement across 32 stations
in a region of France. The NOAA dataset contains 8579 hourly temperature
measurement across 109 stations in the U.S.. The same setting as [60] is used in this
experiment. Our aim is to make a prediction of the temperature for 1−3−5 hours
ahead having the time series for last 10 hours.

The model is fixed and consists of two recursive GTCNN [c.f. (3.10)] layers with
temporal locality selected from K̃ ∈ {3,4,5} and spatial locality from K̄ ∈ {3,5,7}. For
the neural network models, the number of features is chosen via grid search from
F ∈ {4,8,16}. The GGRNN filter orders are varied among K ∈ {3,4,5}. For the statistical
models we set the parameters similar to [60]. The number of LSTM hidden units are
selected from {8,16,32,64}. The loss function is the MSE at 1-step prediction.

Table 3.2 indicates the model performance for different prediction horizons. In the
Molene dataset, graph-based statistical methods outperform the rest as the dataset
contains fewer samples and the time series have clear patterns in their temporal
variation. Hence, leveraging a statistical assumption for the data compensates for
the lack of samples and leads to a better performance. Among these methods,
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G-VARMA performs the best which indicates the importance of inducing the graph
in the model. Due to the temporal connections, the GTCNN still performs better
than the neural network counterparts. In the NOAA dataset, the abundance of
training data allows the neural network models to learn complicated patterns and
outperform statistical-based models. All the neural network alternatives perform
closely, however, in higher forecasting horizons LSTM starts to take over the other
variants while GTCNN performs better in short horizons. Overall, the GTCNN can be
considered as a valid alternative for learning spatiotemporal representations in both
cases where the training set is limited or large.

Table 3.2.: The performance of the GTCNN compared with baseline methods on the
weather forecasting task. The best performance is shown in bold and the
second best is underlined. The standard deviation of all models are of the
order 10−2 for the Molene dataset and 10−3 for the NOAA dataset, and
they are omitted to avoid an overcrowded table.

Data Models
1-Steps 3-Steps 5-Steps

MAE RMSE MAPE MAE RMSE MAPE MAE RMSE MAPE

M
o

el
en

e

ARIMA [82] 2.26 4.74 5.24% 3.56 7.95 12.37% 6.15 13.59 17.51%

G-VARMA [60] 2.09 4.40 4.97% 3.45 7.69 12.07% 6.00 13.26 17.42%

GP-VAR [60] 2.13 4.47 5.01% 3.52 7.85 12.10% 6.05 13.38 17.46%

LSTM 3.84 8.06 12.44% 4.72 10.52 15.54% 7.84 17.33 21.09%

Graph Wavenet [59] 3.52 7.41 11.39% 4.49 10.02 15.11% 7.54 16.66 20.14%

GMAN [83] 3.68 7.82 12.09% 4.82 11.04 14.91% 7.73 16.86 19.74%

STGCN [39] 3.78 7.95 15.20% 4.56 10.18 9.57% 7.50 16.59 20.12%

GGRNN [20] 3.17 6.67 15.20% 4.55 10.16 8.97% 7.35 16.26 19.89%

GTCNN (this work) 3.55 7.47 11.45% 4.43 9.87 14.98% 6.54 14.46 18.53%

N
O

A
A

ARIMA [82] 0.39 0.98 1.68% 1.60 3.86 4.21% 2.89 6.75 8.47%

G-VARMA [60] 0.36 0.89 1.67% 1.39 3.35 3.56% 2.59 5.48 6.92%

GP-VAR [60] 0.41 1.02 1.70% 1.40 3.37 3.56% 2.59 6.04 7.31%

LSTM 0.29 0.75 1.58% 0.66 1.59 2.31% 1.39 3.24 3.46%

Graph Wavenet [59] 0.33 0.83 1.65% 0.95 2.28 2.84% 1.42 3.31 3.51%

GMAN [83] 0.39 0.90 1.68% 0.99 2.31 2.81% 1.54 3.68 3.73%

STGCN [39] 0.35 0.87 1.65% 0.82 1.97 2.44% 1.68 3.91 3.92%

GGRNN [20] 0.26 0.64 1.54% 0.84 2.02 2.47% 1.63 3.80 3.89%

GTCNN (this work) 0.28 0.70 1.57% 0.63 1.53 2.28% 1.53 3.57 3.65%

3.5.3. STABILITY ANALYSIS

To investigate the stability of the GTCNN, we tested the trained models in the
source localization and weather forecasting experiments under perturbed graphs
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(a) (b)

(c) (d)

Figure 3.5.: Stability results for different scenarios of the parametric GTCNN and the
best alternative for a fixed product graph (Kronecker, Cartesian, Strong).
We also consider the vanilla GCNN as a baseline. (a) Results for different
SNRs. (b) Performance for different graph sizes in 5dB perturbation. (c)
Embedding difference in terms of rNMSE between the trained GTCNN
on the nominal graph and the perturbed one. (d) Embedding difference
for different time series lengths in 5dB perturbation.

with different signal-to-noise ratios (SNR)

SNR = 10log10

‖S‖2
F

2‖E‖2
F

. (3.22)

The noise energy is doubled as it appears twice in the relative perturbation model
[c.f. (3.18)].

Fig. 3.5a shows the average classification accuracy for different amounts of
perturbations. The GTCNN performs decently even in noisy scenarios around 5dB .
Fig. 3.5b represents the performance for different number of nodes in the graph.
We trained the GTCNN over different graph sizes and evaluated the results using
a perturbed graph to observe the effect of graph size on stability. The accuracy
reduces steadily with the graph size as Theorem 2 suggests.
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To investigate GTCNN stability itself and its relation with bound (3.21), we
analyzed the output embeddings of a fixed GTCNN network between the nominal
and the perturbed graph. Fig. 3.5c and 3.5d depicts theoretical bound versus GTCNN
empirical performance. We can observe that the bound reflects the same behavior
of the empirical results with respect to both noise energy and time series length.
In addition, from all results we see the GTCNN offers a more stable performance
compared with the vanilla GCNN by using the temporal data as features. This in
turn highlights our theoretical insights after Theorem 2.

To compare the GTCNN stability with baseline models, we replicated the weather
forecasting experiment on NOAA dataset and employed perturbed graphs with
different SNRs in the testing phase. Fig. 3.6a illustrates the performance of GTCNN
alongside with GGRNN and the baseline GCNN for different noise levels. All models
show a similar empirical performance but most importantly we corroborate the
findings of Theorem 2. The proposed models (recursive and parametric) become
looser with the rate shown by result (3.21). Fig. 3.6b studies the effect of temporal
window T by depicting the performance for fixed noise and different time series
lengths. The GTCNN performs better than the rest, and it also loses performance on
a lower rate than alternatives as the time window increases. The latter also aligns
with the theoretical analysis in Theorem 2.

(a) (b)

Figure 3.6.: Stability results for different scenarios of the parametric GTCNN,
recursive GTCNN, baseline GCNN, and GGRNN on NOAA dataset. (a)
Results for different SNRs. (b) Performance for different time series
lengths in 5dB perturbation.

Finally, in Fig. 3.7 we investigate the frequency response of the learned filters. The
frequency responses vary smoothly over high graph frequencies for the trained filters
while the temporal frequencies have more variations throughout of the spectrum.
This also shows the integral Lipschitz property of said filters.

3.5.4. ABLATION STUDY

To investigate the role of each component in the GTCNN and the difference between
its variations, an ablation study is performed. The experiments include source
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(a) (b)

Figure 3.7.: (a) Normalized frequency response of a trained recursive GTCNN with
two layers and four filters per layer. The bright color represents 1 while
the dark color stands for 0. (b) Examples of the filter frequency response
variation to normalized frequencies. Continuous line belongs to graph
frequencies λ and dashed ones are related to temporal frequencies λT .

localization on synthetic data, traffic prediction on METR-LA dataset, and weather
forecasting on NOAA dataset. The performance metric for the first is accuracy and
the others are measured with rNMSE. Notice that the design of the models are
similar to the performed applications. The GTCNN variants studied include:

• Baseline GCNN: The vanilla GCNN where each time stamp is considered as a
specific feature over the graph.

• Fixed: The best performance of a fixed product graph (Cartesian, Kronecker,
Strong) used in the GTCNN.

• Parametric: Uses the parametric product graph in the GTCNN alongside an
l1-norm regularizer for parameters s with weight β.

• Recursive: The GTCNN structure using the recursive graph-time convolutional
filter (3.10).

• Shared parametric: Recursive model where parameters hkl are shared in a
certain way yielding the parametric product graph model.

Table 3.3 shows the performance of different variations of the GTCNN. As
the results suggest, using a product graph, even a fixed one, improves the
model’s performance and increases computational cost slightly. Instead, using a
regularized parametric product graph further improves the performance in exchange
for considerable model complexity. The recursive model not only reduces the
computational cost of parametric model, but it also improves the performance
slightly by providing more degrees of freedom. Shared parametric variation reduces
the computational complexity, however, the performance drops near the parametric
model as Proposition 1 claims.

Fig. 3.8 shows the performance of parametric model on weather forecasting
application for different regularizer weights β. The result shows that the parametric
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Table 3.3.: Ablation study of the GTCNN. The performance metric for source
localization task is accuracy, traffic prediction is rNMSE, and weather
forecasting is rNMSE. Computation is the average time (second) per epoch
for all the experiments.

Model
Source

Localization
METR-LA NOAA

Time per

epoch

Baseline

GCNN
0.69 0.3984 0.2718 64.52

Fixed 0.74 0.3912 0.2702 69.39

Parametric 0.76 0.3624 0.2451 88.94

Shared

parametric
0.76 0.3641 0.2369 58.11

Recursive 0.78 0.3477 0.2119 63.97

GTCNN is highly sensitive to the regularizer weight β as it varies considerably with
respect to this parameter. The main reason is polynomial relation of product graph
parameters s with the model output which magnifies the effect of regularizer weight.
Hence, another added merit of recursive model is eliminating polynomial parameters
and improving model’s sensitivity.

Figure 3.8.: The performance of parametric model for different values of regularization
weight β on NOAA dataset.
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3.6. CONCLUSION
We introduced graph-time convolutional neural networks as a model to learn from
spatiotemporal data. The GTCNN uses product graph to convert dynamic data
over network into static data over a larger graph. Afterward, a shift-and-sum
convolution mechanism conveys the information over the product graph to exploit
spatiotemporal dependencies in the data. The product graph itself can also be
parametric to enable the model to learn temporal relationships directly from data,
and also allows us to implement the GTCNN recursively and avoid storing and
processing large graphs. We proposed a spectral domain analysis for graph-time
convolutional filters and showed they operate as point-wise multiplication between
the filters frequency response and the time series graph-time Fourier transform. Such
a spectral analysis allowed us to study the stability of the GTCNN to perturbations
in the spatial support. We showed that the GTCNN becomes linearly less stable as
the time series length increases. However, it is yet more stable than the case where
we consider time as distinct features and approach the problem via GCNNs. The
numerical results also approved that GTCNNs performs better than a baseline GCNN
model. Moreover, GTCNN compares well on benchmark datasets to state-of-the-art
graph-based models but it suffered to capture long term patterns in the data. This is
because the GTCNN works with large graphs and cannot maintain long input time
series. The presented recursive model overcomes the memory consumption problem
for large graphs and long time series while computational complexity needs to be
improved yet as a direction for future works.
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GRAPH-TIME CONVOLUTIONAL

AUTOENCODER

In chapter 3, we introduced GTCNN for learning from networked time-series data
in a supervised setting, however, in many applications such as anomaly detection
and forecasting, we do not have access to labeled data. Thus, in this chapter we
introduce graph-time convolutional autoencoder (GTCAE) for representations learning
in networked time-series data. We leverage unsupervised learning techniques to learn
representations of the data and use them for downstream tasks. The GTCAE is
inspired by autoencoder architectures and combines graph-time convolutional layers
with down-sampling and up-sampling modules to achieve a latent representation of
the data. Sharing the same basis with GTCNN allows us to theoretically analyze the
model and prove its stability against structural perturbations. 1

4.1. INTRODUCTION
Learning unsupervised representations from spatiotemporal network data is
commonly encountered in multivariate data denoising [85], anomaly detection [86],
missing data imputation [87, 88], and forecasting [89, 90], to name just a few
application areas. The challenge is to develop models that jointly capture the
spatiotemporal dependencies in a computation- and data-efficient manner yet being
tractable so that to understand the role played by the network structure and the
dynamics over it. The autoencoder family of functions is of interest in this setting,
but vanilla spatiotemporal forms [91–93] that ignore the network structure suffer the
well-known curse of dimensionality and lack inductive learning capabilities [33].

Upon leveraging the network as an inductive bias [36], graph-time autoencoders
have been recently developed. These approaches are typically composed of two
interleaving modules: one capturing the spatial dependencies via graph neural
networks (GNNs) [94] and one capturing the temporal dependencies via temporal
CNN or LSTM networks. For example, the work in [85] uses an edge-varying

1This chapter is based on the publication: M. Sabbaqi, R.Taormina, A. Hanjalic, E. Isufi, "Graph-Time
Convolutional Autoencoders," in Learning on Graphs Conference, PMLR, 2022.

47



4

48 4. GRAPH-TIME CONVOLUTIONAL AUTOENCODER

GNN [95] followed by a temporal convolution for motion denoising. The work
in [96] considers LSTMs and graph convolutions for variational spatiotemporal
autoencoders, which have been further investigated in [87, 97], respectively, for
spatiotemporal data imputation as a graph-based matrix completion problem and
dynamic topologies. Graph-time autoencoders over dynamic topologies have also
been investigated in [98, 99]. Lastly, [89] embeds the temporal information into
the edges of a graph and develops an autoencoder over this graph for forecasting
purposes.

By working disjointly first on the graph and then on the temporal dimension of
the graph embeddings, these approaches fail to capture the joint spatiotemporal
dependencies present in the raw data. It is also challenging to analyze their
theoretical properties and to attribute to what extent the benefit comes from
one module over the other. These aspects have been investigated for supervised
spatiotemporal learning via GNNs [21, 62, 63, 100–103] but not for autoencoders.
The two works elaborating on spatiotemporal autoencoders are [86] and [57]. The
work in [86] replicates the graph over time via the Cartesian product principle [35]
and uses an order one graph convolution [104] to learn spatiotemporal embeddings
that are fed into an LSTM module to improve the temporal memory, ultimately
giving more importance to the temporal dimension of the latent representation.
Differently, [64] proposed a variational graph-time autoencoder that its encoder is
based on [100] and its decoder is a multi-layer perceptron; hence, being suitable only
for topological tasks such as dynamic link prediction but not for tasks concerning
time series over networks such as denoising or anomaly detection.

In this paper, we propose a GTConvAE that, differently from [86], captures jointly
the spatiotemporal coupling both in the raw data and the intermediate higher-level
representations. The GTConvAE operates over a parametric product graph [105]
to attend to the spatiotemporal coupling for the task at hand rather than fixing
it at the outset. Differently from [100], the GTConvAE has a symmetric structure
with graph-time convolutions in both encoder and decoder, making it suitable
for tasks concerning network time series. We also study the capability of the
GTConvAE to transfer learning across different networks, which is of importance
as practical topologies differ from the models used during training (e.g., because
of model uncertainties, perturbations, or dynamics). The latter has been studied
for traditional [52, 106, 107] and graph-time GNN models [62, 105, 108] but not for
graph-time autoencoders.

Our contribution in this paper is twofold. First, we propose a symmetric graph-time
convolutional autoencoder that jointly captures the spatiotemporal coupling in
the data suited for tasks concerning multivariate time series over networks. The
GTConvAE represents the time series as a graph signal over product graphs and
uses the latter as an inductive bias to learn unsupervised representations. The
product graph is parametric to attend to the coupling for the specific task, and it
generalizes the popular choices of product graphs [38]. We also propose a temporal
downsampling/upsampling in the encoder/decoder to increase the spatiotemporal
receptive field without affecting the network structure; hence, preserving the
inductive bias. Second, we prove GTConvAE is stable to relative perturbations on
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the spatial graph; highlighting the role played by the encoder, decoder, parametric
product graph, convolutional filters, and downsampling/upsampling rate. Numerical
experiments about denoising and anomaly detection over solar and water networks
corroborate our findings and show a competitive performance compared with the
more involved state-of-the-art alternatives.

The rest of this paper is organized as follows. Section 2 formulates the GTConvAE
model and Section 3 analyzes its theoretical properties. Numerical experiments are
presented in Section 4 and conclusions in Section 5. The proofs are collected in the
appendix.

4.2. GRAPH-TIME CONVOLUTIONAL AUTOENCODERS
GTconvAE learns representations from N−dimensional multivariate time series
xt ∈ RN , t = 1, . . . ,T, collected in matrix X ∈ RN×T . These time series have a
spatial network structure represented by a graph G = (V ,E ) composed of N
nodes V = {v1, . . . , vN } and M edges. The n-th row of X contains the time
series xn = [x1(n), . . . , xT (n)]> on node vn and the t-th column a graph signal
xt = [xt (1), . . . , xt (N )]> at timestamp t [67, 84]. For example, the time series could be
nodal pressures measured over junction nodes in a water distribution network, while
the pipe connections rule the spatial structure. The representations learned from the
tuple {G ,X} can then be used, among others, for anomaly detection [91], denoising
dynamic data over graphs [85], and missing data completion [87].

The GTconvAE follows the standard encoder-decoder structure [109], but in each
module, it jointly captures the spatiotemporal dependencies in the data. We denote
the GTconvAE as

X̂ = GTConvAE(X,G ;H ) := DEC
(
Z := ENC(X,G ;He ),G ;Hd

)
where the encoder ENC(·, ·;He ) and decoder DEC

(·, ·;Hd
)

are non-linear parametric
functions and where set H =He ∪Hd collects all parameters. The encoder takes as
input the graph G and the time series X and produces higher-level representations
Z ∈ RN×Te . These representations are built in a layered manner where each layer
comprises: i ) a joint graph-time convolutional filter to capture the spatiotemporal
dependencies in a principled manner; ii) a temporal downsampling module to
increase the receptive field without affecting the network structure; and iii) a
pointwise nonlinearity to have more complex representations. The decoder has a
mirrored structure w.r.t. the encoder by taking as input Z and outputting an estimate
of the input X̂. The model parameters are estimated end-to-end by minimizing a
spatiotemporal regularized reconstruction loss L (X, X̂,G ,H ).

4.2.1. PRODUCT GRAPH REPRESENTATION OF NETWORK TIME SERIES

GTConvAE uses product graphs to represent the spatiotemporal dependencies in
X [35]. Product graphs have been proven successful for processing multivariate
time series, such as imputing missing values [110, 111], denoising [112], providing
a spatiotemporal Fourier analysis [67], as well as building vector autoregressive
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y¦

B

He (S¦)
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Hd (S¦)

σ(·)

x¦

Z¦

x̂¦
ENC DEC

Figure 4.1.: Graph-time convolution autoencoder components. (A) Parametric
product graph representation of time series [cf. (4.1)]: red edges
represent spatial connections and are related to s01, green and gray edges
represent temporal connections and are ruled by s10 and s11, respectively.
(B) A single layer GTConvAE. The encoder and decoder are mirrored
versions of each other containing: i) a graph convolutional filter H(S¦)
[cf. (4.2)] operating w.r.t. the product graph shift operator S¦ for the time
series x¦; ii) a temporal downsampling [cf. (4.4)] respectively upsampling
[cf. (4.8)] module; and iii) a point-wise nonlinearity σ(·). (C) A second
order graph-time convolutional filter. The shifted variants of input x¦ are
linearly combined with weights h0,h1,h2 to generate the filtered output
y¦.

models [113], spatiotemporal scattering transforms [68], and graph-time neural
networks [105]. Specifically, denote by S ∈ RN×N the graph shift operator (GSO) of
the spatial graph G , e.g., adjacency, Laplacian. Consider also a temporal graph
GT = (VT ,ET ,ST ), where the node set VT = {1, . . . ,T } comprises the discrete-time
instants, the edge set ET ⊆ VT ×VT captures the temporal dependencies; e.g., a
directed line or a cyclic graph, and ST ∈ RN×N is the respective GSO [30, 37]. The
time series xn now can be defined as a graph signal over temporal graph ST where
xt (n) is a scalar value assigned to the t-th node of GT .

The product graph representing the spatiotemporal patterns in X is denoted by
G¦ =GT ¦G = (V¦,E¦,S¦). The node set V¦ is the Cartesian product between VT and
V which leads to N T distinct spatiotemporal nodes i¦ = (n, t ). The edge set E¦
connects these nodes and the GSO S¦ ∈ RN T×N T is dictated by the product graph.
Fixing the product graph implies fixing the spatiotemporal dependencies in the data,
which may lead to wrong inductive biases. To avoid this and improve flexibility, we
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consider a parametric product graph whose GSO is of the form

S¦ =
1∑

i=0

1∑
j=0

si j (Si
T ⊗S j ) = s00IT ⊗ IN︸ ︷︷ ︸

self-loops

+ s01IT ⊗S+ s10ST ⊗ IN︸ ︷︷ ︸
Cartesian

+ s11ST ⊗S︸ ︷︷ ︸
Kronecker︸ ︷︷ ︸

Strong

, (4.1)

where the scalar parameters {si j } attend the spatiotemporal connections and
encompass the typical product graph choices such as the Kronecker, the Cartesian,
and the strong product. By column-vectorizing X into x¦ = vec(X) ∈ RN T , we obtain
a product graph signal assigning a real value to each spacetime node i¦. i.e., the
dynamic data xt over G is now a static signal x¦ over the product graph G¦.

4.2.2. ENCODER

The encoder is an Le -layered architecture in which each layer comprises a bank
of product graph convolutional filters, temporal downsampling, and pointwise
nonlinearities.

GTConv filter captures the spatiotemporal patterns in the data matrix X. Given the
parametric product graph representation G¦ = (V¦,E¦,S¦) [cf. (4.1)] and the product
graph signal x¦ = vec(X) as input, the output of a graph-time convolutional filter of
order K is

y¦ = H(S¦)x¦ =
K∑

k=0
hk Sk

¦x¦ (4.2)

where h = [h0, . . . ,hK ]> are the filter parameters and H(S¦) :=∑K
k=0 hk Sk¦ is the filtering

matrix. The filter in (4.2) is called convolutional as the output y¦ is a weighted
linear combination of shifted graph signals over the product graph up to K times
[114]. Hence, the filter is spatiotemporally local in a neighborhood of radius K .
The filter locality does not only depend on the order K but also on the type of
product graph. For example, for a fixed K , the Cartesian product is more localized
than the strong product, which can be considered to have a longer spatiotemporal
memory [105]. Consequently, learning parameters {si j } in (4.1) implies learning the
multi-hop resolution radius.

In the ℓ−th layer, the encoder has Fℓ−1 product graph signal features

x1
¦,ℓ−1, . . . ,xg

¦,ℓ−1, . . .xFℓ−1
¦,ℓ−1, processes these with a bank of FℓFℓ−1 filters and outputs

Fℓ product graph signal features as

y f
¦,ℓ =

Fℓ−1∑
g=1

H f g (S¦)xg
¦,ℓ−1, f = 1, . . .Fℓ, (4.3)

which are the higher-level linear representation of the layer.

Temporal downsampling reduces the temporal dimension in each output {y f
¦,ℓ} f

in (4.3) by downsampling the latter along the temporal dimension with a rate r .

More specifically, we first transform the f −th output y f
¦,ℓ ∈ RN T e

ℓ−1 into a matrix

Y f
1 = vec−1(y f

¦,1) ∈RN×T e
ℓ−1 and then summarize every r consecutive columns without
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overlap to obtain the downsampled matrix X f
d ,ℓ ∈RN T e

ℓ with T e
ℓ
< T e

ℓ−1. The (n, t )−th

entry of X f
d ,ℓ is computed as

X f
d ,ℓ(n, t ) = SUM

(
Y f
ℓ

(n,r (t −1)+1 : r t )
)
, f = 1, . . .Fℓ, (4.4)

where SUM(·) is a summary function over the temporal indices r (t −1)+1 to r t . This
summary function could be a simple downsampling (i.e., output the first column in

the block Y f
ℓ

(n,r (t −1)+1 : r t )) or an aggregation function (i.e., mean/max/min per
spatial node).

This temporal downsampling increases the encoder spatiotemporal memory
without affecting the spatial structure. I.e., nodes with the temporal indices
t ,r t , (r +1)t , . . . become neighbors, which brings in a longer memory in the next
layer and increases the encoder receptive field. Temporal skip connections can be
an alternative to increase the receptive field, however, the downsampling reduces the
computational memory by shrinking the product graph and allows for a theoretical
analysis. While also spatial graph pooling can be added [115], we do not advocate
it for two reasons. First, the spatial graph acts as an inductive bias for the
GTConvAE [36]; hence, changing the graph in the layers via graph reduction,
coarsening, or alternatives will affect the spatial structure, ultimately changing the
inductive bias. Second, the spatial graph often represents the communication
channels for distributed implementation of GTConv [62, 116, 117], and changing it
may be physically impossible as sensor nodes have a limited transmission radius.
An option in the latter setting may be a zero-pad spatial pooling [118, 119] but it
requires memorizing the indices where the zero-padding is applied, which may be
challenging for large graphs.

Activation functions nonlinearize the downsampled features to increase the
representational capacity. We consider an entry-wise nonlinear function σ(·) such as
ReLU and produce layer ℓ−th output as

X f
ℓ+1 =σ(X f

d ,ℓ), f = 1, . . .Fℓ. (4.5)

The encoder performs operations (4.3)-(4.4)-(4.5) for all the Le layers to yield the
encoded output

Z¦ := X¦,L = ENC(x¦,0,S,ST ;He ,s), (4.6)

where x¦,0 := x¦ ∈ RN T , Z¦ = [z1¦, . . . ,zFL¦ ] ∈ RN TLe ×FL , and we made explicit the
dependence from the product graph parameters s = [s00, s01, s10, s11]> [cf. (4.1)].

4.2.3. DECODER

Mirroring the encoder, the decoder reconstructs the input from the latent
representations in (4.6). At the generic layer ℓ, graph-time convolutional filtering is
performed, subsequently a temporal upsampling, and a pointwise nonlinearity.

GTConv filtering decodes the spatiotemporal latent representations from the encoder.

Considering again Fℓ−1 input features z1
¦,ℓ−1, . . . ,zg

¦,ℓ−1, . . . ,zFℓ−1
¦,ℓ−1 and a filter bank of
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FℓFℓ−1 GTConv filters as per (4.2), the outputs are

y f
¦,ℓ =

Fℓ−1∑
g=1

H f g (S¦)zg
¦,ℓ−1, f = 1, . . .Fℓ. (4.7)

Upsampling zero-pads the removed temporal values during downsampling [cf. (4.4)]
so that the final GTConvAE output matches the dimension of X. Specifically, given

the f −th feature y f
¦,ℓ ∈ RN T d

ℓ−1 from (4.7), we again transform it into a matrix

Y f
1 = vec−1(y f

¦,1) ∈ RN×T d
ℓ−1 and obtain the upsampled matrix Z f

u,ℓ ∈ RN×T d
ℓ whose

(n, t )−th entry is computed as

Z f
u,ℓ(n, t ) =

{
Y f
ℓ

(n,dt/r e); if ∃k ∈Z : t = kr

0; o/w
(4.8)

where d·e is the ceiling function.2 The GTConv filter bank in the next layer
interpolates these zero-padded values from the downsampled ones. This implies that
the downsampling rate in the encoder cannot be too harsh to lose information, and
also, the filter orders in the decoder cannot be too small to have a high interpolatory
capacity.

Activation functions again nonlinzearize the upsampled features in (4.8) and yield

Z f
ℓ
=σ(Z f

u,ℓ), f = 1, . . .Fℓ. (4.9)

The decoder performs operations (4.7)-(4.8)-(4.9) for all Ld layers to yield the
decoded output x̂¦ = z¦,Ld ∈RN T , which also corresponds to the GTConvAE output

x̂¦ = z¦,Ld = DEC(Z¦,S,ST ;Hd ,s), (4.10)

where we match the dimensions by setting FLd = 1.

4.2.4. LOSS FUNCTION

Given (4.6) and (4.10), the GTConvAE in (4.1) can be detailed as

x̂¦ = GTConvAE(x¦,S,ST ;H ,s) = DEC
(
ENC(x¦,S,ST ;He ,s),S,ST ;Hd ,s

)
. (4.11)

The GTConv filter parameters in H and the product graph parameters in s are
estimated by minimizing the loss function

L (X, X̂,G ,H ) = ED [‖x¦− x̂¦‖2]+ρ‖s‖1. (4.12)

where the first term measures the reconstruction error over the probabilistic
distribution D of the training set, whereas the second term imposes sparsity in
the spatiotemporal dependencies of the product graph. Scalar ρ > 0 controls the

2We considered the same down/up-sampling rate in each layer of the decoder and encoder; hence,
because of the mirrored structure T e

ℓ
in (4.5) equals T d

ℓ−1 in (4.8).
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trade-off between fitting and regularization, and a higher value implies a stronger
spatiotemporal sparsity (from the norm one ‖ · ‖1); i.e., sparser spatiotemporal
attention.

Complexity analysis: Denoting the maximum number of features in all layers by
Fmax = max{Fℓ} the GTConvAE has |H | = (Le +Ld )(K +1)F 2

max parameters. This is
because each GTConv filter (4.2) has K +1 parameters and in each layer a filter bank
of at most F 2

max filters is used. Despite the product graphs are of large dimensions,
the latter is highly sparse and the computation complexity of the GTConvAE is of
order O (M¦|H |), where M¦ = N T +N MT +MT +2M MT is the number of edges of
the product graph (M edges in the spatial graph and MT edges in the temporal
graph). This is because each graph-time filter has a computational complexity of
order O ((K +1)M¦) [105] and the GTConvAE consists of (Le +Ld )F 2

max graph-time
filters. We consider r = 1 sampling rate to provide the worst case analysis, but the
computational complexity reduces further for r > 1.

4.3. STABILITY ANALYSIS
In this section, we conduct a stability analysis of the GTConvAE w.r.t. relative
perturbations in the spatial graph. This stability analysis is motivated by the fact that
we do not always have access to the ground truth spatial graph due to modeling
issues or when the physical network undergoes slight changes over time. Hence,
the spatial graph used for training differs from that used for testing; thus, having a
stable GTConvAE is desirable to perform the tasks reliably.

We consider the relative perturbation model

Ŝ = S+ (SE+ES) (4.13)

where Ŝ is the perturbed GSO and E is the perturbation matrix with bounded
operator norm ‖E‖ ≤ ϵ [106]. This model accounts for graph perturbation depending
on its structure, i.e., a higher degree node (a node with higher-weighted connected
edges) is relatively prone to more perturbation.

4.3.1. SPATIOTEMPORAL INTEGRAL LIPSCHITZ FILTERS

To investigate the stability of GTConvAE, we first characterize the graph-time
convolutional filters in the spectral domain. Consider the eigendecompositions
of the spatial GSO S = VΛVH and of the temporal GSO ST = VT ΛT VH

T . Matrices
V = [v1, . . . ,vN ]> and VT = [vT,1, . . . ,vT,T ]> collect the spatial and the temporal
eigenvectors, respectively, and Λ = diag(λ1, . . . ,λN ) and ΛT = diag(λT,1, . . . ,λT,T ) the
corresponding eigenvalues. From (4.1), the eigendecomposition of the product graph
GSO is S¦ = V¦Λ¦VH¦ with eigenvectors V¦ = VT ⊗V being the Kronecker product ⊗
of the respective GSOs and the eigenvalues Λ¦ =ΛT ¦Λ are defined by the product
graph rule. As in graph signal processing [84], it is possible to characterize the joint
graph-time Fourier transform of product graph signals. Specifically, the graph-time
Fourier transform of signal x¦ is defined as x̃ = (VT ⊗V)Hx¦ and the eigenvalues in
Λ¦ now collect the graph-time frequencies of the product graph [67]. Applying this
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Fourier transform on the input and output of the GTConv filter in (4.2), we can
write the filter input-output as ỹ¦ = H(Λ¦)ỹ, where ỹ¦ is the Fourier transform of the
output and H(Λ¦) is an N T ×N T diagonal matrix containing the filter frequency
response on the main diagonal. This frequency response is of the form

h(λ¦,(n,t )) =
K∑

k=0
hkλ

k
¦,(n,t ) (4.14)

where λ¦,(n,t ) = λT,t ¦λn indicates the eigenvalue of S¦ corresponding to the spatial
index n ∈ [N ] and temporal index t ∈ [T ] of the product graph.

The eigenvalues λ¦,(n,t ) can be considered as the frequencies of the product graph
and can be ordered in ascending order of magnitude. We can then characterize the
variation of the filter frequency response for two different spatial eigenvalues.

Definition 12. A GTConv filter with a frequency response h(λ¦,(n,t )) is graph
integral Lipschitz if there exists constant C > 0 such that for all frequencies
λ¦,(n,t ),λ¦,(n′,t ′) ∈Λ¦, it holds that

|h(λ¦,(n,t ))−h(λ¦,(n′,t ′))| ≤C
|λn −λn′ |
|λn +λn′ |/2

for all {λn ,λn′ } ∈Λ. (4.15)

Expression (4.15) states that the frequency response of a GTConv filter should vary
sub-linearly while the Lipschitz coefficient C depends on the gap |λ¦,(n,t )+λ¦,(n′,t ′)|/2.
This implies ∣∣∣λn

∂h(λ¦,(n,t ))

∂λn

∣∣∣≤C for all λn ∈Λ and λ¦,(n,t ) ∈Λ¦ (4.16)

which means the integral Lipschitz filter cannot vary drastically in high graph
frequencies. Hence, such a filter can discriminate low frequency content but not
high frequency ones.

Definition 13. A GTConv filter has normalized frequency response if |h(λ¦,(n,t ))| ≤ 1
for all λ¦,(n,t ).

This definition is a direct consequence of normalizing the filters’ frequency
response by their maximum value. We shall show next that GTConvAE with filters
satisfying Def. 12 and 13 are stable to perturbations in the form (4.13).

4.3.2. STABILITY RESULT

The following theorem with proof in Appendix B.1 provides the main result.

Theorem 3. Consider a GTConvAE with an Le -layer encoder and an Ld -layer
decoder having Fℓ ≤ Fmax and Fd ,ℓ ≤ Fmax features per layer in encoder and decoder,
respectively, and a summary function SU M(·) performing pure downsampling with
rate r . Consider also the filters are integral Lipschitz [cf. Def. 12] with a normalized
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frequency response [cf. Def. 13] and that the nonlinearities are 1−Lipschitz (e.g.,
ReLU, absolute value). Let this GTConvAE be trained over the product graph (4.1)
and deployed over its perturbed version whose spatial GSO is given in (4.13) with
a perturbation of at most ‖E‖ ≤ ϵ. The distance between the two models is upper
bounded by

‖GTConvAE(x¦,S,ST )−GTConvAE(x¦, Ŝ,ST )‖2 ≤ (Ld +Le )r−Le /2ϵ∆F Le+Ld−1
max ‖x¦‖2. (4.17)

where ∆= 2C (s01+ s11λT,max )(1+δ
p

N T ), and δ= (‖U−V‖2+1)2−1 with eigenvectors
U from E = UMUH and V from S = VΛVH.

The result (4.17) states that GTConvAE is stable against relative perturbations. It
also suggests that GTConvAE is less stable for larger product graphs (

p
N T ) since

more nodes pass information over the perturbed edges. Moreover, making the model
more complex by increasing the number of features or layers compromises stability

as more graph-time convolutional filters work on a perturbed graph (F Le+Ld−1
max ). We

also see the stability improves with the sampling rate r > 1 because fewer nodes
operate over the perturbed graph after downsampling. Furthermore, for a deeper
encoder we have more downsampling hence the stability improves; yet there is a

tradeoff between improving the bound imposed by the terms r−Le /2, F Le+Ld−1
max , and

Le +Ld . Finally, parameters s01 and s11 appear in the stability bound because they
are the only ones composing the spatial edges; thus, minimizing ‖s‖1 in (4.12) leads
to improved stability.

4.4. NUMERICAL RESULTS
This section compares the GTConvAE with baseline solutions and competitive
alternatives for time series denoising as well as anomaly detection with real data
from solar irradiance and water networks. In all experiments, the ADAM optimizer
with the standard hyperparameters is used and an unweighted directed line graph is
considered for the temporal graph in (4.1).

4.4.1. DENOISING OF SOLAR IRRADIANCE TIME SERIES

We consider the task of denoising solar irradiance time series over N = 75 solar
stations around the northern region of the U.S. measured in GHI (W /m2) [89]. Each
solar station is a vertex and an undirected edge is set using the physical distances
between the stations via Gaussian threshold kernel with σ= 0.25 and th = 0.1 after
normalizing maximum weight to 1 [84]. The noise is generated via a zero-mean
Gaussian distribution with a covariance matrix corresponding to the pseudo-inverse
of the normalized graph Laplacian. More information about the noise model is
provided in Appendix B.2.

Experimental setup. We considered the first 2000 samples for training and validation
(2000-2014) and the subsequent 200 (2014-2016) for testing. The input data is a
single feature corresponding to the GHI measurement and the product graph has
N = 75 spatial nodes and T = 8 temporal nodes. The GTConvAE has three layers with
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{8,4,2} features in the encoder and reversely in the decoder; all filters are 4th-order
and normalized Laplacian is used as GSO; a downsampling rate of r = 2; a max
function in (4.4); and ReLU activation functions. The regularizer weight in (4.12) is
ρ = 0.2 and the learning rate is 25×10−4. We compared the GTConvAE with the
following alternatives:

• C3D [91]: non-graph spatiotemporal autoencoder using three-dimensional
CNNs.

• ConvLSTMAE [93]: A non-graph spatiotemporal autoencoder using two-
dimensional CNNs followed by LSTMs.

• STGAE [85]: A modular spatiotemporal graph autoencoder that uses an edge
varying filter for the graph dimension followed by temporal convolution.

• Baseline GCNN [116]: An autoencoder built with a conventional graph
convolutional neural network using the time series as features over the nodes.
The shift operator is the normalized Laplacian matrix.

Figure 4.2.: Denoising performance of the
proposed GTConvAE and al-
ternatives. The standard devi-
ation for all the models is of
order 10−2.

The first two methods are considered
to show the role of using a distance
graph as an inductive bias. The
third method is considered to compare
the joint GTConvAE over disjoint al-
ternatives, whereas the last model is
considered to show the role of the
sparse product graphs rather than treat-
ing time series as node features. The
parameters for all models are chosen
via grid search from the ranges reported
in Appendix B.2.

Results. Fig. 4.2 shows the reconstruc-
tion normalized mean squared error
(NMSE) for different signal-to-noise ra-
tios (SNRs). The proposed GTConvAE compares well with STGAE for low SNRs but
better for high SNRs. We attribute this improvement to the ability of the GTConvAE
to capture jointly the spatiotemporal patterns in the data while STGAE operates
disjointly. We also see that in comparison with the baseline GCNN, the GTConvAE
performs consistently better, highlighting the importance of the sparser product
graphs and temporal downsampling. Finally, we also observe a superior performance
compared with the non-graph alternatives C3D and ConvLSTMAE.

4.4.2. ANOMALY DETECTION IN WATER NETWORKS

We now consider the task of detecting cyber-physical attacks on a water network.
We considered the C-town network from the Battle of ATtack Detection ALgorithms
(BATADAL) dataset comprising N = 388 nodes (demand junctions, storage tanks, and
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reservoirs) and 8762 hourly measurements of 43 different node feature signals for
a period of 12 months. We used the same setup as in [120] and considered a
correlation graph from the data. The dataset provides a normal operating condition
comprising recordings for the first 12 months and an anomalous event operating
condition comprising 7 attacks over the successive 3 months. Refer to [121, 122] for
more detail about the BATADAL dataset.

Experimental setup. The normal operating condition data are used to train the
model for one-step forecasting to be used for detecting anomalies. The anomalous
event operating condition data are used for testing and an anomaly is flagged if the
prediction error exceeds a threshold. We set the threshold intuitively to three times
the error variance during training. The inputs are the 43 time series over the N = 388
nodes and we considered T = 6 for the temporal graph dimension. The GTConvAE
has two layers with {8,2} features in the encoder and reversely in the decoder; all
filters are of order K = 4; a downsampling rate r = 2; a max function in (4.4); and
ReLU activation functions. The regularizer weight in (4.12) is ρ = 0.14 and learning
rate is 5×10−4. We compared the performance against two graph-based alternatives:

• STGCAE-LSTM [86]: A related solution to our method that uses a Cartesian
spatiotemporal graph with graph convolutions followed by an LSTM in the
latent domain.

• TGCN [120]: A modular graph-based autoencoder using cascades of temporal
convolutions and message passing.

The parameters for all models are obtained via grid search from the ranges
reported in Appendix B.3. We measure the performance via the S -score present in
the BATADAL dataset, which contains STTD for the timing in detecting anomalies
and SCM for the classification accuracy. The S -score is

S = 0.5(STTD +SCM) = 0.5

(
(1− 1

NA

NA∑
i=1

TTDi

∆Ti
)+ TPR+TNR

2

)
, (4.18)

where NA is the number of attacks, TTD is the detection time of the attack, ∆Ti is
the duration of the i−th attack, TPR is the true positive rate, and TNR is the true
negative rate.

Results: Table 4.1 shows that all the models managed to detect all of the attacks,
however, the TGCN has a better performance in timing STTD. In the accuracy of
anomaly detection SCM, the GTConvAE outperforms the other two models as the
product graphs alongside downsampling enable it to learn spatiotemporal patterns
in the data effectively. Overall, the GTConvAE performs better than other models by
a small margin.

4.4.3. STABILITY ANALYSIS

To investigate the stability of the GTConvAE, we trained the model over a synthesized
dataset so we could control all the setting such as the spatial graph size N .
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Table 4.1.: Comparison of different models in the BATADAL dataset. All metrics are
the higher the better.

Model NA S STTD SCM TPR TNR

STGCAE-LSTM [86] 7 0.924 0.920 0.928 0.892 0.964

TGCN [120] 7 0.931 0.934 0.928 0.885 0.971

GTConvAE (ours) 7 0.940 0.928 0.952 0.922 0.981

The graph is an undirected stochastic block model with 5 communities among
N = {50,100, . . . ,500}. The edges are drawn independently with probability 0.8 for
nodes in the same community and 0.2 otherwise. Each data sample is a diffused
signal over the graph X = [Sx, . . . ,ST x] with T = 6 and x having a random non-zero
entry. The autoencoder is used to reconstruct this data.

Experimental setup The model has two layers of encoder and decoder with sampling
rate r = 2. Each layer of the encoder has {8,4} features and reversely in the decoder.
All filters are of order four and the normalized graph Laplacian is used as GSO. The
activation functions are ReLU and pure donwsampling is considered. The regularizer
weight is 0.25 and learning rate is 25×10−3. The model is trained over the graph with
different sizes and tested with a perturbed graph following the relative perturbation
model in (4.13) for different SNR scenarios in the topology. We compare the stability
of the GTConvAE with learned graphs with the same autoencoder having fixed
Cartesian and strong product graphs.

Results Fig. 4.3a indicates that the GTConvAE in different noisy scenarios. GTConvAE
is the most stable in medium and high SNRs as it leverages sparsity in the
spatiotemporal coupling. However, GTConvAE performance drops more rapidly in
low SNR scenarios as its parameters are trained for the data and task. Fig. 4.3b
shows the results for reconstruction error over graphs with different sizes. The
GTConvAE is more stable than the other models, even in graphs with the larger sizes
for the same reason as before. All models loose performance similarly as the size of
the graph grows. This is consistent with the theoretical result in (4.17).

4.4.4. ABLATION STUDY

To accent the role of each component in GTConvAE, an ablation study has been
performed for all previous experiments. The reduced variants of GTConvAE are:

• Baseline GCNN : The product graph is removed and time series are represented
as distinct features over the nodes of spatial graph.

• Fixed GTConvAE: The product graph type is fixed as Cartesian, Kronecker, and
Strong product.

• without Downsampling: The downsampling module in the encoder and the
upsampling module in the decoder are eliminated.
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(a) (b) (c)

Figure 4.3.: Stability results for different scenarios of the GTConvAE and fixed
product graphs. (a) Different SNRs in the topology. (b) Different graph
sizes in 4dB perturbation. (c) Different sampling rates r . The standard
deviation for all models is of order O (10−3) and it is neglected to avoid
overcrowded plots.

The same experimental setup is considered in each application while the SNR is set
to 5 dB in denoising solar irradiance time series. The number of nodes is 250 and
sampling rate is 2 for the reconstruction task on synthetic data, and the average run
time is provided over 100 different realizations and 100 epochs per experiment. The
hardware used to exploit the rune time numbers is a GeForce RTX 3060 GPU, and
the code is not optimized for a faster implementation point of view; however, the
numbers are used to better comprehend the components’ roles.

Table 4.2 presents the performed ablation study. For all the experiments,
GTConvAE outperforms Baseline GCNN due to the product graph and considering
time dependencies in the data alongside spatial dependencies. However, the
performance improvement comes with increased model complexity as GTConvAE
deals with larger graphs while baseline GCNN benefits from a parallel scheme. It is
not conclusive which fixed product graph performs better as the optimum product
graph may vary depending on the task. Hence, using a parametric product graph
in the model can improve the performance, as suggested by these results. Learning
through the product graph increases slightly the model complexity compared with
the Cartesian and Kronecker models. The downsampling module does not contribute
to the performance as long as the data contains smooth time series with short-term
patterns; however, it plays a role when it comes to data with longer-term patterns,
such as anomaly detection in the water networks. Moreover, it reduces the model
complexity significantly and enables GTConvAE to engage on larger datasets.

4.5. CONCLUSION
We introduced GTConvAE as an unsupervised model for learning representations
from multivariate time series over networks. The GTConvAE uses parametric product
graphs to aggregate information from a spatiotemporal neighborhood while it still
learns spatiotemporal couplings in the product graph. We proposed a spectral
analysis for GTConvAE due to its convolutional nature which led to stability analysis.
The stability analysis states that GTConvAE is stable against relative perturbations in
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Table 4.2.: Ablation study of GTConvAE over different tasks of denoising, anomaly
detection, and data reconstruction.

model
Denoising Anomaly detection Reconstruction Run time

(NMSE) (S ) (NMSE) (s/epoch)

GTConvAE 0.28 0.940 0.24 177

Baseline GCNN 0.36 0.889 0.35 132

Cartesian 0.31 0.913 0.29 169

Kronecker 0.32 0.908 0.28 168

Strong 0.31 0.912 0.30 194

w/o Downsampling 0.30 0.915 0.25 211

the spatial graph as long as graph-time filters vary smoothly over high spatiotemporal
frequencies. Finally, numerical results showed that the GTConvAE compares well with
the state-of-the-art models on benchmark datasets and corroborated the stability
results. For further researches, dynamic graphs can be accommodated in the model
where the product graph consists of dynamic spatial structures and spatiotemporal
edges to tackle more complicated real-world problems.





5
GRAPH-TIME TREND FILTERING

AND UNROLLING NETWORKS

In previous chapters, we developed a principled framework for analyzing network
time-series data in both supervised and unsupervised settings. Although the proposed
models address a wide variety of applications, they are limited by the amount of data
available for training. In this phase of thesis, we transition our focus on developing
data-driven models for scenarios where the data is not abundant. Specifically, this
chapter proposes a graph-time trend filtering model by enforcing statistical priors on
data to compensate for the lack of data. Deploying algorithm unrolling to turn the
optimization problem into a neural network, we develop a graph neural network for
trend filtering of network time-series data capable of learning from limited data. 1

5.1. INTRODUCTION
Processing network-based multivariate time series is of interest in a myriad of
applications including traffic networks, action recognition, and power networks [123–
126], to name a few. Two ubiquitous tasks are reconstructing missing values
in a spatiotemporal manner and removing noise. These tasks are addressed via
graph-time regularization techniques where a joint spatiotemporal prior about the
data behavior is forced into the recovery optimization problem. For example, the
work in [110] assumes a smoothly evolving model for time-varying graph signals
where the regularizer enforces temporal differences to be smooth over the graph.
Authors in [127] employ the same assumption but measure the temporal differences
smoothness via Sobolev norm to ensure faster convergence and numerical stability.
Differently, a stationary time-vertex framework is proposed in [128] and the
time-varying graph signals are recovered by solving a Wiener optimization problem.
The work in [129] defines a separable smoothness term over temporal and spatial
domains as regularizer and unrolls the iterative algorithm for more flexibility. Finally,

1This chapter is based on the publication: M. Sabbaqi and E. Isufi, "Graph-Time Trend Filtering and
Unrolling Network," 2023 31st European Signal Processing Conference (EUSIPCO), Helsinki, Finland,
2023.
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the authors in [130] use a time-varying kernel and regularize the optimization
problem with a kernel-based smoothness to account for both temporal variations in
the data and graph itself.

All these works rely on a joint spatiotemporal smoothness, diffusion or variation
thereof to reconstruct the signal. The latter are however not useful when the time
series present discontinuities either across the graph, time or both. This is for
example the case in a traffic network where the velocity of vehicles varies sudden
but sparse rather smooth and steady. In these cases, approaches based on sparse
differences between adjacent signal values could be of interest as they are suitable to
capture sharp transitions in the signal. These approaches have been developed either
for univariate time series [131], images [132], or for time invariant graph data [133].
However, extending them to a joint spatiotemporal prior is not straightforward. Here,
we use product graphs to create an effective spatiotemporal neighborhood where the
nodes can also exchange information with jointly spatial and temporal neighbors.
Defining a trend filter over product graph assures piece-wise smoothness in the
spatiotemporal domain which enables the model to capture even diffusing trends in
the data.

A fundamental challenge with regularization-based approaches is that these priors
may be difficult to find or that particular tasks cannot be addressed with simple
priors, hence leading to more complex solutions. In these instances, learning the
prior from the data or the part it cannot represent allows for sufficient flexibility to
address a wider range of tasks while being computationally tractable. A promising
approach to achieve the latter goal comprises resorting to model-based neural
network solutions, which are deep learning approaches where the propagation rule
is based on the algorithm used to solve regularized optimization problem [25]. Such
techniques have been widely used for image data [134], seldom for graph time
invariant data [26] but remain unexplored for time varying network data. To adopt
the latter for our setting, we build upon the ADMM iterations of the graph-time trend
filter and employ graph-time convolutional filters in each layer so that to improve
flexibility and account for multi-hop spatiotemporal neighboring information, while
preserving the inductive biases given by graph structure and the trend filter. In turn,
this also reduces the computational complexity of the ADMM solution.

In summary, the contribution of this work is twofold. First, it proposed a joint
graph-time trend filter to process network-based multivariate time series containing
abrupt transitions (Section 5.2.2). Second, it develops an unrolled neural network for
this setting to make the approach more versatile, benefit from the data, and facilitate
scalability to larger graphs (Section 5.3). These approaches are corroborated and
compared with competing alternatives on two synthetic and four real datasets from
traffic and sensor networks (Section 5.4).
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5.2. GRAPH-TIME TREND FILTERING

5.2.1. PRODUCT GRAPH REPRESENTATION OF MULTIVARIATE TIME

SERIES

Consider a graph G = (V ,E ), named spatial graph of N nodes in V = {1, . . . , N }
and |E | edges in E ⊆ V ×V . Let the graph shift operator (GSO) matrix of this
graph be S ∈ RN×N [135]. On top of this graph we have a multivariate time series
xt = [xt (1), . . . , xt (N )]> ∈RN , where each entry is the time series of the corresponding
node. We collect T such realizations in matrix X = [x1, . . . ,xT ] where now the i th row
xi = [x1(i ), . . . , xT (i )]> is a time series of node i with length T . We can also represent
the temporal dependencies in xi through a temporal graph GT = (VT ,ET ) of T nodes
in VT = {1, . . . ,T }, |ET | edges in ET ∈ VT ×VT , and corresponding GSO matrix ST . Each
node of GT corresponds to one time instant t and the edges are capture temporal
dependencies. Thus, the time series xi can be represented as a graph signal over the
temporal graph G , which may be a simple directed line graph or a more complicated
correlation/causation-based structure.

While each of the graphs can be used to process the corresponding signals
individually, we will miss their spatiotemporal dependencies. In the context of trend
filtering, this implies that we may be able to capture piecewise signal transitions
either spatially or temporally but not both. To capture the latter, we use product
graphs and build a joint graph-time trend filter. Specifically, given the spatial graph
G and the temporal graph GT , their product graph is denoted by

G¦ =GT ¦G = (V¦,E¦,S¦) (5.1)

with node set V¦ = VT ×V . Here, a node v¦,(i ,t ) ∈ VT stands for a graph-time location;
hence, the edges in E¦ connecting graph-time locations are governed by type of the
product graph. Typical product graphs include [38]:

• Kronecker product: G⊗ = GT ⊗G = (V⊗,E⊗,S⊗) has the GSO S⊗ = ST ⊗S. The
number of edges is |E⊗| = 2|E ||ET |.

• Cartesian product: G× =GT ×G = (V×,E×,S×) has the GSO S× = ST ⊗ IN + IT ⊗S.
The number of edges is |E×| = T |E |+N |ET |.

• Strong product: G⊠ =GT⊠G = (V⊠,E⊠,S⊠) has the GSO S⊠ = ST ⊗ IN + IT ⊗S+
ST ⊗S. The number of edges is |E⊠| = |E ||ET |+T |E |+N |ET |.

All these product graphs can be seen as particular instances of a parametric
product graph with GSO

S¦ =
1∑

i=0

1∑
j=0

si j

(
Si

T ⊗S j
)

. (5.2)

The scalars {si j } could be set at the outset if a prior about the connectivity exits
or can be treated as trainable parameters so as to learn also the spatiotemporal
dependencies in the data for the task at hand [136, 137].

Column-vectorizing X into x¦ = vec(X) ∈ RN T we obtain a product graph signal in
which the i th entry is the signal value at the spatiotemporal node i¦ = (i , t ).
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5.2.2. GRAPH-TIME TREND FILTERING

When the time series in X present a spatiotemporal piece-wise smooth structure, we
could use the latter as a prior to process such signals. For example, this is the case
in a social network where people in a community share a similar political inclination
different from the other communities and their opinion varies smoothly over time.
another example can be a traffic network where velocity time series in each node
is piecewise smooth while their variation over the road network is smooth. Trend
filtering concepts developed over the product graph G¦ could be of interest here to
capture the spatiotemporal signal jumps.

Specifically, we column-vectorize X into x¦ = vec(X) ∈ RN T to obtain a product
graph signal in which the i th entry is the signal value at the spatiotemporal node
i¦ = (i , t ). Then, denoting the incidence matrix of the product graph by B(1)

¦ := B
and the measurements by y¦ = vec(Y), a kth order graph-time trend filter comprises
solving

x̂¦ = argmin
x¦∈RN T

1

2
‖y¦−x¦‖2

2 +γ‖B(k+1)
¦ x¦‖1, (5.3)

where γ is the regularization weight and B(k+1)
¦ is a higher-order difference operator

defined as

B(k+1) =
 B¦B(k)

¦ = L
k+1

2¦ k is odd

B>¦ B(k)
¦ = B>¦ L

k
2¦ k is even

(5.4)

where B>¦ = B(1)
¦ is the incidence matrix and L¦ = S¦ is the normalized Laplacian

matrix of the product graph. To understand the graph-time trend filtering operation,
consider that operation

‖B(1)
¦ x¦‖1 =

∑
(i¦ ,i ′¦)∈E¦

|x¦,i¦ −x¦,i ′¦ | (5.5)

measures the spatiotemporal local difference over the product graph G¦. If such
differences are sparse (e.g., in spatiotemporal piece-wise signals), this acts as
a spatiotemporal regularizer to obtain the signal from noisy and/or incomplete
measurements. The kth order graph-time trend filter instead performs differently
depending on the order. For an odd order, it performs a difference operation over
nodes of the graph. Instead, for an even order it applies the difference operator on
the edges. The higher orders of graph-time trend filter perform similar operation
but on the shifted time-varying graph signal. Hence, minimizing non-zero values
of this spatiotemporal difference leads to a time-varying signal which is piecewise
smooth either in spatial or temporal domain. The spatiotemporal resolution to
measure the smoothness mainly depends on the type of product graph and imposed
spatiotemporal couplings.

The trend filtering operation is directly controlled by the type of product graph.
For example, for the Kronecker product operation (5.5) measures the difference with
neighbor previous value. Instead, for the Cartesian product we have either temporal
or spatial difference. Finally, if we consider a parametric product graph, its incidence
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matrix has the form

B¦ =
[p

s00 IN T
∣∣ ps01 IT ⊗B

∣∣ ps10 BT ⊗ IN
∣∣ (5.6)p

s11 BT ⊗ReLU([1,−1]⊗B)
]

with B and BT are the incidence matrices of the spatial graph G and temporal graph
GT , respectively and ReLU(x) = max{0, x} is applied element-wise. Therefore, when
substituted in (5.5) the incidence matrices considers local differences in different
ways. The first set of edges s00IN T stand for self-loops and balance the ratio
between changing and keeping the value of each node. The second set s01IT ⊗B
represents temporal connections and captures time series smoothness on time axis,
whereas the third set s10BT ⊗IN stands for the spatial dependencies and captures the
variation over the graph. Finally, the fourth set s11BT ⊗ReLU([1,−1]⊗B) represents
the spatiotemporal relations and extracts the difference between a node value and
its neighbors history.

With this in place, the graph-time trend filtering optimization problem (5.3) is
convex and can be solved via the alternating method of multipliers (ADMM). To this
end, we define z = B>¦ x¦ to segregate variables in non-differentiable function and
constraint the optimization problem to its residual. Considering the scaled ADMM
variable u, the augmented Lagrangian for the optimization problem in (5.3) is

J(x¦,z,u)= 1

2
‖y¦−x¦‖2

2 +γ‖z‖1 + ρ

2
‖B>

¦ x¦−z+u‖2
2 −

ρ

2
‖u‖2

2 (5.7)

where z and u are intermediate variables, and ρ is the ADMM parameter. Alternating
the minimization over its variables solves the optimization problem comprising the
following equations

xℓ+1
¦ = (IN T +ρS¦)−1(y¦+ρB¦(zℓ−uℓ)) (5.8a)

zℓ+1 = softγ(B>
¦ xℓ+1

¦ +uℓ) (5.8b)

uℓ+1 = uℓ+B>
¦ xℓ+1

¦ −zℓ+1 (5.8c)

where softγ(·) is a standard soft threshold function as the proximal operator of
l1-norm term and enforces piecewise smoothness. Both intermediate variables z and
u are initialized by zero vectors.

5.3. GRAPH-TIME TREND UNROLLING
The graph-time trend filter has three critical aspects. First, its prior should be
strongly present in the data since the solution of (5.3) is biased by the regularizer.
Second, it is useful for limited spatial graphs and a small temporal windows since
the inverse in (5.8a) has a cubic cost O ((N T )3). Third, the ADMM may require
thousands of iterations to reach a local minima, which adds to the computational
effort. When these aspects become a challenge, we can resort to unrolled neural
networks, which exploit a recursion used to solve the optimization problem for
building a data-driven solution [25].
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In the graph-time trend filtering case, we build upon the ADMM iterations (5.8a)-
(5.8c) and replace the inverse in (5.8a) with a graph-time convolutional filter (GTConv.
filter) of the form

H(S¦) =
K∑

k=0
hk Sk

¦ (5.9)

where h = [h1, . . . ,hK ]> is the filter coefficient vector that we estimate for the task at
hand [138]. The filter order K controls the spatiotemporal resolution of the filter
and allows gathering at each node i¦ = (i , t ) signal information from its neighbors
and itself that is at most K hops away in the product graph; see [138] for a detailed
discussion. Replacing filter (5.9) into (5.8a) and adding also a nonlinearity to enhance
its representation power, the graph-time unrolled network has the propagation rule
at layer ℓ

xℓ+1
¦ =σ

(
Hℓ(S¦)(xℓ¦ +ρB¦(zℓ−uℓ))

)
(5.10a)

zℓ+1 = softγ(B>
¦ xℓ+1

¦ +uℓ) (5.10b)

uℓ+1 = uℓ+B>
¦ xℓ+1

¦ −zℓ+1 (5.10c)

where σ(·) is an activation function and the measurement variable y¦ is replaced by
the previous layer input xk¦ . Notice that computing the update xℓ+1¦ in (5.10a) has
now a computational complexity of order O (K T (N +2|E |)) in a worst case scenario
assuming the strong product graph and a cyclic temporal graph. The convolutional
filter has reduced the computational complexity from a cubic order into a linear one
w.r.t. product graph dimension as it operates locally in the vertex domain over a
commonly sparse set of edges.

The graph-time unrolled network has as input a vectorized time-varying graph
signal x0¦ = y¦, which, for instance, is a noisy observation in the denoising task. This
input is propagated following (5.10a)-(5.10b) for ℓ= 1, . . . ,L −1. The output of the
final layer L constitutes the output of the network, which can be represented in
the compact form y¦ →Φ(y¦;S¦,H ) := x⋆¦ , where set H collects the K L trainable
parameters. These parameters are estimated by solving an end-to-end empirical risk
minimization problem

H ⋆ = argmin
H

1

m

m∑
i=1

‖x⋆¦ −x¦‖2
2 (5.11)

where we have m observation pairs (x¦,y¦) in the dataset. The intermediate variable
z and u can be initialized as zero vectors, and the hyperparameters ρ and γ need
to be selected by fine-tuning. The fact that the unrolled network is build upon the
ADMM iterations and the product graph limits the function the search space and
serves as a strong inductive bias, thus requiring a limited number of parameters
to solve the task. This is quite desirable when we have limited training samples.
Moreover, the fact that we now learn multi-hop resolution information with the
filters improves the flexibility w.r.t. the trend filter (5.3) when the bias is not strongly
present in the data.

Remark 1. The role of the GTConv. filter (5.9) in (5.10a) could also be seen as a
more flexible way to represent the Neumann expansion of the inverse. Specifically,
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we have that (IN T +ρS¦)−1 = ∑∞
k=0(−1)kρk Sk¦ with ρ‖S¦‖¿ 1. Hence, the GTConv.

filter could be seen as a more flexible truncated inverse series where instead of
using the kth power of a single scalar (−1)kρk to weigh the information of k-hop
neighbors it learns specific parameters hk .

5.4. NUMERICAL EXPERIMENTS
In this section, we evaluate the proposed model performance on denoising and
reconstruction tasks over synthetic and real-world data. 2 We compare graph-time
unrolling network with the following baselines:

• BatchRTVG: Batch reconstruction of time-varying graph signals [110] uses
gradient method to solve an optimization problem that its cost function
minimizes the smoothness of all the graph signals one-step shifted over time.

• GUTF: Graph unrolling trend filtering proposed in [26] which solves and
unrolls the trend filtering problem over a spatial graph. The temporal data will
be fed to this model as distinct features.

• GraphTRSS: Time-varying graph signal reconstruction via Sobolev smooth-
ness [139] solves an optimization problem regularized with a smoothness term
over dilated graph signals to reconstruct time-varying graph signals.

The experiments contain two tasks of reconstruction and denoising of time-varying
graph signals. All the experiments are applied on the following datasets:

• Synthetic data: For the synthetic data, we generate an undirected stochastic
block model with C = 5 communities and N = 100 nodes. The edges are
independent random variables with probability of pe for nodes in different
communities and pi = 0.8 for nodes in a community. The time-varying graph
signals are originated from a smooth random signal over each community
xc =N (µc ,L†

c ) and diffused over the graph with operator exp−tL.

• Traffic data: PEMS-BAY and METR-LA datasets are used in this category.
PEMS-BAY contains six months of traffic measurements over 325 nodes in Bay
area with a 5 minutes resolution. METR-LA includes the traffic data of 207
nodes located on the highways of Los Angeles County with same resolution.
The shift operator is a directed adjacency matrix extracted from the road
distance matrix.

• Weather data: We evaluated our model over two benchmark weather datasets,
Molene and NOAA. The Molene dataset contains 744 weather recordings over
32 stations in a region of France with an hourly resolution. The NOAA dataset
consists of 8579 hourly temperature measurements across 109 stations in the
U.S.. The adjacency matrix is a normalized Laplacian matrix deployed by using
a Gaussian kernel over the distance matrix.

2The standard deviation of all the methods is in the range 10−210−3 and it is not reported here to
remove clutter on the tables and plots.
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In all the experiments, the ADAM optimizer is used to train the model and an
unweighted directed graph is the temporal graph GT . The performance is measured
using root normalized mean square error (rNMSE).

Reconstruction

Table 5.1.: Reconstruction error in terms of rNMSE for different dataset and methods
for p = 0.75.

Reconstruction
(rNMSE)

Synthetic Traffic Weather

pe = 0.2 pe = 0.8 PeMS-Bay METR-LA NOAA Molene

BatchRTVG [110] 0.2037 0.1891 0.2408 0.2472 0.2973 0.1880

GraphTRSS [139] 0.2011 0.1904 0.2376 0.2341 0.2510 0.1829

GT-TF [Ours] 0.1644 0.2015 0.1861 0.1899 0.2711 0.2163

GUTF [26] 0.1473 0.1610 0.1629 0.1601 0.1553 0.2239

GT-TFU [Ours] 0.1297 0.1382 0.1495 0.1471 0.1429 0.1992

In this task, we mask the original data randomly to generate missing values
where each entry of the mask J is an independent Bernoulli random variable with
probability p. Having the masked data, we divide it into 50%−20%−10% splits
for train, validation, and test, respectfully. We generate the dataset by extracting
X ∈RN×T data points in each split. Finally, we train our model with 5 layers, GTConv.
filter order K = 3, and temporal window T = 5.

Table 5.1 indicates the results for p = 0.75. On the synthetic data, the proposed
method and GUTF outperform the others as they both use piecewise smoothness.
However, in pe = 0.8 case, this assumption is violated and their performances
decrease, yet, they perform better than the rest due to having learnable parameters.
In the traffic dataset, learning methods outperform the others again, but the
proposed model performs better than GUTF as it considers temporal dependencies
in the data. The parametric and recursive model are having better results since they
can adapt the spatiotemporal structure during the training phase. Finally, similar
pattern to traffic data occurs in the NOAA dataset while Molene results differ. The
learnable models underperform as the amount of available data in this experiment
is not enough and also the data is highly smooth over both graph and time.

Table 5.2.: Denoising error in terms of rNMSE for different dataset and methods for
SNR = 5dB .

Denoising
(rNMSE)

Synthetic Traffic Weather

pe = 0.2 pe = 0.8 PeMS-Bay METR-LA NOAA Molene

BatchRTVG [110] 0.1978 0.1847 0.2112 0.2235 0.2569 0.1903

GraphTRSS [139] 0.1899 0.1824 0.2146 0.2092 0.2473 0.1815

GT-TF [Ours] 0.1572 0.1913 0.1733 0.1856 0.2694 0.1996

GUTF [26] 0.1349 0.1510 0.1477 0.1393 0.1509 0.2189

GT-TFU [Ours] 0.1084 0.1095 0.1156 0.1254 0.1219 0.1927

Denoising
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In this task, we add white Gaussian noise to our data and the goal is removing
the noise and reconstructing the original data. The learning setup is similar to the
reconstruction task but for 8 layers.

Table 2 presents the denoising performance for signal-to-noise ratio SNR = 5dB . It
can be observed the unrolling models outperform others as they learn parameters
and adapt themselves to the task at hand. The only exception is the Molene dataset
where the unrolling models fail due to the lack of data. The proposed model mostly
performs better as it considers the spatiotemporal connections in the data and the
parametric model even learns the spatiotemporal coupling while training. It should
be noted that the unrolling model succeeds to detect piece-wise smooth patterns in
the data through its structure while the objective function is the MSE between the
output and the label. This can be seen in synthetic data experiment on pe = 0.8
where the violation of piece-wise smoothness leads to the reduction of performance.

Product graph’s role: We investigated the proposed model performance for different

Table 5.3.: Reconstruction error in terms of rNMSE for different product graph types
where p = 0.75.

Reconstruc-
tion (rNMSE)

pe = 0.2 PeMS-Bay NOAA

A
D

M
M Cartesian 0.1701 0.1861 0.3043

Kronecker 0.1644 0.1879 0.2899

Strong 0.1729 0.2083 0.2711

U
n

ro
lli

n
g Cartesian 0.1577 0.1848 0.2309

Kronecker 0.1603 0.1822 0.2164

Strong 0.1694 0.1935 0.2291

Parametric 0.1297 0.1495 0.1429

types of product graph on distinct applications. As Table 5.3 suggests, the unrolling
models perform better than optimization ones since they adapt learning parameters
to the task during training. The difference accentuates in the NOAA dataset where
the piece-wise smoothness assumption breaks, yet, unrolling models manage to
reconstruct while ADMM ones fail. Results also indicate that the type of product
graph highly depends on the task so performance is independent of the product
graph type in general. This observation supports the performance of parametric
product graph which adapts the product graph structure to the application.

5.5. CONCLUSION
This work proposes a framework to process network-based multivariate time series
with abrupt transitions over the graph, time, or both. This is achieved by first
using product graphs to represent the spatiotemporal signal proximities and then
developing a joint graph-time trend filter on this structure. When such a prior
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is not present in the data or computationally demanding, we put forward a
graph-time unrolled neural network. This network builds its layers following the
ADMM iterations used to solve the graph-time trend filter and replaces matrix
inverse operations with graph-time convolutional filters. Our experiments on signal
interpolation and denoising on six synthetic and real-world datasets corroborate the
effectiveness of the proposed prior, as well as show superior performance when
compared with alternative solutions. Future work will focus on characterizing the
convergence and stability of the unrolled network.



6
GKNET: GRAPH KALMAN

FILTERING AND MODEL INFERENCE

VIA MODEL-BASED DEEP LEARNING

In previous chapter we tackled the problem of lack of data by incorporating the
neural network with statistical priors. The drawback of such approach is that the
model is limited to the assumptions made on the data and need to be designed
for different applications. In this chapter, we propose a model that maps the data
into latent domain where a statistical prior is enforced. The GKNet is inspired by
the Kalman filter combined with expectation-maximization algorithm to learn the
latent representation of the data and process it in a recurrent manner. The GKNet is
capable of learning from data in extreme conditions where the data is scarce and
prior knowledge is unavailable. 1

6.1. INTRODUCTION

Inference of time-varying signals over graphs plays a key role in network-based
systems to interpolate missing values, extrapolate a certain horizon, and detect
anomalies, to name a few [43, 140–143]. This is a challenging problem because the
relatio-temporal coupling in the data needs to be exploited in a computationally
affordable manner due to the problem dimensions involving large graphs and long
time horizons. The challenge increases when the graph is imperfect, which is often
the case in physical networks (water, power, transport) but also when the graph is
estimated from a finite amount of data [144–148]. The topological uncertainties
have been studied under different settings including graph filtering [29], graph signal
processing [149], graph neural networks [150–154], and PDE-based graph machine
learning [155, 156].

1This chapter is based on the submission: M. Sabbaqi, R. Taormina, and E. Isufi, "GKNet:
Graph Kalman Filtering and Model Inference via Model-based Deep Learning." arXiv preprint
arXiv:2506.22004 (2025).
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A natural way to infer time-varying signals on graphs is to extend graph
kernels [157] into a relatio-temporal form, where a separable kernel is favored due
to computational aspects [158, 159]. Another approach is to design a latent space
model where independent Gaussian processes pass through a graph filter to account
for both the temporal and the spatial connections in the data [160, 161]. The work
in [162] also builds around Gaussian processes but designs a joint (non-separable)
kernel based on stochastic partial differential equations (SPDEs). The latter is more
interpretable and expressive than the separable kernels, but it is computationally
heavier. In general, these approaches are limited in scalability, and rely on statistical
assumptions that may not hold.

Another approach to model time-varying signals over graphs is to use temporal
variants of graph neural networks (GNNs). One stream of works focuses on
sequentially combining GNNs with recurrent neural networks or their variants [10].
Another stream of works, related to this paper, designs graph neural networks that
can capture both relational and temporal dependencies simultaneously. For example,
the authors in [18] insert graph convolutions within a GRU architecture to consider
spatial connections while exploiting temporal patterns. The work in [150] proposes
an architecture performing on a product graph of spatial connections and temporal
dependencies. The main drawback of these approaches is that they require a large
amount of data, and treat the graph structure as solely the domain where graph
convolutions are performed, ultimately, limiting the interpretability of the process
dynamics.

To overcome the limitations of the above approaches, one needs to combine
the interpretability and reliability of statistical approaches with the flexibility and
scalability of machine learning approaches. Model-based deep learning [163, 164] is
a promising direction in this regard, which aims to develop data-driven solutions
where particular models or respective optimization problems are used as inductive
biases to design principled architectures that allow a degree of tractability [165].
Model-based deep learning for graphs has been proposed in [166–170]. However,
these models are restricted to a certain task, typically time-invariant. The latent
perspective is often key to model the time series evolution as the driving factors may
not be observed [171]. Moreover, they work either on static graph signals or short
temporal windows.

State space model-based deep learning solutions are a powerful alternative in this
regard. In this context, the authors in [172] proposed KalmanNet for tracking state
variable which is a deep learning architecture that learns the Kalman gain parameters
via a recurrent neural network. Later on, [173] proposed a spectral-based approach
for extended Kalman filtering in non-linear graph state space models. Based on
this work, the GSP-KalmanNet [174] is proposed to track graph time-varying signals
in state space models similar to KalmanNet. However, they consider both the
observation and transition models known which is rarely the case. Another catergory
of works consider the graph structure as a latent variable to be learned alongside
the model parameters and the latent time series which is different from the scope of
this chapter where the structue is fixed [175, 176].

In this work, we propose a graph-based state space model for inferring time-varying
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signals over graphs where both the state and observation models are unknown. This
is a high-dimensional ill-posed problem, and, to make it tractable, we consider the
state equation based on a graph SPDE kernel that accounts for the uncertainties
in the graph structure. The observation model is a locally graph-filtered version of
the latent graph signals to prevent over-smooth predictions. We use said parametric
state space formulation to model the process evolution on two fronts. First, both
the state and observation models are learned through an optimization problem in
a maximum likelihood setting alongside the latent time series. This method is
theoretically grounded and interpretable, but it is computationally heavy and lacks
expressivity. Thus, we extend the proposed algorithm into a model-based deep
learning architecture with a recurrent inference model to enhance its robustness,
expressive power, and scalability even in the presence of topological uncertainties
and few samples. Our main contributions are fourfold:

• Graph-based state space model with uncertainties: We propose a graph-based
state space model for inferring time-varying signals over graphs that accounts
for uncertainties. This state model is inspired by SPDE-based kernels over
graphs where the dispersion of the system noise is closely tied to the graph
structure. Then, the state passes through a graph filter to obtain the
observations.

• Learning via Kalman filter and maximum likelihood: We propose an inference
algorithm for time series over graphs. The Kalman filter is used alternatively
with a maximum likelihood estimation algorithm to learn the observation and
state model parameters, as well as to infer the latent time series simultaneously,
within an expectation maximization setting.

• Model-based deep learning architecture: We extend the proposed model into
a model-based deep learning architecture to enhance its robustness, expressive
power, and scalability. To do so, we use a recurrent recognition model to learn
the model parameters and topological uncertainties in an end-to-end manner.

• Numerical experiments: Extensive experiments on tasks such as forecasting
and time series interpolation over a synthetic and four real-world datasets
demonstrate the effectiveness of the proposed model. The results show a
favorable performance when compared with both statistical and machine
learning approaches.

• Water network systems case study: A case study on water network systems
is conducted to show the effectiveness of the proposed model in real-world
applications beyond the benchmark datasets. The method is modified for the
case study to account for the specific characteristics of the water network
systems.

The rest of the paper is organized as follows. In Section 6.2, we formalize the
problem. Section 6.3 proposes an algorithm to infer the latent time series and learn
the model parameters in a maximum likelihood setting based on Kalman filtering
and EM algorithm. In Section 6.4, we extend the proposed model into a model-based
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deep learning architecture with a recurrent recognition model. Section 6.5 presents
the experimental results on synthetic and real-world data. Section 6.6 discusses a
case study on water network systems. Finally, we conclude the paper in Section 6.7.

6.2. PROBLEM FORMULATION
Consider an undirected graph G = {V ,E ,W } with node set V , edge set E , and edge
weights W . Let the graph G have |V | = N nodes and |E | = M edges, and let it be
represented by its adjacency matrix A ∈RN×N . The Laplacian matrix L = diag(A1)−A
is another representation matrix behaving similarly to a difference operator where 1
is an all-one vector and diag(·) transforms a vector into a diagonal matrix. Matrix
B ∈RN×M is the node-to-edge incidence matrix of graph G . One can show that the
graph Laplacian matrix L = BB> while L1 = B>B is defined as the edge Laplacian
matrix. A time series over the nodes of graph G is a sequence of data points xt ∈RN

at time t with the i -th entry xi t being the time series over node i .
Our ultimate goal is to model the time series xt over graph G for downstream

tasks such as prediction, anomaly detection, and signal reconstruction. Under the
assumption that the graph G plays a role in the time series generation process, or
it captures the data structure, the temporal dependencies of xt are related to it. In
the simplest case, the time series can be generated by a Markovian process over
the graph where the data at time t is a transformation of the data at time t −1
constrained to the graph structure as

xt = f (A,xt−1)+wt , (6.1)

where f (·) is an arbitrary function that depends on the adjacency matrix A and wt

is the noise term. Identifying function f (·) from signal observations is the central
problem in different disciplines as we elaborate next.

6.2.1. PROBLEM MOTIVATION

Modeling the time series over graphs is considered in social networks, transportation
systems, and power grids where the data is collected over a network of nodes and
the evolution is influenced by the network structure. However, the observed data
might not strictly follow the Markovian process in (6.1) and the evolution might be
more complex. Hence, modeling the data using such strong statistical assumptions
might be insufficient to capture the underlying process dynamics.

State space models help to overcome this issue and consider the observed data yt

is a local aggregation of a latent state variable xt that evolves over the graph. The
state variable xt follows a Markovian process influenced by the graph structure as in
(6.1). The observation model locally combines the state variable xt considering the
graph structure as

yt = g (A,xt )+vt , (6.2)

where g (·) is an arbitrary function and vt is the observation noise.
Given the observation model g (·) and the state model f (·), the state variable xt

can be estimated via graph Kalman filtering. This problem was initially addressed
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in [177] for state estimation in sensor networks with distributed computations.
Authors in [171] proposed the graph Kalman filter for band-limited processes over
graphs given the network structure and sampled measurements. Later on, the
unscented graph Kalman filter [178] and the extended graph Kalman filter [173]
were proposed to handle nonlinearities in the dynamics and observation model.
Moreover, the work in [179] proposed a graph-frequency domain Kalman filter to
enhance the tracking performance subject to outlier measurements. However, all
of these methods suffer from instability against model mismatches and require a
good initialization of the state variable. Authors in [174] proposed a model-based
neural network called GSP-KalmanNet to tackle this issue by learning the Kalman
gain via a recurrent neural network from the data itself. This method is more robust
to model mismatches and leverages the graph structure to improve the estimation
performance. Yet, both the observation and state models g (·) and f (·) are assumed
known.

Observation model. Unlike the abovementioned works, we aim to learn both the
state model f (·) and the observation model g (·) to map the time series data into a
well-behaved latent space. More specifically, we consider the observation model to
be a linear, local aggregation of the state variable xt over the graph combined with
the measurement noise as

yt = M

(
K∑

k=0
hk Lk xt

)
+vt = MH̃(L)xt +vt , (6.3)

where H̃(L) =∑K
k=0 hk Lk is a graph convolutional filter of order K with coefficients

h = [h0, . . . ,hK ]> [29]. The masking matrix M ∈ {0,1}No×N accounts for missing values
in the observation with No as the number of observed nodes. In the rest of the
paper, we use H = MH̃(L) as the observation model for notational convenience.

State model. We consider the linear approximation of heat diffusion over the graph
as the evolution process in the latent space as

dxt =−cLxt dt (6.4)

where c is the diffusivity factor. This is motivated by the fact that the heat
diffusion process is the simplest process over a graph and can be represented with
a minimum number of parameters. However, simplicity is not the sole reason
for choosing this process. Specifically, the heat diffusion process generated by
the graph Laplacian is linear, time-invariant, and Markovian [7, 27], which are
essential for our framework. Linearity and time-invariance allows mathematical
tractability and interpretability of the model, as well as efficient discretization via
polynomial approximations of the operator e−cL [180]. The Markovian property also
enables recurrence implementations such as Kalman filtering, online optimization,
and recurrent neural networks. Although more expressive dynamic models can also
be considered, such as wave diffusion or higher-order dynamics, they lack one or
more of the aforementioned properties and may require more parameters. Instead,
we control the expressivity of the model through the observation model and the
uncertainty modeling in the state equation.
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Directly using (6.4) can be too strict as it limits the feasible space for the learnable
filter parameters h in the observation model. Moreover, the evolution process relies
on the exact graph structure which might not be the case in real-world applications.
To account for the uncertainties in the graph structure, and to allow for a more
flexible model, we propose a state space model where the state variable xt follows
a SPDE-based graph state equation. One can define the stochastic heat diffusion
process over the graph as [162]

dxt =−cLxt dt +Sdβt (6.5)

where βt is an F -dimensional standard Brownian motion and S ∈ RN×F is the
dispersion matrix that distributes the noise over the graph throughout the process.
The solution of this SPDE hovers around the deterministic heat diffusion in (6.4)
up to the covariance of the noise term βt . The intensity of the noise term around
each node is controlled by the dispersion matrix S through graph and time which
allows the model to be arbitrarily close to a heat diffusion process at each node,
independently. This property is crucial for modeling time series over graphs as it
allows the model to be more flexible and generic.

However, a general diffusion matrix S comes with drawbacks:

1. The high degree of freedom leads to model overfitting.

2. The interpretability of the model is lost as the system noise disperses without
any structure.

3. It is computationally expensive and memory demanding as the dimension of S
is dependent on the problem size.

4. The model is non-scalable and non-transferable to other graphs as S is tailored
to a fixed structure.

Thus, we propose a local uncertainty model for the latent variable which considers
the graph structure as an inductive bias in the noise dispersion matrix as

dxt =−cLxt dt +Bdiag(α)dβt , (6.6)

where α ∈ RM is the local uncertainty vector that allows the process xt to deviate
from a diffusion process around a certain edge m if the corresponding αm is high.
Considering a standard discretization step ∆t = 1 for simplicity, the Brownian motion
increment dβt can be written as dβt = wt dt where wt ∼N (0,I) is the standard noise
term. Discretizing the continuous-time state equation (6.6) via the first-order Euler
method, i.e., dxt = (xt+1 −xt )/∆t and d t =∆t , we get the linear state model

xt+1 = (I− cL)xt +Bdiag(α)wt . (6.7)

As (6.7) suggests, a white Gaussian noise wt is considered over the edges of the
graph where the variance of each edge is controlled by the corresponding learnable
parameter α. Hence, the parameter α can be considered as the edge uncertainty
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vector which allows the process xt to deviate from a heat diffusion process around
a certain edge proportional to the intensity of uncertainty α in that edge. This
property has two main advantages: first, it provides more degrees of freedom for
estimating the observation model H in (6.3) as the span of valid latent diffusions
xt is increased; second, it allows the model to be more robust to the structural
uncertainties as the corresponding uncertainty term α is learned from the data.

Remark 2. Under initial Gaussian conditions, i.e., x0 ∼ N (µ0,Σ0), the solution
of (6.5) is a Gaussian process of the form xt ∼GP (µt ,Σt ,s (L)) [162, Proposition 2].
Let L = VΛV> be the eigendecomposition of the graph Laplacian matrix L with
Λ = diag(λ1, . . . ,λN ) being the diagonal matrix of eigenvalues and V the matrix of
eigenvectors. The mean process µt is a heat diffusion on graphs µt = exp(−cLt )µ0.
The covariance function is Σt ,s (L) = VCt ,s V>, where matrix Ct ,s has the (i , j )-th entry

[Ct ,s ]i j =
[V>SS>V]i j

c(λi +λ j )
(e−cλi |t−s|−e−c(λi t+λ j s)). (6.8)

This covariance matrix defines a relatio-temporal kernel that suppresses higher graph
frequency content and imposes low-pass properties. If the matrix SS> is analytic in
L, this kernel shrinks into a spectral Gaussian process over the graph [161].

This parallelism shows two main limitations of the kernel in (6.8). First, considering
a time series of length T , its complexity is of order cubic O (N 3T 3), limiting its
applicability to small graphs and time horizons. This complexity comes from the
inversion of the covariance matrix of size N T ×N T needed for inference and learning
in Gaussian processes. Second, the Brownian motion diffuses over the network
regardless of the topology via a general diffusion matrix S. We tackle the first issue
by implementing the Gaussian process recursively as a state space model as in (6.3)
and (6.5); and the second issue by matching the dispersion matrix S with the graph
sparsity as in (6.7).

Remark 3. To further shed light on the graph uncertainty modeling capabilities
of (6.7), we can consider the observed graph L matches the support of the true
graph L⋆ which drives the diffusion, but its edge weights differ slightly because of
an estimation error. This could be seen as a relative estimation error [150, 181, 182],
and it is common in many applications involving physical networks such as water,
transportation, and power networks. This error can be modeled as

L⋆ = L+Bdiag(w)B>, (6.9)

where w ∈ RM is a standard noise modeling the uncertainties over each edge
independently. A heat diffusion model over the underlying graph L⋆ can then be
written as

dxt =−cL⋆xt dt =−cLxt dt − cBdiag(w)B>xt dt , (6.10)

where process xt is the superposition of the diffusion over the observed graph L and
of the relative error graph Bdiag(w)B>. Note that L⋆, L, and Bdiag(w)B> share the
same sparsity pattern.
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This SPDE is time-varying because of the term αt = B>xt . Our proposal could be
seen as defining α=αt to obtain the linear time-invariant (LTI)-SPDE. Although this
approximation is not exact, except in the converging limit where the graph signals
are smooth, it allows us to interpret the model as an uncertainty model over the
edges that links this work with graph perturbation models. The LTI-SPDE reads as

dxt =−cLxt dt +Bdiag(α)dβt , (6.11)

with dβt = wdt . This means that the Brownian motion βt has independent entries
with different energies α that depend on the graph signal differences B>xt . Thus,
the uncertainty will play a bigger role on edges with a bigger signal difference. In
turn, this shows how we can generalize the heat diffusion process over graphs to
allow for uncertainties in the structure.

6.2.2. PROBLEM STATEMENT

Given the partially observed data yt over T consecutive timestamps, and considering
the state space model {

xt = (I− cL)xt−1 +Bdiag(α)wt ,

yt = Hxt +vt := MH̃(L)xt +vt ,
(6.12)

with initial condition x0 ∼ N (0,σ2
0I), system noise wt ∼ N (0,I), and observation

noise vt ∼ N (0,σ2I), our goal is to estimate the filter parameters h ∈ RK+1 in
H̃(L) [cf. (6.3)] and edge uncertainties α ∈ RM to recover the missing entries in the
observation yt and perform other down-stream tasks such as forecasting or anomaly
detection.

The challenge here is that the latent variable xt is not directly observed and a
trade-off between the uncertainty in the latent space α and the degrees of freedom
for the observation model h should be considered. This problem can be linked
to hidden Markov models [183], but the graph structure adds an extra layer of
complexity. We solve this problem in two ways. First, by maximizing the likelihood
function obtained from the solution of the state space model (6.12) through the
expectation-maximization (EM) algorithm as it performs comparatively well when
the number of observations in (6.12) is low [184, 185]. However, in some cases, the
statistical approaches are limited by the linearity of the model, strong assumptions,
and scalability. To overcome the latter, we build on the developed EM algorithm and
propose a model-based deep learning approach to address these issues at the price
of theoretical guarantees and interpretability.

6.3. LEARNING GRAPH STATE-SPACE MODEL
In this section, we derive an algorithm for learning the graph state space model
parameters based on the expectation-maximization framework.

6.3.1. MAXIMUM LIKELIHOOD ESTIMATION

The joint likelihood of (6.12) is the joint probability of observations {y1, . . . ,yT } and
states {x0, . . . ,xT } given the model parameters, namely, the edge uncertainties α, the
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observation noise variance σ2, the filter coefficients in h, and the initial variance σ2
0.

It reads as

p(y1, . . . ,yT ,x0, . . . ,xT |h,α,σ2,σ2
0) (6.13)

= p(x0|σ2
0)

T∏
t=1

p(yt |xt ,h,σ2)p(xt |xt−1,α),

due to the Markovian property of the state space model. From (6.12), the transition
and observation densities can be written respectively as

p(xt |xt−1,α) =N (xt |L̃xt−1,Q), (6.14)

p(yt |xt ,h,σ2) =N (yt |Hxt ,σ2I), (6.15)

with L̃ = I− cL, system noise covariance matrix Q = Bdiag(α2)B> and graph filter H
as in (6.3).

Maximizing the likelihood, or equivalently minimizing the negative log-likelihood
L , w.r.t. the model parameters (graph filter coefficients h, edge uncertainties α,
observation noise variance σ2, and initial variance σ2

0) is the goal of the learning
algorithm. The negative log-likelihood has the closed-form expression

L = N T

2
logσ2 + 1

2σ2

T∑
t=1

‖yt −Hxt‖2
2

+ T

2
log |Q|+ 1

2

T∑
t=1

(xt − L̃xt−1)>Q−1(xt − L̃xt−1)

+ N

2
logσ2

0 +
1

2σ2
0

‖x0‖2
2. (6.16)

The first line is a data fidelity term, whereas the second line measures how well
the state variable xt fits a diffusion process up to an edge-wise uncertainty term
Q, finally, the last line is the term for the initial state and will be fixed to avoid
numerical instability. We initialize the state as the Normal distribution for simplicity,
however, one can use the Riccati solution for more accurate initial conditions [186].
Notice that the likelihood function L is differentiable and can be minimized via
gradient-based methods after inferring the latent state variable xt .

6.3.2. EXPECTATION-MAXIMIZATION (EM) ALGORITHM

To minimize (6.16), we consider the EM algorithm, which is a widely-used two-step
iterative algorithm for finding the maximum likelihood estimates of parameters in
statistical models in the presence of latent variables [184, 185]. The EM algorithm
maximizes a lower bound on the likelihood function given any distribution of the
latent variables. Then, it iteratively refines the distribution of the latent variables
(E-step) and the model parameters (M-step) until convergence.
E-step: Given the model parameters Θ= {h,α,σ2} and a batch of observations {yt }T

t=1,
the state estimation is the minimum-variance Bayesian inference of the state space
model. This solution can be derived via Kalman smoothing [187].
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Filtering. The Kalman filtering provides a closed-form solution of Bayesian inference
of states given causal observations. The algorithm is as follows:

Prediction

{
x−t = L̃x+t−1

P−
t = L̃P+

t−1L̃>+Q
(6.17)

Correction


Kt = P−

t H>(HP−
t H>+σ2I)−1

x+t = x−t +Kt (yt −Hx−t )

P+
t = (I−Kt H)P−

t

(6.18)

where Kt ∈ RN×N is the Kalman gain and incorporates the information from a new
observation in the raw prediction considering the Bayesian structure of the state
space model. Pt = E[xt x>t ] is the covariance matrix of the state variable xt . Note that
x−t = E[xt |{yτ}t−1

τ=1] is the predicted state at time t given the observations up to time
t −1, whereas x+t = E[xt |{yτ}t

τ=1] is the corrected state after observing yt .
Smoothing. The Kalman smoothing moves backward over the trajectory and refines
the Kalman filter estimations having the information from all the observed data in
the batch. The equations for the Kalman smoother are

Jt−1 = P+
t−1L̃(P−

t )−1 (6.19)

x̂t−1 = xt−1 + Jt−1(x̂t − L̃xt−1) (6.20)

P̂t−1 = P+
t−1 + Jt−1(P̂t −P+

t−1)J>t−1 (6.21)

V̂t−1 = P+
t−1J>t−2 + Jt−1(V̂t − L̃P+

t−1)J>t−2 (6.22)

where (̂·) = E[(·)|{yt }T
t=1], Jt is the smoothing gain helping the backward recursion

over mean x̂t and covariance P̂t , and V̂t = cov[xt ,xt−1|{yt }T
t=1] is the covariance of the

estimated state variable x̂t between two consecutive time instants which is required
for the computation of the intermediate distribution in the EM algorithm.

Given the state variable xt and its covariance matrix Pt , the intermediate
distribution of the likelihood can be computed in the E-step and used in the M-step
to update the model parameters as we discuss next.
M-step: To apply EM on (6.16), the expectation of the negative log-likelihood
conditioned to observations is required. This intermediate distribution can be
computed as

Q = E[L |{yt }T
t=1] (6.23)

= N T

2
logσ2 + T

2
log |Q|

+ 1

2σ2 tr

(
T∑

t=1
yt y>t −Hx̂t y>t −yt x̂>t H>+HP̂t H>

)

+ 1

2
tr

(
Q−1

T∑
t=1

P̂t − L̃V̂t − V̂t L̃>+ L̃P̂t−1L̃>
)

.
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To minimize Q w.r.t. the model parameters, one can compute the gradients of (6.23).
The model parameters can be obtained via closed-form solution of the gradients or
be updated using gradient-based optimization methods. Algorithm 1 summarizes the
EM algorithm for learning the graph state space model parameters. We recommend
using auto differentiation tools to compute the gradients of (6.23) w.r.t. the model
parameters for better computational efficiency, however, we provide the closed-form
gradients in Appendix C.1 for completeness.

The EM algorithm iterates between the E-step, and the M-step until convergence.
The computational complexity of the E-step in each iteration is of order O (T N 3) due
to the inverse matrix operation computation of the Kalman gain in (6.18) where N is
the number of nodes in the graph and considering the worst-case when all nodes
are observed. The M-step is governed by N -by-N matrix-matrix products in each
timestamp, hence, the computations can be done in O (T N 3).

6.3.3. GRADIENT-BASED ONLINE ALGORITHM

Another approach to minimize the negative log-likelihood in (6.16) is to use
gradient-based optimization methods. In this case, the state variable xt is initially
inferred via the Kalman filter leading to the conditional observation distribution

p(yt |y1, . . . ,yt−1) =N (yt |Hx−t ,HP−
t H>+σ2I), (6.24)

which allows to compute the marginal likelihood. The negative log-likelihood can be
written recursively as

Lt =Lt−1 + 1

2
log |HP−

t H>+σ2I|

+ 1

2
(yt −Hx−t )>(HP−

t H>+σ2I)−1(yt −Hx−t ), (6.25)

where Lt =L (α̂(t ), ĥ(t )) is the negative log-likelihood (6.16) up to time t given the
estimated model parameters α̂(t ) and ĥ(t ), and observations {y1, . . . ,yt }. In the online
setting, we ignore the noise variance σ2 and the diffusion constant c for better
convergence and estimate them offline via cross-validation. We can then obtain the
estimates for α and h via a simple alternating minimization on L (α,h) first on α

and then on h. For this, we use online gradient descent, where a gradient update
occurs at each time stamp. As the loss function is written recursively, all the updates
can also be computed recursively as

αt+1 =αt −γα∇αLt , (6.26)

ht+1 = ht −γh∇hLt , (6.27)

where γα and γh are the learning rates for α and h, respectively. The
pseudo-algorithm for this online gradient-based parameter estimation is summarized
in Algorithm 2.
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Algorithm 1: EM algorithm for parameter estimation in the graph state space
model (6.12)

Input: Observations {yt }T
t=1, initial parameters {ĥ(0),α̂(0), ĉ(0), σ̂(0)}

Output: Estimated parameters {ĥ,α̂, ĉ}

Repeat for i = 0,1,2, . . . until convergence:

E-step: Given model parameters {ĥ(i ),α̂(i ), ĉ(i ), σ̂(i )}, run Kalman filter and
smoother (6.17)-(6.22) to compute:

x̂t , P̂t , V̂t fort = 1, . . . ,T.

M-step: Update parameters using the smoothed expectations, solving (6.23):

ĥ(i+1) = ĥ(i ) −γ1∇hQ

α̂(i+1) = α̂(i ) −γ2∇αQ

ĉ(i+1) = ĉ(i ) −γ3∇cQ

σ̂(i+1) = σ̂(i ) −γ4∇σQ

Algorithm 2: Grad-based online algorithm for parameter estimation in the graph
state space model (6.12)

Input: Observations {yt }T
t=1, initial parameters {ĥ(0),α̂(0)}

Output: Estimated parameters {ĥ,α̂}

Repeat for t = 0,1,2, . . . ,T −1:

State recovery: Given model parameters {ĥ(t ),α̂(t )}, run Kalman filter (6.17) to
compute:

x−t , P−
t

Parameter update: Update parameters using the gradient:

αt+1 =αt −γα∇αLt

ht+1 = ht −γh∇hLt

6.4. MODEL-BASED INFERENCE AND LEARNING
The proposed Kalman-based approach is mathematically tractable and optimal, but
it has three main limitations: (i) low expressivity due to the linearity of the model;
(ii) strict mathematical assumptions on the data; and (iii) high computational
complexity in the number of nodes. To address these issues, we propose a novel
graph Kalman network (GKNet) which is a model-based deep inference and learning
framework for data on graphs. GKNet consists of four modules. First, there are the
encoder and the decoder modules which are graph convolutional neural networks
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Encoder

Prediction sub-module:

x−t = L̃xt−1

P−
t = L̃P+

t−1L̃>+Bdiag(α2)B>

Correction sub-module:

xt = x−t +Kt (x̃t −x−t )

Pt = P−
t −P−

t Kt

DecoderInference

RNN

yt x̃t

xt

xt−1

P+
t−1

x−t P−
t

ŷt

ht

σt

z−1

{c,αt ,Kt }

Kalman ModuleInference Module

Figure 6.1.: Recurrent Graph Kalman Network block diagram. Encoder: takes the
observations as input and transfer them into the latent domain. The
Kalman module: updates the data in the state space assuming a diffusion
process over the graph. Inference module: estimates the parameters
of the Kalman module given the observations indirectly and a hidden
recurrent layer. Decoder: receives the output of Kalman module and
transfers it back to the observation domain.

(GCNNs) [29] that transform the observations into the state domain and vice-versa
with a nonlinear mapping to increase the model expressivity. Second, there are
prediction and correction modules, forming the Kalman module, which are graph
filters that account for the prediction and correction steps in Kalman filter and
smoother, respectively. Parametrizing the Kalman gain as a graph filter in the Kalman
module relaxes the statistical assumptions of the model and expands its applicability.
Finally, there is a recurrent module as an inference model estimating the parameters
of the prediction and correction modules that reduces the number of parameters
and recursions of the model drastically.

6.4.1. ENCODER AND DECODER

The observation equation (6.3) connects the observations yt to the state variable xt

via a linear graph filter H. The encoder and decoder modules are responsible for
transforming the data into the latent space and vice-versa similar to the graph filter
H. To preserve the graph filter principle but improve its expressivity, we consider
graph convolutional neural networks (GCNNs) as the encoder and decoder modules.
A GCNN layer can be defined as

x̃(l+1)
t = ReLU

(
K∑

k=0
hkl Lk x̃(l )

t

)
, l = 0, . . . ,L−1, (6.28)

where the trainable parameters hl = [h0l , . . . ,hK l ]> are the coefficients of the graph
filter in each layer l , ReLU(·) is the chosen non-linear activation function, and x̃(l )

t is
the feature vector of the l-th layer [188].

The encoder transforms the observations yt into the state domain x̃t via a graph
convolutional neural network. This module receives the observation x̃(0)

t = yt ∈ RN

(the input is zero-padded at nodes with missing value) and returns x̃t = x̃(L)
t ∈RN as

a rough estimation of the state mean and σt ∈RN as the estimation of observation
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noise. Hence, the encoder function Φenc(·) : RN →RN×2 is defined as

[x̃t ,σt ] =Φenc(yt ,L;Henc), (6.29)

where Φenc(·) is a GCNN with L layers and F features per layer and Henc = [hl ]L
l=0

contains the learnable parameters of the GCNN.
The decoder is also a GCNN followed by a readout layer based on the application

and desired targets. The decoder’s input is the processed latent state x̃t and the
output is the estimation of desired targets ỹt . The decoder is defined as

ŷt =Φdec(xt ,L;Hdec), (6.30)

where Hdec contains the learnable parameters of Φdec(·), x̃(0)
t = x̃t is the input, and

ŷt = x̃(L)
t is the output.

6.4.2. KALMAN MODULE

The Kalman module accounts for the statistical computations done via the Kalman
filter inside the state space. The module consists of two main parts: prediction and
update. The prediction sub-module estimates the state variable’s statistics based on
the previous state and the edge uncertainty vector α while the update sub-module
corrects this estimation based on the observation2.
Prediction sub-module. This module accounts for the prediction step in Kalman
filter in (6.17). Given the diffusivity factor c and edge uncertainties α, this module
predicts the mean x−t and covariance matrix P−

t of the state variable based on
Equation (6.17). The initial state (x+t−1,P+

t−1) is either provided by the previous
recurrent layer or initialized by (x+0 ,P+

0 ) = (0,I). Thus, this module can be defined as

(x−t ,P−
t ) =Ψpred((x+t−1,P+

t−1),L;c,α), (6.31)

where Ψpred(·) recurrently predicts the state variable based on Kalman equa-
tions (6.17).
Correction sub-module. This accounts for the update steps of Kalman filter in (6.18).
We replace the Kalman gain Kt with a graph filter K̂t (L,σ2) and define the correction
module as

x+t = x−t + K̂t (x̃t −x−t ), (6.32)

P+
t = (I− K̂t )P−

t , (6.33)

where x−t and P−
t are the predicted mean and covariance matrix of the state variable

from the prediction module, x̃t is the output of the encoder, and K̂t is a graph filter
(as H̃(L) in (6.3)) approximating the Kalman gain Kt . This graph filter aims to mimic
the Kalman gain Kt in a scalable and data-efficient manner with fewer parameters.

2For the sake of simplicity, the Kalman smoothing is omitted from the presented neural-aided model.
However, it can be added explicitly in the Kalman module where the matrix Jt is a graph filter with
parameters derived from the inference module. Implicitly, the reverse recursions can be accounted
for by the inference module by using a bi-directional recurrent network.
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To provide further insights into the motivation behind this module, consider
the encoder has estimated the graph filter H well and yt = Hx̃t holds. Then, by
substituting the Kalman gain into the mean update equation we can write

x+t = x−t +P−
t H>(HP−

t H>+σ2I)−1H(x̃t −x−t ). (6.34)

Additionally, for a smooth graph signal model xt ∼N (0,L†), the covariance matrix
P−

t shares the same eigenspace as the graph Laplacian L, i.e., they can be jointly
diagonalizable and P−

t = Vp(Λ)V> with L = VΛV>. Hence, we can rewrite the update
equation as

x+t = x−t +Vk̂(Λ,σ2)V>(x̃t −x−t ) (6.35)

with
k̂(Λ,σ2) = p(Λ)h(Λ)(h(Λ)p(Λ)h(Λ)+σ2I)−1. (6.36)

This shows that the Kalman gain Kt can be approximated with a graph filter K̂t (L,σ2)
which coincides with (6.33). We consider a graph filter as K̂t (L,σ2) =∑K

k=0 h(0)
kt (σ2)Lk

where the parameters hkt (σ2) are dependent on the estimated observation noise
variance. Similarly, the update equation for the covariance matrix can be rewritten as

P+
t = (I−P−

t K̂t (L,σ2))P−
t . (6.37)

6.4.3. INFERENCE MODULE

To estimate the parameters in the predictions and correction modules, one can
unroll the Kalman equations and learn the parameters end-to-end. However, this
limits the model to a fixed temporal window T , high computational complexity, and
linear time-invariant systems. The inference module encodes the parameters of the
prediction and correction modules into the state of a recurrent neural network (RNN)
that is responsible for capturing temporal behavior of the state variable through its
model parameters. The recurrent unit is defined as

zt = ReLU(BN(Ui nσt )+Uz ht−1),

ĥt = ReLU(BN(Uoutσt )+Uh ht−1),

ht = zt ¯ht−1 + (1−zt )¯ ĥt , (6.38)

where ReLU(·) is the activation function, BN(·) is the batch normalization, ¯ is
the element-wise multiplication, and Ui n ∈ RK̃×N , Uout ∈ RK̃×N , Uz ∈ RK̃×K̃ , and
Uh ∈ RK̃×K̃ are the learnable parameters of the RNN where K̃ is the number of
parameters in Kalman module.

The Kalman gain filter K̂t is completely defined via its coefficients h(0)
t =

[h(0)
0t , . . . ,h(0)

K t ]> ∈ RK+1, and the diffusivity factor c ∈ R is a scalar. Both h(0)
t and ct

are part of the RNN state ht . However, the edge uncertainties α ∈ RM increase
with graph size and can be limiting for model scalability. To address this issue, we
consider the edge uncertainties α to be the output of an innovation process with an
edge convolutional filter He (L1) defined as

αt =
K∑

k=0
h(1)

kt (B>B)k wt = He (L1)wt , (6.39)
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where He (L1) =∑K
k=0 h(1)

kt (B>B)k is an edge convolutional filter of order K operating

on edge Laplacian L1 = B>B, h(1)
t = [h0t , . . . ,hK1t ]> are trainable filter coefficients and

a subvector of ht , and wt is the innovation process input. The input signal wt can
be any known signal and holds prior knowledge about the edge uncertainties. For
example, wt = B>d, where d is the degree vector of the graph, is a prior enforcing the
edges connected to the nodes with higher degrees more susceptible to uncertainty
which is tied to relative perturbations of graphs. Note that in the GKNet, the edge
uncertainties αt are varying over time, unlike the EM-based approach which needed
them static over time for the time invariance of the system.

In summary, the inference module computes the parameters required in the
Kalman module ht = [ct ,h(0)>

t ,h(1)>
t ]> ∈R2K+3 through the state of the RNN in (6.38).

The size of the RNN state ht is independent of the size of the graph as the
number of filter coefficients in the graph filters is fixed. However, the size of filters
Ui n and Uout are dependent on the number of nodes in the graph, as they are
incorporating the observation statistics effects, indirectly computed in σt , into the
model parameters ht . Although this operation is still computationally efficient, it
confines the model transferability. To tackle this one can remove this dependency,
use a global aggregation of the observation statistics, or fine-tune the model on
the target graph domain. The computational complexity of the inference module
is O (N T (2K +3)) due to the matrix-vector multiplications in the RNN (matrix Uz

and vector ht ), the encoder and decoder modules are O (MK F L), and the Kalman
module is O (M N K ). Hence, the computational cost of GKNet reduced significantly
compared to the EM approach which is O (T N 3).

6.4.4. TRAINING

The loss function is inspired by the likelihood function (6.16) and enforces the state
to follow an evolution over the graph. The loss function reads as

Lt = ‖ŷt − ỹt‖2
2 +λ‖xt − L̃xt−1‖2

Q−1 , (6.40)

where λ is the regularization weight and ‖ · ‖2
A = (·)>A(·) is the quadratic form over

the matrix A. The first term is the data fidelity term and the second term is the
smoothness term enforcing the state to follow a diffusion process over the graph
up to the edge uncertainty measure Q−1. The inverse operation is computationally
cheap as the matrix Q = Bdiag(α2)B> only changes via the diagonal edge uncertainty
term α and the rest can be pre-computed. It means we can write the inverse of
Q−1 = B†L diag(α−2)B†R and pre-compute the left and right psuedo-inverses of B as
B†L and B†R , respectively [189].

6.5. NUMERICAL RESULTS
We evaluate GKNet in different scenarios compared with state-of-the-art and baseline
alternatives. 3 In all experiments, the ADAM optimizer is used to train the model.

3The standard deviation of all the methods is in the range 10−210−3 and it is not reported here to
remove clutter on the tables and plots.
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The learning rate is set to 10−3 with a batch size of 32. The training is performed for
100 epochs with early stopping based on the validation loss. The reported results
are the average of 20 runs with different random seeds. The standard deviations
are omitted as they are all the same order of magnitude O (10−3). Our experiments
aim to provide insights into the model components by answering the following three
main research questions:

RQ.1: How does the proposed model perform in high data regime for
interpolation and extrapolation tasks when compared with alternatives?

RQ.2: Can the proposed model generalize well in a low data regime for
interpolation and extrapolation tasks?

RQ.3: Can the GKNet perform well in applications with missing values?

RQ.4: How do the different components of the proposed model affect the
performance such as the regularization term and uncertainty model?

We answer these questions in three tasks: multivariate time-series forecasting;
spatiotemporal signal interpolation; and tracking dynamic systems. For further
details, the code is available here.4

6.5.1. MULTIVARIATE TIME-SERIES FORECASTING

We consider a traffic forecasting application on two different benchmark datasets,
namely, METR-LA and PEMS-BAY. METR-LA contains four months of recorded
traffic data over 207 nodes on the highways of Los Angeles County with 5-minute
resolution [190]. PEMS-BAY includes six months of traffic information over 325
nodes in the Bay Area with the same resolution [190]. The graph is constructed
by applying a Gaussian threshold kernel over the road network distance matrix as
in [190]. The goal is to predict the traffic load in different time horizons h = {3,6,12}
having the time series for the last T = {3,6,12} time steps.

Both datasets are divided chronologically for training and testing. Different
percentages of the data are assigned for the training of the model in the different
experiments. The encoder and decoder are GCNNs with two layers and third-order
filters operating on the normalized Laplacian matrix of the graph. The number of
features in the middle layer is F = 16. The regularization weight in (6.40) is λ= 0.05.
The evaluation metric is the normalized root mean square error (RMSE).
Baselines. A combination of statistical and data-driven models are used with the
model. The statistical models used to address forecasting problems are:

• v-ARIMA: vector autoregressive integrated moving average model using Kalman
filter [191].

• G-VARMA: graph vector autoregressive moving average model [16].

• GP-VAR: graph polynomial autoregressive model [16].

4https://github.com/Moe-Sabbaqi/GKNet
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• Grad-based: proposed model solving the maximum likelihood (6.16) via
gradient descent.

• EM-based: proposed model solving the maximum likelihood via expectation
maximization.

The data-driven models are:

• Graph WaveNet: A hybrid convolutional model for time series over graphs [12].

• STGCN: a spatial temporal graph convolutional network [192].

• GGRNN: graph gated recurrent neural network [18].

• DCRNN: diffusion convolutional recurrent neural network [190].

• GTCNN: a product graph based graph-time convolutional neural network [150].

Performance in high data regime. 75% of the data is used for the training and
validation. As shown in Table 6.1, data-driven models outperform statistical models.
Even though the proposed GKNet model is designed to handle uncertainty and learn
from fewer data samples, it is still performing competitively with the state-of-the-art
models as it enjoys the expressive power of GCNNs in the encoder and decoder
modules. Among the statistical models, the proposed model outperforms the rest,
and it manages to keep up the performance in longer prediction horizons. This
generalization power is a direct result of estimating the uncertainty in the evolution
of the data.
Performance in low data regime. 5% of the data is used for the training and
validation of the models. These experiments are conducted on the METR-LA dataset
for h = 6 prediction horizon having different amounts of training samples5. Fig. 6.2
indicates that the proposed model performs decently even in a low data regime as
it transforms the available data into a domain with simple dynamic behavior. The
performance of the other data-driven models drops drastically as the amount of
training data decreases. This is due to the fact that these models either diverge in
the training phase as few data samples are available or their parameters need to be
reduced to a point where they are not expressive enough for the data.

6.5.2. MULTIVARIATE TIME-SERIES INTERPOLATION

The proposed model is evaluated on the task of multivariate time series interpolation.
Assume a window of time series data Y ∈RN×T with partial observations Yobs = M¯Y
where M ∈ {0,1}N×T is the mask matrix. The goal is to estimate the missing values in
Y given the observations Yobs.

The experiments are conducted on two benchmark weather datasets, namely,
NOAA, and Molene. The NOAA dataset contains weather information over 109
stations in the US with a year of hourly measurements. The Molene dataset includes

5The same trend can be seen in all the different experiment settings, however, we report only for
h = 6 to preserve space.
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Table 6.1.: Multivariate time series forecasting performance for traffic prediction on
METR-LA and PEMS-BAY datasets. The experiments are performed in a
high data regime where 75% of the data is used for the training and
validation of the models.

nRMSE
METR-LA PEMS-BAY Computational analysis (low data)

h = 3 h = 6 h = 12 h = 3 h = 6 h = 12 train (s)
test

(ms)
para-

meters

ARIMA 0.3511 0.3630 0.3796 0.3768 0.3924 0.3904 60.4 84.9 24528

G-VARMA [16] 0.3478 0.3692 0.4022 0.3266 0.3384 0.3572 11.1 8.6 2961

GP-VAR [16] 0.3461 0.3319 0.4278 0.3583 0.3844 0.4206 9.1 7.9 951

Grad-based (ours) 0.3114 0.3201 0.3249 0.3615 0.3658 0.3897 30.7 30.1 6422

EM-based (ours) 0.3595 0.3606 0.3713 0.3070 0.3404 0.3585 38.8 24.2 6422

Graph WaveNet [12] 0.2621 0.2645 0.2800 0.2391 0.2437 0.2924 98.5 42.0 244774

STGCN [192] 0.2355 0.2820 0.2913 0.2187 0.2223 0.2889 118.9 45.6 267874

GGRNN [18] 0.2095 0.2489 0.2854 0.2429 0.2655 0.2920 94.2 39.1 192632

DCRNN [190] 0.2508 0.2580 0.2666 0.2391 0.2489 0.2617 112.8 48.3 214828

GTCNN [150] 0.2296 0.2486 0.2498 0.2379 0.2708 0.2833 90.0 37.9 179356

GKNet (ours) 0.2393 0.2400 0.2653 0.2488 0.2559 0.2950 78.4 33.6 102261
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Figure 6.2.: The performance of data-driven models on traffic forecasting task in a
low data regime. The experiments are conducted on METR-LA dataset
for h = 6 prediction horizon.

hourly weather data over 32 stations in France for a month of data. The same setting
as [16] is used to construct the graph. A portion of the data is randomly selected as
the observed data and the rest is used for the evaluation of the model.

The encoder and decoder are GCNNs with two layers and second-order filters
operating on the normalized Laplacian matrix of the graph. The number of features
in the middle layer is F = 8. The regularization weight in (6.40) is λ= 0.15.

Performance in high data regime. 75% of the data is used for the training and
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validation of the models while more than 70% of the nodes are observed. As the
results in Table 6.2 indicate, the EM-based proposed algorithm outperforms the
other statistical baselines due to the flexibility of the model and the ability of the EM
algorithm to handle incomplete data. Among the data-driven models, the proposed
model performs better than the alternatives on the Molene dataset as it is a relatively
small dataset and the proposed model is designed for such situations. However, the
performance of the proposed model is not as good as the other data-driven models
on the NOAA dataset where more training samples are available. The performance
of the model remains almost constant as the amount of observed data decreases
which can be interpreted as having less information about the data.
Performance in low data regime. 5% of the data is used for the training and
validation of the models while less than 70% of the nodes are observed. Fig. 6.3a
shows the performance of the proposed model on the NOAA dataset for p = 90%
missing values over different training data ratios. The proposed model keeps up the
performance independent of the training ratio while the alternative models diverge.
In Fig. 6.3b, the performance of the proposed model is evaluated for different
amounts of missing values. The results indicate that the proposed model is robust
to the amount of missing values in the data, and it can handle the interpolation task
even with observing a small portion of the data. The reason behind this robustness
is the ability of the model to map the data into a well-behaved domain up to an
uncertainty level which is estimated during the training phase. Hence, it allows the
model to reconstruct missing values with a high precision as long as the encoder
imitates the observation mapping well.

6.5.3. COMPUTATIONAL ANALYSIS

In this part, we analyze the computational complexity of the proposed GKNet model.
The computational complexity is evaluated in terms of three metrics: training time
per epoch, inference time per sample, and the number of model parameters, all
averaged over experiments on low data regime. The results are reported in Tables 6.1
and 6.2. As the results indicate, the proposed GKNet model is more efficient in all
three metrics compared to the neural network alternatives. This efficiency is due to
the model-based design of the GKNet that leverages the state space formulation to
build a more compact architecture with fewer parameters with similar expressivity
achieved through the temporal modeling of the state space. However, the inference
time of the GKNet is slightly higher relative to the number of parameters due to
the recurrent nature of the Kalman filtering operation in the architecture. Among
the statistical models, the proposed grad-based and EM-based algorithms are less
computationally efficient compared to alternatives due to the iterative nature of their
optimization procedures, however, their perfomance is substantially better as they
model the data dynamics more accurately.

Furthermore, we analyze the effect of the graph size on the GKNet and its
alternatives. For this we use a synthetic setup to freely increase the graph size
and have a fair comparison among the models. We generate synthetic datasets
with different graph sizes based on the Erdős–Rényi model with 0.3 edge probability,
uniformly distributed edge weights, and time series generated by (6.12). Fig. 6.4
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Table 6.2.: Multivariate time series interpolation performance for weather temperature
on Molene and NOAA datasets. The experiments are performed for
different node observation ratios (90,80,70%) in a high data regime where
75% of the data is used for the training and validation.

nRMSE
Molene NOAA Computational analysis (low data)

90% 80% 70% 90% 80% 70% train (s)
test

(ms)
para-

meters

ARIMA 0.3344 0.3701 0.3802 0.3391 0.3493 0.3741 61.7 74.8 21254

G-VARMA [16] 0.2524 0.2887 0.2915 0.2767 0.3633 0.3772 9.1 5.4 2144

GP-VAR [16] 0.2673 0.2741 0.2747 0.3375 0.3761 0.3584 6.5 4.2 691

Grad-based (ours) 0.2787 0.2958 0.3491 0.2840 0.3106 0.2938 29.9 17.2 6032

EM-based (ours) 0.2335 0.2578 0.2608 0.2260 0.2677 0.2738 35.7 22.0 6032

Graph WaveNet [12] 0.1812 0.2164 0.2630 0.1492 0.1304 0.1706 89.3 36.4 239474

STGCN [192] 0.1925 0.1994 0.2380 0.1369 0.1549 0.1592 110.1 40.5 255874

GGRNN [18] 0.1953 0.2372 0.2449 0.1403 0.1773 0.1836 85.9 31.2 185632

DCRNN [190] 0.2143 0.2537 0.2649 0.1702 0.1974 0.2104 104.6 40.9 208828

GTCNN [150] 0.1843 0.1938 0.2411 0.1310 0.1629 0.1789 80.6 31.0 172356

GKNet (ours) 0.1524 0.1726 0.1758 0.1706 0.1700 0.1718 70.2 26.6 95261

illustrates the training time per epoch for different graph sizes in a high data regime
on synthetic datasets. The models are tuned to have similar performance for a
fair comparison, namely, bare mimimum number of parameters to achieve under
0.2 nRMSE for interpolation task with 70% observed nodes. The proposed GKNet
model scales better than the other data-driven models as the graph size increases.
This is mainly due to the fact that the GKNet requires fewer parameters to model
the data dynamics thanks to the state space formulation. For larger graph sizes,
all of the models experience memory issues and cannot be trained further, hence,
we recommend sparsification of covariance matrices, or using subspace or low-rank
approximations methods for GKNet to handle the computational burden in such
cases.

6.5.4. TRACKING DYNAMICAL SYSTEMS

We now evaluate the ability of the GKNet to track the trajectory of dynamical systems
without knowing the state model. Assume a graph-based dynamical system with
state variable xt ∈RN and observations yobs,t ∈RNobs as

xt+1 = f (L,xt )+wt , yobs,t = MHxt +vt , (6.41)

where f (·) is the system dynamics, L is the graph Laplacian, H is the observation
matrix, M ∈ {0,1}No×N is the masking matrix, and wt and vt are the process and
observation noise, respectively. The aim is to estimate the state variable xt given the
partial observations yobs,t and track the complete the trajectory of the dynamical
system yt ∈ RN . This task is usually performed when the system dynamics f (·) are
known, however, we consider the case where these dynamics need to be estimated.

The experiments are conducted on two synthetic datasets with the setup of [174]
since it provides grounds for a more fair comparison with a method that considers
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Figure 6.3.: The perfomance of data-driven models on weather temperature
interpolation in a low data regime using NOAA dataset. (a) The
experiments are conducted for p = 90% missing values over different
training data ratios. (b) The experiments are conducted for different
amounts of missing values.

known dynamics. The graph is randomly generated with N = 32 nodes based on the
Erdos-Renyi model. In the first dataset, the linear state evolution is modeled as

f (L,xt ) = Lxt . (6.42)
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Figure 6.4.: Training time per epoch for different graph sizes in a high data regime.

For the second dataset, the nonlinear state evolution is modeled as

f (L,xt ) = sin(xt )+cos(Lxt ). (6.43)

The observation matrix H is a graph filter with a low-pass frequency response. The
process and observation noise are Gaussian with zero mean and covariance matrices
Q =σ2

q IN and R =σ2
r INo , respectively. The ratio of the process and observation noise

is fixed σ2
q /σ2

r = 0.1. For both datasets, 2000 trajectories are generated with 200 time
steps each.

The encoder and decoder are GCNNs with three layers and second-order filters
operating on the normalized Laplacian matrix of the graph. The number of features
in the middle layers are F1 = 16 and F2 = 8. The objective function is the regularized
mean squared error (MSE) with an uncertainty-based regularizer with regularization
weight λ= 0.025. The evaluation metric is the normalized root mean square error
(nRMSE).
Performance on linear dynamical system. We performed experiments under
different amounts of system noises in two scenarios, namely, true and noisy graphs.
As Fig. 6.5a indicates, the proposed model performs closely to the alternative when
the true graph is known even though it does not have access to the system dynamics.
However, when the true graph is not available and a noisy estimation of it is in
hand, the performance of the proposed model does not drop significantly thanks to
the encoder and decoder modules that are designed to handle uncertainty in the
dynamics.
Performance on the nonlinear dynamical system. The experiments are conducted
under different amounts of system noises for the true and noisy graph. As shown
in Fig. 6.5b, the proposed model performs competitively with the alternative model
when the true graph is known while it is blind to the system dynamics. Again, the
proposed model shines when a noisy estimation of the graph is replaced by inferring
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an uncertain evolution process for the state variable xt through the encoder and
decoder modules. The results illustrate that the performance gap for the GKNet
model is smaller in the nonlinear scenario compared to the linear one. We attribute
this to the fact that the nonlinear dynamics violate Kalman recursions validity, and
the GKNet is flexible enough to capture these dynamics by learning a nonlinear
mapping from the observations to the state variable. This experiment also highlights
the generalization power of the proposed model in handling dynamics beyond the
heat diffusion process by leveraging the uncertainty modeling and the expressivity
of GCNNs. However, it should be noted that this performance comes at the cost of
more model parameters and consequently more training data.

6.6. CASE STUDY IN WATER NETWORKS

We now show an interesting application of the proposed approach in a stormwater
system (SWS) network. Stormwater networks are water networks designed to collect
and transport stormwater runoff to prevent flooding in urban areas. Monitoring
and predicting the hydraulic head (pressure) in the drainage system is essential
for for estimating the state of the systems and improving its performance through
forecasting and real-time control [193]. The hydraulic head at nodes in a stormwater
system typically equals the water surface elevation, except when surcharging occurs
and pressure builds up. While physical-based methods are conventional to solve
such task, data-driven solutions are increasingly adopted for computational efficiency
and to avoid difficult parameter estimation of numerical models [194, 195]. Yet,
using data-driven models for stormwater networks comes with challenges. First,
the number of sensors in the system is limited due to the cost of the monitoring
infrastructure and its maintenance. Second, viable data-driven models require lots
of data, and this is not always available, especially if the system has been recently
installed. Third, the hydraulic head (and all the variables of interest in the system)
are affected by the stormwater network topology that needs to be incorporated in
the model. Hence, model-based approaches are handy in such task as they can
incorporate the network topology and the physical laws governing the system. In
this case study, we demonstrate the effectiveness of the proposed GKNet model in
predicting the hydraulic head in a water network using a limited number of sensors
and training samples.

Problem formulation: The graph G represents the physical topology of the water
network, where each node corresponds to a junction (like manholes or storage
nodes), each edge is a pipe, and the edge weights are a measure of the pipe
conductance. Let N be the number of the nodes and M be the number of edges
in the graph. The time-varying graph signal yt ∈ RN is the hydraulic head at each
junction at time t , however, we can only observe this value on a subset of the nodes
due to sensor limited availability. Hence, we define ỹt = Myt ∈ RNo as the observed
hydraulic head at time t , where M ∈ {0,1}No×N is the observation matrix and No is
the number of observed junctions in the network. Another observed value in such
system is the rainfall at each node, which can be indirectly represented in runoff
signal (i.e., water flows entering the sewer system) denoted by rt ∈ RN available at
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Figure 6.5.: The performance of data-driven models on tracking graph signals for
different amounts of noise energy in (a) linear and (b) nonlinear dynamic
systems.

all nodes in the network. The latter can be seen as an additional input graph
signal entering the system and getting coupled with the hydraulic head. The goal is
to predict the hydraulic head at all nodes in the network yt+1 given the observed
hydraulic head ỹt , the runoff signal rt , and the graph structure G .
Modeling the state space: We model the state space of the hydraulic head similar
to (6.12), however, the runoff signal rt should be considered as an input to the state
space model. Thus, the state equation becomes

xt+1 = L̃xt +Hi n(L)rt +Bdiag(α)wt (6.44)
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where Hi n(L) is a graph filter incorporating the effect of the input to the diffusion of
our hidden latent variable xt . The observation equation is defined as

ỹt = MH(L)xt +vt (6.45)

where M is the binary observation matrix and known due to the sensor placement,
and yt = H(L)xt can be used for the prediction and imputation of the data over the
whole network.
GKNet modifications: The GKNet model can be easily modified to incorporate the
runoff signal as an input to the state space model. The input graph filter Hi n(L) can
be learned from the data similar to the Kalman gain K̂t and edge uncertainties α in
the inference module. The Kalman module needs to be modified in the prediction
step to incorporate the runoff signal as

x−t+1 = L̃xt +Hi n(L)rt (6.46)

where the diffusivity c and input graph filter Hi n(L) are learned from the data the
inference module. The Kalman update does not change as the deterministic runoff
input does not affect the model statistics. Moreover, the regularization term in the
loss function (6.40) should be modified to include the runoff signal effect in the
smoothness of the state variable xt as

Lt = ‖ŷt −yt‖2
2 +λϵT

t Q−1ϵt (6.47)

with ϵt = xt+1 + cLxt −Hi n(L)rt as the deviation of the state variable xt from the
diffusion process (6.44).
Dataset: We use the dataset in [194] to design the experiments. The dataset
is derived from a calibrated numerical model for the urban drainage system of
Tuindorp, in the city of Utrecht, Netherlands. The dataset contains the hydraulic
head and runoff signals at each junction in the water network for 160 (125 real, 35
synthetic) rainfall events. The length of each event varies between 6 and 72 hours
(24 hours long on average) with a sampling rate of 5 minutes.
Results- number of sensors: We evaluate the GKNet model in predicting the
hydraulic head at all junctions in the water network using a limited number of
sensors. We compare with two standard baselines in the domain: a multi-layer
perceptron (MLP) and a graph neural network (GNN) similar to [194]. The
experiment is conducted on different amount of observation ratios ranging from
5% to 100% of the junctions. The hyperparameters of each experiment are grid
searched separately for the minimum nRMSE on the validation set. As the MLP and
GNN baselines are not designed for data with missing values, a Tikhonov regularized
smoothed version of the data is passed through them as the input. The results
in Fig. 6.6a show that the GKNet model outperforms the baselines in predicting
the hydraulic head in the water network with limited number of sensors, while the
performance is still competitive when all nodes are observed. This is due to the
GKNet model’s ability to incorporate the network topology to derive a latent space
where the data can be approximated by few parameters.
Results- data efficiency: In this experiment, we evaluate the model based on the
available number of rain events in the training set varying from 5 to 100 given the
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Figure 6.6.: The performance of the GKNet model in predicting the hydraulic head
in the water network using (a) a limited number of sensors and (b) a
limited number of rainfall events compared to the baselines.

measurments over 80% of the junctions. The lack of rainfall events may, for instance,
reflect a scenario where the monitoring system was just installed, and we aim to
deploy the model as soon as possible rather than waiting to accumulate a larger
dataset Fig. 6.6b shows that the GNN model is already efficient in this scenario
while the MLP fails to exploit any patterns in the data when a limited number of
samples is in hand. The GKNet model performs best along with GNN in the extreme
low data regime becasue they both exploit the patterns in the data. This is due to
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the fact that the temporal behavior of the data is strongly governed by the topology
of the network; hence, when the hydraulic head is known for most nodes, the GNN
itself can capture the temporal patterns in the data.

Results- transferability: We now use the trained neural network over the measured
domain to predict the hydraulic head in the unseen/transfer domain. In particular,
we follow the approach in [194], where models are trained on one part of the
Tuindorp network and transferred to another part. The ability of a data-driven
model to transfer across sensor settings and domains is particularly important in
water networks due to sensor reconfigurations or data scarcity, as we aim to reuse
knowledge acquired in other contexts [196]. Note that as the Hz in (6.38) depends
on the number of graph nodes, the GKNet model is not generally transferable to a
domain with a different number of nodes. However, one can remove the dependency
of the recurrent unit to σt by inserting Hz = 0 or re-train this matrix on the new
domain. Both cases are investigated in this experiment. The results in Table 6.3
suggests that the GKNet model benefits from similar transferability properties as the
GNN model even in scenarios with a limited number of sensors in training samples.
However, fine-tuning the Hz matrix on the new domain improves the transferability
of the GKNet model significantly as it adapts the recurrent transformation of the
model to the data behavior in the new domain. In conclusion, as the main
improvement over GNNs, both models propose a satisfactory performance in the
transfer domain even when the observed nodes are limited in the network which is
a common scenario in real-world applications.

6.7. CONCLUSION

This paper presented a novel method for inferring time-varying data over graphs by
unrolling the graph Kalman filter algorithm in a state space identification scheme.
The goal is to transform the observed data into a latent space where the state
variable evolves according to a diffusion process over the graph. We proposed a
state equation based on stochastic partial differential equations which follows a heat
diffusion process over the graph up to an uncertainty level locally around graph
edges. This flexible state representation allows the observation model to map the
observed data into this well-behaved latent space with more degrees of freedom.
Initially, we solved this inference problem via the EM algorithm where the E-step
is a Kalman filter and the M-step is solvable with gradient-based optimization
techniques. Unlike deep learning models, this approach works well even with few
data sample, yet, it suffers from scalability issues, linear expressivity, and strict
stochastic assumptions. To address these issues, we proposed a model-based deep
learning approach which uses a graph-based encoder and decoder to transform data
into the latent space and vice versa. In the latent space, we unroll the Kalman
filter and learn its parameters through a recurrent recognition model. The proposed
model outperforms both statistical and deep learning models in different tasks when
a limited amount of data is available while maintaining its performance competitive
to deep learning models when the data is abundant. Moreover, we demonstrated the
effectiveness of the proposed model in a case study on water networks imputing the
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Table 6.3.: The transferability of GKNet compared to GNN for different ratios of
observed nodes in the water network.

nRMSE
in-domain transfer domain

100% 50% 20% 100% 50% 20%

GNN [194] 0.0675 0.5605 0.6970 0.1344 0.6172 0.7542

GKNet (Hz = 0) 0.1408 0.2441 0.3396 0.1899 0.2562 0.3719

GKNet (fine-tune Hz ) 0.1279 0.2269 0.3252 0.1291 0.2305 0.3420

hydraulic head time series in a water network using a limited number of sensors
and training samples.





7
CONCLUSION

In this chapter, we summarize the main findings and contributions of this thesis
towards answering the research question, as well as, the limitations of the work and
possible future research directions. Moreover, we reflect on the contribution of this
thesis from a broader perspective.

7.1. ANSWERS TO THE RESEARCH QUESTION
How to learn meaningful representations from relational time series in
a principled and mathematically tractable manner while being robust
against structural perturbations and data scarcity?

We answered the research question gradually in the thesis within two different
frameworks: First, we proposed a product space framework for relational time series
and developed neural networks upon it; Second, we proposed a state space model
for relational time series accounting for structural uncertainties.

Product space. In chapter 3, we introduced a parametric product space using the
graph product operators to represent relational time series and extended it into an
autoencoder setting in Chapter 4. Our findings in these chapters are three-fold: first,
a new graph-based neural network architecture called GTCNN is proposed; second,
a spectral analysis is performed on multivariate time series represented via product
graphs; third, the stability of the GTCNN model is proved against a class of structural
perturbations. As the GTCNN is built upon the convolution principle in a product
space, it is mathematically tractable while it can be trained in an end-to-end manner.
This can provide a bridge between a data-driven model and theoretical guarantees,
which can be used to design and regularize the model. For example, the stability
bound of GTCNN is tighter for shorter time series windows, which is important in
design level, or the stability is only guaranteed under integral Lipschitz filters, which
can be used to regularize the optimization problem. These findings are the first steps
towards answering the research question, as they provide a principled framework to
learn from relational time series while being mathematically tractable and robust
to structural perturbations. Although using graph in the model decreases the need
for data in neural networks, GTCNN is still data-hungry, and it is not applicable
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in many practical applications, specifically urban water networks. The autoencoder
structure in chapter 4 is a step towards addressing this limitation, as it can learn
from unlabeled targets or data with missing values and, yet it crashes when the data
is scarce. Moreover, the GTCNN suffers from computational complexity for long time
series windows and theoretically loses the stability in such scenario.

Moving towards extremes. Chapter 5 focuses on extreme scenarios where the
data is scarce, i.e., few nodes in the graph are observed and limited samples are
available for training. In this chapter, an unrolling based graph neural network is
proposed to model relational time series for downstream tasks. The model is derived
from an optimization problem regularized by product graph operators for relational
time series and outperforms it both optimization-based and neural network based
baselines. This approach is important as it can learn from very few samples and
very few observed nodes in an end-to-end manner while the alternative models fail
to converge. On the other hand, statistical alternatives suffer from scalability and
linear expressivity. This model takes a leap towards answering the research question
for extreme data scarcity scenarios, as it is able to learn meaningful representations
from relational time series. However, the model is chained to a certain task and
requires the data to follow a specific behavior modeled by the regularizer. This
limitation motivated the next part of the thesis to develop a more general model
that is not task-specific and can learn from extremely scarce data.

State space model. In chapter 6, we introduced a novel state space model for
relational time series to avoid task specific design. The findings of this chapter
are three-fold: first, a state space model is proposed where the state equation is a
stochastic diffusion over the graph with uncertain edge weights; second, a maximum
likelihood approach to estimate the model parameters based on observations; third,
a model-based deep learning approach called GKNet is developed to learn the
parameters of the state space model in an end-to-end manner. The graph-based
state space representation of relational time series allows us to avoid entangling
model design into the task at hand, as long as the learnable transformation from the
data to the latent space exists. The existence of such transformation can be further
expanded by introducing uncertainty terms in the state process. Thus, using a
graph-based uncertainty term in the state provide three main advantages: first, it acts
as an extra inductive bias in the model; second, it not only accounts for structural
perturbations but also compensates for them by learning designated parameters;
third, it expands the degrees of freedom of the model to find a transformation from
the data to the latent space. Furthermore, developing a graph neural network based
on this state space model allows us to increase the model expressivity while keeping
the model interpretable and principled. This model is the closest to the answer
of the research question, as it is principled and mathematically tractable based on
a stochastic diffusion in the state equation, it considers and compensates for the
structural uncertainties in the data, and it is able to learn from extremely scarce data
for general tasks. However, the GKNet loses the statistical guarantees of the linear
state space model, as it uses non-linear transformations to bridge the state and
observations variables which are palatable in many applications such as forecasting
and imputation specifically when the data is lacking.
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7.2. FUTURE RESEARCH DIRECTIONS
In this section, we discuss some limitations of the works presented in this thesis and
possible approaches to address them in future research.

7.2.1. PRODUCT SPACE

As both of GTCNN and GTConvAE models are built upon the product graph, they
share similar limitations and provide similar opportunities for future research.

Scalability. Although the product graph is extremely sparse, it still struggles with
scalability either in large graphs or long time series windows. Future research
can focus on developing more scalable architectures based on the product graph.
However, conducting graph-based scaling techniques, such as sampling-based
methods [197–199] and partition-based methods [200, 201], can be impactful,
there are more efficient approaches to scale the product graph considering both
relational and temporal dimensions simultaneously. For instance, one can consider
a hierarchical product graph where the nodes are grouped based on relational
similarities and then product graphs are constructed for each group. On the other
hand, a sparse regularization can be used on the product graph parameters in each
layer and remove the less significant parameters.

Task-oriented architectures. The proposed models in this thesis are general-purpose
architectures for relational time series. However, they can be tailored to specific
tasks by minor modifications. For instance, dilated convolutions [12] can be used
and adapted to product graphs to increase the receptive field of the model and make
it more amenable for long-horizon prediction tasks.

Higher-order relations. The product graph is limited to pairwise relations, and it does
not account for higher-order dependencies in the data. One can extend the product
graph to higher-order relations by considering hypergraphs, simplicial complexes, or
cell complexes [202, 203]. However, this extension is not straightforward due to the
appearance of brand new relatio-temporal higher-order connection in the product
space which requires careful definitions and consideration.

7.2.2. STATE SPACE MODEL

The state space model proposed in Chapter 6 is a novel approach to model relational
time series, but it has some limitations and opportunities for future research.

Statistical output. The linear variant of the model provides certainty bounds on
the output (either prediction or imputation) that is valuable in many applications.
However, the model-based deep learning approach sacrifices this property for
more expressivity through using non-linear transformations to bridge state and
observations variables. To address this limitation, two possible approaches can
be considered: first, one can augment the architecture with conformal prediction
techniques [204] to provide uncertainty bounds on the output; second, one can
consider a non-linear statistical state alongside a linear observation model. The
latter rises the challenge of estimating a non-linear likelihood function, which is a
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well-known problem in statistics and machine learning. However, it can be addressed
by using variational inference techniques or normalizing flows to approximate the
likelihood function.

Beyond additive noise. The diffusion equation in the state aims to model a
deterministic diffusion over the graph with uncertain edge weights. However,
this comes with the assumption that the signals are all low-pass and the noise
can be considered additive. In a more precise formulation, the noise is actually
multiplicative, as the amount of uncertainty over an edge contributes to the output
proportional to the signal difference over the edge. Thus, one can approach
this problem by considering a multiplicative noise model in the state space. An
interesting approach to address this issue is using Lamperti transformation to
transform the multiplicative noise into the drift matrix, but this requires extending
the formulation for multivariate case which is not straightforward.

7.2.3. STABILITY

The stability analysis in this thesis relies on basic assumptions on perturbations and
the data model which can be relaxed in future research to access more acurate
bounds and analysis rather than methodical general scenario.

Perturbation class. The stability analysis is based on additive time-invariant
perturbations on the graph structure. However, the perturbations can be
more complex and time-varying. Future research can focus on extending the
stability analysis to more general classes of perturbations, such as multiplicative
perturbations, time-varying perturbations, or even adversarial perturbations.
Multiplicative perturbation fits well in the state space model given a data-variant
dispersion matrix, which can be addressed via conventional mulplicative noise
cancellation techniques in signal processing or Lamperti transformation in statistics.
Time-varying perturbations can be addressed by considering a time-varying graph
structure in the model, however, extension of product graph to time-varying graphs is
not straightforward and requires careful modelling of the graph evolution over time.
Adversarial perturbations can also be of interest as the bounds derived for GCNNs
are mostly depend on the spectral deviation of the error matrix and the GSO, thus,
one can consider an adversarial perturbation that maximizes this deviation to derive
a worst-case stability bound. It would also be of interest to consider perturbation
models that are more specific to the application at hand, such as node/edge addition
or removal, which also of common interest. The stability analysis conducted in this
thesis lays the ground for all these follow-ups, provides trade-offs and handles how
to design and understand the robustness of graph deep learning architectures, and
opens the doors to these and several other graph-imperfect scenarios.

Theoretical bounds. In this thesis, we relied on deterministic bounds on the stability
of the models, however, these bounds can be loose in practice compared to the
statistical alternatvives. Future research can focus on deriving statistical bounds on
the stability of the models, which can provide more accurate and tighter bounds
on the performance of the models under perturbations. Moreover, it can provide
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frameworks to analyze more complicated perturbation classes such as node/edge
addition or removal, which are not covered by the deterministic approaches.

7.3. REFLECTION: GRAPHS AND MULTIVARIATE TIME SERIES
It is worth to note that although graphs provide a flexible and powerful framework
to model relational data, they are not the ultimate solution for all the challenges
and scenarios seen in multivariate time series. The irregularity of the domain is
essential for graphs to outperform conventional models. For instance, graphs are not
suitable for modeling data with grid-like structure where the relationships are fixed
and regular, such as images and videos. A more common example is the spatial
data where a regularity exists in the domain due to the Euclidean structure of the
space. In this case, graph-based methods lack a support for geometrical priors
such as translation invariance, rotational symmetry, and local continuity. Moreover,
graphs shine when the number of nodes is relatively large and the structure is
relatively sparse. Given enough data samples and computational power, even a
fully-connected neural network (FCNN) can be more efficient and expressive than
graph-based methods while it does not have the graph structure as an inductive
bias. However, the transferability of graph neural networks yet can be a motive to
use them in such problems.
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A.1. PROOF OF PROPOSITION 1
The graph time convolutional filter in (3.1) operating over the parametric product
graph is

y¦ =
K∑

k=0
hk

(
1∑

i=0

1∑
j=0

si j

(
Si

T ⊗S j
))k

x¦. (A.1)

To expand equation (A.1), we first investigate the powers of the parametric product
graph

Sk
¦ = (s00IT ⊗ IN + s01IT ⊗S+ s10ST ⊗ IN + s11ST ⊗SN )k . (A.2)

Equation (A.2) is expandable by multinomial theorem. The expanded version after
applying mixed-product property of Kronecker product is∑∑

ki j =k
cI (IT ⊗ IN )k00 (IT ⊗S)k01 (ST ⊗ IN )k10 (ST ⊗SN )k11

=∑∑
ki j =k

cI (Sk10+k11
T ⊗Sk01+k11 ) (A.3)

where I = {k00,k01,k10,k11} is the multinomial term index and cI is the respective
term coefficient.

Substituting the parametric graph powers (A.3) into the parametric graph time
convolutional filter (A.1) leads to

y¦ =
K∑

k=0
hk

∑
k00+k01+k10+k11=k

cI (Sk10+k11
T ⊗Sk01+k11 )x¦. (A.4)

By a change of variables l = k10 +k11 and p = k01 +k11, we reduce (A.4) into

y¦ =
K∑

k=0
hk

∑
l+p=k

cl p (Sl
T ⊗Sp )x¦. (A.5)

By further changing the indexing and order of summation we can write (A.5) as

y¦ =
K∑

l=0

K−l∑
p=0

hl p cl p (Sl
T ⊗Sp )x¦. (A.6)
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Hence, the graph time convolutional filter in (A.1) is equivalent to (A.6), which in
turn is a specific case of (3.10) with K̄ = K − l , K̃ = K , and hkl = hl p cl p .

A.2. PROOF OF PROPOSITION 2
Let G and its permuted version G ′ be represented by the GSOs S and S′ = P>SP,
respectively, and let X′ = P>X be the spatial-graph permuted version of X. Considering
the graph-time convolutional filter in (3.10), the output for permuted signal and
spatial graph is

y′¦ =
K̄∑

k=0

K̃∑
l=0

hkl (Sl
T ⊗ (P>SP)k )vec(P>X) (A.7)

Invoking properties of permutation matrix Pk = P and P>P = IN , the permuted spatial
shift can be written as (P>SP)k = P>Sk P. Applying the mixed-product property for
Kronecker product, we can rewrite (A.7) as

y′¦ =
K̄∑

k=0

K̃∑
l=0

hkl (IT Sl
T IT ⊗P>Sk P)vec(P>X)

= (IT ⊗P>)
K̄∑

k=0

K̃∑
l=0

hkl (Sl
T ⊗Sk )(IT ⊗P)vec(P>X)

= (IT ⊗P>)H(ST ,S)(IT ⊗P)vec(P>X). (A.8)

Now, we employ vector operator property vec(AXB) = (B>⊗A)vec(X) followed by the
fact that permutation matrix is unitary P>P = IN to write

(IT ⊗P)vec(P>X) = vec(PP>X) = vec(X). (A.9)

By replacing (A.9) into (A.8), we have

y′¦ = (IT ⊗P>)H(ST ,S)vec(X)

= (IT ⊗P>)vec(Y). (A.10)

Expression (A.10) alongside with the vector operator property leads to

y′¦ = vec(P>Y) (A.11)

Hence, Y′ = P>Y and the output is permuted similarly as the input. Combining the
results from (A.7) and (A.11) shows that the graph-time convolutional filter in (3.10)
is permutation equivariant, i.e.,

vec(P>vec−1(H(ST ,S)x¦)) = H(ST ,P>SP)vec(P>X). (A.12)

Since GTCNNs are a composition of graph-time convolutional networks and
point-wise nonlinearities, they also benefit from permutation equivariancy.
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A.3. PROOF OF PROPOSITION 3
Considering the graph-time filter in (3.10), the input-output relation is

y¦ =
K̄∑

k=0

K̃∑
l=0

hkl (Sl
T ⊗Sk )x¦. (A.13)

We apply graph-time Fourier transform by multiplying both sides with (VT ⊗V)H

from left

ỹ¦ =
K̄∑

k=0

K̃∑
l=0

hkl (VT ⊗V)H (Sl
T ⊗Sk )x¦, (A.14)

where ỹ¦ is the graph-time Fourier transform of output y¦. Leveraging the
mixed-product property of Kronecker product leads to

ỹ¦ =
K̄∑

k=0

K̃∑
l=0

hkl (VH
T Sl

T ⊗VH Sk )x¦. (A.15)

Using eigenvalue decomposition we have

ỹ¦ =
K̄∑

k=0

K̃∑
l=0

hkl (Λl
T VH

T ⊗Λk VH )x¦. (A.16)

Then, the Kronecker product property can be applied again

ỹ¦ =
K̄∑

k=0

K̃∑
l=0

hkl (Λl
T ⊗Λk )(VT ⊗V)H x¦. (A.17)

The term (VT ⊗V)H x¦ shows the graph-time Fourier transform of input x¦. Hence we
can complete the proof as

ỹ¦ = h(ΛT ,Λ)x̃¦, (A.18)

where

h(ΛT ,Λ) =
K̄∑

k=0

K̃∑
l=0

hkl (Λl
T ⊗Λk ). (A.19)

A.4. PROOF OF THEOREM 2
The proof follows closely as that for the GCNNs in [23], but the product graph
requires a few changes. We will also use the following lemma.

Lemma 1 (c.f. [23]). Let S = VΛVH and E = UMUH such that ‖E‖ ≤ ϵ. Assume
that EV = VMVH is the projection of perturbation E over graph eigenspace, and
E = EV +EU . For any eigenvector vi of S it holds that

Evi = mi vi +EU vi (A.20)

with ‖EU‖ ≤ ϵδ, where δ = (‖U−V‖2 +1)2 −1 and mi is the i -th eigenvalue of M.
Recall that ‖ ·‖ represents the operator norm of a matrix.
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The proof is organized into two parts. First, we prove graph-time convolutional
filter [cf. (3.10)] is stable and then we extend it to the GTCNN.

Filter. Let x¦ be the input signal over product graph with finite energy, i.e., ‖x¦‖2 <∞.
The effect of perturbation on the output is

‖ŷ−y‖2 =
∥∥[H(ST ,S)−H(ST , Ŝ)]x¦

∥∥
2 . (A.21)

The difference between convolutional filter operators can be further written as

H(ST , Ŝ)−H(ST ,S) =
K̄∑

k=0

K̃∑
l=0

hkl [Sl
T ⊗ (Ŝk −Sk )]. (A.22)

As in (A.22), we discussed the case for filters of orders infinity which allows us
to link these discrete filters to their continuous spectral response. The difference
between spatial shift operators, S and Ŝ, can be expanded by first-order Taylor series
approximation as

Ŝk −Sk =
k−1∑
r=0

(Sr ESk−r +Sr+1ESk−r−1)+D (A.23)

where D =O (ϵ2) is negligible.
With this in place, we now move to the spectral domain. The graph-time Fourier

decomposition for the signal x¦ over the product graph is

x¦ = (VT ⊗V)x̃¦ =
T∑

t=1

N∑
i=1

x̃t i (vT,t ⊗vi ). (A.24)

Substituting expansion (A.24) of x¦ and (A.23) into (A.21), we have

‖ŷ−y‖2 =
∥∥∥∥∥ T∑

t=1

N∑
i=1

x̃t i

K̄∑
k=0

K̃∑
l=0

hkl (A.25)

[Sl
T ⊗

k−1∑
r=0

(Sr ESk−r +Sr+1ESk−r−1)](vT t ⊗vi )

∥∥∥∥∥
2

Now, we expand the inner summation in (A.25) to simplify it. By using the
mixed-product property of Kronecker product (A⊗B)(C⊗D) = (AC)⊗ (BD), we have

[Sl
T ⊗

k−1∑
r=0

(Sr ESk−r +Sr+1ESk−r−1)](vT t ⊗vi )

= Sl
T vT t ⊗

k−1∑
r=0

(Sr ESk−r +Sr+1ESk−r−1)vi . (A.26)

With the eigenvalue definition Svi =λi vi , we can reduce (A.26) into

λl
T,t vT,t ⊗

k−1∑
r=0

(λk−r
i Sr +λk−r−1

i Sr+1)Evi . (A.27)
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By applying Lemma 1 on (A.27), we have

λl
T t vT t ⊗

k−1∑
r=0

2miλ
k
i vi + (λk−r

i Sr +λk−r−1
i Sr+1)EU vi (A.28)

where recall mi is the i -th eigenvector of M and EU = E−VMVH. Then, by replacing
(A.28) in (A.25) we get

‖ŷ−y‖2 =
∥∥∥∥∥ T∑

t=1

N∑
i=1

x̃t i

K̄∑
k=0

K̃∑
l=0

hkl (A.29)

λl
T t vT t ⊗

k−1∑
r=0

2miλ
k
i vi + (λk−r

i Sr +λk−r−1
i Sr+1)EU vi

∥∥∥∥∥
2

.

The first term of inner summation in (A.29)

t1 = 2
T∑

t=1

N∑
i=1

x̃t i mi

K̄∑
k=0

K̃∑
l=0

khklλ
l
T tλ

k
i (vT t ⊗vi ) (A.30)

can be simplified based on partial derivation definition

t1 = 2
T∑

t=1

N∑
i=1

x̃t i miλi
∂h(λT t ,λi )

∂λi
(vT t ⊗vi ). (A.31)

Using inequalities (3.20) and ‖E‖ ≤ ϵ, we can bound the norm of this term by

‖t1‖2 ≤ 2Cϵ‖x¦‖2 (A.32)

where C is the integral Lipschitz constant of graph-time convolutional filters.
For the second term of the inner summation in (A.29), we use the mixed-product

property again to write

t2 =
T∑

t=1

N∑
i=1

x̃t i (IT ⊗V)(IT ⊗diag(gi )) (A.33)

(IT ⊗VH )(IT ⊗EU )(vT t ⊗vi ),

where

[gi ] j =
K̄∑

k=0

K̃∑
l=0

khklλ
l
T t

k−1∑
r=0

λk−r
i λr

j +λk−r−1
i λr+1

j (A.34)

=
{

λi
∂h(λT t ,λi )

∂λi
if i = j

λi+λ j

λi−λ j
(h(λT t ,λi )−h(λT t ,λ j )) if i = j

.

From the integral Lipschitz filter (Def. 10), each entry of gi is bounded by 2C ,
hence the operator norm of ‖diag(gi )‖ ≤ 2C . Due to the Lemma 1 ‖EU‖ ≤ ϵδ, and



A

116 A. APPENDICES OF CHAPTER 3

then ‖IT ⊗EU‖ is bounded by ϵδ
p

T . Finally, the summation over all frequency
components multiplies the bound by

p
N T , so

‖t2‖2 ≤ 2CϵδT
p

N‖x¦‖2. (A.35)

Replacing (A.32) and (A.35) bounds into (A.29) followed by triangle inequality leads
to the upper bound on the filter output

‖ŷ−y‖2 ≤ 2Cϵ(1+δT
p

N )‖x¦‖2 =∆ϵ‖x¦‖2 (A.36)

where ∆= 2C (1+δT
p

N ).

GTCNN. We can write the output difference of a GTCNN with L layers over the
nominal graph x¦,L and perturbed graph x̂¦,L as

‖x¦,L − x̂¦,L‖2 ≤ (A.37)∥∥∥∥∥σ
(

F∑
g=1

H f g
L xg

¦,L−1

)
−σ

(
F∑

g=1
Ĥ f g

L x̂g
¦,L−1

)∥∥∥∥∥
2

,

where, for the sake of notation simplicity, H f g
L and Ĥ f g

L are standing for H f g
L (ST ,S)

and H f g
L (ST , Ŝ), respectively.

Applying the 1-Lipschitz continuous property of activation function |σ(a)−σ(b)| ≤
|a −b|, followed by triangular inequality leads into

‖x¦,L − x̂¦,L‖2 ≤
F∑

g=1
‖H f g

L xg
¦,L−1 − Ĥ f g

L x̂g
¦,L−1‖2. (A.38)

Adding and subtracting Ĥ f g
L xg

¦,L−1 and leveraging again the triangular inequality we
can upper bound (A.38) as

‖x¦,L − x̂¦,L‖2 ≤ ‖(H f g
L − Ĥ f g

L )xg
¦,L−1‖2

+‖Ĥ f g
L (xg

¦,L − x̂g
¦,L−1)‖2. (A.39)

The first term is bounded by ∆ϵ [cf. (A.36)] being it related to the filter stability.
The second term is bounded by spectral response of graph-time convolutional filters

‖Ĥ f g
L ‖ ≤ 1 based on the theorem assumption [cf. Def 11]. Replacing these bounds

into (A.39) leads to

‖x¦,L − x̂¦,L‖2 ≤
F∑

g=1
∆ϵ‖xg

¦,L−1‖2 +‖xg
¦,L−1 − x̂g

¦,L−1‖2. (A.40)

This equation indicates a recursion where the bound in the last layer depends on
the bound in the previous layer. We can write the output norm of each layer as

‖x f
¦,ℓ‖2 ≤

F∑
g=1

‖xg
¦,ℓ−1‖2 (A.41)

Substituting (A.40) and (A.41) and solving the recursion bounds as in [(87)-(88), 13]
we can bound the output difference norm as

‖Φ(x¦;ST ,S)−Φ(x¦;ST , Ŝ)‖2 ≤ LF L−1∆ϵ‖x¦‖2. (A.42)
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A.5. HYPERPARAMETER SELECTION

Table A.1.: Hyperparameter grid search range and selected value for traffic forecasting
experiments.

Data Hyperparameter
3-Steps 6-Steps 12-Steps

Range Selected Range Selected Range Selected

M
E

T
R

-L
A

Time window: T {4, . . . ,10} 6 {4, . . . ,10} 6 {4, . . . ,10} 8

Filter order: K {2, . . . ,6} 3 {2, . . . ,6} 2 {2, . . . ,6} 3

Number of layers: L {2,3} 2 {2,3} 2 {2,3} 2

Features per layer: F {4,8,12,16} {8,12} {4,8,12,16} {4,16} {4,8,12,16} {8,16}

Regularization weight: β {0,0.05,0.1} 0.05 {0,0.05,0.1} 0.1 {0,0.05,0.1} 0.1

Learning rate {5×10−4,10−3} 10−3 {5×10−4,10−3} 10−3 {5×10−4,10−3} 5×10−4

if recursive:

Spatial order: K̄ {2, . . . ,6} 2 {2, . . . ,6} 3 {2, . . . ,6} 2

Temporal order: K̃ {2, . . . ,6} 3 {2, . . . ,6} 4 {2, . . . ,6} 4

P
E

M
S-

B
AY

Time window: T {4, . . . ,10} 8 {4, . . . ,10} 4 {4, . . . ,10} 6

Filter order: K {2, . . . ,6} 3 {2, . . . ,6} 3 {2, . . . ,6} 3

Number of layers: L {2,3} 2 {2,3} 2 {2,3} 2

Features per layer: F {4,8,12,16} {4,12} {4,8,12,16} {8,16} {4,8,12,16} {12,16}

Regularization weight: β {0,0.05,0.1} 0.1 {0,0.05,0.1} 0.1 {0,0.05,0.1} 0.1

Learning rate {5×10−4,10−3} 10−3 {5×10−4,10−3} 10−3 {5×10−4,10−3} 10−3

if recursive:

Spatial order: K̄ {2, . . . ,6} 2 {2, . . . ,6} 3 {2, . . . ,6} 3

Temporal order: K̃ {2, . . . ,6} 4 {2, . . . ,6} 4 {2, . . . ,6} 4

The parametric model is used in traffic prediction experiment and recursive
model in weather forecasting due to their higher performance in the certain task.
Table A.1 and Table A.2 summarize the range of grid search and selected value for
hyperparameters of GTCNN model in forecasting experiments.
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Table A.2.: Hyperparameter grid search range and selected value for weather
forecasting experiments.

Data Hyperparameter
1-Steps 3-Steps 5-Steps

Range Selected Range Selected Range Selected

M
o

el
en

e

Time window: T {4, . . . ,12} 8 {4, . . . ,12} 5 {4, . . . ,12} 6

Spatial order: K̄ {2, . . . ,6} 2 {2, . . . ,6} 2 {2, . . . ,6} 2

Temporal order: K̃ {2, . . . ,6} 4 {2, . . . ,6} 3 {2, . . . ,6} 4

Number of layers: L {2,3} 2 {2,3} 2 {2,3} 2

Features per layer: F {4,8,12,16} {4,8} {4,8,12,16} {8,4} {4,8,12,16} {8,8}

Learning rate {5×10−4,10−3} 5×10−4 {5×10−4,10−3} 5×10−4 {5×10−4,10−3} 5×10−4

if parametric:

Filter order: K {2, . . . ,6} 4 {2, . . . ,6} 2 {2, . . . ,6} 4

Regularization weight: β {0,0.05,0.1} 0.1 {0,0.05,0.1} 0.1 {0,0.05,0.1} 0.1

N
O

A
A

Time window: T {4, . . . ,12} 8 {4, . . . ,12} 10 {4, . . . ,12} 12

Spatial order: K̄ {2, . . . ,6} 4 {2, . . . ,6} 3 {2, . . . ,6} 2

Temporal order: K̃ {2, . . . ,6} 5 {2, . . . ,6} 5 {2, . . . ,6} 6

Number of layers: L {2,3} 2 {2,3} 2 {2,3} 2

Features per layer: F {4,8,12,16} {8,8} {4,8,12,16} {16,12} {4,8,12,16} {12,4}

Learning rate {5×10−4,10−3} 10−3 {5×10−4,10−3} 10−3 {5×10−4,10−3} 10−3

if parametric:

Filter order: K {2, . . . ,6} 3 {2, . . . ,6} 4 {2, . . . ,6} 3

Regularization weight: β {0,0.05,0.1} 0.1 {0,0.05,0.1} 0.1 {0,0.05,0.1} 0.1
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B.1. STABILITY PROOF
The proof is structured in three components. First we prove the graph-time
convolutional filter is stable to perturbations. Then, we prove stability for the
encoder and finally for the decoder. Throughout the proof we will use the following
lemmas.

Lemma 2. [106] Let S = VΛVH and E = UMUH such that ‖E‖ ≤ ϵ. Assume that
EV = VMVH is the projection of perturbation E over graph eigenspace of S, and
E = EV +EU . For any eigenvector vn of S it holds that

Evn = mn vn +EU vn (B.1)

with ‖EU‖ ≤ ϵδ, where δ = (‖U−V‖2 +1)2 −1 and mn is the n-th eigenvalue of M.
Recall that ‖ ·‖ represents the operator norm of a matrix.

Lemma 3. Given the frequency response of a graph-time convolutional filter as
h(λ¦) =∑K

k=1 hkλ
k¦ , the partial derivation w.r.t. graph frequency λ is

∂h(λ¦)

∂λ
= (s01 + s11λT )

K∑
k=1

khkλ
k−1
¦ . (B.2)

Proof. Using the product graph definition (4.1) we have

∂λ¦
∂λ

= ∂(s00 + s01λ+ s10λT + s11λT λ)

∂λ
= s01 + s11λT . (B.3)

Then,
∂h(λ¦)

∂λ
= ∂h(λ¦)

∂λ¦
× ∂λ¦

∂λ
= (

K∑
k=1

khkλ
k−1
¦ )(s01 + s11λT ) (B.4)

completes the proof.
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To ease notation, let us also rearrange the parametric product graph GSO as

S¦ = (s00IT + s10ST )⊗ IN + (s01IT + s11ST )⊗S = ST 0 ⊗ IN +ST 1 ⊗S (B.5)

where ST 0 = s00IT + s10ST collects the fully temporal edges and ST 1 = s01IT + s11ST the
edges ruled by the spatial graph.

GTConv filter stability.
The difference of the filter operating on the perturbed and nominal graph is

H(S¦)−H(Ŝ¦) =
K∑

k=0
hk (Ŝk

¦ −Sk
¦ ) (B.6)

Leveraging the product GSO expansion (B.5) and the perturbation model
Ŝ = S+ (SE+ES) [cf. (4.13)] we can write the k−th power of the perturbed product
graph GSO as

Ŝk
¦ = (ST 0 ⊗ IN +ST 1 ⊗ (S+ (SE+ES)))k

= (S¦+ (ST 1 ⊗ (SE+ES)))k

= Sk
¦ +

k−1∑
r=0

Sr
¦(ST 1 ⊗ (SE+ES))Sk−r−1

¦ +D,

(B.7)

where we applied the first-order Taylor expansion in the third line. Matrix D contains
all terms of order O (ϵ2) and can be ignored.

Substituting then (B.7) into (B.6), we get

H(S¦)−H(Ŝ¦) =
K∑

k=0
hk

k−1∑
r=0

Sr
¦(ST 1 ⊗ (SE+ES))Sk−r−1

¦ . (B.8)

Upon applying the filters to an input x¦ we get the output difference
y¦− ŷ¦ = (H(S¦)−H(Ŝ¦))x¦. Substituting into this the graph-time Fourier expansion of
the input

x¦ =
T∑

t=1

N∑
n=1

x̃(n,t )(vT,t ⊗vn) (B.9)

with x̃(n,t ) the (n, t )−th Fourier coefficients and (vT,t ,vn) the eigenvector pair for the
temporal and spatial GSOs [cf. Sec. 4.3.1], we can write the output difference as

y¦− ŷ¦ =
T∑

t=1

N∑
n=1

x̃(n,t )

K∑
k=0

hk

k−1∑
r=0

Sr
¦(ST 1 ⊗ (SE+ES))Sk−r−1

¦ (vT,t ⊗vn). (B.10)

Since (vT,t ⊗vn) is an eigenvector of S¦, we have

Sk−r−1
¦ (vT,t ⊗vn) =λk−r−1

¦,(n,t ) (vT,t ⊗vn) (B.11)

which by substituting to (B.10) yields

y¦− ŷ¦ =
T∑

t=1

N∑
n=1

x̃(n,t )

K∑
k=0

hk

k−1∑
r=0

λk−r−1
¦,(n,t ) Sr

¦(ST 1 ⊗ (SE+ES))(vT,t ⊗vn) (B.12)
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where λ¦,(n,t ) is the eigenvalue of the product graph GSO S¦ for indices (n, t ).
Leveraging mixed product property of Kronecker product1 allows us to rewrite (B.12)
as

y¦− ŷ¦ =
T∑

t=1

N∑
n=1

x̃(n,t )

K∑
k=0

hk

k−1∑
r=0

λk−r−1
¦,(n,t ) Sr

¦(ST 1vT,t ⊗ (SE+ES)vn). (B.13)

Replacing ST 1 = s01IT + s11ST leads to

ŷ¦−y¦ =
T∑

t=1

N∑
n=1

(s01 + s11λT,t )x̃(n,t )

K∑
k=0

hk

k−1∑
r=0

λk−r−1
¦,(n,t ) Sr

¦(vT,t ⊗ (SE+ES)vn). (B.14)

Applying Lemma 1 results in

ŷ¦−y¦ =
T∑

t=1

N∑
n=1

(s01 + s11λT,t )x̃(n,t )

K∑
k=0

hk

k−1∑
r=0

λk−r−1
¦,(n,t ) Sr

¦(vT,t ⊗ (S+λn IN )(mn vn︸ ︷︷ ︸
term 1

+EU vn︸ ︷︷ ︸
term 2

)),

(B.15)
which leaves us with two terms that shall be discussed separately.

For the first term, we have

t1 =
T∑

t=1

N∑
n=1

2λnmn(s01 + s11λT,t )x̃(n,t )

K∑
k=0

hk

k−1∑
r=0

λk−r−1
¦,(n,t ) Sr

¦(vT,t ⊗vn). (B.16)

By exploiting eigenvector property Sr¦(vT,t ⊗vn) =λr
¦,(n,t )(vT,t ⊗vn) we can rewrite (B.16)

into

t1 =
T∑

t=1

N∑
n=1

2λnmn(s01 + s11λT,t )x̃(n,t )

K∑
k=0

khkλ
k−1
¦,(n,t )(vT,t ⊗vn). (B.17)

Applying Lemma 2 leads to

t1 =
T∑

t=1

N∑
n=1

2mn x̃(n,t )λn
∂h(λ¦,(n,t ))

∂λn
(vT,t ⊗vn). (B.18)

For the second term, we have

t2 =
T∑

t=1

N∑
n=1

(s01 + s11λT,t )x̃(n,t )

K∑
k=0

hk

k−1∑
r=0

λk−r−1
¦,(n,t ) Sr

¦(vT,t ⊗ (S+λn IN )EU vn). (B.19)

By substituting the eigendecomposition Sr¦ = (VT ⊗V)Λr¦(VT ⊗V)H we get

t2 =
T∑

t=1

N∑
n=1

x̃(n,t )(VT ⊗V)diag(g(n,t ))(VT ⊗V)H(vT,t ⊗EU vn). (B.20)

where the entries of vectors g(n,t ) ∈RN T for n ∈ [N ] and t ∈ [T ] are defined as

g(n,t )(n′, t ′) = (s01 + s11λT,t )(λn +λn′ )
k∑

k=0
hk

k−1∑
r=0

λk−r−1
¦,(n,t ) λ

r
¦,(n′,t ′)

=


2λn

∂h(λ¦,(n,t ))
∂λn

; (n, t ) = (n′, t ′)

(s01 + s11λT,t )(h(λ¦,(n,t ))−h(λ¦,(n′,t ′)))
λn+λn′
λn−λn′

; (n, t ) 6= (n′, t ′)
(B.21)

1(A⊗B)(C ⊗D) = AC ⊗BD
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With this in place, we now upper bound the two-norm of the difference
y¦− ŷ¦ = t1 + t2 by bounding each of the terms t1 and t2 separately. From ‖E‖ ≤ ϵ, we
have that |mn | ≤ ϵ. Also from the integral Lipschitz property of the filter [cf. Def. 12].
Using these two into (B.18), we can upper bound the norm of term t1 as

‖t1‖2 ≤ 2ϵC
T∑

t=1

N∑
n=1

x̃(n,t )(vT,t ⊗vn) ≤ 2ϵC‖x¦‖2, (B.22)

where the second inequality holds due to Fourier transform definition (B.9).
Moving on to t2, we use mixed product property as vT,t ⊗EU vn = (IT ⊗EU )(vT,t ⊗vn)

and operator norms in (B.20) to obtain an upper bound as

‖t2‖2 ≤
T∑

t=1

N∑
n=1

|x̃(n,t )|‖(VT ⊗V)‖‖diag(g(n,t ))‖‖(VT ⊗V)H‖‖IT ⊗EU‖‖vT,t ⊗vn‖2. (B.23)

From the integral Lipschitz property we can bound ‖diag(g(n,t ))‖ ≤ 2C (s01+ s11λT,max )
in (B.21) where λT,max is a temporal eigenvalue with the largest absolute
value. As VT ⊗V is an orthonormal bases, its operator norm is ‖VT ⊗V‖ = 1,
and l2-norm of the eigenvectors is ‖vT,t ⊗ vn‖2 = 1. Lemma 1 states that
‖E‖ ≤ ϵδ which leads to ‖IT ⊗EU‖ ≤ ϵδ. Finally, l1-norm can be bounded by∑T

t=1
∑N

n=1 |x̃(n,t )| = ‖x̃‖1 ≤
p

N T ‖x̃‖2 =
p

N T ‖x¦‖2. Considering all the abovementioned
bounds and replacing them in (B.23) yields

‖t2‖2 ≤ 2(s01 + s11λT,max )ϵCδ
p

N T ‖x¦‖2. (B.24)

Finally, based on the triangle inequality the GTConv filter difference is

‖H(S¦)−H(Ŝ¦)‖ ≤ 2(s01 + s11λT,max )ϵC (1+δ
p

N T ) = ϵ∆. (B.25)

Encoder stability.
Consider the encoder contains Le layer each having Fℓ features and r sampling

rate. We are interested in the output difference of the encoder

‖ENC(x¦,S,ST )−ENC(x¦, Ŝ,ST )‖2
2 =

FLe∑
f =1

‖x f
¦,Le

− x̂ f
¦,Le

‖2
2. (B.26)

To ease exposition, we denote H := H(S) and Ĥ := H(Ŝ). For the f −th output encoder
feature we have

‖x f
¦,Le

− x̂ f
¦,Le

‖2 =
∥∥∥∥∥σ

(
FLe−1∑
g=1

Sr (H f g
Le

xg
¦,Le−1)

)
−σ

(
FLe−1∑
g=1

Sr (Ĥ f g
Le

x̂g
¦,Le−1)

)∥∥∥∥∥
2

(B.27)

where Sr (·) is the sampling operator with rate r , i.e., simple SU M(·) function without
any aggregation. The downsampling reduces the norm of each time series by a
factor 1/

p
r , so ‖y¦,Le ‖2 will be reduced by 1/

p
r . As non-linearity is 1-Lipschitz, i.e.,
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|σ(a)−σ(b)| ≤ |a −b|, we can conclude the following inequality from (B.27) by use of
triangular inequality

‖x f
¦,Le

− x̂ f
¦,Le

‖2 ≤ 1p
r

FLe−1∑
g=1

∥∥∥H f g
Le

xg
¦,Le−1 − Ĥ f g

Le
x̂g
¦,Le−1

∥∥∥
2

. (B.28)

We add and subtract Ĥ f g
L xg

¦,L−1 inside the l2-norm and use the triangular inequality
once again for each of the input features g to get∥∥∥H f g

Le
xg
¦,Le−1 − Ĥ f g

Le
x̂g
¦,Le−1

∥∥∥
2
≤ ‖(H f g

Le
− Ĥ f g

Le
)xg

¦,Le−1‖2 +‖Ĥ f g
Le

(xg
¦,Le−1 − x̂g

¦,Le−1)‖2

≤ ‖H f g
Le

− Ĥ f g
Le

‖‖xg
¦,Le−1‖2 +‖Ĥ f g

Le
‖‖xg

¦,Le−1 − x̂g
¦,Le−1‖2 (B.29)

The stability of GTConv filter in (B.25) provides an upper bound for the first term

as ‖H f g
Le

− Ĥ f g
Le

‖ ≤ ϵ∆ which is applicable for all the layers. Note that ∆ depends
on temporal graph size, so it is different in each layer due to the downsampling.
However, we assume the largest temporal size T so the inequality holds for all
the layers 2. The second term is bounded by spectral normalization assumption

‖H f g
Le

‖ ≤ 1 [cf. Def. 13]. Leveraging these bounds and replacing in (B.28) we get

‖x f
¦,Le

− x̂ f
¦,Le

‖2 ≤ 1p
r

FLe−1∑
g=1

ϵ∆‖xg
¦,Le−1‖2 +‖xg

¦,Le−1 − x̂g
¦,Le−1‖2. (B.30)

This equation defines a recursion among the encoder layers with initial condition
xg
¦,0 = x̂g

¦,0 := xg
¦ for all the input features. So for the ℓ−th layer, we can write

‖x f
¦,ℓ− x̂ f

¦,ℓ‖2 ≤ 1p
r

Fℓ−1∑
g=1

ϵ∆‖xg
¦,ℓ−1‖2 +‖xg

¦,ℓ−1 − x̂g
¦,ℓ−1‖2. (B.31)

To solve this recursive inequality, we first upper bound ‖x f
¦,ℓ‖2 as

‖x f
¦,ℓ‖2 ≤ 1p

r

Fℓ−1∑
g=1

‖H f g
ℓ

xg
¦,ℓ−1‖2 ≤ 1p

r

Fℓ−1∑
g=1

‖xg
¦,ℓ−1‖2, (B.32)

where the last inequality is due to the assumption ‖H f g
ℓ

‖ ≤ 1 [Def. 13]. Solving this
recursion leads to

‖x f
¦,ℓ‖2 ≤ 1

r l/2

ℓ−1∏
i=1

Fi

F0∑
g=1

‖xg
¦ ‖2 = r−ℓ/2

ℓ−1∏
i=1

Fi

F0∑
g=1

‖xg
¦ ‖2. (B.33)

Replacing (B.33) in (B.31) and solving the recursion considering the initial conditions
we get

‖x f
¦,ℓ− x̂ f

¦,ℓ‖2 ≤ r−ℓ/2ϵ∆ℓ
ℓ−1∏
i=1

Fi

F0∑
g=1

‖xg
¦ ‖2. (B.34)

2It is possible to solve the recursive equation with ∆T as a variable, but it leads to overcrowded
multipliers in inequalities without carrying important information on the bound.
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Setting ℓ= Le in (B.34) and replacing it in (B.26) yields to

‖ENC(x¦,S,ST )−ENC(x¦, Ŝ,ST )‖F ≤ Le r−Le /2ϵ∆
√

FLe

Le−1∏
n=1

Fn

F0∑
g=1

‖xg
¦ ‖2. (B.35)

GTConv-AE stability.
Let Z¦ = ENC(x¦,S,ST ) be the input of the decoder and z¦,Ld = DEC(Z¦,S,ST ) its

output. To prove GTConvAE stability, we need to bound

‖DEC(Z¦,S,ST )−DEC(Z¦, Ŝ,ST )‖2
2 =

Fd ,Ld∑
f =1

‖z f
¦,Ld

− ẑ f
¦,Ld

‖2
2. (B.36)

For each feature in the output we have

‖z f
¦,Ld

− ẑ f
¦,Ld

‖2 =
∥∥∥∥∥σ

(Fd ,Ld −1∑
g=1

Ur (H f g
Ld

zg
¦,Ld−1)

)
−σ

(Fd ,Ld −1∑
g=1

Ur (Ĥ f g
Ld

ẑg
¦,Ld−1)

)∥∥∥∥∥
2

(B.37)

where Ur (·) is an upsampling operator with rate r which insert zeros among the
samples. The upsampling module leaves the l2-norm per time series unaffected and
can be ignored. Given 1-Lipschitz continuity of activation function σ(·), the following
inequality can be concluded from (B.37) using the triangular inequality

‖z f
¦,Ld

− ẑ f
¦,Ld

‖2 ≤
Fd ,Ld −1∑

g=1

∥∥∥H f g
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ẑg
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∥∥∥
2

. (B.38)

Adding and subtracting Ĥ f g
Ld

zg
¦,Ld−1 in the norm and leveraging again the triangular

inequality yields∥∥∥H f g
Ld

zg
¦,Ld−1 − Ĥ f g

Ld
ẑg
¦,Ld−1

∥∥∥
2
≤ ‖(H f g

Ld
− Ĥ f g
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Ld
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‖‖zg
¦,Ld−1‖2 +‖Ĥ f g

Ld
‖‖xg

¦,Ld−1 − ẑg
¦,Ld−1‖2,

(B.39)

for g = 1, . . . ,Fd ,Ld−1. The first term is bounded by GTConv filters stability in (B.25)

and the second term is upper-bounded because filters are normalized ‖H f g
ℓ

‖ ≤ 1 [cf.
Def. 13]. Given these two bounds, (B.39) can be upper-bounded as

‖z f
¦,Ld

− ẑ f
¦,Ld
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Fd ,Ld −1∑

g=1
ϵ∆‖zg

¦,Ld−1‖2 +‖zg
¦,Ld−1 − ẑg

¦,Ld−1‖2. (B.40)

This allows defining a recursion for the generic layer ℓ as

‖z f
¦,ℓ− ẑ f

¦,ℓ‖2 ≤
Fd ,ℓ−1∑

g=1
ϵ∆‖zg

¦,ℓ−1‖2 +‖zg
¦,ℓ−1 − ẑg

¦,ℓ−1‖2. (B.41)
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For the first term on the right hand-side of (B.41), we have

‖z f
¦,ℓ‖2 ≤

Fd ,ℓ−1∑
g=1

‖H f g
ℓ

zg
¦,ℓ−1‖2 ≤

Fd ,ℓ−1∑
g=1

‖zg
¦,ℓ−1‖2 =

ℓ−1∏
j=1

Fd , j

Fd ,0∑
g=1

‖zg
¦,0‖2 (B.42)

because ‖H f g
ℓ

‖ ≤ 1 [cf. Def. 13]. Replacing (B.42) into (B.41) and evaluating it at
ℓ= Ld brings the recursion to its initial conditions
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For initial conditions we have Z¦,0 = Z¦, however, the error caused by spatial graph

perturbation in the encoder appears here as an initial condition where ‖z f
¦,0 − ẑ f

¦,0‖2

is bounded by the result in (B.35) for f ∈ [Fd ,0].
As the initial condition of the decoder states Z¦,0 = Z¦ = X¦,L , we can set ℓ = L

in (B.33) to obtain

‖z f
¦ ‖2 ≤ r−Le /2

Le−1∏
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Fi
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g=1

‖xg
¦ ‖2. (B.44)

Substituting encoder stability bound (B.35), to enforce the initial condition for∑Fd ,0
g=1 ‖zg

¦,0 − ẑg
¦,0‖2, and (B.44) into (B.43) results in
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Calculating over all the output features completes the upper-bound as

‖GTConvAE(x¦,S,ST )−GTConvAE(x¦, Ŝ,ST )‖2 ≤

(Ld +Le )r−Le /2ϵ∆
√

Fd ,Ld
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Fi
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j=0

Fd , j
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‖xg
¦ ‖2.

(B.46)

Assuming F0 = Fd ,Ld
= 1 and {Fd ,F } ≤ Fmax completes the proof.

B.2. DENOISING SOLAR IRRADIANCE TIME SERIES
In this appendix we provide extra information on numerical experiment for denoising
solar irradiance time series.

SNR: An error vector et ∼N (0,L†) is generated independently for each timestamp
t ∈ [T ]. Matrix L represents normalized Laplacian and † stands for pseudo-inverse
operation. This noise varies smoothly over spatial graph which makes it more
difficult to detect. Assume noise matrix σE =σ[e1, . . . ,eT ] ∈RN×T , we define SNR as
follow:

SN R = 20log
‖X‖F

σ‖E‖F
, (B.47)
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where σ is used to control SNR for the experiments.

GTConvAE parameters: The time window is searched over T ∈ {2, . . . ,8}. The number
of layers for both encoder and decoder are selected from Le = Ld ∈ {2,3}. The
number of features for every layer are chosen from F ∈ {32,16,8,4,2}. The filter
order is evaluated on K ∈ {2,3,4,5}. The sampling is searched over r ∈ {1,2,3,4}. All
the aggregation function have been tested. Finally, the regularizer weight initially
selected from logarithmic interval ρ ∈ {10−2, . . . ,102} and fine-tuned around optimum
value.

C3D parameters: As proposed in [91], 4 convolutional layer, 2 subsampling layer,
and 2 fully connected layer are considered for both encoder and decoder. The
time window is searched over T ∈ {4, . . . ,6}. The number of features for every layer
are chosen from F ∈ {32,16,8,4,2}. So, the size of 3D convolution in each layer is
75×F ×T . The number of channels are selected from C = {12,24,48} in each layer.
Fully connected layers have 128 and 64 features, respectively. The learning rate is set
to 0.01.

ConvLSTM-AE parameters: The time window T = 10 as it advised in [93]. Both
encoder and decoder have 3 convolutional layer connected in series with ConvLSTM
modules. The number of features for every layer are chosen from F ∈ {32,16,8,4,2}.
The design is symmetrically identical in the decoder. The learning rate is set to 0.01.

STGAE: The learning rate is reducing from 0.01 as the loss function declines.
An early stopping mechanism is used to avoid overfitting. Temporal convolution
size is selected from T = {4,5,6}. Each graph-based attention convolution holds
F ∈ {32,16,8,4,2} chosen via grid search. Minor parameters are the same as [85].

B.3. ANOMALY DETECTION IN WATER NETWORKS
In this appendix we provide extra information on numerical experiments for anomaly
detection in water networks.

GTConvAE parameters: The model parameters are evaluated and fine-tuned by
sliding window backtesting. The time window is searched over T ∈ {2, . . . ,8}. The
number of layers for both encoder and decoder are selected from Le = Ld ∈ {2,3}.
The number of features for every layer are chosen from F ∈ 128,64,32,16,8,4,2. The
filter order is evaluated on K ∈ {2,3,4,5}. The sampling is searched over r ∈ {1,2,3}.
All the aggregation functions have been tested. Finally, the regularizer weight initially
selected from logarithmic interval ρ ∈ {10−2, . . . ,102} and fine-tuned around optimum
value.

STGCAE-LSTM: The time window is set to 12 with stride 1 in temporal convolution
units similar to [86]. The inner LSTM network has 12 layers with features selected
from F ∈ 128,64,32,16,8,4,2. The regularization parameter is 0.05. The learning rate
is 10−3.

TGCN: For the complete experimental setup refer to [120].
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C.1. GRADIENTS OF THE EM-BASED MODEL
The gradients of intermediate likelihood (6.23) are
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∂H
= 1
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)
,
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− 1

2
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,
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2
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2
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C.2. ABLATION STUDY
We mainly focus on the synthetic datasets to perform an ablation study on
the performance of the proposed model to understand the impact of different
components. The experiments are conducted on the interpolation task with different
portions of unobserved data in both high and low data regimes. All the results are
reported in the Table. C.1. The following baselines are used for the ablation study of
proposed models.

• EM-No-Q: EM-based w/o uncertainty matrix Q.

• EM-Fix-Q: EM-based with fixed uncertainty matrix.

• EM-No-B: EM-based w/o considering the structure of the graph B in dispersion
matrix.

• No-Q: Proposed model w/o uncertainty matrix.

• Fixed-Q: Proposed model with fixed uncertainty matrix.
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• No-B: Proposed model w/o considering the structure of the graph B in
dispersion matrix.

• No-Reg-Q: Proposed model w/o regularization on uncertainty matrix.

Performance in high data regime: Among the statistical variants of the model,
ignoring the presence of matrix Q in the state equation leads to the worst
performance due to the lack of model expressivity. However, as the results suggest,
constraining the structure of the uncertainty matrix Q to the graph is not necessary
when the data is abundant as enough information is available to learn a generic
uncertainty matrix.

Same pattern can be observed among the deep learning variants of the model.
Removing or fixing uncertainties in the model through Q leads to subpar performance
by limiting the encoder and decoder modules to learn a more generic representation
of the data. Moreover, as the result suggests, considering the structure of the graph
via the incidence matrix B is not only computationally amenable, but also improves
generalization of the model in high data regime.
Transition to low data regime: Among the statistical models, the consideration of
a trainable uncertainty matrix Q is still justified. However, in the low data regime,
using a generic uncertainty matrix Q performs poorly compared to structured
alternatives. This is due to a couple of reasons: first, lack of data prevents us to
reliably learn a high number of parameters compared to a high data regime; second,
as the number of data is limited, the structure and symmetries are more relevant to
be considered for a better generalization. It is worthy to note that the gradient-based
model struggles when a larger portion of the data is unobserved while the EM-based
approach keeps up its performance.

For the deep learning variants, similar conclusions can be made. Removing the
uncertainty matrix Q leads to a significant performance drop, while fixing it to a
generic matrix does not help either. In this case, using a trainable uncertainty
matrix Q is also failing to perform due to the lack of data. Interestingly, removing
the regularization term to enforce a diffusion over the state magnificently hurts the
model’s performance in the low data regime as the existence of a diffusion process
in the state is crucial for the model to generalize well. Finally, the performance of
the GKNet itself barely drops even in the extreme cases.
Sensivity analysis of λ: We have also conducted an ablation study on the
regularization weight λ in both high and low data regimes. The results are reported
in Fig. C.1. As the results suggest, in the high data regime, the model is not very
sensitive to the choice of λ as enough data is available for training. However, in the
low data regime, the choice of λ is crucial for the model’s performance. A very small
value of λ leads to overfitting as the model is not regularized enough, while a very
large value of λ leads to underfitting as the model is over-regularized. Hence, a
moderate value of λ is necessary to balance the trade-off between fitting the data
and regularizing the model.
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Table C.1.: Ablation study of the GKNet.

nRMSE
High data regime Low data regime

90% 80% 70% 10% 20% 30%
EM-No-Q 0.38 0.38 0.41 0.39 0.38 0.42
EM-Fix-Q 0.35 0.36 0.39 0.35 0.38 0.40
EM-No-B 0.24 0.24 0.25 0.33 0.37 0.38
Grad-based 0.26 0.29 0.33 0.28 0.31 0.39
EM-based 0.24 0.24 0.26 0.22 0.26 0.27

No-Q 0.22 0.23 0.23 0.33 0.33 0.33
Fixed-Q 0.23 0.23 0.23 0.31 0.32 0.31
No-B 0.18 0.19 0.19 0.24 0.27 0.28
No-Reg-Q 0.19 0.20 0.22 0.27 0.29 0.31

GKNet 0.14 0.17 0.17 0.15 0.17 0.18

10−3 10−2 10−1 100 101
0.1
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Figure C.1.: Sensivity analysis of the regularization weight λ.
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