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Abstract
Software testing is essential for maintaining soft-
ware quality, yet determining which code changes
require corresponding test modifications remains a
challenging and time-consuming task. This thesis
investigates whether test-suite co-evolution can be
predicted from a combination of code-, coverage-,
repository-level and non-code project and pull re-
quest characteristics and studies which characteris-
tics are most informative in both within-project and
cross-project settings.
To answer this question, we constructed a dataset
containing 72,534 modified lines extracted from
1,303 pull requests across 18 open-source Java
projects. Using coverage information from the
modified test suites, we derived line-level co-
evolution labels and extracted characteristics from
multiple scopes, including line, method, class,
repository, pull request and project-level metrics.
Several machine learning models were evaluated,
with Gradient Boosting achieving the strongest
overall performance.
The results show that test-suite modifications can
be predicted with moderate accuracy. The best-
performing model achieved an average MCC of
0.357 and an AUC of 0.805 in the within-project
setting, and a MCC of 0.454 and an AUC of 0.839
in the cross-project setting. Historical coverage was
the strongest individual predictor, but repository-
level and non-code characteristics provided sub-
stantial additional predictive value. Furthermore,
broader developmental and repository-level char-
acteristics proved more informative than localized
code metrics, and cross-project prediction consis-
tently outperformed within-project prediction.
These findings demonstrate that software reposi-
tories contain meaningful signals regarding future
testing behavior and that test-suite co-evolution can
be predicted using information available during de-
velopment.
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1 Introduction
According to the OECD the ICT sector grew 3 times as much
as the rest of the economy during the period from 2013 to
2023 [1], showing the ever-increasing importance of soft-
ware. With the increasing use of software systems, there is
also an increasing dependence on software systems. When
these systems fail, the consequences can be devastating. An
example of this is the CrowdStrike bug of July 2024 that
caused outages for roughly 8.5 million PC’s, most of which
were used in vital sectors [2]. In addition to the major dis-
ruption across multiple industries, the financial consequences
were enormous, with damages estimated in the billions of
dollars [3, 4]. CrowdStrike noted three reasons for the bug
occurring: latent bugs caused by inadequate testing, a mis-
match in integration between two parts of the system, and a
missing test case for a specific scenario [5].

This example and the accompanying analysis show us the
importance of software verification, and in particular, the
importance of software testing. This importance is further
strengthened by the fact that discovering bugs early in the de-
velopment cycle can drastically reduce software development
costs [6]. There are many ways in which one can verify the
correctness of the code, such as manual testing, static analysis
and formal verification. Another common method used is au-
tomated software testing, with 61.7% of open source projects
employing the method [7]. This popularity of automated soft-
ware testing as a testing method can be explained by the find-
ing that increasing the amount of code that is covered by auto-
mated software tests leads to a lower number of field-reported
problems [8].

Automated testing checks the functional correctness of
code on different levels using unit-, integration-, and system
tests. Each of these has different purposes in bug prevention.
Unit tests are made to isolate small blocks of logic and ver-
ify the behavior of this logic for the possible set of inputs,
while integration tests focus on the communication between
different components. System tests aim to model a real user
experience, testing the software behavior instead of the im-
plementation.

Modern development practices rely heavily on automated
test suites consisting of these unit, integration and system
tests. One of these development methods is continuous in-
tegration. In continuous integration the goal is to detect is-
sues early by running automated checks whenever new code
is added. This is commonly done using an automated test
suite. Another popular modern development method reliant
on automated test suites is Test-driven development (TDD),
which entails writing tests specifying the desired behavior be-
fore writing the corresponding production code. The goal is
to guide design decisions and improve test coverage from the
outset [9].

As software systems evolve, test code must evolve along-
side production code to remain effective, a phenomenon com-
monly referred to as co-evolution between production and test
code. Empirical studies have shown that changes to produc-
tion code frequently necessitate corresponding changes to test
cases, either to extend coverage for new functionality or to re-
pair tests that break due to changed behavior [10–14].

Code bases generally tend to grow larger over time, and
as the amount of production code increases, so does the test
suite size [10]. Running test suites for these larger projects
can take days or even weeks [15]. This can drastically reduce
employee productivity, thus highlighting the importance of
reducing the time spent running the test suite.

In literature, there are a couple of different areas trying to
tackle long-running test suites. These are roughly described
as test case selection, test case prioritization and test suite
minimization [15]. Test case selection attempts to only run
that part of the test suite that is relevant to the production
changes, while test case prioritization still runs the entire test
suite; however, test cases which are more likely to detect
faults are prioritized. Lastly, in the case of test suite mini-
mization, redundant tests are permanently removed from the
test suite, effectively shrinking the test suite.

Developing tests is quite expensive, with the share of test-
ing costs of total production costs estimated at 50% or more
[16]. Furthermore, it is suggested that the optimal level of
coverage is well short of 100% [8]. Preventing the develop-
ment of unnecessary test cases can thus both reduce the de-
velopment costs as well as reduce the issue of long-running
test suites. An issue with all the methods listed above is that
they only work once the test cases are already written. Thus
the question of which parts of the codebase should be covered
does not yet have a definitive answer.

Some prior empirical work has been done to determine the
characteristics of code that make it more likely to lead to test
changes or test cases. These characteristics include properties
of the code change itself, such as the types of modifications
performed, the affected program elements, and the size and
complexity of the change [11, 13, 17]. One such work is the
work of Wang et al. [11] where they propose SITAR, a classi-
fier that predicts whether or not a code change on the commit
level should lead to corresponding test changes. They tested
this method both to predict coverage in a within-project as
well as a cross-project setup. This approach solely considers
unit tests and only considers patch changes, not the context
of the changes, leading to a possible incomplete view of the
problem.

Another study looked into the influence of the line and
method properties on the probability of that line being cov-
ered [17]. In this case, the method context is taken into ac-
count, but the context of other scopes is disregarded. Fur-
thermore, this work considers only a single commit from a
single project, making it impossible to generalize the answer
to other projects.

However, previous research found that testing and quality
assurance standards differ across projects [18, 19]. The ques-
tion then arises: are there non-code project characteristics that
we can use to predict coverage? Furthermore, knowing that
there are differences in practices across projects, are there dif-
ferences between the important characteristics in a within and
cross-project setting for predicting coverage?

1.1 Research Questions
We hypothesize that certain code characteristics can be used
to predict whether or not code needs to be tested. Further-
more, we believe that the characteristics of the surrounding
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scope of the code also have an impact. In this context, scope
refers to the structural surroundings of a code fragment, in-
cluding the method in which it appears, the class that defines
it, and the repository it belongs to. Lastly, this thesis aims to
study whether there are any external non-code characteristics
that can be used to predict if code should be tested.

To better understand which characteristics of production
changes lead to test changes, we present a study that, for
multiple projects, analyzes multiple pull requests (PRs) and
investigates the relation between production changes and
changes in the test suite. In this paper, we aim to answer
the following research questions:

RQ 1. How accurately can we predict test suite
modifications from a combination of pull request
code characteristics and project non-code charac-
teristics?

RQ 2. What is the influence of differently scoped
characteristics on the prediction of test suite modi-
fications in both a within as well as a cross-project
setting?

RQ 2.1 What is the importance of different
line-level characteristics?
RQ 2.2 What is the importance of different
method-level characteristics?
RQ 2.3 What is the importance of different
class-level characteristics?
RQ 2.4 What is the importance of different
repository-level characteristics?
RQ 2.5 What is the importance of different
non-code project characteristics?

RQ 3. What are the differences in which char-
acteristics are important in a cross-project setting
compared to the within-project setting?

1.2 Approach
We begin with an exploratory literature study to identify ex-
isting code characteristics, commonly used metrics and prior
work that investigates the relationship between code changes
and testing activities. This study was used for the selection of
metrics and helps position our work within the existing body
of research.

Next, we construct a dataset of PRs mined from open-
source GitHub projects written in Java and built using Gradle.
Only PRs that contain at least one production code change are
considered. For each PR, we extract a range of line, reposi-
tory, class and method-level metrics describing the modified
production code. We then merge these metrics with the line-
level metrics, resulting in a dataset where each modified line
of production code is associated with the characteristics of its
surrounding scope.

To obtain the target labels for this dataset, we analyze
test changes introduced in the same PR. We instrument the

projects to collect test coverage data at the level of individual
test files and execute the modified tests to determine which
lines of production code they cover. A production line is la-
beled as a positive sample if it is covered by at least one of
the changed tests, and as a negative sample otherwise.

Finally, the resulting dataset is divided into training, vali-
dation, and test sets and used to train and evaluate a set of ex-
plainable machine learning models. These models enable us
to assess not only the predictive power of different code char-
acteristics, but also their relative importance, thereby provid-
ing insight into which properties of production code changes
are most strongly associated with test additions in PRs.

1.3 Contributions

In summary, this paper makes the following contributions:

• A comprehensive dataset containing code characteristics
on the line, method, class and repository level as well as
non-code project characteristics across multiple PRs and
projects.

• Insights into the feasibility of pull-request-based predic-
tions of test suite modification, including insight into the
importance of the different characteristics.

• A replication package capable of reproducing the results
from this study, that can also serve as the basis for future
research.

2 Related Work
This chapter reviews the theoretical and empirical work that
forms the foundation of this study, as well as related re-
search addressing similar problems. We first discuss the
co-evolution of production and test code, then present an
overview of empirical studies on code coverage. Next, we
define code characteristics and survey commonly used code
metrics, and discuss non-code characteristics and their rel-
evance. We later review recent work on test coverage pre-
diction and examine alternative approaches for reducing test
bloat. Finally, we provide an overview of explainable ma-
chine learning models.

2.1 Co-evolution

When production code changes, developers often need to up-
date the associated test methods to maintain effective qual-
ity control. This leads to the common practice of updating
test cases either as changes happen or soon afterward. This
phenomenon is often referred to as the co-evolution of pro-
duction and test code. In practice, testing often happens in
bursts. As a result, test code tends to lag slightly behind pro-
duction code [10]. However, most developers update their
test suite on a per-PR basis, with the most common other in-
tervals being every few commits and every commit [20]. This
suggests that most co-evolution data can be captured by ana-
lyzing projects on a PR level. This motivates the use of PR-
level analysis in this thesis, as it is expected to capture the
majority of co-evolution behavior in practice.
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Detecting co-evolution pairs
Many studies detect production-test co-evolution by relying
on common Java test naming conventions. In Java projects,
unit tests for a source file usually appear in a corresponding
test file with the same name plus the ’Test’ suffix within the
test directory. Researchers frequently use this mechanism.

However, this method is also often criticized across the lit-
erature. As not all developers strictly adhere to the naming
conventions [12, 21, 22]. White et al. [21] found the recall of
this method to range between 69% and 89%. This implies that
a significant number of positive matches are missed. They
implemented TCTracer, a method that combines and modifies
multiple techniques to produce a ranking and score to deter-
mine co-evolution pairs. TCTracer provides a higher recall
than solely relying on naming conventions, but also results in
a lower precision. Liu et al. [12] make use of the call rela-
tionship of the test case.

Sun et al. [22] introduce the notion of production test
non-co-evolution, describing cases where test and production
classes change in the same commit (or soon after), but where
the changes are independent. This reveals a limitation in co-
evolution detection: methods based solely on temporal prox-
imity can misidentify these cases as true co-evolution. To ad-
dress this, they propose CHOSEN, which enhances the nam-
ing convention method by analyzing whether recent changes
are true behavioral modifications rather than maintenance.
Nonetheless, reliance on recent changes could still miss some
complex dependency scenarios. Importantly, when examin-
ing small time intervals, this limitation lessens, as 88.66%
of samples with simultaneous changes are true co-evolution
cases.

These prior works generate co-evolution samples only at
the file and method levels. This thesis addresses this limi-
tation using a novel coverage-based approach to detect co-
evolution samples.

2.2 Empirical studies on code coverage
Prior empirical studies show that code coverage varies be-
tween projects and between patches within the same project.

Hilton et al. [23] did a large-scale evaluation of code cov-
erage changes on 7,816 builds of 47 projects. They built 29
projects themselves, for which they extracted coverage data
from 5,360 builds and merged that with a dataset created by
fetching data for 18 projects with 2,456 builds from the Cov-
eralls API1. They found that patch coverage is not correlated
with the coverage across the entire project. They also found
that there was a large variability in patch coverage between
patches within the same project, suggesting that there are cer-
tain non-project-dependent characteristics to patches that in-
fluence whether they get tested in practice. Furthermore, they
also note a stark difference in the patch coverage profiles be-
tween projects, and since there was no correlation between
project coverage and patch coverage, this suggests that cer-
tain non-PR-specific influences exist.

Hora studied which characteristics lead to code being ex-
plicitly excluded from test coverage analysis in 20 popular

1https://coveralls.io/

Python projects [24]. They used the pragma feature of cover-
age.py2 to detect lines that were purposefully excluded from
coverage calculations. They then used comments and com-
mit messages to determine why code was not tested. The
most common reasons were: the code was already untested,
the code was low-level code, and the code was too com-
plex. Other reasons were the code being deprecated, featuring
parallelism, being trivial or behaving non-deterministically.
Some of these characteristics might also influence which code
gets tested.

These findings show that both project-level and local code
factors influence coverage outcomes. This motivates closer
examination of the context in which code exists.

2.3 Defining characteristics and metrics
As mentioned before, there are both code characteristics and
non-code project characteristics. We will first discuss code-
level characteristics and then project-related non-code char-
acteristics.

Code characteristics
Fenton and Norman make a distinction between internal and
external characteristics, where internal characteristics can be
examined by studying the code without studying the behav-
ior, while external characteristics study the behavior without
studying the product [25]. Furthermore, they express the dif-
ficulty in measuring the attributes that we are interested in.
They propose using a group of different metrics to approxi-
mate the characteristic.

Non-code project characteristics
Zhang et al. [26] did an empirical study on decisions for PRs,
studying which properties influence the decision. They iden-
tified a set of 59 attributes, divided into the categories of the
developer, the PR itself, and the surrounding project. This
work focuses on data that can be gathered through existing
API’s or low-effort processing of the source code. These in-
clude things such as the presence and number of comments,
PR description length, as well as the project age and total
lines of code of the repository.

Khatami and Zaidman investigated the use of Automated
Static Analysis Tools (ASAT), CI tools, and testing practices
across 1,454 open-source projects [19]. They also propose a
code review intensity metric, which normalizes the amount of
comments and reviews by the number of line and file changes.
They found that high code review intensity has a weak, pos-
itive correlation with code coverage, but did not find a corre-
lation between the use of ASAT and CI tools with code cov-
erage.

Zampetti et al. [27] investigated the effects of CI practices
on the review process. They looked at both process factors
as well as build factors. Process factors include many of the
characteristics described above, such as comments and the
number of changes. Additionally, they include the age of the
PR before a decision is made, whether test code is included
in the PR, and whether the author is a core member. For build
factors, they use the number of builds for the PR history and

2https://coverage.readthedocs.io
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the percentage of failed builds. They found that the process-
related features were enough to predict the acceptance of PRs.

Additionally, they found that when a build failure is dis-
cussed, the most common discussion point is test case failure,
signifying the importance of the test suite to reviewers. The
most prominent feature that was discussed was failures due to
external dependencies, especially those that are hard to find.
Other features that were often discussed were misconfigura-
tion of the test suite, as well as a misalignment between the
production and the test code.

These studies motivated the use of multiple code metrics as
a proxy for code characteristics and the use of review-based
non-code features.

2.4 Test coverage prediction
Recent work on test coverage prediction has focused on us-
ing machine learning models to capture relationships between
code changes, structural characteristics, and testing behavior.
We will discuss three recent studies, including both their ma-
jor takeaways and their limitations.

SITAR
In 2021, Wang et al. [11] proposed a ML based approach
called SITAR to facilitate the co-evolution of production and
test code. SITAR focuses on predicting whether the unit test
class should be updated when its corresponding production
class is changed. SITAR makes use of the naming conven-
tion method discussed above to identify production-test co-
evolution samples. Wang et al. argue that there is no single-
factor heuristic that can predict whether or not a test class
should be updated, and that a machine-learning-based ap-
proach is thus necessary.

SITAR is a model that learns the interrelations of changed
code components using the within-project history and uses
this to make predictions on added code. It extracts the num-
ber of lines added and removed from various language con-
structs in a file and transforms them to vector representations
as the input data for the prediction. In their work, Wang et
al. evaluate the model using only within-project history and
using cross-project training on 20 open-source Java projects.
They used recursive feature elimination to determine the rela-
tive importance of the characteristics. They found that adding
parameter list lines was the most important feature for predic-
tion, with using just that feature resulting in an accuracy of
nearly 70%.

DRIFT
Liu et al. [12] had some criticism of the SITAR method,
mostly on the coarseness of the method and on the fact that
SITAR relies on naming conventions to determine matches.
This led to the creation of DRIFT in 2023. DRIFT allows
the prediction to happen on a method-level granularity, show-
ing exactly which test case needs to be updated. Further-
more, they improve the matching between production and test
changes by extending the patterns that match the file name.
Furthermore, they refine the matches by looking at which pro-
duction modules are imported in the test files.

DRIFT also uses the number of lines added and removed
using the abstract syntax tree (AST), similarly to Wang et
al. [11]. Liu et al. [12] evaluated the model using solely the

project history as well as cross-project training on 40 projects.
DRIFT generally outperforms SITAR on precision, recall and
F1 score. While DRIFT does improve the prediction quality
on SITAR, its methods do not produce an importance ranking
of the features.

Brandt and Ramirez
In 2025, Brandt and Ramirez proposed a method to predict
which lines should be covered by a test case [17]. A large dif-
ference between their work and DRIFT and SITAR is that the
work focuses on the code base as a whole, analyzing all lines
in a single commit, instead of focusing on changes. Their
approach combines line and method-level characteristics us-
ing JaCoCo to determine whether lines should be covered,
CK [28] to extract method-level statistics and tree-sitter to
analyze the AST. They found that the features of the method
the line belongs to were quite relevant to the classifier, while
the line’s individual features were less relevant.

Overall, prior work indicates that effective test coverage
prediction depends on combining multiple features that cap-
ture both code changes and their surrounding context. In
particular, the importance of method-level characteristics ob-
served by Brandt and Ramirez suggests that the broader struc-
tural context of code plays a significant role, while existing
models remain limited by coarse representations, matching
heuristics, and limited insight into which contextual factors
are most influential.

2.5 Alternatives for reducing test bloat
Ivankovic et al. [29] propose an alternative to conventional
test coverage called productive coverage. It works by detect-
ing similar code and then accumulating the coverage results
for the similar fragments. The idea is that it is better at identi-
fying crucial pieces of code with a risk of introducing defects,
which can then be selected to be tested. This could thus po-
tentially result in lower test bloat, as testing low-risk code is
mitigated.

Yoo and Harman [30] extensively discuss the three pri-
mary methods to reduce test bloat that were also discussed in
Noemmer and Haas [15]. We will briefly discuss the meth-
ods of test selection, test prioritization and test suite mini-
mization.

In the case of test selection, all algorithms are based on
identifying tests that execute code that is changed or exe-
cute code that is influenced by other changed code. There
are a large number of different approaches that aim to tackle
this problem. Yoo and Harman identify methods using: In-
teger Programming, data flow analysis, symbolic execution,
dynamic slicing, CFG graph-walking, textual difference in
source code, SDG slicing, path analysis, modification de-
tection, firewall, CFG cluster identification and design-based
testing [30].

Test code prioritization works by ordering the tests in a way
such that failures happen early. The idea behind this is that
if testing is stopped prematurely, we will still have received
as much information as possible. Fault detection informa-
tion is often not known preemptively, so to mitigate this fact,
methods make use of surrogate properties. Most prioritiza-
tion models actually aim to get early coverage, as coverage
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is seen as the best indicator of early fault detection. Another
surrogate that is often chosen is test dissimilarity, the idea be-
ing that you can cluster similar tests together and then prior-
itize tests from different clusters. Using this method, a large
number of different behaviors are tested early, before running
other similar tests.

Test suite minimization is most often achieved using
greedy approaches, which function by finding a subset of
tests that still fulfill the original requirements by repeatedly
picking the test that satisfies most of the remaining require-
ments [31]. Marking tests that are not needed to create a sub-
set of redundant tests, which are safe to remove. There also
exist heuristic-based methods, which reason the other way
around, where you keep tests that cover requirements that are
only covered by that respective test [32].

2.6 Explainable machine learning models
Seeing as we are not just interested in whether we can predict
test changes from production changes, but also want to say
something about the feature importance, it is important that
the created model is interpretable. First, we will discuss what
model interpretability entails exactly, then afterward we will
dive into the interpretability of the machine learning methods
used in the works of Wang et al. [11], Liu et al. [12], and
Brandt and Ramirez [17]. Then we will discuss some meth-
ods to produce interpretable models from black-box models
using model-agnostic methods.

Defining interpretability
So what is model interpretability, often also called explain-
ability? Miller formulates model explainability as: ”the de-
gree to which an observer can understand the cause of a deci-
sion” [33]. There are two types of interpretability: local inter-
pretability and global interpretability. They differ in the scope
of their explanation. A local explanation can for a single out-
come explain why the result was formed, but can not say any-
thing about all other outcomes. If an explanation applies to
all outcomes, it is a global explanation [34]. A good example
can be the neighbors in the k-Nearest Neighbors model. The
labels of the neighbors are an explanation for that one node,
but do not explain the global feature influences.

As we are interested in answers as to how features influ-
ence the predicted target for all outcomes, we are interested
in global explanations. There are two main categories of
models: glass-box and black-box models. Glass-box mod-
els are inherently interpretable, while black-box models are
not. However, these models can be made interpretable after
training using a large number of techniques [35–41]. These
techniques give either the feature importance or a breakdown
of how different values for a feature influence the outcome.

Interpretability in practice
Both the DRIFT [12] and SITAR [11] papers evaluate us-
ing the same machine learning methods: Logistic Regression,
Random Forest, Gradient Boosting, and Naive Bayes. DRIFT
additionally adds the Support Vector Machine method to the
methods for classification. Brandt and Ramirez also use the
Random Forest and Naive Bayes models as well as a Decision
Tree and k-Nearest Neighbors model. Some of these methods
offer inherent explainability.

The most interpretable model is the Decision Tree model,
as this provides hard rules in a human-readable format. Lo-
gistic Regression models are also highly interpretable, as they
output a formula containing coefficients that can be used to
determine the feature importance, as well as whether they
have a positive or negative effect. Another interpretable
model is Naive Bayes, as it produces prior class probabili-
ties as well as per-feature likelihoods, allowing the model to
be interpreted. All of these models are glass-box models, as
described in 2.6.

Random Forest, k-Nearest Neighbors, Support Vector Ma-
chine and Gradient Boosting are not interpretable on their
own; they are so-called black-box models. SITAR [11] ex-
tracts feature importance using recursive feature importance
as described in [41]. Brandt and Ramirez [17] extract feature
importance using the importance permutation method [40].

Another common way to gain a better understanding of
the working of a model is Friedman’s Partial Dependence
Plots [35]. These plots show the impact of a selected set of
features on the outcome of the model when setting the rest of
the features to marginal values. While these do not give the
full importance, they can say something about how outcomes
change when certain input features change.

3 Methodology
In this chapter, we describe the experimental setup used to
investigate which code and non-code characteristics can be
used to predict whether production code changes should be
covered by tests. Our experimental setup can be split into
three stages: Data collection, feature extraction and model
evaluation. In the data collection stage, we make a selection
of the projects and PRs we want to analyze. In the feature
extraction stage, we extract the useful PR metrics and project
metrics. In the evaluation stage, we tune different machine
learning models and evaluate the predictive performance of
the different models. An overview of the entire experimental
setup can be found in Figure 2.

3.1 Data collection
We first set some selection criteria, which we afterward inte-
grated into a pipeline using the GitHub GraphQL and GitHub
REST API to create our final set of projects and PRs. A sum-
mary of our project selection can be found in Figure 1.

Setting the project criteria
To construct a meaningful and reliable dataset for answering
our research questions, our goal was that the selected projects
(i) enable consistent and feasible data collection, (ii) avoid
data duplication, (iii) represent mature projects with substan-
tial developer interaction and activity, and (iv) contain enough
data points to be able to run reproducible analysis.

As the projects needed to be built and their test suites ex-
ecuted, we aimed to simplify our data collection. To sim-
plify our data collection, we restricted our analysis to projects
written in Java and using Gradle as their build system. Java
provides a large ecosystem of well-maintained open-source
projects and is commonly used in related research, while fo-
cusing on Gradle projects allows for a uniform approach to
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collecting test coverage data without the need to support mul-
tiple build systems.

To prevent data duplication, we excluded forked reposito-
ries. Forks often share a substantial portion of their history
with the original repository, which could otherwise lead to
redundant data in our dataset.

To ensure that the selected projects reflect realistic and col-
laborative development environments, we focused on reposi-
tories with a sufficient level of activity and team size. We only
included projects with at least 100 PRs and more than 11 con-
tributors. Zhang et al. [26] classify projects with more than
ten contributors as large-team projects, which are more likely
to encounter challenges such as coordinating test changes and
avoiding test bloat.

Finally, to ensure that each project contributes a mean-
ingful number of relevant observations, we applied several
PR–level filters. We only considered merged PRs created be-
tween 2023 and 2026 that modify at least one production file.
Restricting the time frame reduces the likelihood of build and
dependency incompatibilities when collecting coverage data.
Requiring production code changes ensures that each PR is
relevant to our research focus on the relationship between
production and test code. Considering only merged PRs re-
flects developer-approved changes, meaning that uncovered
lines represent implicit decisions that test coverage was not
required. Additionally, we required at least 20 such qualify-
ing PRs per project to ensure sufficient data for within-project
analysis.

Creating the dataset
Based on the previously defined selection criteria, we con-
structed the dataset using a multi-step data collection pipeline
combining data from both the GitHub GraphQL and REST
APIs, as shown in Figure 1.

We first queried the GitHub GraphQL API to retrieve all
Java projects with more than 50 stars, recent activity on
the main branch after September 1st 2025, and excluding
forked repositories. For each project, we collected meta-
data including the repository name and owner, total number
of PRs, number of merged PRs, and the presence of either a
build.gradle or build.gradle.kts file in the root direc-
tory of the most recent commit.

Next, we identified Gradle-based projects by checking for
the presence of a Gradle build file. Projects without either a
Groovy- or Kotlin-based Gradle file were excluded. We then
filtered projects based on PR activity using the previously re-
trieved metadata. Contributor information was subsequently
retrieved using the GitHub REST API, after which projects
with fewer than 11 contributors were removed.

For each remaining project, we retrieved all PRs created
between January 1st 2023 and January 1st 2026 that had been
merged. For each PR, we collected the file paths of all mod-
ified files. These files were then classified using a name-
based heuristic. Files located in the src/test directory or
with names ending in Test.java, Tests.java, or IT.java
were classified as test files. Files ending in .java that were
not identified as test files were classified as production files,
while all remaining files were considered non-code files.

PRs were then filtered to retain only those containing at

least one production file change. Finally, projects with fewer
than 20 qualifying PRs were excluded. The resulting dataset
consists of 756 projects and 140,691 PRs, which form the
basis for the experiments conducted in this study.

3.2 Feature selection
Inspired by the work of Briand et al. [42], we aimed to se-
lect metrics that can be used as proxies for size, complexity,
coupling and cohesion.

Metric Family Line Method Class Repo.

CBO ✓ ✓ Average
Fan-in ✓ ✓
Fan-out ✓ ✓
WMC ✓ ✓ Average
RFC ✓ ✓ Average
LCOM ✓ Average
LOC ✓ ✓ ✓
DIT ✓
Coverage percentage ✓ ✓ ✓
Covered lines ✓ ✓ ✓ ✓
Operator count ✓
Unique operator count ✓
Rel. position in file ✓
Line length ✓
Dependency count ✓
Sub module count ✓
Comment lines ✓

Table 1: Overview of metric families and the scopes at which they
are used.

To construct a feature set that captures both structural and
semantic properties of code changes, we build on metrics
proposed in prior work, particularly the method-level fea-
tures introduced by Brandt and Ramirez [17], as they found
promising results using these metrics. These include object-
oriented and size-related metrics such as method start line,
Coupling Between Objects (CBO), modified CBO, fan-in,
fan-out, Weighted Methods per Class (WMC), and Lines of
Code (LoC).

We adopt this set as a foundation, as it provides a well-
established representation of method-level structure and de-
pendencies. However, instead of using a binary indicator for
the presence of JavaDoc, we quantify documentation more
precisely by measuring the number of comment lines, includ-
ing both JavaDoc and inline comments. This provides a more
fine-grained representation of documentation density. In ad-
dition, we include the line length as proposed by Brandt and
Ramirez, as it captures aspects of code readability and local
complexity.

To better capture fine-grained characteristics of code
changes, we extend the feature set with additional line-level
and method-level metrics. At the line level, we include the
line number within the file, as well as the total number of
operators and the number of unique operators, which reflect
local syntactic complexity. At the method level, we also in-
clude RFC.

Additionally, we selected a number of features on the class
level. These metrics describe inheritance structure, size, cou-
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Figure 1: Overview of the data collection process, including the number of projects left after each step.

pling, and cohesion at the class level. Most of these features
are shared with the method-level features, as can be seen in
Table 1. As the features performed well on the method level
in the work from Brandt and Ramirez [17], we assume these
features could also be beneficial to use on the class level. We
expand these class features with the Depth of the Inheritance
Tree.

At the repository level, we incorporate aggregate metrics
to capture project-wide properties. These include total Lines
of Code (LoC), average class-level RFC and WMC, average
CBO, average LCOM, and total number of comment lines.
These aggregated features reflect overall system size, com-
plexity, and maintainability, enabling the analysis to account
for differences between projects. We also include the number
of dependencies on other projects and the number of submod-
ules.

Finally, we incorporate historical test coverage information
to capture the prior testing state of the code. Specifically, we
include whether a given line was already covered by exist-
ing tests, as well as the percentage of covered lines within its
surrounding scope prior to the changes introduced in a PR.
These features provide contextual information about existing
test adequacy, which may influence the likelihood that addi-
tional tests are added or modified. Furthermore, we assume
that lines that were already covered will more often require
test changes, as modifying the behavior of a line that is cov-
ered will have a high chance of modifying the test outcome.

Lastly, we are interested in answering questions regarding
the influence of the non-code characteristics on the likelihood
of test suite modification. This includes both metrics related

to the singular PR we are currently analyzing, as well as met-
rics that describe the project as a whole. These metrics are
more focused on determining the influence of types of devel-
opment, how engaged the contributors are, but also the influ-
ence of the number of people collectively working together.
Furthermore, it is focused on CI and testing practices.

We believe that products with a well-defined CI process,
including large amounts of automatic tests, intensive code
reviews, and the presence of a CI pipeline, would increase
the chance of lines being covered. Similarly, we believe that
more people working together on a project will lead to more
testing taking place, and thus there being a higher chance of
line coverage.

For this reason, on the PR level we picked the features:
contributors to the code in the PR, the amount of total com-
ments, the amount of issue comments, the amount of re-
view comment (these are inline comments on the code level),
the amount of reviews (this is the amount of review actions
opened, which can contain multiple review comments or can
be the acceptation or rejection of the PR), the amount of
unique people who left a comment, the amount of code sug-
gestions, the amount of commits related to the PR, the time
between the creation and merging the PR, the amount of
changed lines, the amount of additions and the amount of
deletions.

On the project level, we picked the following features: the
number of PRs created and merged between 1-1-2023 and
1-1-2026, the age of the project, the number of people who
contributed to the project, the presence of a CI pipeline, the
number of stars, and the number of forks of the project.
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3.3 Feature extraction
For the historical coverage and external dependency metrics,
as well as determining co-evolution, the projects needed to be
built and their test suites needed to be executed. We first ver-
ify if this works for the first PR of the projects, Figure 2 step
1. If this is not the case, we discard the project as being un-
feasible Figure 2 step 2. As not all projects and PRs compile
with the same JDK version, we need to determine the work-
ing JDK version Figure 2 step 3. To do this, we implemented
a JDK version fallback. We start with versions 17-21, then
we check versions 22-25 and finally we check versions 8-17.
The reasoning is that most builds use a recent but not the most
recent JDK version. When we try to determine the feasibil-
ity of using a JDK version, we run the build command. This
ensures that all dependencies can be resolved and the project
can be compiled using the current JDK version.

Although developed independently for this work, our JDK
fallback strategy is consistent with recent findings that incor-
rect Java versions are a major source of build failures and that
attempting multiple JDK versions can recover a substantial
fraction of otherwise failing builds [43].

To speed up the process, we implemented two methods to
reduce the number of versions probed. The first is that if a PR
was successfully processed using a JDK version, we will use
that as the initial input for the next PR. Making use of the fact
that neighboring PRs will likely share the same JDK version
used. Additionally, we inspect the error for errors related to
major version issues and if this is the case, we will use the
corresponding JDK to the major file version.

An overview of the whole extraction pipeline can be seen
in Figure 2.

Detecting co-evolution
Then we have to determine whether the line belongs to the
positive class (it is a line that is covered by the modified tests)
or to the negative class (a line that was not covered by the
modified tests). We do this by running just the modified tests
while generating coverage using the JaCoCo framework3 Fig-
ure 2 step 5. As not every project is configured in the same
way, we inject the JaCoCo dependency into the build file, en-
suring that it also gets injected into the dependencies of any
submodules.

Then, to ensure support for projects with unconventional
module layouts (for example, where test cases are not located
in the same module as the production code), we set the source
material equal to all classes while generating the coverage re-
port. Additionally, we ignore failing test cases and also ignore
them if no matching tests are found. We also disable treating
warnings as errors and disable predictive test selection. This
is needed, as some projects have these automatically enabled
when running the test command.

We generate a coverage file per test file, wiping all test
execution data between tests to ensure no pollution of the data
takes place. Then, at the end, we parse all the generated XML
files, resulting in a mapping between the test file name and a
list of production file and line number tuples. Then, for all
of the lines that were extracted from the patches, we check if

3https://github.com/jacoco/jacoco

their file name and line number are present in any of the test
file mappings, and if so, consider them to be a positive sample
and otherwise a negative sample.

Unfortunately, this methodology does not work for all
projects. One of the common issues we ran into was an
incompatible Gradle version. To circumvent this, once the
coverage collection failed, we tried running the coverage col-
lection again while changing the Gradle wrapper version to
8.14.3. This version was chosen as it was the most recent
version that is not Gradle 9. Gradle 9 became much stricter
with enforcing compatibilities and removing deprecated fea-
tures.

Unfortunately, not all the issues could be fixed this way.
This resulted in a lot of projects that could either not build,
not run the tests, or where the tests resulted in 0 lines covered.
This is consistent with the work of Khatami et al. [19], who
found that they could build 56% of Gradle-based projects and
were only successful in generating full coverage results in
28.7% of the cases.

There were a large number of reasons for these projects
failing to build. The most major ones were broken depen-
dencies, requiring manual actions in the testing process, re-
quiring software to be installed on the PC, broken toolchain
repositories and rare project layouts.

Code metrics
We make use of the CK tool [28] to extract object-oriented
metrics on the class and method level, similarly to the method
used in Brandt and Ramirez [17], Figure 2, step 6. We ex-
tended the CK tool to offer the end line of methods and the
start and end lines of classes. This allows us to precisely de-
termine to which class and method a changed production line
belongs. Additionally, we extended the tool to also add the
number of commented lines to the class and method metrics.
Furthermore, CK normally separates classes, inner classes
and anonymous classes. We modified the tool to merge these
results. For the additive metrics such as WMC, RFC, fanin,
and fanout, the sum of all inner classes is simply used, and for
the non-additive metrics, LCOM, DIT, and CBO, the maxi-
mum value is used.

Normally, CK does not provide any repository-level met-
rics. To be more efficient, we implemented a feature to pro-
vide the LoC and number of comments for the full reposi-
tory. This cannot simply be done by aggregating all the data
from classes and methods, as some code does not belong to
any class or method, such as the import statements. We then
process the method and class metrics to extract the average
repository WMC, RFC, CBO and LCOM.

For the number of external dependencies, we ran a Gradle
script that counts the declared dependencies across all sub-
modules Figure 2 step 7. We split this into internal and ex-
ternal dependencies. We purposefully only include declared
dependencies instead of the size of the resolved dependency
graph, as the resolved dependency graph will also measure all
dependencies of external dependencies recursively. Our as-
sumption is that the dependencies of the external dependency
have no influence on the likelihood of test coverage, thus we
ignore those. Additionally, we extract the historical coverage
data by running the full test suite, with predictive tests turned
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Figure 2: Overview of the feature extraction pipeline.

off. This results in an XML file containing the coverage data.
After creating all the metrics, we extract all modified and

added lines from the PR patches and merge them with their
corresponding class and method, making use of the start and
end line numbers of classes and methods and the line num-
ber of the production line. Additionally, we merge the line
with the repository characteristics. This results in a table of
lines with all their line, method, class, and repository features
Figure 2, step 8.

We remove all lines that do not belong to a class or are
comment lines from the dataset. Furthermore, we remove
lines of code that solely consist of ”}”, as these are not mean-
ingful lines of code and pollute the dataset.

Non-code metrics
For all PRs for which data could be extracted, we fetch the
data described in Figure 3.2 using the GitHub GraphQL API
Figure 2, step 9. We request the general PR data such as the
creation dates and changed file counts. We additionally re-
quest all review threads, comments and commits related to
this PR. This allows us to get the number of unique com-
menters and the commit count, as well as the amount of code
suggestions.

For all projects that resulted in a dataset with at least
100 positive and negative samples, we extended the dataset
by fetching the respective project data using the GitHub
GraphQL. We normalized the PR creation and merging rates
to a monthly rate.

3.4 Creating the dataset
Because we need sufficient samples from both the positive
and negative classes, and because we need variance in the
PRs that the samples come from, we set 4 additional param-
eters to select viable projects. Those being that there need
to be at least 100 samples for both classes and that there

need to be 3 unique PRs containing samples from the dif-
ferent classes. The limit of at least 3 PRs is chosen to support
stratified grouped cross-validation, as is further discussed in
section 3.6.

Additionally, a limit of at least 100 samples per class was
chosen to ensure enough data exists per class, as our high-
dimensional dataset requires many samples to reduce the risk
of the curse of dimensionality. This is even more impor-
tant as several projects showed substantial class imbalance.
For example, in the spring-framework project, only 24% of
the extracted samples were labeled as positive co-evolution
samples. The requirement of at least 100 samples per class
therefore helps ensure adequate representation of both classes
across the selected projects.

3.5 Data pre-processing
The quality of the conclusions one can make about the output
of machine learning models is in a large part dependent on
the quality of the input data. It can make the work more in-
terpretable, generalizable and can reduce noise that can lead
to false conclusions.

One approach for improving data quality is the removal
of redundant features. Feature reduction can improve model
interpretability and efficiency while mitigating the curse of
dimensionality [44]. Since interpretability is a major objec-
tive of this work, and the dataset contains a large number of
features extracted across multiple scopes, feature reduction
provides a useful mechanism for identifying the most infor-
mative characteristics.

Another important method is scaling features. Using non-
normalized features can lead to features with larger variance
and mean dominating the learning process. As the extracted
characteristics range from single-digit values to tens of thou-
sands, scaling helps place the features on a comparable scale
and ensures a fairer evaluation of their predictive value.
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Removing correlated features
We analyzed both the correlation between the features and the
target label as well as the correlations between the features.
An unimportant feature is categorized as having redundancy
(a high correlation between the input features) or low rele-
vance (a low correlation with the target label).

We used the Spearman correlation to determine the within-
feature correlations as well as the correlation with the target
label. We set a threshold of redundancy at 0.8. This means
any feature pair with a correlation higher than 0.8 is marked
as redundant, leading to one of the pair being removed. We
choose the feature with the lower correlation with the target
label, as that is determined to be the less relevant feature of
the two.

Normalizing metrics
We scaled all continuous non-boolean features except the line
number using Z-score normalization, resulting in the features
having 0 mean and a standard deviation of 1. We scaled the
line number by normalizing it relative to the file length of the
class that it is in. This resulted in a value between 0 and 1,
showing its relative file position. We do this as the relevant
information we want to retain is the position in the file. If we
applied Z-score normalization, this information would not be
retained in the scaled data.

3.6 Evaluation
We evaluated our predictive model in a within- and cross-
project setting. For this, we use precision, recall, Matthews
correlation coefficient (MCC) and Area Under the Receiver
Operating Characteristic Curve (ROC-AUC). We then com-
pared the performance of our methods to each other as well
as to two baselines using the Wilcoxon signed-rank test. The
first baseline randomly assigns predictive targets based on the
distribution of the class labels. The second baseline assigns
targets based on whether the line was covered before. If a
line is already covered by the test suite, it is predicted that
this line will have co-evolution in this PR. Note that for the
random baseline, an MCC score of 0 is expected.

We use MCC, which is a balanced classification metric
that takes true and false positives and negatives into account.
MCC is particularly suitable for imbalanced datasets, as it
provides a more reliable indication of overall classification
performance than accuracy alone. MCC values range from
-1 to 1, where 1 indicates perfect prediction and -1 indicates
perfectly predicting the opposite outcome.

In their work, Zampetti et al. [27] define the meaning of
different MCC scores. Their definitions are summarized in
Table 2. We will use these ranges to interpret our results.

MCC is mathematically equivalent to the Pearson correla-
tion between the predicted value and the class label of the
target, as can be seen in formula 1.

MCC = TP ·TN−FP ·FN√
(TP+FP )(TP+FN)(TN+FP )(TN+FN)

(1)
We evaluated our ability to predict coverage using the Ran-

dom Forest, Naive Bayes, Logistic Regression and Gradient
Boosting models as implemented in sklearn. For the within-
project predictions, we used a stratified grouped 3-fold cross-

MCC Range Interpretation
< 0 Worse than random guessing
= 0 Similar to random guessing
0 < MCC < 0.2 Low correlation
0.2 ≤ MCC < 0.4 Fair correlation
0.4 ≤ MCC < 0.6 Moderate correlation
0.6 ≤ MCC < 0.8 Strong correlation
≥ 0.8 Very strong correlation

Table 2: Interpretation of MCC scores based on Zampetti et al. [27]

validation, grouped on PR number. This ensures that all lines
from the same PR are in either the test or train set, prevent-
ing data leakage. As lines in a PR share similar metrics, as
they often share the same class, method and repository statis-
tics, the model would learn how to discern to which PR the
line belongs. In conjunction, if some lines in a PR are cov-
ered, it is much more likely that the other lines in the PR
are also covered. Thus, not using grouped cross-validation
would lead to an overestimation of the model strength. We
use stratification to obtain a roughly equal class distribution
across the train and test set. Due to the grouping taking place,
the distributions are not entirely equal, which is especially
true in smaller datasets. The choice for k=3 was made due to
the limited amount of PRs available. Raising K could lead to
some projects having a majority of the folds not containing
any positive samples, even when using stratification. For the
cross-project setting, we used all samples of all other projects
for the training set and all samples from the project we wanted
to evaluate as the test set.

Feature importance
We used two methods to determine feature importance. The
first method uses the internal feature importances in the cho-
sen model. These importance scores are computed using
the Mean Decrease in Impurity (MDI), which measures how
much a feature contributes to reducing classification impurity.
The importance scores are then normalized such that the sum
of scores is equal to 1, meaning that the score corresponds to
the relative contribution of that feature.

Then, we applied Recursive Feature Elimination (RFE) to
analyze the impact of different feature subsets on predictive
performance. This analysis was performed for all repositories
in both the within-project and cross-project settings. First, the
features were ranked based on the feature importance scores
obtained using the method described above. Subsequently,
two types of feature subsets were evaluated. The first subset
contains the top k most important features, where k ranges
from 1 up to the number of features with an importance score
greater than 0.001. The second subset consists of the bottom
k features using the same values of k. This approach allowed
us to evaluate both the predictive performance obtained when
using only the most important features and the performance
impact of excluding those features from the model.

Furthermore, we analyzed the performance using all fea-
tures, as well as the performance from subsets of features.
The subsets used were line features, method features, class
features, repository features, all features except the non-code
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features (only-code) and all features except the coverage-
based features (non-coverage). All sets except only-code also
included the non-code features and all scoped sets include
their respective coverage features. This allowed us to deter-
mine the performance of different feature scopes. Addition-
ally, we analyzed the top 10 most important features using
Partial Dependence Plots, to determine how the features in-
fluence the model.

4 Results
To answer the research questions posed in this thesis, we con-
ducted our experiment as described in the previous chapter.
This chapter will present the results from these experiments.
First, we will describe the created dataset, as well as analyze
differences between projects we were and were not able to
extract coverage from. Then, we analyze the dataset, investi-
gating class imbalance as well as data distribution. We also
discuss the feature correlations in our dataset and their effect
on prediction quality. Then we provide an overview of the
predictive performance of our method. Lastly, we discuss the
results from the feature importance experiment.

4.1 Dataset creation
Due to time constraints, we were only able to extract the data
from 50 out of the 84 viable projects. From these 50 projects,
we were able to build and extract all metrics for at least 1
PR for 33 of these projects. From these 33 projects, we were
able to extract sufficient data from 18 projects. The reduction
of viable data is discussed in Section 3.3. This resulted in a
dataset that consists of 18 projects with a total of 1303 PRs
consisting of 72534 lines.

We first analyzed whether projects with more stars or con-
tributors were more likely to result in at least one successful
build. To do so, we compared projects with and without a
successful build using a Welch t-test. The test did not provide
sufficient evidence to reject the null hypothesis, yielding p-
values of 0.3 and 0.5 for stars and contributors, respectively.
The distributions of both the processed and failing projects
with regard to the number of stars and contributors can be
found in Figure 3.

We additionally investigated whether stars and contributors
were related to two continuous project-level outcomes: the
percentage of PRs that could successfully be extracted and
the prevalence of co-evolution within a project. Using Pear-
son correlation, we found all correlations to be below 0.1,
suggesting that stars and contributors are not strongly associ-
ated with extraction success or co-evolution prevalence. This
reduces the likelihood that the resulting dataset is systemati-
cally biased toward larger or more popular projects.

4.2 Dataset analysis
The final resulting dataset size and positive rate per project
can be seen in Table 3. The minimum number of lines that
could be extracted was 902, while the maximum number of
samples extracted was 12832. The rate of positive samples
ranges from 6.6% to 40%, showing a wide gap in testing prac-
tices across projects consistent with the findings of Hilton et
al. [23].

Figure 3: Star and contributor distribution of processed and failing
projects.

Project Samples Positive Rate
tiered-storage-for-apache-kafka 7218 35%
netcdf-java 1403 26%
tds 1382 9%
allure-java 1756 57%
artio 839 15%
extender 4387 7%
dwh-migration-tools 8021 18%
inspectit-ocelot 1900 38%
junit-framework 3550 35%
sechub 2285 6%
fixture-monkey 22383 15%
tritium 564 40%
spring-amqp 1762 10%
spring-framework 1072 24%
springwolf-core 1482 32%
substrait-java 3354 36%
twitch4j 4406 5%
WALA 4770 9%

Table 3: Project sample statistics

We found co-evolution not being uncommon, with a
weighted average of 38.2% of PRs containing co-evolution,
with a standard deviation of 21.5%. A breakdown of per-
project PR distribution can be found in Table 4. The table
shows that a majority of PRs do not contain co-evolution. The
table shows that most projects have between 30% and 60%
of their PRs containing co-evolution; however, some projects
have much fewer examples of co-evolution. The Extender
project, for instance, has less than 10% of its PRs containing
co-evolution.

Feature correlations
Figure 4 shows the correlations between the target variable,
whether a line is covered by tests in the PR and the extracted
features. Historical coverage exhibits the strongest correla-
tion with the target variable, with a Pearson correlation co-
efficient slightly above 0.5. This indicates a moderate posi-
tive relationship between prior coverage and future test-suite
modifications. In practice, this suggests that code that was
already covered by existing tests is substantially more likely
to receive additional or modified test coverage in subsequent
PRs.
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Project Positive PRs %
tiered-storage-for-apache-kafka 87 / 134 64.93%
netcdf-java 18 / 35 51.43%
tds 4 / 27 14.81%
allure-java 17 / 23 73.91%
artio 7 / 20 35.00%
extender 8 / 92 8.70%
dwh-migration-tools 68 / 182 37.36%
inspectit-ocelot 17 / 23 73.91%
junit-framework 53 / 84 63.10%
sechub 8 / 15 53.33%
fixture-monkey 94 / 238 39.50%
tritium 6 / 14 42.86%
spring-amqp 9 / 32 28.12%
spring-framework 24 / 71 33.80%
springwolf-core 21 / 36 58.33%
substrait-java 25 / 40 62.50%
twitch4j 8 / 97 8.25%
WALA 23 / 140 16.43%

Table 4: PR statistics per project

The result also implies that historical coverage alone al-
ready contains considerable predictive power when the fea-
tures are evaluated independently. This finding aligns with
the intuition that developers are more likely to extend tests
around code that is already part of the tested codebase, while
previously uncovered code may remain untested.

At the same time, a correlation of approximately 0.5 also
indicates that historical coverage alone is insufficient to fully
explain the co-evolution patterns. While it is clearly the
strongest individual predictor, a substantial portion of the
variance remains unexplained. This leaves room for addi-
tional code and non-code characteristics to contribute com-
plementary predictive information.

Figure 5 shows a heatmap showing the correlations be-
tween all features used. There are clear regions of high corre-
lation, these are the correlations between features in the same
scope. For instance, the class features have a high correla-
tion with the other class features. Some of the features had a
correlation above our threshold and were thus removed when
evaluating to keep the model as simple as possible. These fea-
tures are: the number of prod files changed, the LoC of the
method, the WMC of the class, the amount of comments on a
PR, the LoC of the class, the amount of operators in the line,
the amount of comments in a review, the number of changed
lines and the class fanout.

4.3 Cross-Project and Within-Project Predictive
Performance Evaluation

Model selection
To decide which model should be used for our predictions, we
evaluated the four models, Linear Regression, Naive Bayes,
Random Forest, and Gradient Boosting, by generating a PR-
curve on the full dataset as well as on the individual projects.
As the dataset exhibits a substantial class imbalance, PR
curves provide a more informative evaluation metric than
accuracy-based metrics.

Figure 4: Correlations between features and the target feature.

Figure 6 shows that the Random Forest and Gradient
Boosting classifiers substantially outperform the other eval-
uated models across nearly the entire recall range. Notably,
performance for Naive Bayes and Logistic Regression experi-
ences significant drops in precision starting at very low recall
values. This indicates that these models have some samples
that they can strongly separate, but then experience difficulty
separating the noise from the data for all other samples.

In contrast, Random Forest and Gradient Boosting show a
considerably more stable Recall-Precision trade-off. Further-
more, they substantially outperform the other evaluated mod-
els across nearly the entire recall range. As Gradient Boosting
slightly outperforms Random Forest and is more stable across
the different within-project PR-curves, we decided to use the
Gradient Boosting model for the further analysis.

Repository performance
The within-project results shown in Table 5 demonstrate
that the model achieves generally moderate predictive per-
formance across the evaluated repositories, with an average
MCC of 0.357 and an average ROC-AUC of 0.805. The
MCC score indicates a fair-to-moderate correlation between
the prediction labels and the target labels. The recall being
much higher than the precision shows that the model is ef-
fective at retrieving the positive samples, but also results in
many false positives.

The performance varies wildly across the different repos-
itories. The strongest results are observed for repositories
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Figure 5: Between-feature correlation heatmap.
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Figure 6: PR curves for the four different machine learning methods
on the aggregated dataset

Repository Precision Recall MCC ROC-AUC

spring-framework 0.533 0.847 0.495 0.831
tds 0.073 0.667 0.094 0.765
substrait-java 0.652 0.768 0.498 0.886
tiered-storage-for-apache-kafka 0.684 0.810 0.592 0.879
inspectit-ocelot 0.564 0.641 0.262 0.716
netcdf-java 0.460 0.435 0.200 0.685
allure-java 0.634 0.904 0.508 0.788
artio 0.307 0.652 0.259 0.828
sechub 0.572 0.629 0.492 0.877
fixture-monkey 0.464 0.767 0.492 0.898
spring-amqp 0.154 0.376 0.082 0.583
springwolf-core 0.475 0.599 0.383 0.834
twitch4j 0.032 0.667 -0.004 0.793
wala 0.177 0.548 0.235 0.847
junit-framework 0.612 0.877 0.542 0.839
dwh-migration-tools 0.545 0.624 0.479 0.869
extender 0.390 0.550 0.407 0.708
tritium 0.574 0.563 0.412 0.868

Average 0.439 0.662 0.357 0.805

Table 5: Within-project performance per repository. Maximum val-
ues per metric are bolded, while minimum values are underlined.

such as tiered-storage-for-apache-kafka, junit-framework,
substrait-java and allure-java, which all achieve MCC scores
close to or above 0.5, indicating moderate predictive perfor-
mance. Simultaneously, repositories such as twitch4j, spring-
amqp and tds achieve very low MCC, some even negative,
indicating a worse than random predictive performance.

The cross-project results shown in Table 6 demonstrate
that the model is capable of generalizing across repositories,
achieving an average MCC of 0.454 and an average ROC-
AUC of 0.839. Here, the MCC score indicates an overall
moderate correlation between the predicted labels and the tar-
get labels. Similar to the within-project setting, the recall is
substantially higher than the precision. This indicates that the
model is effective at retrieving positive samples, but simulta-
neously produces a considerable number of false positives.

The predictive performance again varies substantially
across repositories. The strongest results are observed for
repositories such as allure-java, twitch4j, junit-framework,

Repository Precision Recall MCC ROC-AUC

spring-framework 0.552 0.737 0.501 0.860
tds 0.221 0.593 0.260 0.820
substrait-java 0.666 0.612 0.446 0.874
tiered-storage-for-apache-kafka 0.611 0.856 0.539 0.824
inspectit-ocelot 0.678 0.421 0.344 0.792
netcdf-java 0.592 0.471 0.389 0.754
allure-java 0.884 0.913 0.759 0.924
artio 0.450 0.959 0.579 0.903
sechub 0.335 0.591 0.400 0.799
fixture-monkey 0.315 0.781 0.356 0.793
spring-amqp 0.161 0.626 0.168 0.670
springwolf-core 0.586 0.881 0.546 0.877
twitch4j 0.461 0.869 0.610 0.950
wala 0.248 0.745 0.339 0.884
junit-framework 0.676 0.795 0.569 0.842
dwh-migration-tools 0.475 0.509 0.374 0.831
extender 0.458 0.658 0.511 0.921
tritium 0.566 0.942 0.481 0.780

Average 0.496 0.720 0.454 0.839

Table 6: Cross-project performance per repository. Maximum val-
ues per metric are bolded, while minimum values are underlined.

artio and springwolf-core, all of which achieve MCC scores
above 0.5, indicating moderate predictive performance. No-
tably, allure-java achieves the strongest overall performance
with an MCC of 0.759 and an ROC-AUC of 0.924, cor-
responding to a strong correlation according to the MCC
interpretation guidelines. In contrast, repositories such as
spring-amqp, tds and wala achieve considerably weaker
MCC scores, indicating that the model struggles to effectively
distinguish positive and negative samples for these reposito-
ries.

Interestingly, twitch4j shows one of the largest differences
between settings, achieving the weakest MCC in the within-
project setting while simultaneously achieving one of the
strongest MCC scores in the cross-project setting.

Characteristics of predictable projects
The substantial variation in predictive performance between
repositories raises the question of which project characteris-
tics make co-evolution easier or harder to predict. To inves-
tigate this, we divided projects into two groups based on the
median MCC score. Projects above the median MCC were
considered easier to predict, while projects below the median
MCC were considered harder to predict. We then compared
the feature distributions between both groups using statistical
tests.

It should be noted that this analysis is exploratory in na-
ture. We evaluated 57 different features while using a sig-
nificance threshold of α = 0.05. Under these conditions,
approximately three statistically significant results would be
expected by chance alone. Furthermore, the analysis is based
on only 18 projects, resulting in groups of nine projects each.
Consequently, the statistical power of the tests is limited and
the reported results should be interpreted as indicators of po-
tential trends rather than conclusive evidence.

In the cross-project setting, projects with above-median
predictive performance exhibited significantly longer median
merge times, fewer changed files per PR, fewer modified pro-
duction files per PR, longer lines of code, and lower aver-
age repository-level WMC. Together, these results suggest
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Scope MCC ∆ MCC Wilcoxon p ∆ Accuracy (pp)

line 0.303 -0.071 0.946 -1.0
method 0.190 -0.184 1.000 -12.3
class 0.136 -0.238 1.000 -15.3
only-code 0.320 -0.054 0.862 -2.3
non-coverage 0.228 -0.145 0.990 -5.2
all 0.357 -0.016 0.568 1.6
repository 0.131 -0.243 1.000 -14.8

Table 7: Within-project comparison against the existing coverage
baseline across feature scopes. ∆ Accuracy is reported in percentage
points (pp). Bold p-values indicate significance at α = 0.05. Black
values indicate significance in the tested direction, while red values
indicate significance in the opposite direction.

that cross-project prediction performs better for projects with
more focused changes and lower average code complexity.
Several additional features approached significance, includ-
ing repository coverage, method coverage, repository com-
ment density, method size, and class inheritance depth. These
trends further suggest that code complexity and developmen-
tal practices contribute to predictive performance.

For the within-project setting, projects with above-median
predictive performance contained significantly more positive
samples, more review comments, and lower method-level
WMC. This indicates that within-project prediction benefits
from having a larger number of co-evolution examples avail-
able for training and from lower code complexity. Several
additional features were near significance, including merge
time, PR discussion activity, review count, class coverage,
method coverage, positive sample rate, positive PR rate, and
repository-level WMC. Collectively, these observations sug-
gest that both the amount of available co-evolution data and
the intensity of the review process may contribute to predic-
tion performance.

Overall, the analysis indicates that projects that are easier
to predict tend to have lower complexity, more available ex-
amples of co-evolution, and stronger review or testing prac-
tices. However, given the small sample size and large number
of statistical tests performed, these findings should primarily
be viewed as exploratory observations that warrant validation
in future studies on larger datasets.

Baseline comparison
The within-project predictions outperformed the random
baseline significantly, with the random baseline indeed hav-
ing an MCC score of 0. Table 7 compares the within-project
performance of the different feature scopes against the exist-
ing coverage baseline. The results show that within-project
predictions are worse than our coverage-based baseline, with
the coverage-based baseline significantly outperforming the
method, class, repository and non-coverage subsets. The full
feature set and the line and only-code subsets perform slightly
better, as the p-value is not significant, but they still perform
worse than the baseline. Lastly, the full feature set is the only
set with a positive MCC ∆ and a positive accuracy ∆. How-
ever, the Wilcoxon p-value of 0.568 shows that these results
are non-significant.

In the case of the cross-project prediction, the results are
fairly similar, as can be seen in Table 8. Our model still sig-
nificantly outperforms the random baseline, with the sole ex-

Scope MCC ∆ MCC Wilcoxon p ∆ Accuracy (pp)

line 0.397 -0.008 0.247 0.1
method 0.210 -0.196 1.000 -16.1
class 0.172 -0.234 1.000 -22.9
only-code 0.318 -0.087 0.963 0.1
non-coverage 0.218 -0.187 0.999 -7.4
all 0.454 0.049 0.033 2.6
repository -0.166 -0.571 1.000 -27.3

Table 8: Cross-project comparison against the existing coverage
baseline across feature scopes. Bold p-values indicate significance
at α = 0.05. Black values indicate significance in the tested direc-
tion, while red values indicate significance in the opposite direction.

Scope MCC cross MCC within ∆ MCC Wilcoxon p

line 0.397 0.303 0.095 0.010
method 0.210 0.190 0.020 0.517
class 0.172 0.136 0.036 0.185
only-code 0.318 0.320 -0.001 0.432
non-coverage 0.218 0.228 -0.010 0.551
all 0.454 0.357 0.097 0.019
repository -0.166 0.131 -0.296 0.804

Table 9: Cross-project and within-project comparison across feature
scopes. Bold p-values indicate significance at α = 0.05. Black
values indicate significance in the tested direction, while red values
indicate significance in the opposite direction.

ception being the repository subset, but gets beaten on most
feature subsets by the coverage-based baseline. However, the
full feature set does outperform the coverage-based baseline
significantly, with a p-value of 0.03, an MCC difference of
0.05, and an accuracy difference of 2.6 percentage points.
Furthermore, the line-based subset of features appears to be
performing better than the coverage-based metric. However,
these results were not strong enough to support rejecting the
null hypothesis.

Comparison between within project and cross-project
predictions
We also compared the performance of our within-project
setup to the cross-project setup, as can be seen in Table 9.
Cross-project outperforms within-project significantly in the
line subset and full feature set scenarios, with a p-score of
0.01 and 0.02, respectively, and a ∆MCC of 0.07 and 0.09,
respectively. For all other feature subsets, there were no ad-
ditional significant results.

4.4 Feature Importance Evaluation
Table 10 shows the 10 most important features by the aver-
age feature rank per project in both the within-project and the
cross-project settings. In both the cross-project setting and
the within-project setting, existing coverage is the top feature
by average rank and also appears in the top 10 for all projects.
We see that there is quite a big difference in the features that
appear in the top 10, with the cross-project setting having 8
features from the non-code and repository scope, while the
within setting has only 1 non-code feature and no repository
features. The only features that are shared in the top 10 of
both settings are the line already being covered, the number
of unique operators in a line and the number of lines added in
the PR.
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Figure 7 shows the feature importance’s in both settings
for the top 15 features in the cross-project setting. As we
can see, often the differences are small, however there are
some features where there is a large difference. For instance,
the number of reviews for a PR and the number of external
dependencies have a much larger impact in the cross-project
setting than in the within-project setting.

Simultaneously, we see that features on the class, method,
and line scope appear to have a bigger impact in the within-
project setting. For instance, the relative line number in a file
is not shown in figure 7 as it is the 26th most important feature
in the cross-project setting, while it is the 4th most important
feature in the within-project setting, reaching an importance
of more than 0.1 for some projects.

Inspired by the work of Wang et al. [11], we analyzed
how predictive performance changes when using progres-
sively larger feature subsets based on Recursive Feature Elim-
ination (RFE) rankings for the top 20 features. We evaluated
two strategies. In the prefix strategy, the model is first trained
using only the most important feature, after which features
are incrementally added in descending order of importance.
For example, the model is first trained using only existing
coverage, after which features such as number of PR added
lines are added sequentially. In the postfix strategy, the pro-
cess is reversed, starting with the least important feature and
incrementally adding more important features, moving from
right to left in the ranking. For example, the model is first
trained using only line length, after which features such as
unique commenters are added.

The results show that existing coverage alone already
achieves an accuracy of approximately 78%, whereas line
length alone achieves only around 73%. Additionally, us-
ing only the top 5 features already results in an accuracy of
roughly 81%, after which adding additional features yields
only marginal improvements.

Individual Feature Analysis
We also investigated how the 5 most important features in
the cross-project setting influence the predictive strength with
Partial Dependence Plots, as can be seen in Figure 9. Partial
dependence plots show what the predicted value is at different
values of the feature, when all other features are kept stable.
In our experiment, this thus shows how likely the model is to
predict a line should be covered based solely on the selected
feature.

In the figure, we can see that a line not being covered yet
has only a 10% chance of being predicted to be covered, while
if the line was already covered, this chance jumps to 40%.
This again shows the strong influence of the coverage-based
metric. Additionally, we see positive trends between the num-
ber of reviews and the number of added lines in the PR. We
also see a negative trend for the amount of deleted lines. We
see that for the unique operator count, values are very unlikely
to be higher than 2. We also see that there is a massive differ-
ence between 0 and 1 operator, while the difference above 1
operator is marginal.

Unfortunately, due to the limited dataset sizes of the
within-project datasets, it was not possible to create stable
partial dependency plots. Most plots were not useful be-

cause the data were noisy, with trends varying greatly across
projects.

Category importance
The importances of the different scopes can be seen in Fig-
ure 10. Here we see that the line, method and class fea-
tures are the least important scopes in both settings for the
model. The coverage metric is the most important scope for
the within-project setting and the second strongest scope in
the cross-project setting. The non-code category is the most
important scope for the cross-project setting, with it being the
second most important in the within-project setting. Lastly,
the repository scope is the third most important scope for both
settings.

The local scopes, such as line, method, and class, are rela-
tively more important in the within-project setting than in the
cross-project setting, while the non-code and repository scope
are more important in the cross-project setting compared to
the within-project setting. The coverage-based category is
equally important in both settings.

To determine if the non-code features strengthen the
model, we ran a Wilcoxon signed-rank test between the
model with just the code-based features and the model includ-
ing all features, including the non-code features. The results
of this comparison can be seen in Table 11.

The non-code features strengthen both the within-project
as well as the cross-project model, with p-values of 0.043 and
0.004, respectively. In the within-project setting, the median
MCC changes by 0.004, while in the cross-project setting the
median MCC changes by 0.086.

5 Discussion
In this chapter, we interpret the obtained results and discuss
their implications for predictive software testing and software
engineering research. We begin by comparing the observed
prevalence of co-evolution with findings from existing litera-
ture, followed by a discussion of the challenges encountered
during dataset construction. Next, we evaluate the feasibil-
ity of predicting test-suite modifications using a combination
of code, coverage, repository-level, and non-code character-
istics. We then examine the importance of the different fea-
tures and feature scopes, as well as the differences between
within-project and cross-project prediction. Subsequently, we
discuss the threats to validity of this study. Finally, we con-
sider the broader implications of our findings for both practi-
cal software testing and the wider field of software engineer-
ing.

5.1 Prevalence of co-evolution
Our work found that on average, 38.2% of PR’s contain co-
evolution. This is substantially lower than what would be
expected based on the survey results of Sterk et al. [20], in
which developers reported that test modifications frequently
accompany production code changes. In contrast, our find-
ings are more consistent with the empirical repository min-
ing studies of both Beller [45] and Levin and Yehudai [13].
Beller [45] found that there is a weak to moderate correla-
tion between production code changes and test changes, while
Levin and Yehudai [13] found an average per-commit rate of
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Within-project Cross-project

Feature Top 10 frequency Avg. rank Feature Top 10 frequency Avg. rank

Existing coverage 100.0% 2.00 Existing coverage 100.0% 1.00
Number of unique operators 83.3% 7.22 Number of PR added lines 100.0% 2.50
Number of PR added lines 61.1% 9.28 Number of reviews 100.0% 2.67
Relative line number in file 50.0% 12.61 Number of PR deleted lines 100.0% 4.61
Method RFC 44.4% 15.06 Number of unique operators 100.0% 6.17
Covered lines percentage class 38.9% 12.56 Number of external dependencies 100.0% 7.33
Class CBO 38.9% 12.89 Repo WMC 94.4% 5.33
Class LCOM 38.9% 13.83 Number of commits 94.4% 7.56
Class fan-in 38.9% 15.56 Number of project dependencies 88.9% 9.28
Covered lines percentage method 38.9% 15.72 Number of changed files PR 50.0% 10.89

Table 10: Top 10 features by rank frequency for the within-project and cross-project settings [all].

Figure 7: Feature importances in both the within-project setting and the cross-project setting for the top 15 features in the cross-project setting.

Figure 8: Recursive feature elimination showing accuracy in both the pre-fix and post-fix methods. The prefix method shows accuracy of the
subset of features from left to right, while the postfix method shows the accuracy of the subset of features going right to left.
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(a) Existing coverage, binary variable, only data at 0 and 1 are ac-
curate. (b) Number of reviews

(c) Number of PR added lines (d) Number of PR deleted lines

(e) Number of unique operators

Figure 9: Partial dependence plots of the most important features in the cross-project setting. The black marks along the x-axis indicate the
distribution of observed feature values.
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Figure 10: Feature category importance in both the within-project setting as well as the cross-project setting

Table 11: Comparison between the full feature model and the only-
code feature model. Bold p-values indicate significance at α =
0.05. Black values indicate significance in the tested direction, while
red values indicate significance in the opposite direction.

Setting MCC all MCC only-code ∆ MCC Wilcoxon p MCC

Within-project 0.357 0.320 0.038 0.043
Cross-project 0.454 0.318 0.136 0.004

co-evolution of 32.3% with a standard deviation of 17.1% and
a maximum of 68.5%. These results closely match the results
presented in Table 4.

One possible explanation for why our findings align more
closely with Beller [45] and Levin and Yehudai [13] than with
Sterk et al. [20] is the difference between perceived and em-
pirically observed development practices. Prior work by De-
vanbu et al. showed that strongly held software engineering
beliefs do not always align with empirical observations [46].
Additionally, this discrepancy could partially be explained by
social desirability bias, where respondents overreport behav-
ior that is considered desirable or expected. Van de Mor-
tel found that only a very small fraction of self-report-based
studies explicitly investigate social desirability bias, while
a substantial portion of those studies that did investigate it
found evidence that responses were influenced by it [47]. De-
velopers may thus be overestimating their adherence to co-
evolution.

The substantial variation in co-evolution rates and positive
sample distributions across repositories indicates that testing
practices are highly project-dependent. This could mean that
the predictive patterns learned within one repository may not
directly transfer to another repository. This variability can

make cross-project prediction challenging, as models trained
on one set of repositories may not be able to generalize to
projects with different testing behaviors, development prac-
tices, or class distributions.

5.2 Buildability and testability
A substantial number of projects and PRs could not be suc-
cessfully extracted or built. Common causes included bro-
ken dependencies, manual testing practices, external software
dependencies, unavailable toolchain repositories and uncom-
mon project layouts. Similar challenges have been reported
in recent large-scale studies of Java projects, which found that
build failures remain common and that JDK incompatibilities
are a major contributing factor [43], additionally, they found
that Gradle projects in particular struggle to build. This sup-
ports our decision to implement an automated JDK fallback
strategy during data collection.

While an automated data collection pipeline enables large-
scale analysis, it also introduces the risk of dataset bias, as
projects with more standardized and reproducible build pro-
cesses are more likely to be included successfully. This may
affect the representativeness of the dataset, potentially un-
der representing projects with complex build environments
or non-standard testing practices. However, the analysis pre-
sented in Section 4.1 showed no strong relationship between
project popularity or contributor count and extraction success,
suggesting that the resulting bias is not primarily driven by
repository size or popularity. Still, we cannot say with cer-
tainty that there is no bias in the dataset.

5.3 Feasibility of test suite modification prediction
All evaluated models significantly outperform the random
baseline based on class prevalence, demonstrating that the ex-
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tracted feature sets contain meaningful predictive information
regarding test suite co-evolution. The strongest performance
was achieved using the full feature set in the cross-project set-
ting, which had a moderate performance (MCC 0.454) with a
relatively high recall and low precision.

In the within-project setting, the best-performing feature
set was also using the full feature set, with a slightly weaker
performance compared to the cross-project setting (MCC
0.357). Again, while recall is relatively high, precision is
even lower than in the cross-project case, showing that an
even larger fraction of samples is classified as a false posi-
tive.

The combination of relatively high ROC-AUC and recall
values together with comparatively low precision suggests
that the models are reasonably effective at ranking positive
samples above negative samples, but struggle to establish
a reliable binary classification boundary. This is likely in-
fluenced by the class imbalance present in many reposito-
ries, heterogeneous testing practices between projects, and
noise in the co-evolution labels. Since co-evolution labels
are derived using coverage information, some changes may
be unintentionally covered, introducing inaccuracies into the
extracted labels. We discuss this limitation further in Sec-
tion 5.6. As a result, the models appear more effective at
identifying potentially relevant samples than at making highly
precise binary decisions.

Historical coverage information proved to be highly pre-
dictive across both experimental settings. In the within-
project setting, the full feature model did not significantly
outperform the coverage-only baseline, suggesting that exist-
ing coverage information alone already captures a substantial
amount of the predictive signal for line-level co-evolution.

In contrast, the cross-project setting showed that combin-
ing code and non-code characteristics with historical cov-
erage information significantly improves predictive perfor-
mance over the coverage-only baseline. This indicates that
while historical coverage is the single strongest predictor, ad-
ditional code and non-code characteristics do improve model
performance and are thus a worthwhile addition.

These findings provide a clear answer to RQ1: test-suite
modifications can be predicted with fair-to-moderate accu-
racy using a combination of code, coverage, repository-level,
and non-code characteristics when predicting on the PR-level.
Performance is strongest in the cross-project setting, where
the full-feature set outperforms the coverage-only baseline.
Simultaneously, using only historical coverage information
already yields strong predictive performance while requiring
substantially less effort to deploy in practice. Most mod-
ern projects already collect coverage data as part of their CI
pipelines, while extracting the remaining code and non-code
characteristics requires significantly more preprocessing and
analysis effort.

5.4 Feature importance
Historical coverage information consistently emerged as the
strongest predictor across both experimental settings. This
suggests that previous testing behavior is highly indicative
of future testing behavior, meaning that developers tend to
extend or modify tests in areas that were already covered

previously. This is not entirely unexpected, as production
changes often alter the behavior of the system, requiring tests
to be updated to validate the modified behavior. Furthermore,
code that was previously considered important enough to test
is likely to be regarded as important to test again in future
changes. This is supported by the finding of Yu et al. [48] that
code with a higher amount of historical defects is more likely
to contain new defects. This finding also helps explain why
the relatively simple coverage-only baseline already achieved
strong predictive performance.

Other features that ranked as important in both features
were the number of added lines in a PR, the repository WMC
and the number of unique operators that the line contained.

In the cross-project setting, the number of PR reviews, the
number of deleted lines in a PR and the number of external
dependencies are among the most important features, while
these features are comparatively less important in the within-
project setting. The within-project setting assigns higher im-
portance to more localized features, such as class coverage
percentage, class CBO, method RFC, class LCOM and the
relative position of a line within a file.

When analyzing feature importance at the scope level, the
coverage, non-code and repository scopes are the most influ-
ential categories in both settings, while the more localized
line, method and class scopes contribute much less. This
provides a clear answer to RQ2: Broader development and
project-level characteristics are more predictive of test suite
co-evolution than the specific local code changes themselves,
with the exception of previous line coverage, which is the
strongest feature.

It should be noted, however, that interpreting development-
process characteristics is not always straightforward. For ex-
ample, the number of reviews emerged as one of the most
important features in the cross-project setting. One possi-
ble explanation is that PRs receiving more reviews tend to be
more complex and therefore require additional testing. Al-
ternatively, the feature may act as a proxy for project-level
quality assurance practices, where projects with stricter re-
view processes also place greater emphasis on testing. In this
case, the model may be learning differences in testing cul-
ture rather than characteristics of the individual code change.
These examples serve to provide caution: feature importance
should not necessarily be interpreted as evidence of causality.

In the field of defect prediction, prior work has consistently
shown that a combination of development-process character-
istics and structural code metrics is effective for predicting
defect-prone code, with development and process-related fea-
tures being the most important [49, 50]. As automated testing
is closely tied to defect detection and software quality assur-
ance, it is reasonable that similar feature categories are also
predictive for test-suite co-evolution.

An important implication of these findings is that future
work on co-evolution prediction should not focus exclusively
on structural code characteristics. While existing approaches
primarily rely on code-based metrics [11, 12, 17], our re-
sults show that development-process characteristics contain
substantial predictive information and may be equally impor-
tant for understanding when test-suite modifications are re-
quired. Furthermore, most existing work focuses on local
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code scopes, such as line-, method-, and class-level charac-
teristics, whereas our findings indicate that repository-level
characteristics are often more informative for predicting co-
evolution. Together, these observations suggest that the need
for test-suite modifications is influenced not only by the
changed code itself, but also by the broader development con-
text in which the change occurs. Finally, although additional
features improve predictive performance, historical coverage
information alone already captures a large portion of the pre-
dictive signal. This raises the question of whether the addi-
tional complexity required to extract and process large num-
bers of code and process metrics is justified by the resulting
performance gains in practical applications.

Partial Dependence Analysis
The partial dependence analysis provides additional insight
into the findings for RQ2 by illustrating how the most influen-
tial features affect the model predictions. The strongest effect
can be seen for historical coverage, where the predicted prob-
ability of co-evolution increases from roughly 10% to more
than 40% when a line was already covered by the existing
test suite. This again highlights that previous testing behavior
is a very strong indicator for future testing behavior and ex-
plains why the coverage-only baseline already performs quite
well.

We also observe positive trends for the number of reviews
and the number of added lines in a PR. This suggests that
larger PRs and PRs receiving more discussion are more likely
to require accompanying test modifications. This matches
the intuition that larger or more complex changes generally
require more verification effort. In contrast, the number of
deleted lines shows a negative relationship with the predicted
probability of co-evolution. One possible explanation is that
deletions are much more common in cleanup or refactoring
work, which may require fewer additional tests than added
functionality.

Lastly, the plot for the number of unique operators shows
that the largest increase in predicted probability occurs be-
tween zero and one operator, while additional operators only
have a small effect. This implies that the presence of op-
erational logic on a line is more important than the exact
amount of operational complexity. The rug plots also show
that higher feature values occur relatively infrequently in the
dataset, meaning that the model behavior in those regions
should be interpreted more carefully.

5.5 Differences between within- and cross-project
prediction

Interestingly, the cross-project setting achieved substantially
better predictive performance than the within-project setting.
This contradicts findings from prior work, such as Wang
et al., who observed significantly lower performance in the
cross-project setting [11]. One possible explanation for this
difference is the distinct feature sets and prediction granular-
ity used in our work. Wang et al. perform prediction on the
file level and primarily rely on statistics derived from source
code modifications, such as the number of added, modified,
or deleted language constructs, while we predict on the line
level and use more granular features across multiple scopes

and including developmental features as well.
In our experiments, using only code-related features re-

sulted in no statistically significant difference between the
within-project and cross-project settings. However, after
adding coverage, non-code and repository-level character-
istics, the cross-project setting improved substantially, re-
sulting in an average MCC improvement of 0.084 over the
within-project setting. This suggests that these broader de-
velopmental and project-level characteristics generalize more
effectively across repositories than localized code character-
istics. Taken together, these findings provide a clear an-
swer to RQ3: the primary differences between within-project
and cross-project prediction lie not only in predictive perfor-
mance, but also in the types of characteristics that are most in-
formative. At the same time, within-project prediction relies
more heavily on localized code characteristics, while cross-
project prediction benefits substantially more from coverage,
repository-level, and development-process characteristics.

This interpretation is further supported by the feature
importance analysis shown in Figure 10, where non-code
and repository-level features consistently contributed more
strongly than line, method and class-level features. This may
indicate that broader development patterns such as review be-
havior, project maturity, contributor activity and repository-
level structure are more stable across projects than local cod-
ing styles or implementation details, making them more suit-
able for cross-project prediction.

This interpretation is also consistent with our exploratory
analysis of repository performance. In the cross-project set-
ting, repositories that were easier to predict exhibited signif-
icantly longer merge times and fewer changed files and pro-
duction files per PR. Furthermore, review-related metrics and
repository complexity measures were among the character-
istics that differentiated easier and harder repositories. To-
gether, these findings suggest that development-process and
repository-level characteristics are associated not only with
individual predictions, but also with the overall predictability
of a repository.

Another possible explanation for the relatively weaker
within-project performance is the limited amount of training
data available per repository. This explanation is supported
by the exploratory analysis of project-level performance in
Section 4.3. Within the within-project setting, repositories
with above-median MCC scores contained significantly more
positive samples than repositories with below-median MCC
scores (1266 versus 320 positive samples on average). Ad-
ditionally, positive sample rate and positive PR rate both ap-
proached statistical significance. These findings suggest that
the availability of co-evolution examples plays an important
role in determining prediction performance. Since the within-
project models are restricted to learning from the historical
data of a single repository, projects with relatively few posi-
tive examples may not provide sufficient training data to learn
robust predictive patterns. In contrast, the cross-project set-
ting benefits from aggregating positive examples across mul-
tiple repositories, reducing this limitation. While the cross-
project setting is able to learn from a substantially larger
and more diverse collection of PRs, the within-project setting
is constrained to the historical evolution of a single reposi-
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tory. This may limit the model’s ability to learn robust de-
velopmental patterns and increase the risk of overfitting to
repository-specific behavior.

However, this analysis should be interpreted cautiously.
The comparison was performed on only 18 repositories, re-
sulting in two groups of nine projects each. Furthermore,
57 features were evaluated using a significance threshold of
α = 0.05, implying that several significant findings could
be expected by chance alone. Consequently, these results
should be regarded as exploratory evidence rather than defini-
tive conclusions.

An important implication of our findings is that cross-
project co-evolution prediction may be more feasible than
previously assumed. Prior work has generally treated cross-
project prediction as the more challenging setting [11], yet
our results suggest that incorporating development-process
and repository-level characteristics can substantially improve
generalizability across projects. This suggests that future
research should place greater emphasis on cross-project co-
evolution prediction, as the inclusion of development-process
and repository-level characteristics appears to mitigate some
of the generalization challenges observed in earlier work.

5.6 Threats to validity
This study is subject to several threats to validity. In the fol-
lowing subsections, we discuss the main threats related to
construct validity, internal validity, and external validity, as
well as the steps taken to mitigate their potential impact.

Construct validity
In our work, we use a line being covered by the test cases
that are modified in the PR as a proxy that this line should
be covered. This proxy, however, is not completely accu-
rate, as lines can be covered accidentally and assertions can
be weak, thus not verifying the line behavior. Consequently,
some lines may be labeled as requiring testing even though
the modified tests do not meaningfully validate their func-
tionality. This introduces noise into the target labels used for
model training and evaluation, which may reduce predictive
performance and affect the estimated importance of individ-
ual features. We partially mitigate this threat by relying on
coverage information from the modified test cases rather than
the full test suite, increasing the likelihood that the observed
coverage is functionally related to the production changes.
Furthermore, coverage-based definitions of test relevance are
commonly used in test-selection and co-evolution research.
Nevertheless, the risk of label noise remains.

Additionally, we only consider automatic testing in this
work. However, some projects also use manual testing prac-
tices. This leads to samples potentially being labeled as not
needing testing, while they would still benefit from testing.
The impact here is limited, as we only include work which
produces coverage and we require at least 100 changed lines
with co-evolution and at least 3 PR’s containing co-evolution
in the 3-year period of PR’s. This suggests that the included
projects make at least moderate use of automated testing prac-
tices.

A core assumption of our work is that co-evolution occurs
within the same PR. In practice, developers may introduce

production code changes and corresponding test modifica-
tions in separate PRs or commits. As a result, some pro-
duction changes in our dataset may be incorrectly labeled as
not requiring test modifications, while the corresponding test
changes occurred outside the analyzed PR. This could lead
to an underestimation of the prevalence of co-evolution and
introduce noise into the target labels used for prediction. We
partially mitigate this threat by following assumptions com-
monly made in the literature. Sterk et al. [20] found that most
developers create tests at the PR level or more frequently,
while Wang et al. [11] reported that most test modifications
occur within 48 hours of the corresponding production code
changes. These findings suggest that a substantial portion of
co-evolution activity occurs close in time to the associated
production changes. However, we only find co-evolution in
38,2% of PRs, implying that co-evolution could be happening
outside of the pull-request scope.

Internal validity
Our results are gathered through JaCoCo injection into Gra-
dle projects automatically. This method can fail or behave
inconsistently across projects. To prevent this from affecting
the study, we only include PR’s for which the entire data col-
lection passes, including the coverage generation. We also
only include samples from the PR if there are actually cov-
ered lines produced by the coverage task, meaning that the
entire injection must have been at least partially successful.
However, it could be the case that certain submodules did not
produce coverage data, without resulting in an error, while
some others did. In this case, the lines of the PR are included
in the dataset. We believe that this is unlikely, as this would
mean the injection was successful for at least one submod-
ule, but not the others. Nevertheless, partial failures without
explicit errors may still introduce some measurement noise,
although manual inspection of dozens of PRs across multiple
projects did not reveal this behavior.

As we exclude projects which fail to generate coverage,
this could lead to selection bias toward projects which are
more modern, well-structured, and more maintained. To de-
termine the effect of this, we analyzed whether there was
a difference between the populations of our failed and suc-
cessfully extracted projects in the number of contributors and
the number of stars. Our assumption was that projects with
more contributors and more stars are more mature projects
with a better setup, since more new people will have to
work on the project, this could have then resulted in a bi-
ased dataset. However, our analysis showed no significant
difference across the two populations.

When conducting predictive machine-learning-based
methods, there is a risk of data leakage. This occurs when the
model gets access to training data that can be directly linked
to the test data. In our case, we have a risk of data leakage
when lines from the same PR appear in both the training
and test set. To mitigate this risk, we decided to make use
of grouped splits in the within-project experiment and, of
course, project-level splits in the cross-project experiments.

Finally, some of the discussion relies on exploratory anal-
yses comparing repositories with above- and below-median
predictive performance. Because these analyses evaluated 57
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features on only 18 repositories, some observed differences
may represent false positives arising from multiple compar-
isons. Consequently, these findings should be interpreted as
indicative trends rather than definitive evidence.

External validity
For our dataset, we selected open-source Java projects that
use the Gradle build system. Consequently, our findings
may not generalize to projects written in other programming
languages, projects using different build systems, or pro-
prietary software systems. In particular, different program-
ming languages and ecosystems may exhibit different testing
practices, development workflows, and co-evolution patterns,
which could influence both predictive performance and the
relative importance of the extracted features.

Furthermore, we selected projects that exhibit active devel-
opment, are relatively mature, and have at least 11 contribu-
tors. As a result, our findings may not generalize to legacy
systems, startup projects, or smaller development teams.
Such projects often follow different development and test-
ing practices, potentially affecting both the prevalence of co-
evolution and the usefulness of the considered characteris-
tics. Additionally, software engineering practices evolve over
time. Since our dataset only contains PRs created after 2023,
the observed relationships between code changes, develop-
ment processes, and test-suite modifications may not be rep-
resentative of older development practices. Therefore, cau-
tion should be exercised when generalizing our findings to
projects developed in substantially different contexts or time
periods.

The increasing adoption of AI-assisted software develop-
ment may affect the generalizability of our findings. Our
study does not distinguish between human-written and AI-
generated code when constructing the dataset. As a result,
we cannot directly assess whether the identified predictors
of test-suite modification apply equally to both categories of
code.

Furthermore, our dataset spans PRs created between 2023
and 2025, a period during which the use of AI coding assis-
tants increased substantially. Prior work has shown that AI-
generated code exhibits different structural and stylistic char-
acteristics from human-written code, including differences in
complexity, repetitiveness, and code organization [51]. These
differences may influence both the extracted features and the
resulting testing behavior.

Although it is likely that part of our dataset contains AI-
generated code, the extent of this influence is unknown. Con-
sequently, it is unclear to what degree the observed relation-
ships between code characteristics and test-suite modifica-
tions generalize to modern AI-generated code. Future work
could explicitly identify AI-generated contributions and in-
vestigate whether separate predictive models are required for
human-written and AI-generated code.

5.7 Implications and applicability
This research contributes to the broader field of software en-
gineering research, specifically within the domains of soft-
ware testing, mining software repositories and predictive soft-
ware analytics. Over the past years, increasing attention has

been given to the use of machine learning techniques to sup-
port software quality assurance tasks such as defect predic-
tion, test selection, flaky test detection and automated code
review support. This thesis aligns with this broader trend by
investigating whether machine learning models can predict
when production code changes require accompanying modi-
fications to the test suite.

A notable contribution of this work is the combination of
multiple feature scopes, ranging from local code characteris-
tics to repository-level and developmental features. Existing
research in test coverage prediction often focuses primarily
on local source code changes or static code metrics. In con-
trast, the findings of this thesis suggest that broader devel-
opmental patterns, such as review behavior, repository char-
acteristics and project activity, may generalize better across
repositories than localized implementation details.

The results also highlight the growing importance of his-
torical software engineering data within modern development
environments. Many CI/CD pipelines already collect large
amounts of metadata, including test coverage, PR activity and
review statistics. This thesis demonstrates that such historical
development data can be leveraged to support predictive qual-
ity assurance techniques. In particular, the strong predictive
power of historical coverage information suggests that soft-
ware testing behavior is highly influenced by existing testing
structures.

From a practical perspective, predictive models for test
suite co-evolution could support developers during code re-
view and testing activities. Such models could potentially be
integrated into CI pipelines or development environments to
highlight production changes that are likely to require addi-
tional or modified tests. This may help developers prioritize
testing effort, improve awareness of potentially under-tested
changes, and reduce the likelihood of bugs entering produc-
tion systems.

At the same time, this work also demonstrates several
limitations and risks associated with predictive software en-
gineering systems. Although the models achieve fair-to-
moderate predictive performance, precision remains rela-
tively low, meaning that many predicted positive samples are
false positives. In practice, excessive false positives could
reduce developer trust in such systems and lead to warning
fatigue. Furthermore, development and testing practices vary
substantially between repositories, which may limit the appli-
cability of generalized prediction models in certain contexts.

Different stakeholders might also view these kinds of pre-
dictive systems differently. Developers may benefit from ad-
ditional guidance regarding testing, but could simultaneously
view these systems as intrusive, especially when a fair share
of predictions are incorrect. While organizations might ben-
efit from improving software quality and reducing develop-
ment costs, the method also brings additional computational
overhead, one of the things our method was aiming to limit.
Furthermore, it would add additional complexity to current
CI/CD structures. Lastly, not all projects will be able to bene-
fit from this method. Repositories lacking reliable test cover-
age infrastructure or consistent development workflows may
not benefit equally from these techniques.

Finally, this research reflects a broader trend within Com-
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puter Science toward data-driven software engineering and
AI-assisted development practices. As software repositories
continue to grow in size and complexity, automated support
systems are increasingly being explored to assist developers
in decision-making processes. This thesis contributes to this
broader movement by showing that machine learning tech-
niques can capture meaningful signals related to test suite
evolution, while simultaneously illustrating the challenges of
balancing predictive performance, interpretability, generaliz-
ability and practical usability in real-world software engineer-
ing environments.

6 Conclusions and Future Work
In this chapter, we summarize the main findings of this thesis
and discuss their implications for predictive software testing
and software engineering research. We first present the con-
clusions drawn from the conducted experiments and analyses,
after which we discuss directions for future work.

6.1 Conclusion
This thesis investigated whether test-suite modifications
can be predicted from a combination of code, coverage,
repository-level, and non-code PR characteristics, and stud-
ied which characteristics are most important in both within-
project and cross-project settings.

RQ1: How accurately can we predict test-suite modi-
fications from a combination of PR code characteristics
and project non-code characteristics? Our results show
that test-suite modifications can be predicted with fair-to-
moderate accuracy using ML techniques. While histori-
cal coverage information already provides strong predictive
power, the inclusion of additional code, repository-level, and
non-code characteristics further improves performance, par-
ticularly in the cross-project setting.

RQ2: What is the influence of differently scoped char-
acteristics on the prediction of test-suite modifications in
both a within- and cross-project setting? We find that
broader feature scopes are substantially more informative
than localized code characteristics. Coverage, repository-
level, and non-code characteristics consistently contribute
more to predictive performance than line-, method-, and
class-level metrics, indicating that test-suite co-evolution is
strongly influenced by the broader development context.

RQ3: What are the differences in which characteristics
are important in a cross-project setting compared to the
within-project setting? Cross-project prediction relies more
heavily on repository-level and development-process charac-
teristics, whereas within-project prediction places relatively
greater importance on localized code characteristics. Further-
more, the cross-project setting consistently outperformed the
within-project setting, suggesting that broader developmental
characteristics generalize effectively across repositories.

Overall, this thesis demonstrates that test suite co-evolution
can be predicted using ML techniques and that broader de-
velopmental and repository-level characteristics play a cen-
tral role in this prediction task. The findings contribute to the
growing field of data-driven software engineering by showing
that software repositories contain meaningful signals regard-
ing testing behavior and test evolution. At the same time,

the results also highlight that challenges remain to make the
method ready for real-world usage.

6.2 Contributions
In summary, this thesis makes the following contributions:

• We construct a large-scale dataset containing line,
method, class, repository and non-code PR characteris-
tics extracted from 1303 pull requests spanning 18 open-
source Java projects. The dataset additionally includes
historical coverage information and co-evolution labels
derived from test suite modifications.

• We perform an extensive empirical study on predicting
test suite modifications in both within-project and cross-
project settings. Using explainable ML models, we an-
alyze the predictive importance of differently scoped
characteristics and study how these importance patterns
differ between settings.

• We show that broader developmental and repository-
level characteristics contribute substantially to cross-
project prediction performance, while historical cover-
age information is the strongest overall predictor of test
suite co-evolution.

• We provide a fully reproducible replication pack-
age containing the data collection pipeline, pre-
processing steps, experimental setup and analy-
sis scripts. Enabling reproduction of the results
and facilitating future research on predictive soft-
ware testing and test suite co-evolution. Avail-
able at https://github.com/anoncodeartifact/coverage-
prediction

• We provide our modified version of the CK project,
which is modified to incorporate repository-level
metrics, as well as the start and end lines of
methods and classes, and which reports comment
metrics for classes and methods. Available at
https://github.com/anoncodeartifact/ck-modified

6.3 Future work
While our results demonstrate that predicting test suite co-
evolutions is feasible using a combination of code and non-
code characteristics, further research is needed to improve
predictive performance, especially by reducing false posi-
tives. Additionally, further validation is needed to determine
whether the observed findings are generalizable to other types
of projects and development environments. Future research
should also investigate the possibility of integrating our pre-
dictive approach into CI/CD pipelines and study how devel-
opers perceive and interact with such integrations in practice.
Based on these findings, we propose the following directions
for future work:

Semantic based features
Our work focused on structural code metrics across differ-
ent scopes alongside non-code project and PR metrics. While
these metrics function as a proxy for complexity, coupling,
historical testing practices, and developmental patterns, they
do not capture the semantic meaning of the production code
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changes. Our work shows that the semantics of the code
change might be important, as the amount of unique opera-
tors per line was one of the top features in both predictive
settings. Future work could investigate whether these se-
mantic features could be used to complement the existing
features. Such features may help reduce false positives and
improve cross-project generalizability, as semantic informa-
tion is potentially less dependent on project-specific struc-
tures and conventions. This hypothesis is supported by prior
work showing that topic-based representations can be effec-
tive for defect prediction [52], suggesting that similar ap-
proaches may also be beneficial for predicting test-suite co-
evolution.

Improving co-evolution detection
Our work uses a novel approach by conflating coverage of
production code by the modified test suite to identify co-
evolution. While this does allow us to make predictions on
the line level instead of the file and method level, this method
does have the disadvantage of potentially overestimating co-
evolution, as lines of code can be non-meaningfully cov-
ered by a lack of assertions, or lie in the path of other code
that is the targeted code of the test change. Future work
could improve on our co-evolution detection by incorporat-
ing assertion-aware coverage as described in Chen et al. [53]
as well as the dynamic execution traces used in the work of
Liu et al. [12].

Validating on other scopes
This study focuses exclusively on open-source Gradle-based
Java projects. While this allowed easier large-scale automatic
data collection, it remains unclear to what extent our findings
are generalizable to industrial-size closed-source projects, as
well as to projects written in other programming languages.
As one of the motivations of our study was to reduce test suite
bloat in large-scale industrial systems, future work should
validate whether the findings of this study are transferable to
other environments.

Integration in developer workflow
While this study shows the theoretical viability of test suite
modification prediction, the practical usefulness in real-world
developmental workflows remains unclear. Future work
could investigate how predictive test suite modification could
be integrated into developer tooling such as IDE’s and CI/CD
pipelines. Such studies should evaluate the effects on test-
ing practices when using the framework, including whether
it leads to increased developer productivity. Additionally, it
should investigate how developers perceive the recommenda-
tions made by such a framework in practice, especially in the
trust of the framework as well as alarm fatigue relating to the
generation of false positive predictions.

Use of Generative AI Tools
Generative AI tools were used during the development and
writing process of this thesis. These tools were primarily used
to support brainstorming, finding relevant literature, improve
readability and language quality, assist with LaTeX format-
ting, generate table and figure formatting suggestions, and

provide debugging assistance for analysis scripts and data-
processing pipelines.

The tools used were ChatGPT for brainstorming, literature
collections and debugging of the code. And Grammarly for
writing assistance.

The author retains full responsibility for the research de-
sign, implementation, data collection, experimental evalua-
tion, interpretation of results, and all conclusions presented
in this work.

27



References
[1] OECD, Ed., OECD Digital Economy Outlook 2024

(Volume 1): Embracing the Technology Frontier, eng.
OECD Publishing, 2024, ISBN: 978-92-64-64012-
2 978-92-64-65426-6 978-92-64-60685-2. DOI: 10 .
1787/a1689dc5-en.

[2] D. Weston, Helping our customers through the Crowd-
Strike outage, Jul. 2024. Accessed: Nov. 30, 2025.
[Online]. Available: https://blogs.microsoft.com/blog/
2024 / 07 / 20 / helping - our - customers - through - the -
crowdstrike-outage/.

[3] Parametrix, Crowdstrikes impact on the fortune 500.
Accessed: Jul. 1, 2026. [Online]. Available: https : / /
www.parametrixinsurance.com/reports-white-papers/
crowdstrikes-impact-on-the-fortune-500.

[4] FitchRatings, (Re)Insurers Could Withstand Prelim-
inary Loss Estimates from CrowdStrike Chaos, Jul.
2024. Accessed: Jul. 1, 2026. [Online]. Available:
https://www.fitchratings.com/research/insurance/re-
insurers-could-withstand-preliminary-loss-estimates-
from-crowdstrike-chaos-22-07-2024.

[5] CrowdStrike, “Channel file 291 incident: Root cause
analysis,” CrowdStrike, Tech. Rep. Channel-File-291,
Jun. 2024, Incident root cause analysis report.

[6] G. Tassey, “The economic impacts of inadequate in-
frastructure for software testing. national institute of
standards and technology,” RTI Project, vol. 7007,
no. 11, pp. 1–309, 2002.

[7] P. S. Kochhar, T. F. Bissyande, D. Lo, and L. Jiang,
“An Empirical Study of Adoption of Software Testing
in Open Source Projects,” in 2013 13th International
Conference on Quality Software, IEEE, 2013, pp. 103–
112, ISBN: 978-0-7695-5039-8. DOI: 10.1109/QSIC.
2013.57.

[8] A. Mockus, N. Nagappan, and T. T. Dinh-Trong, “Test
coverage and post-verification defects: A multiple case
study,” in 3rd International Symposium on Empirical
Software Engineering and Measurement, IEEE, Oct.
2009, pp. 291–301, ISBN: 978-1-4244-4842-5. DOI:
10.1109/ESEM.2009.5315981.
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[38] A. Altmann, L. Toloşi, O. Sander, and T. Lengauer,
“Permutation importance: A corrected feature impor-
tance measure,” en, Bioinformatics, vol. 26, no. 10,
pp. 1340–1347, May 2010, ISSN: 1367-4811, 1367-
4803. DOI: 10.1093/bioinformatics/btq134.

[39] D. W. Apley and J. Zhu, “Visualizing the Effects of
Predictor Variables in Black Box Supervised Learn-
ing Models,” en, Journal of the Royal Statistical So-
ciety Series B: Statistical Methodology, vol. 82, no. 4,
pp. 1059–1086, Sep. 2020, ISSN: 1369-7412, 1467-
9868. DOI: 10.1111/rssb.12377.

[40] P. Biecek and T. Burzykowski, Explanatory Model
Analysis: Explore, Explain and Examine Predictive
Models, en, 1st ed. Chapman and Hall/CRC, Feb.
2021, ISBN: 978-0-429-02719-2. DOI: 10 . 1201 /
9780429027192.

29

https://doi.org/10.1109/SCAM59687.2023.00027
https://doi.org/10.1109/SCAM59687.2023.00027
https://doi.org/10.1145/3644032.3644444
https://doi.org/10.1145/3377811.3380921
https://doi.org/10.1145/3377811.3380921
https://doi.org/10.1145/3607183
https://doi.org/10.1145/3238147.3238183
https://doi.org/10.1145/3238147.3238183
https://doi.org/10.1007/s10664-022-10259-7
https://doi.org/10.1007/s10664-022-10259-7
https://doi.org/10.1201/b17461
https://doi.org/10.1109/TSE.2022.3165056
https://doi.org/10.1109/SANER.2019.8667996
https://doi.org/10.1109/SANER.2019.8667996
https://doi.org/10.1145/3639477.3639733
https://doi.org/10.1002/stv.430
https://doi.org/10.1016/S0950-5849(98)00050-0
https://doi.org/10.1145/152388.152391
https://doi.org/10.1016/j.artint.2018.07.007
https://doi.org/10.3390/e23010018
https://doi.org/10.3390/e23010018
https://doi.org/10.1214/aos/1013203451
https://doi.org/10.1214/aos/1013203451
https://doi.org/10.1080/10618600.2014.907095
https://doi.org/10.1080/10618600.2014.907095
https://doi.org/10.1093/bioinformatics/btq134
https://doi.org/10.1111/rssb.12377
https://doi.org/10.1201/9780429027192
https://doi.org/10.1201/9780429027192


[41] I. Guyon, J. Weston, S. Barnhill, and V. Vapnik, “Gene
Selection for Cancer Classification using Support Vec-
tor Machines,” en, Machine Learning, vol. 46, no. 1-3,
pp. 389–422, Jan. 2002, ISSN: 0885-6125, 1573-0565.
DOI: 10.1023/A:1012487302797.

[42] L. Briand, S. Morasca, and V. Basili, “Property-based
software engineering measurement,” IEEE Transac-
tions on Software Engineering, vol. 22, no. 1, pp. 68–
86, Jan. 1996, ISSN: 00985589. DOI: 10 . 1109 / 32 .
481535.

[43] M. Sulı́r, J. Porubän, and S. Chodarev, “Local soft-
ware buildability across Java versions,” en, Empiri-
cal Software Engineering, vol. 31, no. 3, p. 78, May
2026, ISSN: 1382-3256, 1573-7616. DOI: 10 . 1007 /
s10664 - 026 - 10806 - 6. [Online]. Available: https : / /
link.springer.com/10.1007/s10664-026-10806-6.
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